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Introduction 
This document describes the features, restrictions and guidelines, open problems, and workarounds 
for version R6205P03 and R6205P03-US. In the interest of brevity, any reference to R6205P03 is 
also applicable to R6205P03-US for the remainder of this document. Before you use this version on 
a live network, back up the configuration and test the version to avoid software upgrade affecting 
your live network.  

Use this document in conjunction with HPE 5950-CMW710-R6205P03-US Release Notes (Software 
Feature Changes) and the documents listed in "Related documents." 

Version information 
Version number 

HPE Comware Software, Version 7.1.070, Release 6205P03-US 

Note: You can see the version number with the display version command in any view. Please see 
Note ①.  

Version history 
 IMPORTANT: 

The software feature changes listed in the version history table for each version are not complete. 
To obtain complete information about all software feature changes in each version, see the Software 
Feature Changes document for this release notes. 
 

Table 1 Version history 

Version number Last version Release 
date 

Release 
type Remarks 

5950-CMW710-R6
205P03-US 

5950-CMW710-F6
205P02 2017-11-13 Feature 

version 

This version fixed bugs and 
introduced feature changes.  
New features include:  
• Enabling STP dispute 

guard 
• Enabling DNS spoofing 
• Enabling symmetric load 

sharing 
There are also modified 
features. 
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Version number Last version Release 
date 

Release 
type Remarks 

5950-CMW710-F62
05P02 

5950-CMW710-F6
205 2017-10-30 Feature 

version 

This version fixed bugs and 
introduced feature changes.  
New features include:  
• Setting PFC thresholds 
• Local-MAC address 

learning 
• Conversational learning for 

remote MAC address 
entries 

Removed features include: 
• Ignoring port speed in 

setting the aggregation 
states of member ports 

• PBB 
• SPBM 
There are also modified 
features. 

5950-CMW710-F62
05 

5950-CMW710-F6
203 2017-6-28 Feature 

version 

This version fixed bugs and 
introduced feature changes.  
New features include:  
• One-step ISSU 
• Specifying ignored packet 

fields for the default 
link-aggregation load 
sharing 

• Static SR over MPLS 
There are also modified 
features. 

5950-CMW710-F62
03 

5950-CMW710-F6
202 2017-4-27 Feature 

version 

This version fixed bugs and 
introduced feature changes.  
New features include:  
• DRNI 

5950-CMW710-F62
02 

5950-CMW710-R
6125 2017-3-28 Feature 

version 

This version fixed bugs and 
introduced feature changes.  
New features include:  
• FC and FCoE 
• MACsec 
• EEE 
• PBB 
• MPLS L2VPN 
• VPLS 
• SPBM 
• ERPS 
• FNA(HPE FlexFabric 

Network Analytics) 
• DCBX 
There are also modified 
features. 

5950-CMW710-R6
125 

5950-CMW710-R
6123 2017-1-13 Release 

version 
• Fixed bugs. 
• Modified features. 
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Version number Last version Release 
date 

Release 
type Remarks 

5950-CMW710-R6
123 

5950-CMW710-R
6106P01 2016-9-30 Release 

version Added feature and new devices. 

5950-CMW710-R6
106P01 

5950-CMW710-R
6106 2016-9-11 Release 

version 

Added feature: 
• New feature: Load 

balancing among BGP 
routes with different 
AS_PATH attributes of the 
same length 

5950-CMW710-R6
106 

5950-CMW710-R
6105 2016-5-31 Release 

version Fixed bugs. 

5950-CMW710-R6
105 First release 2016-4-11 Release 

version None 

 

Hardware and software compatibility matrix 
 CAUTION:  

To avoid an upgrade failure, use Table 2 to verify the hardware and software compatibility before 
performing an upgrade. 
 

Table 2 Hardware and software compatibility matrix 

Item Specifications 
Product family HPE 5950 Series 

Hardware platform 

HPE FlexFabric 5950 32QSFP28 Switch JH321A 
HPE FlexFabric 5950 32QSFP28 TAA-compliant Switch JH322A 
HPE FlexFabric 5950 48SFP28 8QSFP28 Switch JH402A 
HPE FlexFabric 5950 4-slot Switch JH404A 

Memory 4GB 

Flash 1GB 

Boot ROM version 
Version 106 or higher (Note: Perform the command display version 
command in any view to view the version information. Please see Note②) 

Host software & SHA256 
checksum 

5950-CMW710-R6205P03.ipe 
a5bd10238c5a543df91d043106dd58653df534f14801ebb5fd435c928907aa86 

iMC version 

iMC BIMS 7.3 (E0501) 
iMC EAD 7.3 (E0502) 
iMC TAM 7.3 (E0503) 
iMC UAM 7.3 (E0503) 
iMC MVM 7.3 (E0501) 
iMC NTA 7.3 (E0502) 
iMC PLAT 7.3 (E0504P02) 
iMC QoSM 7.3 (E0502) 
iMC-RAM 7.3 (E0501) 
iMC UBA 7.3 (E0502) 
iMC VFM 7.3 (E0502) 
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Item Specifications 

iMC version for FNA 
iMC PLAT 7.3 (E0504P02) 
iMC VFM 7.3 (E0503P02) 

iNode version iNode PC 7.3 (E0504) 

Web version None 

OAA version None 
 

To display version information for the system software and Boot ROM of 5950:  
<HPE> display version 

HPE Comware Software, Version 7.1.070, Release 6205P03         ------- Note① 

Copyright (c) 2010-2017 Hewlett Packard Enterprise Development LP 

HPE FF 5950 32Q28 Switch uptime is 0 weeks, 0 days, 2 hours, 6 minutes 

Last reboot reason : User reboot 

 

Boot image: flash:/5950-cmw710-boot-r6205p03.bin 

Boot image version: 7.1.070, Release 6205P03 

  Compiled Nov 12 2017 16:00:00  
System image: flash:/5950-cmw710-system-r6205p03.bin 

System image version: 7.1.070, Release 6205P03 

  Compiled Nov 12 2017 16:00:00  

 

 

Slot 1: 

Uptime is 0 weeks,0 days,2 hours,6 minutes 

FF 5950 32Q28 Switch with 2 Processor 

BOARD TYPE:         FF 5950 32Q28 Switch 

DRAM:               3584M bytes 

FLASH:              1024M bytes 

PCB 1 Version:      VER.A 

PCB 2 Version:      VER.A 

FPGA Version:       NONE 

Bootrom Version:    106                                           ------ Note② 

CPLD 1 Version:     001 

CPLD 2 Version:     001 

Release Version:    HPE FF 5950 32Q28 Switch-6205P03 

Patch Version  :    None 

Reboot Cause  :     UserReboot 

[SubSlot 0] 32QSFP28 + 2SFP PLUS 

ISSU compatibility list 
Table 3 ISSU compatibility list 

Current version Earlier version ISSU 
compatibility 

5950-CMW710-R6205P03 5950-CMW710-F6205P02 Yes 

5950-CMW710-F6205P02 5950-CMW710-F6205 Yes 
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5950-CMW710-F6205 5950-CMW710-F6203 Yes 

5950-CMW710-F6203 5950-CMW710-F6202 Yes 

5950-CMW710-F6202 5950-CMW710-R6125 Yes 

5950-CMW710-R6125 5950-CMW710-R6123 No 

5950-CMW710-R6123 5950-CMW710-R6106P01 No 

5950-CMW710-R6106P01 5950-CMW710-R6106 Yes 

5950-CMW710-R6106 5950-CMW710-R6105 No 
 

Upgrade restrictions and guidelines 
Before performing a software upgrade, it is important to refer to the Software Feature Changes 
document for any feature changes in the new version. Also check the most recent version of the 
related documents (see "Related documents") available on the HPE website for more information 
about feature configuration and commands. 

Because Release 6106 and later versions support new signatures, the software cannot be 
downgraded to Release 6105 after it is upgraded to Release 6106 or later.  

When the software is upgraded to or from version F6202/F6203, the port media-type configuration 
might change. If the port media type configuration changes, you must configure the port media type 
again as needed. This command is available only on the lowest-numbered eight 25-GE interfaces 
and highest-numbered eight 25-GE interfaces on the HPE FlexFabric 5950 48SFP28 8QSFP28 
Switch (JH402A) and the 25-GE interfaces on the LSWM124TG2H interface module of the HPE 
FlexFabric 5950 4-slot Switch (JH404A). 

If the device is configured with FlexFabric Network Analytics (FNA), do not use ISSU to upgrade the 
software to version F6205. 

When the software is upgraded to or from version F6205 by using ISSU, IRF split might occur to 
cause software upgrade failure. As a best practice, do not use ISSU to upgrade the software to 
version F6205 or upgrade the software from version F6205 to another version. 

Hardware feature updates 

R6205P03-US 
None 

F6205P02 
The HPE FlexFabric 5950 4-slot Switch supports the new subcard LSWM18CQMSEC (JH957A). 

F6205 
None 
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F6203 
None 

F6202 
The following transceiver modules are supported: 
• HPE X190 8G/4G/2G SFP+ LC Short Wave Transceiver JG879A 
• HPE X190 8G/4G/2G SFP+ LC Long Wave Transceiver JG880A 

The Mellanox 655874-B21 QSFP+ to SFP+ adapter is supported. When a 100G QSFP28 interface 
or 40G QSFP+ interface has this adapter installed, the interface is compatible with a 10G SFP+ 
transceiver module. LSWM116Q Interface Card (JH405A) does not support this adapter.  

R6125 
None 

R6123 
The following devices are supported: 
• HPE FlexFabric 5950 48SFP28 8QSFP28 Switch JH402A 
• HPE FlexFabric 5950 4-slot Switch JH404A 

The following expansion cards are supported: 
• LSWM18CQ 
• LSWM116Q 
• LSWM124TG2H 
• LSWM124XGT2Q 
• LSWM124XG2QFC 
• LSWM18QC 
• LSWM124XG2Q 
• LSWM124XG2QL 

The following transceiver modules are supported: 
• HPE X150 100G QSFP28 LC LR4 10km SM Transceiver(JL275A) 
• HPE X240 100G QSFP28 to QSFP28 5m Direct Attach Copper Cable(JL273A) 
• HPE X2A0 100G QSFP28 to QSFP28 7m Active Optical Cable(JL276A) 
• HPE X2A0 100G QSFP28 to QSFP28 10m Active Optical Cable(JL277A) 
• HPE X2A0 100G QSFP28 to QSFP28 20m Active Optical Cable(JL278A) 
• HPE X240 QSFP28 4xSFP28 1m DAC Cable(JL282A) 
• HPE X240 QSFP28 4xSFP28 3m DAC Cable(JL283A) 
• HPE X2A0 40G QSFP+ to QSFP+ 7m Active Optical Cable(JL287A) 
• HPE X2A0 40G QSFP+ to QSFP+ 10m Active Optical Cable(JL288A) 
• HPE X2A0 40G QSFP+ to QSFP+ 20m Active Optical Cable(JL289A) 
• HPE X190 25G SFP28 LC SR 100m MM XCVR(JL293A) 
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• HPE X240 25G SFP28 to SFP28 1m DAC(JL294A) 
• HPE X240 25G SFP28 to SFP28 3m DAC(JL295A) 

R6106P01 
None 

R6106 
The following transceiver modules are supported: 
• HPE X2A0 10G SFP+ to SFP+ 7m Active Optical Cable (JL290A) 
• HPE X2A0 10G SFP+ to SFP+ 10m Active Optical Cable(JL291A) 
• HPE X2A0 10G SFP+ to SFP+ 20m Active Optical Cable(JL292A) 

R6105 
First release. 

Software feature and command updates 
For more information about the software feature and command update history, see HPE 
5950-CMW710-R6205P03 Release Notes (Software Feature Changes).  

MIB updates 
Table 4 MIB updates 

Item MIB file Module Description 
5950-CMW710-R6205P03 
New None None None 

Modified None None None 

5950-CMW710-F6205P02 
New None None None 

Modified None None None 

5950-CMW710-F6205 
New None None None 

Modified None None None 

5950-CMW710-F6203 
New None None None 

Modified None None None 

5950-CMW710-F6202 
New None None None 
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Item MIB file Module Description 
Modified None None None 

5950-CMW710-R6125 
New None None None 

Modified None None None 

5950-CMW710-R6123 
New None None None 

Modified None None None 

5950-CMW710-R6106P01 
New None None None 

Modified None None None 

5950-CMW710-R6106 
New None None None 

Modified None None None 

5950-CMW710-R6105 
New First release First release First release 

Modified First release First release First release 
 

Operation changes 
Operation changes in R6205P03 

None. 

Operation changes in F6205P02 
Modified interface QoS policy application settings 

Before modification: You can apply only one QoS policy to each direction of an interface, and only 
one traffic behavior action can be performed on traffic matching a traffic class.  

After modification: You can apply a maximum of three QoS policies of different types to the same 
direction of an interface: one generic, one accounting-type, and one marking-type. For more 
information, see HPE 5950-CMW710-F6205P02 Release Notes (Software Feature Changes). 

ARP MAD collision handling process 
Before modification: ARP MAD uses the following process to handle a multi-active collision: 
1. Compares the member IDs of the masters in the split IRF fabrics. 
2. Sets all fabrics to the Recovery state except the one that has the lowest numbered master. 

After modification: ARP MAD uses the following process to handle a multi-active collision: 
1. Compares the forwarding performance of the chips in each split fabric. 
2. Sets all fabrics to the Recovery state except the one that has the best chip forwarding 

performance. 
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3. Compares the member IDs of the masters if all IRF fabrics have the same chip forwarding 
performance. 

4. Sets all fabrics to the Recovery state except the one that has the lowest numbered master. 

DRNI and EVPN distributed relay 
The distributed-relay keyword in DRNI commands and EVPN distributed relay commands were 
changed to drni. For more information, see HPE 5950-CMW710-F6205P02 Release Notes 
(Software Feature Changes). 

Multicast VPN 
MD view was changed to MVPN view and the multicast-domain keyword in commands was 
changed to multicast-vpn. For more information, see HPE 5950-CMW710-F6205P02 Release 
Notes (Software Feature Changes). 

Configuration rollback by using NETCONF 
Suppression for the <edit-config> operation during a configuration rollback was added. To allow the 
<edit-config> operation to be performed during a configuration rollback, you must perform an <action> 
operation to change the value of the DisableEditConfigWhenRollback attribute to false. For more 
information, see HPE 5950-CMW710-F6205P02 Release Notes (Software Feature Changes). 

Operation changes in F6205 
Configuring the FlexFabric Network Analytics (FNA) feature 

This release added support for configuring the FNA feature on an IRF fabric. 

Monitoring CPU usage 
The minor alarm threshold, severe alarm threshold, and recovery threshold were added to monitor 
CPU usage in finer granularity. For more information, see HPE 5950-CMW710-F6205 Release 
Notes (Software Feature Changes). 

Configuring IRF bridge MAC persistence 
The MAC address persistent time changed from 10 minutes to 12 minutes for the irf mac-address 
persistent timer command. 

Operation changes in F6203 
None. 

Operation changes in F6202 
Support of 10-GE and 25-GE interfaces for the 1Gbps speed 

Before modification: 10-GE and 25-GE interfaces on HPE FlexFabric 5950 48SFP28 8QSFP28 
Switch and HPE FlexFabric 5950 4-slot Switch do not support the 1Gbps speed or transceiver 
module. 

After modification: 10-GE and 25-GE interfaces on HPE FlexFabric 5950 48SFP28 8QSFP28 Switch 
and HPE FlexFabric 5950 4-slot Switch support the 1Gbps speed or transceiver module. 

Excluding a service interface from the IRF MAD shutdown action by the system 
When the IRF fabric transits to the Recovery state, the system automatically excludes the following 
service interfaces from being shut down: 
• Before modification: 
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 IRF physical interfaces. 
 Member interfaces of an aggregate interface if the aggregate interface is excluded from 

being shut down. 
• After modification: 

 IRF physical interfaces. 
 Interfaces used for BFD MAD. 
 Member interfaces of an aggregate interface if the aggregate interface is excluded from 

being shut down. 

Aging time for ARP entries in the output of the display arp command 
Before modification: The command displays the ARP entry aging time in minutes. 

After modification: The command displays the ARP entry aging time in seconds. 

Value range for port security's limit on the number of secure MAC addresses 
The value range for the max-count argument of the port-security max-mac-count max-count [ vlan 
[ vlan-id-list ] ] command changed. 

Before modification: The value range for the max-count argument is 1 to 4294967295. 

After modification: The value range for the max-count argument is 1 to 2147483647. 

Enabling a BGP instance 
Support for session multithreading was removed. You can create the same public IPv4 unicast 
address family on different BGP instances. For more information, see HPE 5950-CMW710-F6202 
Release Notes (Software Feature Changes). 

Specifying a RabbitMQ server 
In this software version, you can specify the port number through which the device communicates 
with a RabbitMQ server when you specify the RabbitMQ server. You can specify the MPLS L3VPN 
instance to which a RabbitMQ server belongs when you remove the RabbitMQ server. For more 
information, see HPE 5950-CMW710-F6202 Release Notes (Software Feature Changes). 

Operation changes in R6125 
Number of subinterfaces supported 

Before modification, you can create 500 Layer 3 Ethernet subinterfaces and Layer 3 aggregate 
subinterfaces in total. 

After modification, you can create 1024 Layer 3 Ethernet subinterfaces and Layer 3 aggregate 
subinterfaces in total. 

CL72 negotiation 
Before modification, CL72 negotiation is enabled by default. 

After modification, CL72 negotiation is disabled by default. 

Operation changes in R6123 
Configuring IRF bridge MAC persistence 

The MAC address persistent time changed from 6 minutes to 10 minutes for the irf mac-address 
persistent timer command. 
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Operation changes in R6106P01 
None. 

Operation changes in R6106 
None. 

Operation changes in R6105 
First release. 

Restrictions and cautions 
To connect an interface on the LSWM124XG2QL(JH180A) interface module or a 25-GE interface 
with a GE transceiver module to another device, you must perform the following tasks on the 
interface: 
• Set the interface speed to 1000 Mpbs by using the speed 1000 command. 
• Configure the interface to operate in full duplex mode by using the duplex full command. 

When multiple queues on one interface or multiple interfaces exceed the buffer usage threshold in 
FNA at the same time, alarms are not reported for some queues, and the corresponding queue 
monitor graphs are incorrect. 

Multicast packets cannot trigger FNA alarms on the following interfaces: 
• 10-GE interfaces on the HPE FlexFabric 5950 32QSFP28 Switch (JH321A) and HPE 

FlexFabric 5950 32QSFP28 TAA-compliant Switch (JH322A).  
• GE interfaces on the HPE FlexFabric 5950 48SFP28 8QSFP28 Switch (JH402A) and HPE 

FlexFabric 5950 4-slot Switch (JH404A).  

Open problems and workarounds 
201711010575 

• Symptom: A MACsec-enabled interface cannot be pinged by a directly-connected peer after 
certain operations are performed.  

• Condition: This symptom occurs if one of the following operations is performed: 
 Enable MACsec on an interface, switch the interface to a Layer 3 Ethernet interface, and 

modify the MAC address of the Layer 3 Ethernet interface.  
 Enable MACsec on an interface, assign the interface to a VLAN, and modify the MAC 

address of the corresponding VLAN interface.  
• Workaround: After enabling MACsec on an interface, do not modify the MAC address of the 

corresponding Layer 3 interface of the MACsec-enabled interface.  

201612230336 
• Symptom: After a tunnel interface comes up, the interface cannot decapsulate and forward 

packets received from VTEPs.  
• Condition: This symptom occurs if multiple tunnels exist and the source IP address of one 

tunnel is the global source IP address. Then, the tunnel that is not configured with a source IP 
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address can come up, but the tunnel interface cannot decapsulate and forward packets 
received from VTEPs.  

• Workaround: Make sure the source IP address configured for a tunnel is different from the 
global source IP address.  

201708310741 
• Symptom: A keepalive link in a DRNI network goes down.  
• Condition: This symptom occurs if both DRNI and OpenFlow are configured on a device.  
• Workaround: Configure OpenFlow entries to ensure that DRNI keepalive packets are permitted to 

pass through.  

List of resolved problems 

Resolved problems in R6205P03 
201709260138 

• Symptom:  CVE-2017-3735 
• Condition: Successfully exploiting this issue will allow attackers to bypass security restrictions and 

perform unauthorized actions; this may aid in launching further attacks. 

201710180649 
• Symptom: MACsec connections cannot be set up if a transceiver module or subcard is removed 

and re-installed when MACsec traffic exists. 
• Condition: This symptom might occur if a transceiver module or subcard is removed and 

re-installed when MACsec traffic exists. 

201710240487 
• Symptom: EVPN traffic forwarding fails if the remote VTEP switches between tunnels. 
• Condition: This symptom might occur if the remote VTEP switches between tunnels. 

201710270200 
• Symptom: An interface cannot forward traffic after its MACsec configuration is removed. 
• Condition: This symptom might occur if MACsec configuration is removed from an interface. 

201706270683 
• Symptom: NetStream fails to collect traffic statistics on an interface when NetStream is disabled 

on other interfaces.  
• Condition: This symptom occurs if NetStream is configured on multiple interfaces and then 

NetStream is disabled on one of these interfaces. 

201609230034 
• Symptom: BFD session flapping occurs when SSL VPN AC interfaces are shut down. 
• Condition: This symptom might occur if SSL VPN AC interfaces are shut down. 

201708310704 
• Symptom: A 10-GE copper interface cannot come up.  
• Condition: This symptom occurs if an external loopback test is performed on the 10-GE copper 

interface.  

javascript:openTab('../DefectDetail/Default/a0f15116-142e-4ff4-a1cd-62465fb29451',%20'%E9%97%AE%E9%A2%98%E5%8D%95:201709260138');
http://idms.h3c.com/Login?tabUrl=DefectDetail/Default/dc426f2f-996d-4401-9fcc-0c5b02e4be2b$tabTitle=201710270200
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Resolved problems in F6205P02 
201706050458 

• Symptom: In an EVPN network, traffic is duplicated.  
• Condition: This symptom occurs if the following conditions exist: 

 In an EVPN network, the outgoing interface of a VXLAN tunnel is a Layer 3 aggregate 
interface.  

 The shutdown or undo shutdown command is executed on an interface transmitting 
traffic.  

201706090010 
• Symptom: Residual rawip sockets exist and occupy the memory.  
• Condition: This symptom occurs if the switch performs NQA operations for a long time.  

201705250358 
• Symptom: An FC aggregate interface cannot come up.  
• Condition: This symptom occurs if the member ports of the FC aggregate interface are all on 

subordinate IRF member devices.  

201705060255 
• Symptom: NetStream fails to collect traffic statistics on an interface.  
• Condition: This symptom occurs if IPv6 NetStream filtering is enabled on the interface. 

201609060180 
• Symptom: The following symptoms occur on an interface that hosts an AC: 

 If the priority trust mode is not set, the interface cannot perform EXP value mapping 
correctly for MPLS packets with an EXP value of 0, and the 802.1p priority of the packets is 
set to 0 after priority mapping. 

 If the priority trust mode is set to 802.1p or DSCP, the 802.1p priority of packets is set to 0 
after priority mapping. 

• Condition: This symptom might occur if the priority trust mode is not set or the qos trust dot1p or 
qos trust dscp command is executed on an interface that hosts an AC. 

201708250543 
• Symptom: On a DR interface, traffic among different service instances associated with the same 

VSI cannot be forwarded.  
• Condition: This symptom occurs if the DR interface is configured with ACs and the shutdown and 

undo shutdown commands are executed on the member ports of the DR interface.  

201708310748 
• Symptom: NetStream fails to collect traffic statistics on an interface.  
• Condition: This symptom occurs if IPv6 NetStream filtering is enabled on the interface. 

201709080177 
• Symptom: A fiber management interface cannot come up.  
• Condition: This symptom occurs if the transceiver module is removed from and then installed into 

a fiber management interface on a subordinate IRF member device.  

201708310760 
• Symptom: MACsec cannot operate correctly on an MKA-enabled interface.  
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• Condition: This symptom occurs if the speed command is used to set the speed for an interface 
supporting MACsec. 

Resolved problems in F6205 
201705230173  

• Symptom: On an EVPN network with distributed EVPN gateways, outgoing packets on an 
Ethernet service instance carry an 802.1Q VLAN tag unexpectedly. 

• Condition: This symptom might occur if the device acts as an EVPN gateway to perform Layer 3 
forwarding and the Ethernet service instance is configured to match frames that do not have an 
802.1Q VLAN tag. 

201612050269 
• Symptom: CVE-2016-7427 
• Condition: An attacker with access to the NTP broadcast domain can periodically inject 

specially crafted broadcast mode NTP packets into the broadcast domain which, while being 
logged by ntpd, can cause ntpd to reject broadcast mode packets from legitimate NTP 
broadcast servers 
 

• Symptom: CVE-2016-7428 
• Condition: An attacker with access to the NTP broadcast domain can send specially crafted 

broadcast mode NTP packets to the broadcast domain which, while being logged by ntpd, will 
cause ntpd to reject broadcast mode packets from legitimate NTP broadcast servers 
 

• Symptom: CVE-2016-7431 
• Condition: Zero Origin timestamp problems were fixed by Bug 2945 in ntp-4.2.8p6. However, 

subsequent timestamp validation checks introduced a regression in the handling of some Zero 
origin timestamp checks. 

201702220570 
• Symptom: CVE-2017-3730 
• Condition: OpenSSL is prone to denial-of-service vulnerability. Attackers can exploit this issue 

to cause a denial-of-service condition.  
 

• Symptom: CVE-2017-3731 
• Condition: OpenSSL is prone to denial-of-service vulnerability. An attacker may exploit this 

issue to crash the application, resulting in denial-of-service condition.  
 

• Symptom: CVE-2017-3732 
• Condition: OpenSSL is prone to an information-disclosure vulnerability. An attacker can exploit 

this issue to gain access to sensitive information that may aid in further attacks. 

201704280171 
• Symptom: CVE-2015-3405 
• Condition: An attacker can exploit the ntp-keygen utility to spoof an NTP client or server.  

 
• Symptom: CVE-2014-9297 
• Condition: An attacker can exploit this issue. When an NTP client decrypted a secret received 

from an NTP server. 

http://idms.h3c.com/Login?tabUrl=DefectDetail/Default/208b3501-4dbd-482b-84bd-9ee595699df0$tabTitle=201705230173
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• Symptom: CVE-2015-9298  
• Condition: An attacker could bypass source IP restrictions and send malicious control and 

configuration packets. 

201704280531 
• Symptom: CVE-2017-64558 
• Condition: NTP are prone to a buffer-overflow vulnerability because it fails to properly 

bounds-check user-supplied data before copying it into an insufficiently sized buffer.  
 

• Symptom: CVE-2016-9042 
• Condition: NTP is prone to a denial-of-service vulnerability. An attacker can exploit this issue to 

cause a denial-of-service condition, denying service to legitimate users. 

Resolved problems in F6203 
201704010616 

• Symptom: An IRF fabric splits when the IRF fabric has 8K VPLS PWs and the public network 
interface on the IRF fabric flaps. 

• Condition: This symptom might occur if the IRF fabric has 8K VPLS PWs and the public network 
interface on the IRF fabric flaps. 

201703310499 
• Symptom: FNA is not available for GE interfaces on the FlexFabric 5950 48SFP28 8QSFP28 or 

FlexFabric 5950 4-slot switch. 
• Condition: This symptom might occur if FNA is configured on GE interfaces of the FlexFabric 

5950 48SFP28 8QSFP28 or FlexFabric 5950 4-slot switch. 

201704240426 
• Symptom: A memory exhaustion occurs on the switch when the switch is enabled with FNA and 

keeps generating notification messages for a long time. 
• Condition: This symptom might occur if the switch is enabled with FNA and keeps generating 

notification messages for a long time. 

201703160569 
• Symptom: A 10-GE interface that is installed with a GE transceiver module and connected to 

another device cannot come up if the 10-GE interface is on one of the following hardware: 
 LSWM124XG2QL(JH180A) interface module. 
 FlexFabric 5950 32QSFP28 switch. 
 FlexFabric 5950 32QSFP28 TAA-compliant switch. 

• Condition: This symptom might occur if the 10-GE interface is installed with a GE transceiver 
module and connected to another device and the 10-GE interface is on one of the following 
hardware: 
 LSWM124XG2QL(JH180A) interface module. 
 FlexFabric 5950 32QSFP28 switch. 
 FlexFabric 5950 32QSFP28 TAA-compliant switch. 

201704250571 
• Symptom: In an IRF fabric, forwarded Layer 2 packets arrive at the incoming interface of the 

packets again. 

http://idms.h3c.com/Login?tabUrl=DefectDetail/Default/4daa9beb-6165-41d3-9d15-6b3de20cd26f$tabTitle=%E9%97%AE%E9%A2%98%E5%8D%95:201704250571
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• Condition: This symptom occurs with a low probability if an interface in the IRF fabric is split into 
breakout interfaces and then the breakout interfaces are combined. 

Resolved problems in F6202 
201612050269 

• Symptom: CVE-2016-7427 
• Condition: An attacker with access to the NTP broadcast domain can periodically inject 

specially crafted broadcast mode NTP packets into the broadcast domain which, while being 
logged by ntpd, can cause ntpd to reject broadcast mode packets from legitimate NTP 
broadcast servers 

 
• Symptom: CVE-2016-7428 
• Condition: An attacker with access to the NTP broadcast domain can send specially crafted 

broadcast mode NTP packets to the broadcast domain which, while being logged by ntpd, will 
cause ntpd to reject broadcast mode packets from legitimate NTP broadcast servers 

 
• Symptom: CVE-2016-7431 
• Condition: Zero Origin timestamp problems were fixed by Bug 2945 in ntp-4.2.8p6. However, 

subsequent timestamp validation checks introduced a regression in the handling of some Zero 
origin timestamp checks. 

201611030036 
• Symptom: Flow mirroring does not take effect.  
• Condition: This symptom occurs if flow mirroring is configured in the outbound direction of a 

Layer 3 interface or Layer 3 aggregate interface.  

Resolved problems in R6125 
201610100291 

• Symptom: On a VXLAN or EVPN network, unknown unicast, broadcast, or multicast packets 
are duplicated or lost after they are forwarded. 

• Condition: This symptom occurs if the Ethernet service instance of a VSI is created on a 
cross-chassis Layer 2 aggregate interface, of which member ports are on different IRF member 
devices. 

201612270330  
• Symptom: The system prompts that the memory is insufficient when the BGP neighborship 

information is displayed.  
• Condition: This symptom occurs if SNMP is used to read BGP information multiple times and 

causes memory leak. 

201610240176 
• Symptom: Inter-data center Layer 2 forwarding fails in an EVPN-DCI network. 
• Condition: This symptom might occur if Layer 2 traffic is forwarded between two data centers of 

an EVPN-DCI network. 
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201609060256 
• Symptom: Frequent LDP protocol flapping causes hardware nexthop entry leakage and 

forwarding failure. 
• Condition: This symptom might occur if the LDP protocol flaps frequently. 

201610140317 
• Symptom: CVE-2016-6304 
• Condition: OpenSSL is prone to denial-of-service vulnerability. An attacker may exploit this 

issue to cause a denial-of-service condition. 
 

• Symptom: CVE-2016-6306 
• Condition: OpenSSL is prone to a local denial-of-service vulnerability. A local attacker can 

exploit this issue to cause a denial-of-service condition. 

201611070341 
• Symptom: CVE-2016-8858 
• Condition: A remote user can send specially crafted data during the key exchange process to 

trigger a flaw in kex_input_kexinit() and consume excessive memory on the target system. This 
can be exploited to consume up to 384 MB per connection. 

201611080162 
• Symptom: CVE-2016-5195 
• Condition: An unprivileged local user could use this flaw to gain write access to otherwise 

read-only memory mappings and thus increase their privileges on the system. 

201609140425 
• Symptom: After L2VPN is disabled, the EVPN-enabled device cannot forward traffic correctly 

because some EVPN ARP entries are not deleted. 
• Condition: This symptom might occur if L2VPN is disabled on the EVPN-enabled device. 

Resolved problems in R6123 
201609180002 

• Symptom: CVE-2016-2105 
• Condition: Fixed vulnerability in “EVP Encode” in OpenSSL before 1.0.1t and 1.0.2 before 

1.0.2h allows remote attackers to cause a denial of service (heap memory corruption) via a 
large amount of binary data. 
 

• Symptom: CVE-2016-2106 
• Condition: Fixed vulnerability in “EVP Encrypt” in OpenSSL before 1.0.1t and 1.0.2 before 

1.0.2h allows remote attackers to cause a denial of service (heap memory corruption) via a 
large amount of binary data. 
 

• Symptom: CVE-2016-2107 
• Condition: Fixed vulnerability in OpenSSL before 1.0.1t and 1.02h allows remote attackers to 

obtain sensitive cleartext information via a padding-oracle attack against an AES CBC session. 
 

• Symptom: CVE-2016-2108 
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• Condition: Fixed vulnerability in OpenSSL before 1.0.1o and 1.0.2 before 1.0.2c allows remote 
attackers to execute arbitrary code or cause a denial of service (buffer underflow and memory 
corruption). 
 

• Symptom: CVE-2016-2109  
• Condition: Fixed vulnerability in “asn” before 1.0.1t and 1.0.2 before 1.0.2h allows remote 

attackers to cause a denial of service (memory consumption) via a short invalid encoding. 
 

• Symptom: CVE-2016-2176  
• Condition: Fixed vulnerability in “X509” in OpenSSL before 1.0.1t and 1.0.2 before 1.0.2h 

allows remote attackers to obtain sensitive information from memory or cause a denial of 
service. 

201607290021 
• Symptom: CVE-2016-2177 
• Condition: Fixed vulnerability in s3_srvr.c, ssl_sess.c, and t1_lib.c functions in OpenSSL 

through 1.0.2h that allows remote attackers to cause a denial of service (integer overflow and 
application crash), or possibly have an unspecified other impact by leveraging unexpected 
malloc behavior. 

201606240193 
• Symptom: CVE-2016-4953 
• Condition: Fixed vulnerability in NTP 4.x before 4.2.8p8 allows remote attackers to cause a 

denial of service by sending a spoofed packet with incorrect authentication data at a certain 
time. 
 

• Symptom: CVE-2016-4954 
• Condition: Fixed vulnerability in ntpd in NTP 4.x before 4.2.8p8 allows remote attackers to 

cause a denial of service by sending spoofed packets from source IP addresses in a certain 
scenario. 
 

• Symptom: CVE-2016-4956 
• Condition: Fixed vulnerability in NTP 4.x before 4.2.8p8 allows remote attackers to cause a 

denial of service via a spoofed broadcast packet. 

201609010406 
• Symptom: CVE-2009-3238 
• Condition: The get_random_int function in the Linux kernel before 2.6.30 produces insufficiently 

random numbers, which allows attackers to predict the return value, and possibly defeat 
protection mechanisms 

201603310333 
• Symptom: The port mirroring configuration fails to be issued.  
• Condition: This symptom occurs if an aggregate interface is configured as the monitor port of a 

mirroring group.  

201604080607 
• Symptom: VXLAN traffic cannot be forwarded when the switch acts as a VXLAN IP gateway 

and has sFlow configured.  
• Condition: This symptom occurs if sFlow is enabled on the physical interface corresponding to 

the VXLAN tunnel.  
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201604140250 
• Symptom: In a VXLAN network, the routing protocols flap.  
• Condition: This symptom occurs if the following conditions exist: 

 The switch acts as a VXLAN IP gateway. 
 A large number of VXLAN tunnels are created on the switch.  
 The switch is sending and receiving a large number of ARP packets.  

201604200574 
• Symptom: OSPF neighborship flaps.  
• Condition: This symptom occurs if an IRF splits.  

201512230507 
• Symptom: The configuration might fail to be saved.  
• Condition: This symptom might occur if you save the configuration.  

Resolved problems in R6106P01 
None. 

Resolved problems in R6106 
201604060275 

• Symptom: The PBR configuration on a VSI interface does not take effect.  
• Condition: This symptom occurs if PBR is configured on a VSI interface of a VXLAN IP gateway.   

201604010510 
• Symptom: The DHCP snooping entries are not complete.  
• Condition: This symptom occurs if both DHCP relay agent and DHCP snooping are configured 

on the switch in a Layer 3 network.  

201604050208 
• Symptom: The sub-VLANs of a super VLAN do not send IGMP/MLD queries.  
• Condition: This symptom occurs if a super VLAN is configured and IGMP/MLD is configured on 

the VLAN interface of the super VLAN.  

201603310127 
• Symptom: Unknown unicast traffic and broadcast traffic are dropped in the outbound direction 

of an interface.  
• Condition: This symptom occurs if the interface is configured as an IRF physical interface and 

then configured as a common interface.  

Resolved problems in R6105 
First release. 
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Support and other resources 
Accessing Hewlett Packard Enterprise Support 

• For live assistance, go to the Contact Hewlett Packard Enterprise Worldwide website: 
www.hpe.com/assistance  

• To access documentation and support services, go to the Hewlett Packard Enterprise Support 
Center website: 
www.hpe.com/support/hpesc  

Information to collect: 
• Technical support registration number (if applicable). 
• Product name, model or version, and serial number. 
• Operating system name and version. 
• Firmware version. 
• Error messages. 
• Product-specific reports and logs. 
• Add-on products or components. 
• Third-party products or components. 

Documents 
To find related documents, see the Hewlett Packard Enterprise Support Center website at 
http://www.hpe.com/support/hpesc. 
• Enter your product name or number and click Go. If necessary, select your product from the 

resulting list. 
• For a complete list of acronyms and their definitions, see HPE FlexNetwork technology 

acronyms. 

Related documents 
The following documents provide related information: 
• HPE FlexFabric 5950 Command References-Release 620x 
• HPE FlexFabric 5950 Configuration Guides-Release 620x 
• HPE FlexFabric 5950 Switch Series Installation Guide 
• HPE X711 Frt(prt)-Bck(pwr) HV2 Fan Tray (JH388A) & HPE X712 Bck(pwr)-Frt(prt) HV2 Fan 

Tray (JH389A) User Guide 
• HPE A58x0AF 650W AC (JC680A) & 650W DC (JC681A) Power Supplies User Guide 
• HPE 5930-4Slot Fan Trays (JH185A & JH186A) User Guide 
• HPE LSWM18CQ Interface Module (JH406A) User Guide 
• HPE LSWM116Q Interface Module (JH405A) User Guide  
• HPE LSWM124TG2H Interface Module (JH450A) User Guide 
• HPE LSWM18QC Interface Module (JH183A) User Guide 
• HPE LSWM124XG2Q & LSWM124XG2QL Interface Modules User Guide 

http://www.hpe.com/assistance
http://www.hpe.com/support/hpesc
http://www.hpe.com/support/hpesc
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• HPE LSWM124XGT2Q Interface Module (JH182A) User Guide  
• HPE LSWM124XG2QFC Interface Module (JH184A) User Guide 

Documentation feedback 
Hewlett Packard Enterprise is committed to providing documentation that meets your needs. To help 
us improve the documentation, send any errors, suggestions, or comments to Documentation 
Feedback (docsfeedback@hpe.com). When submitting your feedback, include the document title, 
part number, edition, and publication date located on the front cover of the document. For online help 
content, include the product name, product version, help edition, and publication date located on the 
legal notices page. 
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Appendix A Feature list  
Hardware features 

Table 5 5950 series hardware features 

Item 

HPE FlexFabric 5950 
32QSFP28 Switch 
JH321A 
HPE FlexFabric 5950 
32QSFP28 
TAA-compliant Switch 
JH322A 

HPE FlexFabric 5950 
48SFP28 8QSFP28 
Switch JH402A 

HPE FlexFabric 5950 
4-slot Switch JH404A 

Dimensions (H 
× W × D) 

43.6 × 440 × 540 mm (1.72 
× 17.32 × 21.26 in) 

43.6×440×460 (1.72 × 
17.32 × 18.11 in) 

88.1×440×660 (1.72 × 
17.32 × 25.98 in) 

Weight ≤ 15.0 kg (33.07 lb) ≤ 15kg (33.07 lb) ≤ 18kg (39.68 lb) 

Console ports 1 
Mini 
USB(Console) 1 

Management 
Ethernet ports 

• 10M/100M/1000M Base-T copper port: 1 
• SFP port: 1 

USB ports 1 
SFP ports N/A 2 2 

SFP+ ports 2 N/A N/A 

SFP28 ports N/A 48 N/A 

QSFP28 ports 32 8 N/A 

Expansion 
cards N/A N/A 

LSWM18CQ 
LSWM116Q 
LSWM124TG2H 
LSWM124XGT2Q 
LSWM124XG2QFC 
LSWM18QC 
LSWM124XG2Q 
LSWM124XG2QL 
LSWM18CQMSEC 

Fan tray slots 6 5 2 

Fan trays 

HPE X712 Bck(pwr)-Frt(prt) 
HV2 Fan Tray (JH389A) 
HPE X711 Frt(prt)-Bck(pwr) 
HV2 Fan Tray (JH388A) 

HPE X712 Bck(pwr)-Frt(prt) 
HV2 Fan Tray (JH389A) 
HPE X711 Frt(prt)-Bck(pwr) 
HV2 Fan Tray (JH388A) 

HPE 5930 4-slot B(pwr) 
F(prt) Fan Tray(JH185A)  
HPE 5930 4-slot F(prt) 
B(pwr) Fan Tray(JH186A) 

Power module 
slots 2 2 4 

Power modules 
A58x0AF 650W AC Power Supply (JC680A) 

A58x0AF 650W DC Power Supply (JC681A) 
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Item 

HPE FlexFabric 5950 
32QSFP28 Switch 
JH321A 
HPE FlexFabric 5950 
32QSFP28 
TAA-compliant Switch 
JH322A 

HPE FlexFabric 5950 
48SFP28 8QSFP28 
Switch JH402A 

HPE FlexFabric 5950 
4-slot Switch JH404A 

AC-input 
voltage 

Rated voltage: 100 VAC to 240 VAC @ 50 or 60 Hz 

Max voltage: 90 VAC to 264 VAC @ 47 to 63 Hz 

DC-input 
voltage 

Rated voltage: –48 VDC to –60 VDC 

Max voltage: –40 VDC to –72 VDC 

Minimum power 
consumption 

Single-AC: 280W 
Dual-AC: 286W 
Single-DC: 270W 
Dual-DC: 275W 

Single-AC: 188W 
Dual-AC: 200W 
Single-DC: 180W 
Dual-DC: 195W 

Dual-AC: 180W 
Triple AC: 197W 
Quadruple AC: 213W 
Dual-DC: 187W 
Triple DC: 202W 
Quadruple DC: 213W 

Maximum 
power 
consumption 

Single-AC: 586W 
Dual-AC: 590W 
Single-DC: 582W 
Dual-DC: 572W 

Single-AC: 405W 
Dual-AC: 413W 
Single-DC: 400W 
Dual-DC: 408W 

Dual-AC: 612W 
Triple AC: 618W 
Quadruple AC: 635W 
Dual-DC: 610W 
Triple DC: 612W 
Quadruple DC: 613W 

Chassis 
leakage current 
compliance 

• UL60950-1 
• EN60950-1 
• IEC60950-1 
• GB4943 

Melting current 
of power supply 
fuse 

• 650W AC power supply: 10 A @ 250 VAC 
• 650W DC power supply: 30 A @ 250 VDC 

Operating 
temperature 0°C to 45°C (32°F to 113°F) 

Operating 
humidity 10% to 90%, noncondensing 

Fire resistance 
compliance 

• UL60950-1 
• EN60950-1 
• IEC60950-1 
• GB4943 
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Software features 
Table 6 Software features of the MSR 20/MSR 30/MSR 50 series 

Feature 

HPE FlexFabric 5950 
32QSFP28 Switch 
JH321A 
HPE FlexFabric 5950 
32QSFP28 
TAA-compliant 
Switch JH322A 

HPE FlexFabric 5950 
48SFP28 8QSFP28 
Switch JH402A 

HPE FlexFabric 5950 
4-slot Switch 
JH404A 

Full duplex Wire speed 
L2 switching capacity 6400Gbps 4000Gbps 6400Gbps 

Whole system Wire 
speed L2 switching 
Packet forwarding rate  

3169.6Mpps 3169.6Mpps 3169.6Mpps 

Forwarding mode  Store-forward and cut-through 

Link aggregation 

• Aggregation of 10-GE ports 
• Aggregation of 25-GE ports 
• Aggregation of 40-GE ports 
• Aggregation of 100-GE ports 
• Static link aggregation 
• Dynamic link aggregation 
• When stacked, supports up to 256 aggregation groups, each supporting up 

to 32 ports 

Flow control IEEE 802.3x flow control and back pressure 

Jumbo Frame Supports maximum frame size of 9416 

MAC address table 

• 136K MAC addresses 
• 8K static MAC addresses 
• Blackhole MAC addresses 
• MAC address learning limit on a port 

VLAN • Port-based VLANs (4094 VLANs) 

QinQ • Supported 

VLAN Mapping 
• 1;1 VLAN Mapping 
• 1:2 VLAN Mapping 
• 2:2 VLAN Mapping 

ARP 

• 136K entries 
• 1K static entries  
• Gratuitous ARP 
• Standard proxy ARP and local proxy ARP 
• ARP source suppression 
• ARP black hole 
• ARP detection (based on DHCP snooping entries/802.1x security 

entries/static IP-to-MAC bindings) 

ND 
• 68K entries 
• 1K static entries 

VLAN virtual interface 2K 
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Feature 

HPE FlexFabric 5950 
32QSFP28 Switch 
JH321A 
HPE FlexFabric 5950 
32QSFP28 
TAA-compliant 
Switch JH322A 

HPE FlexFabric 5950 
48SFP28 8QSFP28 
Switch JH402A 

HPE FlexFabric 5950 
4-slot Switch 
JH404A 

DHCP 

• DHCP client 
• DHCP snooping 
• DHCP relay agent 
• DHCP server 
• DHCPv6 server 

UDP helper • Supported 

DNS 
• Dynamic domain name resolution 
• Dynamic domain name resolution client 
• IPv4/IPv6 addresses 

IPv4 routing 

• 4K static routes  
• RIP(Routing Information Protocol) v1/2; up to 4K IPv4 routes 
• OSPF (Open Shortest Path First) v1/v2; up to 128K IPv4 routes 
• IS-IS(Intermediate System to Intermediate system); up to 128K IPv4 routes 
• BGP (Border Gateway Protocol); up to 128K IPv4 routes 
• Configurable maximum number of equal-cost routes; up to 2K equal-cost 

routes 
• Routing policy 
• VRRP 
• PBR 

IPv6 routing 

• 2K static routes  
• RIPng: Supports up to 2K IPv6 routes 
• OSPF v3: Supports up to 84K IPv6 routes 
• IPv6 IS-IS: Supports up to 84K IPv6 routes 
• BGP4+: Supports up to 84K IPv6 routes 
• Up to 2K ECMP routes; each ECMP route supports up to 128 next hops 
• Routing policy 
• VRRP 
• PBR 

Multicast 

• IGMP snooping 
• MLD snooping 
• IPv4 and IPv6 multicast VLAN 
• IPv4 and IPv6 PIM snooping 
• IGMP and MLD 
• PIM and IPv6 PIM 
• MSDP 
• Multicast VPN 
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Feature 

HPE FlexFabric 5950 
32QSFP28 Switch 
JH321A 
HPE FlexFabric 5950 
32QSFP28 
TAA-compliant 
Switch JH322A 

HPE FlexFabric 5950 
48SFP28 8QSFP28 
Switch JH402A 

HPE FlexFabric 5950 
4-slot Switch 
JH404A 

MPLS 

• Static LSP 
• LDP 
• MPLS TE 
• Static CRLSP 
• RSVP 
• Tunnel policy 
• MPLS OAM 
• MPLS L3VPN 
• MCE 

BFD 

• RIP/RIPng 
• OSPF/OSPFv3 
• IS-IS/IPv6 IS-IS 
• BGP/BGP4+ 
• Static route/IPv6 static route 

Tunnel 

• IPv4 over IPv4 tunnel 
• IPv4 over IPv6 tunnel 
• IPv6 over IPv4 manual tunnel 
• IPv6 over IPv4 6to4 tunnel 
• IPv6 over IPv4 ISATAP tunnel 
• IPv6 over IPv6 tunnel 
• GRE tunnel 

MSTP 
• STP/RSTP/MSTP protocol 
• STP Root Guard 
• BPDU Guard 

QoS/ACL 

• Restriction of the rates at which a port sends and receives packets, with a 
granularity of 8 kbps. 

• Packet redirect 
• Committed access rate (CAR), with a granularity of traffic limit 8 kbps.  
• Eight output queues for each port  
• Flexible queue scheduling algorithms based on port and queue, including 

strict priority (SP), Weighted Deficit Round Robin (WDRR), Weighted Fair 
Queuing (WFQ), SP + WDRR, and SP + WFQ.  

• Remarking of 802.1p and DSCP priorities 
• Packet filtering at L2 (Layer 2) through L4 (Layer 4); flow classification 

based on source MAC address, destination MAC address, source IP 
(IPv4/IPv6) address, destination IP (IPv4/IPv6) address, port, protocol, and 
VLAN. 

• Time range 
• Weighted Random Early Detection (WRED) 
• Queue shaping 
• User profile 
• COPP 
• Explicit Congestion Notification (ECN) 
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Feature 

HPE FlexFabric 5950 
32QSFP28 Switch 
JH321A 
HPE FlexFabric 5950 
32QSFP28 
TAA-compliant 
Switch JH322A 

HPE FlexFabric 5950 
48SFP28 8QSFP28 
Switch JH402A 

HPE FlexFabric 5950 
4-slot Switch 
JH404A 

Mirroring 
• Flow mirroring 
• Port mirroring 
• Multiple mirror observing port 

Remote mirroring • Port remote mirroring (RSPAN) 

Security  

• Hierarchical management and password protection of users 
• AAA authentication 
• RADIUS 
• HWTACACS 
• SSH 2.0 
• PKI 
• SSL 
• HTTPs 
• Attack detection and prevention 
• IP Source Guard 
• uRPF 
• Keychain 

Traffic Management 
• sFlow 
• Netstream(HPE FlexFabric 5950 48SFP28 8QSFP28 Switch and HPE 

FlexFabric 5950 4-slot Switch) 

Loading and upgrading 
• Loading and upgrading through XModem protocol 
• Loading and upgrading through FTP 
• Loading and upgrading through the trivial file transfer protocol (TFTP) 

Management 

• Configuration at the command line interface 
• Remote configuration through Telnet 
• Configuration through Console port 
• Simple network management protocol (SNMP) 
• System log 
• Hierarchical alarms 
• NTP 
• Power supply alarm function 
• Fan and temperature alarms 

Maintenance 

• Debugging information output 
• Ping and Tracert 
• Remote maintenance through Telnet 
• DLDP 
• File download and upload through USB port 
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Appendix B Upgrading software  
The following information describes how to upgrade software while the router is operating normally 
or when the router cannot correctly start up.  

System software file types 
Software required for starting up the switch includes:  
• Boot ROM image—A .bin file that comprises a basic section and an extended section. The 

basic section is the minimum code that bootstraps the system. The extended section enables 
hardware initialization and provides system management menus. You can use these menus to 
load software and the startup configuration file or manage files when the switch cannot correctly 
start up.  

• Software images—Includes boot images and system images.  
 Boot image—A .bin file that contains the operating system kernel. It provides process 

management, memory management, file system management, and the emergency shell. 
 System image—A .bin file that contains the main application code required for device 

operation.  This includes device management, interface management, configuration 
management, and routing management. 

The software images that have been loaded are called "current software images." The software 
images specified to load at next startup are called "startup software images." 

These images might be released separately or as a whole in one .ipe package file. If an .ipe file is 
used, the system automatically decompresses the file, loads the .bin boot and system images in the 
file and sets them as startup software images. Typically, the Boot ROM and software images for this 
switch series are released in an .ipe file named main.ipe.  

In addition to these images, HP irregularly releases patch packages for you to fix bugs without 
rebooting the switch. A patch package does not add new features or functions.  

System startup process 
Upon power-on, the Boot ROM image runs to initialize hardware and then the software images run to 
start up the entire system, as shown in Figure 1.  
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Figure 1 System startup process 

 
 

Upgrade methods 
You can upgrade system software by using one of the following methods:  
 

Upgrading method Software types Remarks 

Upgrading from the CLI 

Software images 

• You must reboot the switch to 
complete the upgrade.  

• This method can interrupt ongoing 
network services. 

Patch packages 

The upgrade does not interrupt ongoing 
services. 
Make sure the patch packages match 
the current software images. A patch 
package can fix bugs only for its 
matching software image version.  

Upgrading from the Boot menu 
• Boot ROM image 
• Software images 

Use this method when the switch cannot 
correctly start up.  

 CAUTION: 
Upgrading an IRF fabric from the CLI 
rather than the Boot menu.  
The Boot menu approach requires that 
you upgrade the member switches one 
by one and has larger impact on services 
than the CLI approach.  

 

The output in this document is for illustration only and might vary with software releases. For 
example, this document uses boot.bin and system.bin to represent boot and system image names, 
whereas the actual software image name format is chassis_software platform version_image 
type_release, for example, 5950-cmw710-boot-r6105.bin and 5950-cmw710-system-r6105.bin. 

Start

Boot ROM runs

Press Ctrl+B 
promptly?

Startup software 
images run

Enter Boot menu to 
upgrade Boot ROM or 

startup software 
images

Yes

No

System starts up 
and CLI appears

Finish
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Upgrading from the CLI 
This section uses a two-member IRF fabric as an example to describe how to upgrade software from 
the CLI. If you have more than two subordinate switches, repeat the steps for the subordinate switch 
to upgrade their software. If you are upgrading a standalone switch, ignore the steps for upgrading 
the subordinate switch.  

Preparing for the upgrade 
Before you upgrade software, complete the following tasks:  
1. Log in to the IRF fabric through Telnet or the console port (details not shown).  
2. Perform the display irf command in any view to identify the number of IRF members, each 

member switch’s role and IRF member ID.  
<Sysname> display irf 

MemberID   Role   Priority  CPU-Mac         Description 

 *+1      Master  5         0023-8927-afdc  --- 

   2      Standby 1         0023-8927-af43  --- 

-------------------------------------------------- 

 * indicates the device is the master. 

 + indicates the device through which the user logs in. 

 

 The Bridge MAC of the IRF is: 0023-8927-afdb 

 Auto upgrade                : no 

 Mac persistent              : 6 min 

 Domain ID                   : 0   

3. Perform the dir command in user view to identify the free storage space of each member 
switch.  

4. Identify the free Flash space of the master switch. 
<Sysname> dir 

Directory of flash: 

     0      -rw-       41424  Aug 23 2013 00:33:57     startup.mdb 

     1      -rw-        3792  Aug 23 2013 00:33:56     startup.cfg 

     2      -rw-    53555200  Aug 23 2013 16:04:08     system.bin 

     3      drw-           -  Aug 23 2013 00:03:07     seclog 

     4      drw-           -  Aug 23 2013 00:03:07     diagfile 

     5      drw-           -  Aug 23 2013 00:03:07     logfile 

     6      -rw-     9959424  Aug 23 2013 16:04:08     boot.bin 

     7      -rw-     9012224  Aug 21 2013 09:54:27     backup.bin 

 

1048576 KB total (977704 KB free)   

5. Identify the free Flash space of each subordinate switch, for example, switch 2. 
<Sysname> dir slot2#flash:/ 

Directory of slot2#flash:/ 

     0      -rw-       41424  Aug 23 2013 00:33:57     startup.mdb 

     1      -rw-        3792  Aug 23 2013 00:33:56     startup.cfg 

     2      -rw-    93871104  Aug 23 2013 16:00:08     system.bin 

     3      drw-           -  Aug 23 2013 00:03:07     seclog 

     4      drw-           -  Aug 23 2013 00:03:07     diagfile 
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     5      drw-           -  Aug 23 2013 00:03:07     logfile 

     6      -rw-    13611008  Aug 23 2013 15:59:00     boot.bin 

     7      -rw-     9012224  Aug 21 2013 09:54:27     backup.bin 

 

1048576 KB total (934767 KB free) 

6. Compare the free Flash space of each member switch with the size of the software file to load. 
If the space is sufficient, start the upgrade process. If not, go to the next step.  

7. Delete obsolete files in Flash to free space:  
 

 CAUTION: 
• To avoid data loss, do not delete the current configuration file. For information about the current 

configuration file, perform the display startup command. Hewlett Packard Enterprise 
recommends that you preferentially delete obsolete software images. To avoid inadvertent 
delete of the current software images, perform the display boot-loader command in any view to 
identify them.  

• The delete /unreserved file command deletes a file permanently and the action cannot be 
undone. 

• The delete file command moves a file to the recycle bin and the file still occupies storage space. 
To permanently delete the file from the recycle bin, first perform the undelete command to 
restore the file and then perform the delete /unreserved file command.  

 

8. Delete obsolete files from the Flash memory of the master switch.  
<Sysname> delete /unreserved flash:/backup.bin 

The file cannot be restored. Delete flash:/backup.bin?[Y/N]:y 

Deleting the file permanently will take a long time. Please wait... 

Deleting file flash:/backup.bin...Done. 

9. Delete obsolete files from the Flash memory of the subordinate switch.  
<Sysname> delete /unreserved slot2#flash:/backup.bin 

The file cannot be restored. Delete slot2#flash:/backup.bin?[Y/N]:y 

Deleting the file permanently will take a long time. Please wait... 

Deleting file slot2#flash:/backup.bin...Done. 

Downloading software to the master switch 
Before you start upgrading software images or patch packages, make sure you have downloaded 
the upgrading software files to the root directory in Flash memory. This section describes 
downloading an .ipe software file as an example.  

The following are ways to download, upload, or copy files to the master switch:  
• FTP download from a server 
• FTP upload from a client 
• TFTP download from a server 
• Copying files from a USB flash drive 

Prerequisites 
If FTP or TFTP is used, the IRF fabric and the PC working as the FTP/TFTP server or FTP client can 
reach each other.  

Prepare the FTP server or TFTP server program yourself for the PC. The switch series does not 
come with these software programs. 
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FTP download from a server 
You can use the switch as an FTP client to download files from an FTP server.  

To download a file from an FTP server, for example, the server at 10.10.110.1:  
1. Run an FTP server program on the server, configure an FTP username and password, specify 

the working directory and copy the file, for example, newest.ipe, to the directory.  
2. Perform the ftp command in user view on the IRF fabric to access the FTP server.  

<Sysname> ftp 10.10.110.1 

Trying 10.10.110.1... 

Press CTRL+K to abort 

Connected to 10.10.110.1 

220 FTP service ready.  

User(10.10.110.1:(none)):username  

331 Password required for username. 

Password:  

230 User logged in 

3. Enable the binary transfer mode.  
ftp> binary 

  200 Type set to I. 

4. Perform the get command in FTP client view to download the file from the FTP server. 
ftp> get newest.ipe 

  227 Entering Passive Mode (10,10,110,1,17,97). 

  125 BINARY mode data connection already open, transfer starting for /newest.ipe 

  226 Transfer complete. 

  63521792 bytes received in 35 seconds (896. 0 kbyte/s) 

ftp> bye 

221 Server closing. 

FTP upload from a client 
You can use the IRF fabric as an FTP server and upload files from a client to the IRF fabric.  

To FTP upload a file from a client:  
1. On the IRF fabric:  
2. Enable FTP server.  

<Sysname> system-view 

[Sysname] ftp server enable 

3. Add a local FTP user account, set its password and access service type, and assign it to the 
user role network-admin for uploading file to the working directory of the server.  

[Sysname] local-user abc 

[Sysname-luser-manage-abc] password simple pwd 

[Sysname-luser-manage-abc] service-type ftp 

[Sysname-luser-manage-abc] authorization-attribute user-role network-admin 

[Sysname-luser-manage-abc] quit 

[Sysname] quit 

4. On the PC: 
5. FTP to the IRF fabric (the FTP server).  

c:\> ftp 1.1.1.1 

Connected to 1.1.1.1.  

220 FTP service ready. 
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User(1.1.1.1:(none)):abc                                

331 Password required for abc. 

Password:                                               

230 User logged in. 

6. Enable the binary file transfer mode.  
ftp> binary 

200 TYPE is now 8-bit binary. 

7. Upload the file (for example, newest.ipe) to the root directory in the Flash memory of the 
master switch.  

ftp> put newest.ipe 

200 PORT command successful 

150 Connecting to port 10002 

226 File successfully transferred 

ftp: 63521792 bytes sent in 64.58 secs (497.60 Kbytes/sec). 

TFTP download from a server 
To download a file from a TFTP server, for example, the server at 10.10.110.1: 
1. Run a TFTP server program on the server, specify the working directory, and copy the file, for 

example, newest.ipe, to the directory.  
2. On the IRF fabric, perform the tftp command in user view to download the file to the root 

directory in the Flash memory of the master switch.  
<Sysname> tftp 10.10.110.1 get newest.ipe 

Press CTRL+C to abort. 

  % Total    % Received % Xferd  Average Speed   Time    Time     Time  Current 

                                 Dload  Upload   Total   Spent    Left  Speed 

100 60.5M    0 60.5M    0     0   143k      0 --:--:--  0:03:38 --:--:--  142k 

Copying files from a USB flash drive 
Every 5950 switch provides a USB port for you to copy files from a USB flash drive.  

To copy a file from a USB flash drive to the Flash memory of the master switch:  
1. Plug the USB flash drive in the USB port of the switch. 
2. Copy the file (for example, newest.ipe) to the Flash memory of the switch. 

<Sysname> cd usba: 

<Sysname> copy usba:/newest.ipe newest.ipe 

Copy usba:/newest.ipe to flash:/newest.ipe?[Y/N]:y 

Start to copy usba:/newest.ipe to flash:/newest.ipe... Done. 

Upgrading the software images 
To upgrade the software images:  
1. Specify the upgrading image file (newest.ipe in this example) used at the next startup for the 

master switch, and assign the M attribute to the boot and system images in the file.  
<Sysname> boot-loader file flash:/newest.ipe slot 1 main 

Verifying the file flash:/newest.ipe on slot 1....Done.. 

Images in IPE: 

  boot.bin 

  system.bin 

Decompressing file boot.bin to flash:/boot.bin................Done. 
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Decompressing file system.bin to 

flash:/system.bin.............................Done. 

Decompression completed. 

You are recommended to delete the .ipe file after you set startup software images for 

all slots. 

Do you want to delete flash:/newest.ipe now? [Y/N]:n 

Verifying the file flash:/boot.bin on slot 1...Done. 

Verifying the file flash:/system.bin on slot 1...Done. 

The images that have passed all examinations will be used as the backup startup software 

images at the next reboot on slot 1 

2. Specify the upgrading image file used at next startup for the subordinate switch, and assign the 
M attribute to the boot and system images in the file. (As a result, the subordinate switch 
automatically copies the file to the root directory in its Flash memory.) 
<Sysname> boot-loader file flash:/newest.ipe slot 2 main 

Verifying the file flash:/newest.ipe on slot 2....Done.. 

Images in IPE: 

  boot.bin 

  system.bin 

Decompressing file boot.bin to flash:/boot.bin................Done. 

Decompressing file system.bin to 

flash:/system.bin.............................Done. 

Decompression completed. 

You are recommended to delete the .ipe file after you set startup software images for 

all slots. 

Do you want to delete flash:/newest.ipe now? [Y/N]:n 

Verifying the file flash:/boot.bin on slot 2...Done. 

Verifying the file flash:/system.bin on slot 2...Done. 

The images that have passed all examinations will be used as the backup startup software 

images at the next reboot on slot 2 

3. (Optional) If the IRF fabric size has a lot of members, enable the software auto-update function.  
<Sysname> system-view 

[Sysname] irf auto-update enable  

[Sysname] quit 

Software auto-update is typically used for synchronizing the software images of the master switch to 
new member switches when you expand the IRF fabric. This function enables a subordinate switch 
to compare its main startup software image version with that of the IRF master. If the versions are 
different, the subordinate switch automatically downloads the current software images from the 
master, sets the downloaded images as the main software images at the next reboot, and 
automatically reboots with the new images to re-join the IRF fabric. In this upgrade process, the 
function avoids the failure of assign all the subordinate switch the same main software image file as 
the master switch causing an upgrade failure.  
4. Save the current configuration in any view to prevent data loss.  

<Sysname> save 

The current configuration will be written to the device. Are you sure? [Y/N]:y 

Please input the file name(*.cfg)[flash:/startup.cfg] 

(To leave the existing filename unchanged, press the enter key): 

flash:/startup.cfg exists, overwrite? [Y/N]:y 

Validating file. Please wait................. 

Saved the current configuration to mainboard device successfully. 

Slot 2: 
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Save next configuration file successfully. 

5. Reboot the IRF fabric to complete the upgrade.  
<Sysname> reboot 

Start to check configuration with next startup configuration file, please wait. 

........DONE! 

This command will reboot the device. Continue? [Y/N]:y 

 Now rebooting, please wait... 

The system automatically loads the .bin boot and system images in the .ipe file and sets them 
as the startup software images. 

6. Perform the display version command in any view to verify that the current main software 
images have been updated (details not shown). 

 

 NOTE: 
The system automatically checks the compatibility of the Boot ROM image and the boot and system 
images during the reboot. If you are prompted that the Boot ROM image in the upgrading image file 
is different than the current Boot ROM image, upgrade both the basic and extended sections of the 
Boot ROM image for compatibility. If you choose to not upgrade the Boot ROM image, the system 
will ask for an upgrade at the next reboot performed by powering on the switch or rebooting from the 
CLI (promptly or as scheduled). If you fail to make any choice in the required time, the system 
upgrades the entire Boot ROM image.  
 

Installing a patch package 
To install a patch package, for example, system-patch.bin:  
1. Activate the patch package on the master switch and the subordinate switch.  

<Sysname> install activate patch flash:/system-patch.bin slot 1 

<Sysname> install activate patch flash:/system-patch.bin slot 2 

2. Verify that the patch package has been activated.  
<Sysname> display install active 

Active packages on slot 1: 

  flash:/boot.bin 

  flash:/system.bin 

  flash:/system-patch.bin 

Active packages on slot 2: 

  flash:/boot.bin 

  flash:/system.bin 

  flash:/system-patch.bin 

3. Commit the installation so the patch package continues to take effect after a reboot.  
<Sysname> install commit 

4. Verify that the patch package installation has been committed.  
<Sysname> display install committed 

Committed packages on slot 1: 

  flash:/boot.bin 

  flash:/system.bin 

  flash:/system-patch.bin 

Committed packages on slot 2: 

  flash:/boot.bin 

  flash:/system.bin 
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  flash:/system-patch.bin  

For more information about installing patch packages, see HP FlexFabric 5950 Switch Series 
Fundamentals Configuration Guide.  

Upgrading from the Boot menu 
You can upgrade the Boot ROM image and software images but not patch packages from the Boot 
menu.  

In this approach, you must access the Boot menu of each member switch to upgrade their software 
one by one. If you are upgrading software images for an IRF fabric, using the CLI is a better choice.  

The following sections describe the methods of upgrading software images:  
• Using TFTP to upgrade software images through the management Ethernet port 
• Using FTP to upgrade software through the management Ethernet port 
• Using XMODEM to upgrade software through the console port 

The following sections describe the methods of upgrading Boot ROM images: 
• Using TFTP to upgrade Boot ROM through the management Ethernet port 
• Using FTP to upgrade Boot ROM through the management Ethernet port 
• Using XMODEM to upgrade Boot ROM through the console port 
 

 TIP: 
Upgrading through an Ethernet port is faster than through the console port. 
 

Prerequisites 
Make sure that the prerequisites are met before you start upgrading software from the Boot menu.  

Upgrading environment 
Use a console cable to connect the console terminal, for example, a PC, to the console port on the 
switch. Run a terminal emulator program on the console terminal and set the following terminal 
settings:  
• Bits per second—9,600 
• Data bits—8 
• Parity—None 
• Stop bits—1 
• Flow control—None 
• Emulation—VT100 

TFTP/FTP download 
To use TFTP or FTP:  
• Run a TFTP or FTP server program on the file server or the console terminal. 
• Copy the upgrade file to the file server. 
• Correctly set the working directory on the TFTP or FTP server.  
• Make sure that the file server and the switch can reach each other.  
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Storage space 
Make sure that sufficient space is available for the upgrading software file. If no sufficient space is 
available, delete obsolete files as described in "Managing files from the Boot menu." 

Upgrading time 
Make sure that the upgrade has minimal impact on the network services. During the upgrade, the 
switch cannot provide any services. 

Accessing the Boot menu 
Power on the switch (for example, an HP FF 5950-32QSFP28 Switch), and you can see the following 
information: 
Starting......                                                                                                                       

Press Ctrl+D to access BASIC BOOT MENU                                                                                               

Press Ctrl+T to start memory test                                                                                                    

                                                                                                                                     

********************************************************************************                                                     

*                                                                              *                                                     

*               HPE FF 5950 32QSFP28 Switch BOOTROM, Version 106               *                                                     

*                                                                              *                                                     

********************************************************************************                                                     

Copyright (c) 2010-2016 Hewlett Packard Enterprise Development LP                                                                    

                                                                                                                                     

Creation Date       : Apr  7 2016                                                                                                    

CPU Type            : P2020                                                                                                          

CPU L1 Cache        : 32KB                                                                                                           

CPU Clock Speed     : 1200MHz                                                                                                        

Memory Type         : DDR3 SDRAM                                                                                                     

Memory Size         : 4096MB                                                                                                         

Memory Speed        : 800MHz                                                                                                         

Flash Size          : 1024MB                                                                                                         

CPLD Version        : 1.0                                                                                                            

PCB Version         : Ver.B                                                                                                          

Mac Address         : 6000D246D4F8                                                                                                   

                                                                                                                                     

                                                                                                                                     

Press Ctrl+B to access EXTENDED BOOT MENU...0 

Press one of the shortcut key combinations at prompt. 

Table 7 Shortcut keys 

Shortcut 
keys Prompt message Function Remarks 

Ctrl+B Press Ctrl+B to enter 
Extended Boot menu... 

Accesses the extended Boot 
menu. 

Press the keys within 1 
second (in fast startup mode) 
or 5 seconds (in full startup 
mode) after the message 
appears. 
You can upgrade and 
manage system software and 
Boot ROM from this menu. 
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Shortcut 
keys Prompt message Function Remarks 

Ctrl+D Press Ctrl+D to access 
BASIC BOOT MENU 

Accesses the basic Boot 
menu. 

Press the keys within 1 
seconds after the message 
appears. 
You can upgrade Boot ROM 
or access the extended Boot 
ROM segment from this 
menu. 

Ctrl+T Press Ctrl+T to start 
heavy memory test 

Performs a RAM pressure 
test. 

Press the keys within 1 
second after the message 
appears. 

 

Accessing the basic Boot menu 
If the extended Boot ROM segment has corrupted, you can repair or upgrade it from the basic Boot 
menu. 

Press Ctrl+D within 1 seconds after the "Press Ctrl+D to access BASIC BOOT MENU" prompt 
message appears. If you fail to do this within the time limit, the system starts to run the extended 
Boot ROM segment. 
******************************************************************************** 

*                                                                              * 

*                             BASIC BOOTROM, Version 101                       * 

*                                                                              * 

******************************************************************************** 

 

   BASIC BOOT MENU 

 

1. Update full BootRom 

2. Update extended BootRom 

3. Update basic BootRom 

4. Boot extended BootRom 

0. Reboot 

Ctrl+U: Access BASIC ASSISTANT MENU 

 

Enter your choice(0-4): 

Table 8 Basic Boot ROM menu options 

Option Task 

1. Update full BootRom 

Update the entire Boot ROM, including the basic segment 
and the extended segment. To do so, you must use 
XMODEM and the console port. For more information, see 
Using XMODEM to upgrade Boot ROM through the console 
port. 

2. Update extended BootRom 

Update the extended Boot ROM segment. To do so, you 
must use XMODEM and the console port. For more 
information, see Using XMODEM to upgrade Boot ROM 
through the console port. 

3. Update basic BootRom 
Update the basic Boot ROM segment. To do so, you must 
use XMODEM and the console port. For more information, 
see Using XMODEM to upgrade Boot ROM through the 



39 

Option Task 
console port. 

4. Boot extended BootRom 
Access the extended Boot ROM segment.  
For more information, see Accessing the extended Boot 
menu. 

0. Reboot Reboot the switch. 

Ctrl+U: Access BASIC ASSISTANT MENU Press Ctrl + U to access the BASIC ASSISTANT menu 
(see Table 9).  

 

Table 9 BASIC ASSISTANT menu options 

Option Task 
1. RAM Test Perform a RAM self-test. 

0. Return to boot menu Return to the basic Boot menu. 
 

Accessing the extended Boot menu 
Press Ctrl+B within 1 second (in fast startup mode) or 5 seconds (in full startup mode) after the 
"Press Ctrl-B to enter Extended Boot menu..." prompt message appears. If you fail to do this, the 
system starts decompressing the system software. 

Alternatively, you can enter 4 in the basic Boot menu to access the extended Boot menu. 

The "Password recovery capability is enabled." or "Password recovery capability is disabled." 
message appears, followed by the extended Boot menu. Availability of some menu options depends 
on the state of password recovery capability (see Table 10). For more information about password 
recovery capability, see HP FlexFabric 5950 Switch Series Fundamentals Configuration Guide. 
Password recovery capability is enabled. 

 

   EXTENDED BOOT MENU  

 

1. Download image to flash  

2. Select image to boot  

3. Display all files in flash  

4. Delete file from flash  

5. Restore to factory default configuration  

6. Enter BootRom upgrade menu  

7. Skip current system configuration  

8. Set switch startup mode  

0. Reboot  

Ctrl+Z: Access EXTENDED ASSISTANT MENU  

Ctrl+F: Format file system  

Ctrl+P: Change authentication for console login  

Ctrl+R: Download image to SDRAM and run  

 

Enter your choice(0-8): 
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Table 10 Extended Boot ROM menu options 

Option Tasks 
1. Download image to flash Download a software image file to the flash. 

2. Select image to boot 

• Specify the main and backup software image file for the next 
startup. 

• Specify the main and backup configuration files for the next 
startup. This task can be performed only if password recovery 
capability is enabled. 

3. Display all files in flash Display files on the flash. 

4. Delete file from flash Delete files to free storage space. 

5. Restore to factory default 
configuration 

Delete the current next-startup configuration files and restore the 
factory-default configuration.  
This option is available only if password recovery capability is disabled. 

6. Enter BootRom upgrade menu Access the Boot ROM upgrade menu. 

7. Skip current system 
configuration 

Start the switch without loading any configuration file. 
This is a one-time operation and takes effect only for the first system 
boot or reboot after you choose this option. 
This option is available only if password recovery capability is enabled. 

8. Set switch startup mode Set the startup mode to fast startup mode or full startup mode. 

0. Reboot Reboot the switch. 

Ctrl+F: Format file system Format the current storage medium. 

Ctrl+P: Change authentication for 
console login 

Skip the authentication for console login. 
This is a one-time operation and takes effect only for the first system 
boot or reboot after you choose this option. 
This option is available only if password recovery capability is enabled. 

Ctrl+R: Download image to 
SDRAM and run 

Download a system software image and start the switch with the 
image. 
This option is available only if password recovery capability is enabled. 

Ctrl+Z: Access EXTENDED 
ASSISTANT MENU 

Access the EXTENDED ASSISTANT MENU.  
For options in the menu, see Table 11. 

 

Table 11 EXTENDED ASSISTANT menu options 

Option Task 
1. Display Memory Display data in the memory. 

2. Search Memory Search the memory for a specific data segment. 

0. Return to boot menu Return to the extended Boot ROM menu. 
 

Using TFTP to upgrade software images through the 
management Ethernet port 

1. Enter 1 in the Boot menu to access the file transfer protocol submenu.  
1. Set TFTP protocol parameters 

2. Set FTP protocol parameters 

3. Set XMODEM protocol parameters 
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0. Return to boot menu 

 

Enter your choice(0-3): 

2. Enter 1 to set the TFTP parameters.  
Load File Name      :update.ipe  

Server IP Address   :192.168.0.3  

Local IP Address    :192.168.0.2  

Subnet Mask         :255.255.255.0 

Gateway IP Address  :0.0.0.0 

Table 12 TFTP parameter description  

Item Description 
Load File Name Name of the file to download (for example, update.ipe).  

Server IP Address  IP address of the TFTP server (for example, 192.168.0.3).  

Local IP Address IP address of the switch (for example, 192.168.0.2).  

Subnet Mask Subnet mask of the switch (for example, 255.255.255.0). 

Gateway IP Address IP address of the gateway (in this example, no gateway is required because 
the server and the switch are on the same subnet). 

 

 NOTE: 
• To use the default setting for a field, press Enter without entering any value.  
• If the switch and the server are on different subnets, you must specify a gateway address for the 

switch. 
 

3. Enter all required parameters, and enter Y to confirm the settings. The following prompt 
appears:  
Are you sure to download file to flash? Yes or No (Y/N):Y 

4. Enter Y to start downloading the image file. To return to the Boot menu, enter N.  
Loading......................................................................... 

................................................................................ 

................................................................................ 

................................................................Done! 

5. Enter the M (main), B (backup), or N (none) attribute for the images. In this example, assign the 
main attribute to the images.  
Please input the file attribute (Main/Backup/None) M 

Image file boot.bin is self-decompressing... 

Free space: 534980608 bytes 

Writing flash................................................................... 

................................................................................ 

...................................................................Done! 

Image file system.bin is self-decompressing... 

Free space: 525981696 bytes 

Writing flash................................................................... 

................................................................................ 

................................................................................ 

................................................................................ 

................................................................................ 
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................................................................................ 

.......................................................................Done! 
 

 NOTE: 
• The switch always attempts to boot first with the main images, and if the attempt fails, for 

example, because the main images are not available, the switch tries to boot with the backup 
images. An image with the none attribute is just stored in Flash memory for backup and you must 
change its attribute to make it usable at reboot. 

• If an image with the same attribute as the image you are loading is already in Flash memory, the 
attribute of the old image changes to none after the new image becomes valid. 

 

6. Enter 0 in the Boot menu to reboot the switch with the new software images.  
   EXTENDED BOOT MENU  

 

1. Download image to flash  

2. Select image to boot  

3. Display all files in flash  

4. Delete file from flash  

5. Restore to factory default configuration  

6. Enter BootRom upgrade menu  

7. Skip current system configuration  

8. Set switch startup mode  

0. Reboot  

Ctrl+Z: Access EXTENDED ASSISTANT MENU  

Ctrl+F: Format file system  

Ctrl+P: Change authentication for console login  

Ctrl+R: Download image to SDRAM and run  

 

Enter your choice(0-8):0 

Using FTP to upgrade software through the management 
Ethernet port  

1. Enter 1 in the Boot menu to access the file transfer protocol submenu.  
1. Set TFTP protocol parameters 

2. Set FTP protocol parameters 

3. Set XMODEM protocol parameters 

0. Return to boot menu 

 

Enter your choice(0-3): 

2. Enter 2 to set the FTP parameters.  
Load File Name      :update.ipe  

Server IP Address   :192.168.0.3  

Local IP Address    :192.168.0.2 

Subnet Mask         :255.255.255.0 

Gateway IP Address  :0.0.0.0 

FTP User Name       :switch 

FTP User Password   :*** 
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Table 13 FTP parameter description 

Item Description 
Load File Name  Name of the file to download (for example, update.ipe).  

Server IP Address IP address of the FTP server (for example, 192.168.0.3).  

Local IP Address IP address of the switch (for example, 192.168.0.2).  

Subnet Mask Subnet mask of the switch (for example, 255.255.255.0). 

Gateway IP Address IP address of the gateway (in this example, no gateway is required because 
the server and the switch are on the same subnet). 

FTP User Name Username for accessing the FTP server, which must be the same as 
configured on the FTP server. 

FTP User Password Password for accessing the FTP server, which must be the same as 
configured on the FTP server. 

 

 NOTE: 
• To use the default setting for a field, press Enter without entering any value.  
• If the switch and the server are on different subnets, you must specify a gateway address for the 

switch. 
 

3. Enter all required parameters, and enter Y to confirm the settings. The following prompt 
appears:  
Are you sure to download file to flash? Yes or No (Y/N):Y 

4. Enter Y to start downloading the image file. To return to the Boot menu, enter N.  
Loading......................................................................... 

................................................................................ 

................................................................................ 

................................................................Done! 

5. Enter the M (main), B (backup), or N (none) attribute for the images. In this example, assign the 
main attribute to the images.  
Please input the file attribute (Main/Backup/None) M 

Image file boot.bin is self-decompressing... 

Free space: 534980608 bytes 

Writing flash................................................................... 

................................................................................ 

...................................................................Done! 

Image file system.bin is self-decompressing... 

Free space: 525981696 bytes 

Writing flash................................................................... 

................................................................................ 

................................................................................ 

................................................................................ 

................................................................................ 

................................................................................ 

.......................................................................Done! 

 

   EXTENDED BOOT MENU  

 

1. Download image to flash  
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2. Select image to boot  

3. Display all files in flash  

4. Delete file from flash  

5. Restore to factory default configuration  

6. Enter BootRom upgrade menu  

7. Skip current system configuration  

8. Set switch startup mode  

0. Reboot  

Ctrl+Z: Access EXTENDED ASSISTANT MENU  

Ctrl+F: Format file system  

Ctrl+P: Change authentication for console login  

Ctrl+R: Download image to SDRAM and run  

 

Enter your choice(0-8):0 
 

 NOTE: 
• The switch always attempts to boot first with the main images, and if the attempt fails, for 

example, because the main images not available, the switch tries to boot with the backup 
images. An image with the none attribute is just stored in Flash memory for backup and you must 
change its attribute to make it usable at reboot. 

• If an image with the same attribute as the image you are loading is already in Flash memory, the 
attribute of the old image changes to none after the new image becomes valid. 

 

6. Enter 0 in the Boot menu to reboot the switch with the new software images.  

Using XMODEM to upgrade software through the console 
port  

XMODEM download through the console port is slower than TFTP or FTP download through the 
management Ethernet port. To save time, use the management Ethernet port as long as possible.  
1. Enter 1 in the Boot menu to access the file transfer protocol submenu.  

1. Set TFTP protocol parameters 

2. Set FTP protocol parameters 

3. Set XMODEM protocol parameters 

0. Return to boot menu 

 

Enter your choice(0-3): 

2. Enter 3 to set the XMODEM download baud rate. 
Please select your download baudrate: 

1.* 9600 

2.  19200 

3.  38400 

4.  57600 

5.  115200 

0.  Return to boot menu 

 

Enter your choice(0-5):5 

3. Select an appropriate download rate, for example, enter 5 to select 115200 bps.  
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Download baudrate is 115200 bps                                

Please change the terminal's baudrate to 115200 bps and select XMODEM protocol 

Press enter key when ready 

4. Set the serial port on the terminal to use the same baud rate and protocol as the console port. If 
you select 9600 bps as the download rate for the console port, skip this task. 

5. Select Call > Disconnect in the HyperTerminal window to disconnect the terminal from the 
switch. 

Figure 2 Disconnecting the terminal from the switch 

 
 

6. Select File > Properties, and in the Properties dialog box, click Configure. 

Figure 3 Properties dialog box 

 
 

7. Select 115200 from the Bits per second list and click OK. 
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Figure 4 Modifying the baud rate 

 
 

8. Select Call > Call to reestablish the connection. 

Figure 5 Reestablishing the connection 

 
 

9. Press Enter. The following prompt appears:  
Are you sure to download file to flash? Yes or No (Y/N):Y 

10. Enter Y to start downloading the file. (To return to the Boot menu, enter N.)  
Now please start transfer file with XMODEM protocol 

If you want to exit, Press <Ctrl+X> 

Loading ...CCCCCCCCCCCCCCCCCCCCCCCCC   

11. Select Transfer > Send File in the HyperTerminal window.  

Figure 6 Transfer menu 
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12. In the dialog box that appears, click Browse to select the source file, and select Xmodem from 
the Protocol list. 

Figure 7 File transmission dialog box 

 
 

13. Click Send. The following dialog box appears: 

Figure 8 File transfer progress 

 
 

14. Enter the M (main), B (backup), or N (none) attribute for the images. In this example, assign the 
main attribute to the images.  
Please input the file attribute (Main/Backup/None) m 

The boot.bin image is self-decompressing... 

At the Load File name prompt, enter a name for the Boot image to be saved to Flash 
memory.  

Load File name  : default_file boot-update.bin        

Free space: 470519808 bytes 

Writing flash................................................................... 

.............Done! 

The system-update.bin image is self-decompressing... 

At the Load File name prompt, enter a name for the system image to be saved to Flash 
memory. 

Load File name  : default_file system-update.bin       

Free space: 461522944 bytes 

Writing flash................................................................... 

.............Done! 

Your baudrate should be set to 9600 bps again! 

Press enter key when ready 
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 NOTE: 
• The switch always attempts to boot first with the main images, and if the attempt fails, for 

example, because the main images not available, the switch tries to boot with the backup 
images. An image with the none attribute is just stored in Flash memory for backup and you must 
change its attribute to make it usable at reboot. 

• If an image with the same attribute as the image you are loading is already in Flash memory, the 
attribute of the old image changes to none after the new image becomes valid. 

 

15. If the baud rate of the HyperTerminal is not 9600 bps, restore it to 9600 bps. If the baud rate is 
9600 bps, skip this step. 

To access the switch through the console port after a reboot, you must perform this step, because 
the console port rate reverts to 9600 bps at a reboot.  
16. Press Enter to access the Boot menu.  

   EXTENDED BOOT MENU  

 

1. Download image to flash  

2. Select image to boot  

3. Display all files in flash  

4. Delete file from flash  

5. Restore to factory default configuration  

6. Enter BootRom upgrade menu  

7. Skip current system configuration  

8. Set switch startup mode  

0. Reboot  

Ctrl+Z: Access EXTENDED ASSISTANT MENU  

Ctrl+F: Format file system  

Ctrl+P: Change authentication for console login  

Ctrl+R: Download image to SDRAM and run  

 

Enter your choice(0-8):0 

17. Enter 0 to reboot the system with the new software images.  

Using TFTP to upgrade Boot ROM through the management 
Ethernet port  

1. Enter 6 in the Boot menu to access the Boot ROM update menu. 
1. Update full BootRom 

2. Update extended BootRom 

3. Update basic BootRom 

0. Return to boot menu 

 

Enter your choice(0-3): 

2. Enter 1 in the Boot ROM update menu to upgrade the full Boot ROM.  

The file transfer protocol submenu appears: 
1. Set TFTP protocol parameters 

2. Set FTP protocol parameters 

3. Set XMODEM protocol parameters 
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0. Return to boot menu 

 

Enter your choice(0-3): 

3. Enter 1 to set the TFTP parameters. 
Load File Name      :update.btm 

Server IP Address   :192.168.0.3  

Local IP Address    :192.168.0.2 

Subnet Mask         :255.255.255.0 

Gateway IP Address  :0.0.0.0 

Table 14 TFTP parameter description  

Item Description 
Load File Name Name of the file to download (for example, update.btm).  

Server IP Address  IP address of the TFTP server (for example, 192.168.0.3).  

Local IP Address IP address of the switch (for example, 192.168.0.2).  

Subnet Mask Subnet mask of the switch (for example, 255.255.255.0). 

Gateway IP Address IP address of the gateway (in this example, no gateway is required because 
the server and the switch are on the same subnet). 

 

 NOTE: 
• To use the default setting for a field, press Enter without entering any value.  
• If the switch and the server are on different subnets, you must specify a gateway address for the 

switch. 
 

4. Enter all required parameters and press Enter to start downloading the file.  
Loading.................................................Done!   

5. Enter Y at the prompt to upgrade the basic Boot ROM section. 
Will you Update Basic BootRom? (Y/N):Y 

Updating Basic BootRom...........Done. 

6. Enter Y at the prompt to upgrade the extended Boot ROM section. 
Updating extended BootRom? (Y/N):Y 

Updating extended BootRom.........Done. 

7. Enter 0 in the Boot ROM update menu to return to the Boot menu.  
1. Update full BootRom 

2. Update extended BootRom 

3. Update basic BootRom 

0. Return to boot menu 

 

Enter your choice(0-3): 

8. Enter 0 in the Boot menu to reboot the switch with the new Boot ROM image.  

Using FTP to upgrade Boot ROM through the management 
Ethernet port 

1. Enter 6 in the Boot menu to access the Boot ROM update menu. 
1. Update full BootRom 
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2. Update extended BootRom 

3. Update basic BootRom 

0. Return to boot menu 

 

Enter your choice(0-3): 

2. Enter 1 in the Boot ROM update menu to upgrade the full Boot ROM.  

The file transfer protocol submenu appears: 
1. Set TFTP protocol parameters 

2. Set FTP protocol parameters 

3. Set XMODEM protocol parameters 

0. Return to boot menu 

 

Enter your choice(0-3): 

3. Enter 2 to set the FTP parameters. 
Load File Name     :update.btm 

Server IP Address  :192.168.0.3 

Local IP Address   :192.168.0.2 

Subnet Mask        :255.255.255.0 

Gateway IP Address :0.0.0.0 

FTP User Name      :switch 

FTP User Password  :*** 

Table 15 FTP parameter description 

Item Description 
Load File Name  Name of the file to download (for example, update.btm).  

Server IP Address IP address of the FTP server (for example, 192.168.0.3).  

Local IP Address IP address of the switch (for example, 192.168.0.2).  

Subnet Mask Subnet mask of the switch (for example, 255.255.255.0). 

Gateway IP Address IP address of the gateway (in this example, no gateway is required because 
the server and the switch are on the same subnet). 

FTP User Name Username for accessing the FTP server, which must be the same as 
configured on the FTP server. 

FTP User Password Password for accessing the FTP server, which must be the same as 
configured on the FTP server. 

 

 NOTE: 
• To use the default setting for a field, press Enter without entering any value.  
• If the switch and the server are on different subnets, you must specify a gateway address for the 

switch. 
 

4. Enter all required parameters and press Enter to start downloading the file.  
Loading.................................................Done!   

5. Enter Y at the prompt to upgrade the basic Boot ROM section. 
Will you Update Basic BootRom? (Y/N):Y 

Updating Basic BootRom...........Done. 

6. Enter Y at the prompt to upgrade the extended Boot ROM section. 
Updating extended BootRom? (Y/N):Y 
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Updating extended BootRom.........Done. 

7. Enter 0 in the Boot ROM update menu to return to the Boot menu.  
1. Update full BootRom 

2. Update extended BootRom 

3. Update basic BootRom 

0. Return to boot menu 

 

Enter your choice(0-3): 

8. Enter 0 in the Boot menu to reboot the switch with the new Boot ROM image.  

Using XMODEM to upgrade Boot ROM through the console 
port 

XMODEM download through the console port is slower than TFTP or FTP download through the 
management Ethernet port. To save time, use the management Ethernet port as long as possible. 
1. Enter 6 in the Boot menu to access the Boot ROM update menu. 

1. Update full BootRom 

2. Update extended BootRom 

3. Update basic BootRom 

0. Return to boot menu 

 

Enter your choice(0-3): 

2. Enter 1 in the Boot ROM update menu to upgrade the full Boot ROM.  

The file transfer protocol submenu appears: 
1. Set TFTP protocol parameters 

2. Set FTP protocol parameters 

3. Set XMODEM protocol parameters 

0. Return to boot menu 

 

Enter your choice(0-3): 

3. Enter 3 to set the XMODEM download baud rate.  
Please select your download baudrate: 

1.* 9600 

2.  19200 

3.  38400 

4.  57600 

5.  115200 

0.  Return to boot menu 

 

Enter your choice(0-5):5 

4. Select an appropriate download rate, for example, enter 5 to select 115200 bps.  
Download baudrate is 115200 bps                                

Please change the terminal's baudrate to 115200 bps and select XMODEM protocol 

Press enter key when ready 

5. Set the serial port on the terminal to use the same baud rate and protocol as the console port. If 
you select 9600 bps as the download rate for the console port, skip this task. 
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6. Select Call > Disconnect in the HyperTerminal window to disconnect the terminal from the 
switch. 

Figure 9 Disconnecting the terminal from the switch 

 
 

7. Select File > Properties, and in the Properties dialog box, click Configure. 

Figure 10 Properties dialog box 

 
 

8. Select 115200 from the Bits per second list and click OK. 
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Figure 11 Modifying the baud rate 

 
 

9. Select Call > Call to reestablish the connection. 

Figure 12 Reestablishing the connection 

 
 

10. Press Enter to start downloading the file.  
Now please start transfer file with XMODEM protocol 

If you want to exit, Press <Ctrl+X> 

Loading ...CCCCCCCCCCCCCCCCCCCCCCCCC   

11. Select Transfer > Send File in the HyperTerminal window.  

Figure 13 Transfer menu 

 
 

12. In the dialog box that appears, click Browse to select the source file, and select Xmodem from 
the Protocol list. 
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Figure 14 File transmission dialog box 

 
 

13. Click Send. The following dialog box appears: 

Figure 15 File transfer progress 

 
 

14. Enter Y at the prompt to upgrade the basic Boot ROM section. 
Loading ...CCCCCCCCCCCCCC  ...Done!   

Will you Update Basic BootRom? (Y/N):Y 

Updating Basic BootRom...........Done. 

15. Enter Y at the prompt to upgrade the extended Boot ROM section. 
Updating extended BootRom? (Y/N):Y 

Updating extended BootRom.........Done. 

16. If the baud rate of the HyperTerminal is not 9600 bps, restore it to 9600 bps at the prompt. If the 
baud rate is 9600 bps, skip this step. 
Please change the terminal's baudrate to 9600 bps, press ENTER when ready. 

To access the switch through the console port after a reboot, you must perform this step, because 
the console port rate reverts to 9600 bps at a reboot. 
17. Press Enter to access the Boot ROM update menu. 
18. Enter 0 in the Boot ROM update menu to return to the Boot menu.  

1. Update full BootRom 

2. Update extended BootRom 

3. Update basic BootRom 

0. Return to boot menu 

 

Enter your choice(0-3): 
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19. Enter 0 in the Boot menu to reboot the switch with the new Boot ROM image. 

Managing files from the Boot menu 
From the Boot menu, you can display files in Flash memory to check for obsolete files, incorrect files, 
or space insufficiency, delete files to release storage space, or change the attributes of software 
images.  

Displaying all files 
Enter 3 in the Boot menu to display all files in Flash memory and identify the free space size. 
   EXTENDED BOOT MENU  

 

1. Download image to flash  

2. Select image to boot  

3. Display all files in flash  

4. Delete file from flash  

5. Restore to factory default configuration  

6. Enter BootRom upgrade menu  

7. Skip current system configuration  

8. Set switch startup mode  

0. Reboot  

Ctrl+Z: Access EXTENDED ASSISTANT MENU  

Ctrl+F: Format file system  

Ctrl+P: Change authentication for console login  

Ctrl+R: Download image to SDRAM and run  

 

Enter your choice(0-8): 3 

The following is a sample output:  
Display all file(s) in flash: 

 

File Number    File Size(bytes)     File Name 

================================================================================ 

1              8177                 flash:/testbackup.cfg 

2(*)           53555200             flash:/system.bin 

3(*)           9959424              flash:/boot.bin 

4              3678                 flash:/startup.cfg_backup 

5              30033                flash:/default.mdb 

6              42424                flash:/startup.mdb 

7              18                   flash:/.pathfile 

8              232311               flash:/logfile/logfile.log 

9              5981                 flash:/startup.cfg_back 

10(*)          6098                 flash:/startup.cfg 

11             20                   flash:/.snmpboots 

Free space: 1009906637 bytes 

The current image is boot.bin 

(*)-with main attribute 

(b)-with backup attribute 
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(*b)-with both main and backup attribute 

Deleting files 
If storage space is insufficient, delete obsolete files to free up storage space. 

To delete files:  
1. Enter 4 in the Boot menu:  

Deleting the file in flash: 

 

File Number    File Size(bytes)     File Name 

================================================================================ 

1              8177                 flash:/testbackup.cfg 

2(*)           53555200             flash:/system.bin 

3(*)           9959424              flash:/boot.bin 

4              3678                 flash:/startup.cfg_backup 

5              30033                flash:/default.mdb 

6              42424                flash:/startup.mdb 

7              18                   flash:/.pathfile 

8              232311               flash:/logfile/logfile.log 

9              5981                 flash:/startup.cfg_back 

10(*)          6098                 flash:/startup.cfg 

11             20                   flash:/.snmpboots 

Free space: 1009906637 bytes 

The current image is boot.bin 

(*)-with main attribute 

(b)-with backup attribute 

(*b)-with both main and backup attribute 

2. Enter the number of the file to delete. For example, enter 1 to select the file testbackup.cfg.  
Please input the file number to change: 1 

3. Enter Y at the confirmation prompt.  
The file you selected is testbackup.cfg,Delete it? (Y/N):Y 

Deleting....................................Done! 

Changing the attribute of software images 
Software image attributes include main (M), backup (B), and none (N). System software and boot 
software can each have multiple none-attribute images but only one main image and one backup 
image on the switch. You can assign both the M and B attributes to one image. If the M or B attribute 
you are assigning has been assigned to another image, the assignment removes the attribute from 
that image. If the removed attribute is the sole attribute of the image, its attribute changes to N. 

For example, the system image system.bin has the M attribute and the system image 
system-update.bin has the B attribute. After you assign the M attribute to system-update.bin, the 
attribute of system-update.bin changes to M+B and the attribute of system.bin changes to N.  

To change the attribute of a system or boot image:  
1. Enter 2 in the Boot menu.  

   EXTENDED BOOT MENU  

 

1. Download image to flash  
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2. Select image to boot  

3. Display all files in flash  

4. Delete file from flash  

5. Restore to factory default configuration  

6. Enter BootRom upgrade menu  

7. Skip current system configuration  

8. Set switch startup mode  

0. Reboot  

Ctrl+Z: Access EXTENDED ASSISTANT MENU  

Ctrl+F: Format file system  

Ctrl+P: Change authentication for console login  

Ctrl+R: Download image to SDRAM and run  

 

Enter your choice(0-8): 2 

 

2. Enter 1 or 2 at the prompt to set the attribute of a software image. (The following output is based 
on the option 2. To set the attribute of a configuration file, enter 3.) 
1. Set image file 

2. Set bin file  

3. Set configuration file 

0. Return to boot menu 

 

Enter your choice(0-3): 2 

 

File Number    File Size(bytes)     File Name 

================================================================================ 

1(*)              53555200              flash:/system.bin 

2(*)              9959424              flash:/boot.bin 

3                 13105152              flash:/boot-update.bin 

4                 91273216             flash:/system-update.bin 

Free space: 905848832 bytes 

(*)-with main attribute 

(b)-with backup attribute 

(*b)-with both main and backup attribute 

Note:Select .bin files. One but only one boot image and system image must be included. 

3. Enter the number of the file you are working with. For example, enter 3 to select the boot image 
boot-update.bin and enter 4 to select the system image system-update.bin. 
Enter file No.(Allows multiple selection):3  

Enter another file No.(0-Finish choice):4 

4. Enter 0 to finish the selection. 
Enter another file No.(0-Finish choice):0 

You have selected:  

flash:/boot-update.bin  

flash:/system-update.bin 

5. Enter M or B to change its attribute to main or backup. If you change its attribute to M, the 
attribute of boot.bin changes to none.  
Please input the file attribute (Main/Backup) M 

This operation may take several minutes. Please wait.... 

Next time, boot-update.bin will become default boot file! 
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Next time, system-update.bin will become default boot file!   

Set the file attribute success! 

Handling software upgrade failures 
If a software upgrade fails, the system runs the old software version.  

To handle a software upgrade failure:  
1. Verify that the software release is compatible with the switch model and the correct file is used. 
2. Verify that the software release and the Boot ROM release are compatible. For software and 

Boot ROM compatibility, see the hardware and software compatibility matrix in the correct 
release notes.  

3. Check the physical ports for a loose or incorrect connection.  
4. If you are using the console port for file transfer, check the HyperTerminal settings (including 

the baud rate and data bits) for any wrong setting.  
5. Check the file transfer settings:  

 If XMODEM is used, you must set the same baud rate for the terminal as for the console 
port.  

 If TFTP is used, you must enter the same server IP addresses, file name, and working 
directory as set on the TFTP server. 

 If FTP is used, you must enter the same FTP server IP address, source file name, working 
directory, and FTP username and password as set on the FTP server. 

6. Check the FTP or TFTP server for any incorrect setting.  
7. Check that the storage device has sufficient space for the upgrade file.  
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Release 6205P03 
This release has the following changes: 
• New features: Fundamentals features 
• New features: Layer 2—LAN switching features 
• New features: Layer 3—IP services features 
• New features: Layer 3—IP routing features 
• New features: IP multicast features 
• New features: MPLS features 
• New features: ACL and QoS features 
• New features: Security features 
• New features: High availability features 
• New features: Network management and monitoring features 
• New features: OpenFlow features 
• New features: VXLAN features 
• New features: EVPN features 
• Modified feature: Configuring routing policy-based recursive lookup 
• Modified feature: Associating Track with the output interface for a static route 
• Modified feature: Specifying a label allocation mode 
• Modified feature: Displaying BGP peer or peer group information 
• Modified feature: Configuring a backup PW for a cross-connect 
• Modified feature: Configuring a backup PW for a VSI 
• Modified feature: Enabling hardware-count for the packet filtering default action 
• Modified feature: Creating a sampler 

New features: Fundamentals features 
Table 1 describes the fundamentals features added in this software version. For more information 
about the features and commands, see HPE FlexFabric 5950 Switch Series Fundamentals 
Configuration Guides-Release 620x and HPE FlexFabric 5950 Switch Series Fundamentals 
Command References-Release 620x. 

Table 1 Fundamentals features added in R6205P03 

Feature Command changes 
Login management: Logging for Telnet 
login attempts that are denied by the 
Telnet login control ACL 

The telnet server acl-deny-log enable command was added. 

Login management: Specifying the IPv4 
or IPv6 Telnet service port number 

The following commands were added: 
• telnet server port port-number 
• telnet server ipv6 port port-number 

FTP: logging for FTP login attempts that 
are denied by the FTP login control ACL The ftp server acl-deny-log enable command was added. 
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Feature Command changes 
RBAC: Enabling the device to 
automatically obtain the login username 
when a login user requests temporary 
user role authorization from a remote 
authentication server 

The super use-login-username command was added. 

Configuration file management: 
Archiving the running configuration to a 
remote SCP server 

The following commands were added: 
• archive configuration server 
• archive configuration server user 
• archive configuration server password 

Device management: Parity error 
logging for entries on forwarding chips 

The following commands were added:: 
• parity-error monitor log enable 
• parity-error monitor period 
• parity-error monitor threshold 

Device management: Resource 
depletion monitoring 

The following commands were added: 
• resource-monitor minor resend enable 
• resource-monitor output 
• resource-monitor resource 

Device management: Setting 
sufficient-memory and early-warning 
free-memory thresholds and setting 
free-memory thresholds in percentage 

The ratio, early-warning, and secure keywords were added to 
the memory-threshold command. 

Device management: Displaying 
sufficient-memory and early-warning 
free-memory thresholds 

The display memory-threshold command displays the following 
additional free-memory thresholds: early-warning threshold and 
sufficient-memory threshold. 

Device management: Displaying CPU 
core usage statistics 

The core keyword was added to the display cpu-usage 
command. 

 

New features: Layer 2—LAN switching features 
Table 2 describes the Layer 2—LAN switching features added in this software version. For more 
information about the features and commands, see HPE FlexFabric 5950 Switch Series Layer 
2—LAN Switching Configuration Guide-Release 620x and HPE FlexFabric 5950 Switch Series 
Layer 2—LAN Switching Command Reference-Release 620x. 

Table 2 Layer 2—LAN switching features added in version R6205P03 

Feature Command changes 

Ethernet interfaces: Enabling link flapping 
protection. 

The following commands were added: 
• link-flap protect enable 
• port link-flap protect enable [ interval interval | 

threshold threshold ] * 
• display link-flap protection [ interface interface-type 

[ interface-number ] ] 

Ethernet interfaces: Setting the interface 
connection distance. 

The port connection-distance { 300 | 10000 | 20000 | 
40000 } command was added. 

Ethernet link aggregation: Configuring a 
dynamic aggregation group to use port speed 
as the prioritized criterion for reference port 
selection. 

The lacp select speed command was added. 
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Feature Command changes 
Spanning tree: Enabling dispute guard. The stp dispute-protection command was added. 

LLDP: Enabling advertisement of the 
management address TLV globally and set 
the management address to be advertised. 

The lldp [ agent { nearest-customer | 
nearest-nontpmr } ] global tlv-enable basic-tlv 
management-address-tlv [ ipv6 ] { ip-address | 
interface loopback interface-number | interface 
vlan-interface interface-number } command was added. 

 

New features: Layer 3—IP services features 
Table 3 describes Layer 3—IP services features added in this software version. For more information 
about the features and commands, see HPE FlexFabric 5950 Switch Series Layer 3—IP services 
Configuration Guide-Release 620x and HPE FlexFabric 5950 Switch Series Layer 3—IP services 
Command Reference-Release 620x. 

Table 3 Layer 3—IP services features added in version R6205P03 

Feature Command changes 
ARP: Configuring a static ARP entry for a 
VXLAN IP gateway associated with local 
sites 

The vsi-interface vsi-interface-id interface-type 
interface-number service-instance instance-id vsi vsi-name 
options were added to the arp static command.  

Gratuitous ARP: Setting the times and the 
interval for retransmitting a gratuitous 
ARP packet for the device MAC address 
change 

The gratuitous-arp mac-change retransmit command was 
added. 

IP forwarding basics: Enabling symmetric 
load sharing The ip load-sharing symmetric enable command was added. 

Enabling DHCP snooping in a VLAN The dhcp snooping enable vlan command was added. 

Enabling recording of client information in 
DHCP snooping entries in a VLAN 

The dhcp snooping binding record command was added to 
VLAN view. 

Disabling DHCP snooping on an interface The dhcp snooping disable command was added. 

Configuring an interface in a VLAN as a 
DHCP snooping trusted port The dhcp snooping trust interface command was added. 

Enabling DNS proxy The dns proxy enable command was added. 

Enabling DNS spoofing and specifying 
the IPv4 address for spoofing DNS 
requests 

The dns spoofing command was added.  

Enabling DNS spoofing and specifying 
the IPv6 address for spoofing DNS 
requests 

The ipv6 dns spoofing command was added. 

IPv6 basics: ND snooping 

The following commands were added: 
• ipv6 nd snooping dad retrans-timer 
• ipv6 nd snooping enable global 
• ipv6 nd snooping enable link-local 
• ipv6 nd snooping glean source 
• ipv6 nd snooping lifetime 
• ipv6 nd snooping max-learning-num  
• ipv6 nd snooping uplink 
• display ipv6 nd snooping 
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• display ipv6 nd snooping count 
• reset ipv6 nd snooping 

DHCPv6 server: Enabling EUI-64 
address allocation mode The address-alloc-mode eui-64 command was added. 

DHCPv6 snooping: Recording DHCPv6 
snooping prefix entries 

The following commands were added: 
• ipv6 dhcp snooping pd binding record 
• display ipv6 dhcp snooping pd binding 
• reset ipv6 dhcp snooping pd binding 

HTTP redirect All HTTP redirect commands were newly added. 
 

New features: Layer 3—IP routing features 
Table 4 describes the Layer 3—IP routing features added in this software version. For more 
information about the features and commands, see HPE FlexFabric 5950 Switch Series Layer 3—IP 
routing Configuration Guides-Release 620x and HPE FlexFabric 5950 Switch Series Layer 3—IP 
routing Command References-Release 620x. 

Table 4 Layer 3—IP routing features added in version R6205P03 

Feature Command changes 

IP routing basics: Displaying IPv4/IPv6 
routing table information. 

The all-vpn-instance and all-routes keywords were added to the 
following commands:  
• display ip routing-table 
• display ipv6 routing-table 

IP routing basics: Enabling the RIB to 
flush route attribute information to the 
FIB. 

The flush route-attribute command was added. 

IP routing basics: Setting the maximum 
number of active IPv4/IPv6 routes 
supported by the device. 

The routing-table limit command was added. 

Static routing: Enabling periodic 
sending of ARP requests to the next 
hops of static routes. 

The ip route-static arp-request command was added. 

OSPF: Enabling OSPF to limit the LSU 
transmit rate. The ospf lsu-flood-control command was added. 

BGP: Specifying the period after reboot 
within which the startup policy is 
effective. 

The bgp apply-policy on-startup duration command was 
added. 

BGP: Setting the MED attribute value in 
the startup policy. The bgp policy on-startup med command was added. 

BGP: Enabling prioritized 
advertisement of default-route updates. The default-route update-first command was added. 

BGP: Setting the BGP route sending 
rate. The route-rate-limit command was added. 

BGP: Disabling BGP session 
establishment with peers and peer 
groups. 

The ignore all-peers command was added. 
The graceful, community, local-preference, and med 
keywords were added to the peer ignore command.  

BGP: Setting the session retry timer. 
The following commands were added:  
• timer connect-retry  
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Feature Command changes 
• peer timer connect-retry  

BGP: Disabling route recursion policy 
control for routes received from the 
specified peer or peer group. 

The peer nexthop-recursive-policy disable command was 
added. 

BGP: BGP ORF capabilities 
negotiation.  

The following commands were added:  
• peer capability-advertise orf non-standard 
• peer capability-advertise orf prefix-list 
• display bgp peer received prefix-list 

BGP: BGP additional path. 

The following commands were added:  
• additional-paths select-best 
• peer additional-paths 
• peer advertise additional-paths best 
Fields related with the additional path feature were added to the 
output from the following commands:  
• display bgp routing-table ipv4 unicast 
• display bgp routing-table ipv6 unicast 
• display bgp routing-table vpnv4 
• display bgp routing-table vpnv6 

BGP: BGP IPv4 RT filter 

The following commands were added:  
• address-family ipv4 rtfilter 
• display bgp routing-table ipv4 rtfilter 
The rtfilter keyword was added to the following commands:  
• display bgp group 
• display bgp peer 
• display bgp update-group 
• refresh bgp 
• reset bgp 

BGP: BGP IPv4 RT filter address family 
view. 

Support for BGP IPv4 RT filter address family view was added to 
the following commands: 
• peer default-route-advertise 
• peer enable 
• peer reflect-client 
• reflect between-clients 
• reflector cluster-id 

 

New features: IP multicast features 
Table 5 describes IP multicast features added in this software version. For more information about 
the features and commands, see HPE FlexFabric 5950 Switch Series IP Multicast Configuration 
Guide-Release 620x and HPE FlexFabric 5950 Switch Series IP Multicast Command 
Reference-Release 620x. 

Table 5 IP multicast features added in version R6205P03 

Feature Command changes 
Setting the DSCP value in 
multicast protocol packets 

The dscp command was added to IGMP snooping view, IGMP view, MSDP 
view, MLD snooping view, MLD view, and IPv6 PIM view. 

Displaying information about The display igmp-snooping group command was added. 
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Feature Command changes 
dynamic IGMP snooping 
group entries 

Displaying information about 
dynamic MLD snooping group 
entries 

The display mld-snooping group command was added. 

Enabling IGMP snooping 
querier election for a VLAN or 
VSI 

The igmp-snooping querier-election command was added. 

Enabling MLD snooping 
querier election for a VLAN or 
VSI 

The mld-snooping querier-election command was added. 

 

New features: MPLS features 
Table 6 describes the MPLS features added in this software version. For more information about the 
features and commands, see HPE FlexFabric 5950 Switch Series MPLS Configuration 
Guides-Release 620x and HPE FlexFabric 5950 Switch Series MPLS Command 
References-Release 620x. 

Table 6 MPLS features added in version R6205P03 

Feature Command changes 

Setting the maximum link bandwidth and 
maximum reservable bandwidth in 
percentage for MPLS TE traffic 

The percent parameters were added to the following 
commands: 
• mpls te max-link-bandwidth 
• mpls te max-reservable-bandwidth 
• mpls te max-reservable-bandwidth mam 
• mpls te max-reservable-bandwidth rdm 

MPLS L3VPN: Enabling ECMP VPN 
route redistribution The vpn-route cross multipath command was added. 

MPLS L3VPN: Configuring the BGP 
additional path feature 

• The following commands were added: 
 additional-paths select-best 
 peer additional-paths 
 peer advertise additional-paths best 

• The add-path related fields were added to the output of the 
following commands: 
 display bgp routing-table vpnv4 
 display bgp routing-table vpnv6 

MPLS L3VPN: Configuring BGP RT 
filtering 

• The address-family ipv4 rtfilter command was added. 
• The following commands were added to BGP IPv4 RT filter 

address family view: 
 peer default-route-advertise 
 peer enable 
 peer reflect-client 
 reflect between-clients 
 reflector cluster-id 

VPLS: Adding an outer VLAN tag for 
incoming packets The rewrite inbound tag nest command was added. 

MPLS OAM: PW connectivity verification 
The following commands were added: 
• bfd discriminator 
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Feature Command changes 
• display l2vpn pw bfd 
• ping mpls pw 
• vccv bfd 
• vccv cc 

 

New features: ACL and QoS features 
Table 7 describes the ACL and QoS features added in this software version. For more information 
about the features and commands, see HPE FlexFabric 5950 Switch Series ACL and QoS 
Configuration Guide-Release 620x and HPE FlexFabric 5950 Switch Series ACL and QoS 
Command Reference-Release 620x. 

Table 7 ACL and QoS features added in version 6205P03 

Feature Command changes 

ACL: Applying an ACL to a list of VLAN 
interfaces for packet filtering 

The packet-filter vlan-interface command was added. 
The vlan-interface keyword was added to the following 
commands: 
• display packet-filter statistics 
• display packet-filter verbose 
• reset acl counter 
• reset packet-filter statistics 

ACL: Configuring a local QoS ID match 
criterion in an ACL rule 

The qos-local-id local-id-value option was added to the 
following commands: 
• rule (IPv4 advanced ACL view) 
• rule (IPv6 advanced ACL view) 

ACL: Configuring an ACL rule to match 
VXLAN packets 

The rule [ rule-id ] { deny | permit } vxlan command was added 
to IPv4 advanced ACL view and Layer 2 ACL view. 

QoS: Configuring an ACL to match the 
inner header information of VXLAN 
packets 

The inner keyword was added to the if-match acl command. 

QoS: Configuring a description for a 
traffic class The description command was added. 

QoS: Enabling MAC address learning in a 
traffic behavior The mac-address mac-learning enable command was added. 

QoS: Clearing queue-based outgoing 
traffic statistics for interfaces 

The reset qos queue-statistics interface outbound 
command was added. 

QoS: Configuring trusting the 802.1p 
priority in the outer Ethernet header of 
VXLAN packets 

The qos trust tunnel-dot1p command was added. 

 

New features: Security features 
Table 8 describes the security features added in this software version. For more information about 
the features and commands, see HPE FlexFabric 5950 Switch Series Security Configuration 
Guides-Release 620x and HPE FlexFabric 5950 Switch Series Security Command 
References-Release 620x. 
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Table 8 Security features added in version R6205P03 

Feature Command changes 

AAA: Configuring a connection 
recording policy 

The following commands were added: 
• aaa connection-recording policy 
• accounting hwtacacs-scheme 
• display aaa connection-recording policy 

AAA: Forcibly sending stop-accounting 
RADIUS packets 

The stop-accounting-packet send-force command was 
added. 

AAA: Specifying a RADIUS server by its 
host name 

The host-name argument was added to the following commands 
in RADIUS scheme view: 
• primary authentication 
• primary accounting 
• secondary authentication 
• secondary accounting 
• state secondary 

AAA: Specifying an HWTACACS server 
by its host name 

The host-name argument was added to the following commands 
in HWTACACS scheme view: 
• primary authentication 
• primary authorization 
• primary accounting 
• secondary accounting 
• secondary authorization 
• secondary authentication 

AAA: Configuring a password in a test 
profile for detecting the RADIUS server 

The password { cipher | simple } string option was added to the 
radius-server test-profile command. 

802.1X: CAR attribute assignment N/A 

802.1X: Displaying MAC address 
information of 802.1X users in 802.1X 
VLANs or VSIs of a specific type 

The display dot1x mac-address command was added. 

802.1X: Logging for 802.1X users The dot1x access-user log enable command was added. 

802.1X: 802.1X MAC address binding 
The following commands were added: 
• dot1x mac-binding enable 
• dot1x mac-binding 

802.1X: 802.1X VSI manipulation 

The following commands were added: 
• dot1x auth-fail vsi 
• dot1x critical vsi 
• dot1x guest-vsi 
• dot1x guest-vsi-delay 
• reset dot1x guest-vsi 

802.1X: Configuring 802.1X on Layer 2 
aggregate interfaces 

All 802.1X commands that can be executed in Layer 2 Ethernet 
interface view were added to Layer 2 aggregate interface view. 

MAC authentication: CAR attribute 
assignment N/A 

MAC authentication: Displaying MAC 
address information of MAC 
authentication users in specific MAC 
authentication VLANs or VSIs of a 
specific type 

The display mac-authentication mac-address command was 
added. 

MAC authentication: Logging for MAC The mac-authentication access-user log enable command 
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Feature Command changes 
authentication users was added. 

MAC authentication: VSI manipulation 

The following commands were added: 
• mac-authentication critical vsi 
• mac-authentication guest-vsi 
• mac-authentication guest-vsi auth-period 
• reset mac-authentication critical vsi 
• reset mac-authentication guest-vsi 

MAC authentication: Configuring MAC 
authentication on Layer 2 aggregate 
interfaces 

All MAC authentication commands that can be executed in Layer 
2 Ethernet interface view were added to Layer 2 aggregate 
interface view. 

Portal authentication: Support for Web 
proxy The portal web-proxy port command was added. 

Web authentication All Web authentication commands were added. 

Triple authentication N/A 

Port security: Logging for port security 
users 

The port-security access-user log enable command was 
added. 

Port security: Configuring the 
authorization-fail-offline feature 

The quiet-period keyword was added to port-security 
authorization-fail offline command. 

Port security: Setting port security's limit 
on the number of MAC addresses for 
specific VLANs on a port 

The port-security mac-limit command was added. 

Port security: Configuring port security 
on Layer 2 aggregate interfaces 

All port security commands that can be executed in Layer 2 
Ethernet interface view were added to Layer 2 aggregate 
interface view. 

Port security: Setting the secure MAC 
aging timer in seconds 

The second keyword was added to the port-security timer 
autolearn aging command. 

Port security: Configuring the escape 
critical VSI feature 

The following commands were added: 
• port-security global escape critical-vsi 
• port-security escape critical-vsi 

SSH: Disconnecting SSH sessions 
The free ssh { user-ip { ip-address | ipv6 ipv6-address } [ port 
port-number ] | user-pid pid-number | username username } 
command was added. 

SSH: Logging for SSH login attempts 
that are denied by the SSH login control 
ACL 

The ssh server acl-deny-log enable command was added. 

SSH: Enabling SSH algorithm 
renegotiation and key re-exchange The ssh server key-re-exchange enable command was added. 

SSH: Specifying the SSH service port The ssh server port command was added. 

SSH: Deleting server public keys saved 
in the public key file on the Stelnet client The delete ssh client server-public-key command was added. 

SSH: Displaying server public key 
information saved in the public key file 
on the SSH client 

The display ssh client server-public-key command was added. 

SSH: Specifying and displaying the 
source IP address for outgoing SCP 
packets 

The following commands were added: 
• display scp client source 
• scp client source 
• scp client ipv6 source 
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Feature Command changes 
IP source guard: Displaying IPv4SG 
bindings 

The arp-suppression keyword was added to the display ip 
source binding command. 

IP source guard: Displaying IPv6SG 
bindings 

The nd-suppression keyword was added to the display ipv6 
source binding command. 

IP source guard: Display IPv6SG prefix 
bindings The display ipv6 source binding pd command was added. 

ARP attack protection: Setting the 
interval for sending ARP detection logs 
to the information center 

The interval interval option was added to the arp detection 
log enable command. 

ND attack defense: ND attack detection 

The following commands were added: 
• ipv6 nd detection enable 
• ipv6 nd detection trust 
• display ipv6 nd detection statistics 
• reset ipv6 nd detection statistics 

MFF All MFF commands were newly added. 
 

New features: High availability features 
Table 9 describes the high availability features added in this software version. For more information 
about the features and commands, see HPE FlexFabric 5950 Switch Series High Availability 
Configuration Guides-Release 620x and HPE FlexFabric 5950 Switch Series High Availability 
Command References-Release 620x. 

Table 9 High availability features added in version R6205P03 

Feature Command changes 
DLDP: Setting the port shutdown mode 
for an interface. 

The dldp port unidirectional-shutdown { auto | hybrid | 
manual } command was added. 

VRRP: Specifying IPv4 VRRP control 
VLANs. 

Support for 25GE interface view was added to the vrrp dot1q 
command. 

VRRP: Specifying IPv6 VRRP control 
VLANs. 

Support for 25GE interface view was added to the vrrp ipv6 
dot1q command. 

Track: Creating a track entry and 
associating it with the neighbor 
availability status of an LLDP interface. 

The track lldp neighbor command was added. 

 

New features: Network management and monitoring 
features 

Table 10 describes the network management and monitoring features added in this software version. 
For more information about the features and commands, see HPE FlexFabric 5950 Switch Series 
Network Management and Monitoring Configuration Guide-Release 620x and HPE FlexFabric 5950 
Switch Series Network Management and Monitoring Command Reference-Release 620x. 
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Table 10 Network management and monitoring features added in version R6205P03 

Feature Command changes 

SNMP: Creating an SNMP 
community, group, or user. 

Support for specifying an advanced ACL was added to the following 
commands: 
• snmp-agent community 
• snmp-agent group 
• snmp-agent usm-user { v1 | v2c } 
• snmp-agent usm-user v3 

SNMP: Setting the DSCP priority for 
SNMP responses. The snmp-agent packet response dscp command was added. 

SNMP: Configuring an SNMP 
notification target host. 

The dscp dscp-value option was added to the following commands: 
In non-FIPS mode: 
snmp-agent target-host trap address udp-domain { ipv4-address | 
ipv6 ipv6-address } [ udp-port port-number ] [ dscp dscp-value ] 
[ vpn-instance vpn-instance-name ] params securityname 
security-string [ v1 | v2c | v3 [ authentication | privacy ] ] 
In FIPS mode: 
snmp-agent target-host trap address udp-domain { ipv4-address | 
ipv6 ipv6-address } [ udp-port port-number ] [ dscp dscp-value ] 
[ vpn-instance vpn-instance-name ] params securityname 
security-string v3 { authentication | privacy } 

Information center: Specifying a log 
host and to configure output 
parameters. 

The dscp dscp-value option was added to the following command: 
info-center loghost [ vpn-instance vpn-instance-name ] 
{ hostname | ipv4-address | ipv6 ipv6-address } [ port port-number ] 
[ dscp dscp-value ] [ facility local-number ] 

EAA: Adding a reboot action to a 
monitor policy. The subslot keyword was added to the action reboot command. 

NETCONF: Configuring the device 
to use module-specific 
namespaces.  

The netconf capability specific-namespace command was added. 

NETCONF: Enabling NETCONF 
logging 

The row-operation keyword was added to the netconf log 
command. 

VCF fabric: Displaying the 
supported version and the current 
version of the template file for 
automated VCF fabric provisioning. 

The display vcf-fabric underlay template-version command was 
added. 

 

New features: OpenFlow features 
Table 11 describes the OpenFlow features added in this software version. For more information 
about the features and commands, see HPE FlexFabric 5950 Switch Series OpenFlow 
Configuration Guides-Release 620x and HPE FlexFabric 5950 Switch Series OpenFlow Command 
References-Release 620x. 

Table 11 OpenFlow features added in version R6205P03 

Feature Command changes 
Enabling the OpenFlow data plane 
forwarding feature The data-plane enable command was added. 

Configuring controllers to which ARP 
packets are forbidden to be reported The forbidden packet-in arp controller command was added. 
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Feature Command changes 
Excluding the specified VLANs from 
the VLANs in which traffic is 
forwarded in the OpenFlow 
forwarding process 

The openflow normal-forward vlan command was added. 

 

New features: VXLAN features 
Table 12 describes the VXLAN features added in this software version. For more information about 
the features and commands, see HPE FlexFabric 5950 Switch Series VXLAN Configuration 
Guide-Release 620x and HPE FlexFabric 5950 Switch Series VXLAN Command 
Reference-Release 620x. 

Table 12 VXLAN features added in version R6205P03 

Feature Command changes 
Disabling remote ND learning for 
VXLANs. The vxlan tunnel nd-learning disable command was added. 

Configuring VLAN-based VXLAN 
assignment. 

The following commands were added: 
• vxlan vlan-based 
• vxlan vni 

Enabling packet statistics for 
Ethernet service instances of a 
VLAN. 

The ac statistics enable command was added in VLAN view. 

Configuring a backup VXLAN tunnel 
and specifying a remote VXLAN ID. 

The tunnel command has the following changes: 
• The backup-tunnel tunnel-number option was added. 
• The remote-vni vxlan-id option was removed. 

Displaying detailed information 
about MAC address entries of VSIs. 

The verbose keyword was added to the display l2vpn 
mac-address command. 

Testing the reachability of a remote 
VM. The emulate-ping vxlan command was added. 

 

New features: EVPN features 
Table 13 describes the EVPN features added in this software version. For more information about 
the features and commands, see HPE FlexFabric 5950 Switch Series EVPN Configuration 
Guide-Release 620x and HPE FlexFabric 5950 Switch Series EVPN Command Reference-Release 
620x. 

Table 13 EVPN features added in version R6205P03 

Feature Command changes 
Disabling ARP information advertisement 
for an EVPN instance. The arp-advertising disable command was added. 

Configuring the EVPN global MAC 
address. The evpn global-mac command was added. 

Disabling an EVPN instance from 
learning MAC addresses from ND 
information. 

The nd mac-learning disable command was added. 
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Modified feature: Configuring routing policy-based 
recursive lookup 

Feature change description 
Support for IPv6 BGP routes in RIB IPv6 address family view was added to this release. 

Command changes 

Modified command: protocol nexthop recursive-lookup 

Syntax 
protocol protocol nexthop recursive-lookup route-policy route-policy-name 

undo protocol protocol nexthop recursive-lookup route-policy 

Views 
RIB IPv4 address family view 

RIB IPv6 address family view 

Change description 
Before modification: The command supports only BGP and static routes in RIB IPv4 address family 
view. 

After modification: The command also supports IPv6 BGP routes in RIB IPv6 address family view. 

Modified feature: Associating Track with the output 
interface for a static route 

Feature change description 
In this release, you can associate a track entry with the output interface for a static route.  

Command changes 

Modified command: ip route-static 

Old syntax 
ip route-static { dest-address { mask-length | mask } | group group-name } { interface-type 
interface-number [ next-hop-address ] [ backup-interface interface-type interface-number 
[ backup-nexthop backup-nexthop-address ] [ permanent ] | bfd { control-packet | echo-packet } 
| permanent ] | next-hop-address [ recursive-lookup host-route ] [ bfd control-packet 
bfd-source ip-address | permanent | track track-entry-number ] | vpn-instance 
d-vpn-instance-name next-hop-address [ recursive-lookup host-route ] [ bfd control-packet 
bfd-source ip-address | permanent | track track-entry-number ] } [ preference preference ] [ tag 
tag-value ] [ description text ] 

ip route-static vpn-instance s-vpn-instance-name { dest-address { mask-length | mask } | group 
group-name } { interface-type interface-number [ next-hop-address ] [ backup-interface 
interface-type interface-number [ backup-nexthop backup-nexthop-address ] [ permanent ] | bfd 
{ control-packet | echo-packet } | permanent ] | next-hop-address [ recursive-lookup 
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host-route ] [ public ] [ bfd control-packet bfd-source ip-address | permanent | track 
track-entry-number ] | vpn-instance d-vpn-instance-name next-hop-address [ recursive-lookup 
host-route ] [ bfd control-packet bfd-source ip-address | permanent | track track-entry-number ] } 
[ preference preference ] [ tag tag-value ] [ description text ] 

New syntax 
ip route-static { dest-address { mask-length | mask } | group group-name } { interface-type 
interface-number [ next-hop-address ] [ backup-interface interface-type interface-number 
[ backup-nexthop backup-nexthop-address ] [ permanent ] | bfd { control-packet | echo-packet } 
| permanent | track track-entry-number ] | next-hop-address [ recursive-lookup host-route ] [ bfd 
control-packet bfd-source ip-address | permanent | track track-entry-number ] | vpn-instance 
d-vpn-instance-name next-hop-address [ recursive-lookup host-route ] [ bfd control-packet 
bfd-source ip-address | permanent | track track-entry-number ] } [ preference preference ] [ tag 
tag-value ] [ description text ] 

ip route-static vpn-instance s-vpn-instance-name { dest-address { mask-length | mask } | group 
group-name } { interface-type interface-number [ next-hop-address ] [ backup-interface 
interface-type interface-number [ backup-nexthop backup-nexthop-address ] [ permanent ] | bfd 
{ control-packet | echo-packet } | permanent | track track-entry-number ] | next-hop-address 
[ recursive-lookup host-route ] [ public ] [ bfd control-packet bfd-source ip-address | 
permanent | track track-entry-number ] | vpn-instance d-vpn-instance-name next-hop-address 
[ recursive-lookup host-route ] [ bfd control-packet bfd-source ip-address | permanent | track 
track-entry-number ] } [ preference preference ] [ tag tag-value ] [ description text ] 

Views 
System view 

Change description 
Before modification: You cannot associate a track entry with the output interface for a static route. 

After modification: You can associate a track entry with the output interface for a static route. 

Modified feature: Specifying a label allocation mode 

Feature change description 
Support for per-VPN instance label allocation mode was added to BGP. 

Command changes 

Modified command: label-allocation-mode 

Old syntax 
label-allocation-mode per-prefix 

New syntax 
label-allocation-mode { per-prefix | per-vrf } 

Views 
BGP instance view 

Change description 
Before modification: BGP does not support per-VPN instance label allocation mode. 

After modification: BGP supports per-VPN instance label allocation mode. 
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The per-VPN instance label allocation mode is mutually exclusive with the POPGO forwarding 
mode. The egress PE forwards packets through the FIB table. 

Modified feature: Displaying BGP peer or peer group 
information 

Feature change description 
Support for displaying peer or peer group information of all VPN instances was added to BGP. 

Command changes 

Modified command: display bgp peer 

Old syntax 
display bgp [ instance instance-name ] peer ipv4 [ unicast ] vpn-instance vpn-instance-name 
[ [ ipv4-address ] verbose ] 

display bgp [ instance instance-name ] peer ipv6 [ unicast ] vpn-instance vpn-instance-name 
[ [ ipv6-address ] verbose ] 

New syntax 
display bgp [ instance instance-name ] peer ipv4 [ unicast ] { vpn-instance vpn-instance-name 
[ [ ipv4-address ] verbose ] | vpn-instance-all [ verbose ] } 
display bgp [ instance instance-name ] peer ipv6 [ unicast ] { vpn-instance vpn-instance-name 
[ [ ipv6-address ] verbose ] | vpn-instance-all [ verbose ] } 

Views 
BGP instance view 

Change description 
Before modification: BGP cannot display peer or peer group information for all VPN instances. 

After modification: BGP can display peer or peer group information for all VPN instances. 

Modified feature: Configuring a backup PW for a 
cross-connect 

Feature change description 
The value range for the outgoing label of a backup PW was modified. 

Command changes 

Modified command: backup-peer 

Syntax 
backup-peer ip-address pw-id pw-id [ in-label label-value out-label label-value ] [ pw-class 
class-name | tunnel-policy tunnel-policy-name ] * 
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Views 
Cross-connect PW view 

Change description 
Before modification: The value range for the outgoing label of a backup PW is 16 to 1023. 

After modification: The value range for the outgoing label of a backup PW is 16 to 1048575. 

Modified feature: Configuring a backup PW for a VSI 

Feature change description 
The value range for the outgoing label of a backup PW was modified. 

Command changes 

Modified command: backup-peer 

Syntax 
In VSI LDP PW view: 
backup-peer ip-address [ pw-id pw-id ] [ pw-class class-name | tunnel-policy tunnel-policy-name ] 
* 
In VSI static PW view: 

backup-peer ip-address [ pw-id pw-id ] in-label label-value out-label label-value [ pw-class 
class-name | tunnel-policy tunnel-policy-name ] * 

Views 
VSI LDP PW view 

VSI static PW view 

Change description 
Before modification: The value range for the outgoing label of a backup PW is 16 to 1023. 

After modification: The value range for the outgoing label of a backup PW is 16 to 1048575. 

Modified feature: Enabling hardware-count for the 
packet filtering default action 

Feature change description 
In this release, this feature can be configured in Ethernet service instance view. 

Command changes 

Modified command: packet-filter default hardware-count 

Syntax 
packet-filter default { inbound | outbound } hardware-count 
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undo packet-filter default { inbound | outbound } hardware-count 

Views 
Layer 2 Ethernet interface view 

Layer 2 aggregate interface view 

Layer 3 Ethernet interface view 

Layer 3 Ethernet subinterface view 

Layer 3 aggregate interface view 

VLAN interface view 

VSI interface view 

Ethernet service instance view 

Change description 
Before modification: The packet-filter default hardware-count command cannot be configured in 
Ethernet service instance view. 

After modification: The packet-filter default hardware-count command can be configured in 
Ethernet service instance view. 

Modified feature: Creating a sampler 

Feature change description 
The value range for the rate argument in the sampler command was changed. 

Command changes 

Modified command: sampler mode random packet-interval n-power 

Syntax 
sampler sampler-name mode random packet-interval n-power rate 

Views 
System view 

Change description 
Before modification: The value range for the rate argument is 1 to 13. 

After modification: The value range for the rate argument is 0 to 13. 
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Featrue 6205P02 
This release has the following changes: 
• New feature: DRNI configuration consistency check 
• New feature: Automatic member port assignment of dynamic aggregation groups 
• New feature: CPU usage alarm resending intervals 
• New feature: Memory depletion alarm 
• New feature: Setting PFC thresholds 
• New feature: Local-MAC address learning 
• New feature: Conversational learning for remote MAC address entries 
• Modified feature: ARP MAD collision handling process 
• Modified feature: DRNI 
• Modified feature: EVPN distributed relay 
• Modified feature: Configuring seed value and shift value in load sharing algorithm 
• Modified feature: Setting the dynamic ARP learning limit for an interface 
• Modified feature: Setting the aging time for dynamic ARP entries 
• Modified feature: Specifying DHCP servers on the DHCP relay agent 
• Modified feature: Advertising OSPF link state information to BGP 
• Modified feature: Creating a BFD session for detecting the local interface state 
• Modified feature: Setting the BFD echo packet mode for MPLS TE tunnel detection 
• Modified feature: Setting the single-hop detection time multiplier for control packet mode 
• Modified feature: FTP client debugging 
• Modified feature: Multicast VPN 
• Modified feature: Configuring packet filtering with ACLs 
• Modified feature: Applying a QoS policy to an interface 
• Modified feature: Configuring an accounting action 
• Modified feature: Displaying statistics for ARP attack detection 
• Modified feature: Clearing statistics for ARP attack detection 
• Modified feature: Configuration rollback by using NETCONF 
• Modified feature: NETCONF <IfIndex> and <vrfindex> elements 
• Modified feature: Setting the broadcast, multicast, or unknown unicast restraint bandwidth for a 

VSI 
• Removed feature: Setting the global load sharing mode for MAC-in-MAC traffic 
• Removed feature: Ignoring port speed in setting the aggregation states of member ports 
• Removed feature: PBB 
• Removed feature: SPBM 
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New feature: DRNI configuration consistency check 

Disabling DRNI configuration consistency check 
To ensure that the DR system can operate correctly, DRNI by default performs configuration 
consistency check when the DR system is set up. To prevent interface flappings, configuration 
consistency check is performed when half the data restoration timer elapses. 

Configuration consistency check might fail when you upgrade the DR member devices in a DR 
system. To prevent the DR system from falsely shutting down DR interfaces, you can temporarily 
disable configuration consistency check. 

Configuration restrictions and guidelines 

Make sure the DR member devices use the same setting for configuration consistency check. 

Configuration procedure 

Step Command Remarks 

1. Enter system view. system-view N/A 

2. Disable configuration 
consistency check. drni consistency-check disable By default, configuration 

consistency check is enabled. 
 

Command reference 

display drni consistency 

Use display drni consistency to display information about configuration consistency check done 
by DRNI. 

Syntax 
display drni consistency { type1 | type2 } { global | interface interface-type interface-number } 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
type1: Specifies type 1 configuration consistency check. 

type2: Specifies type 1 configuration consistency check. 

global: Specifies global information. 

interface interface-type interface-number: Specifies a DR interface by its type and number. 

Examples 
# Display global information about type 1 configuration consistency check. 
<Sysname> display drni consistency type1 global 

STP consistency check: Success 
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Local global STP protocol state: Enabled 

Peer global STP protocol state: Enabled 

Local STP mode: MSTP 

Peer STP mode: MSTP 

Local MST region name: text 

Peer MST region name: text 

Local MSTP revision level: 0 

Peer MSTP revision level: 0 

MSTP VLAN-to-instance mappings: Consistent 

STP-enabled VLANs: Consistent 

# Display global information about type 2 configuration consistency check. 
<Sysname> display drni consistency type2 global 

VLAN consistency check: Success 

Local VLAN interfaces: 2-10, 15, 20-30, 40, 50 

Peer VLAN interfaces: 2-10, 15, 20-30, 40, 50 

VLANs permitted on local IPP: 1-10, 15, 20-30, 40, 50 

VLANs permitted on peer IPP: 1-10, 15, 20-30, 40, 50 

# Display information about type 1 configuration consistency check on DR interface 
Bridge-Aggregation 1. 
<Sysname> display drni consistency type1 interface bridge-aggregation 1 

LAGG consistency check: Success 

Local aggregation mode: Dynamic 

Peer aggregation mode: Dynamic 

 

STP consistency check: Success 

Local STP protocol state: Enabled 

Peer STP protocol state: Enabled 

 

VLAN consistency check :Success 

Local link type: Trunk 

Peer link type: Trunk 

Local PVID: 10 

Peer PVID: 10 

# Display information about type 2 configuration consistency check on DR interface 
Bridge-Aggregation 1. 
<Sysname> display drni consistency type2 interface bridge-aggregation 1 

VLAN consistency check :Success 

VLANs permitted on local DR interface: 1-10 

VLANs permitted on peer DR interface: 1-10 

Table 1 Command output 

Field Description 

Feature consistency check 
Configuration consistency check result for a feature: 
• Success. 
• Failure. 

Local VLAN interfaces 
Peer VLAN interfaces 

VLAN interfaces on the local or peer device. These fields display 
VLAN interfaces that meet the following conditions: 
• The interface is up. 
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Field Description 
• The IPP has been assigned to the VLANs. 

 

drni consistency-check disable 

Use drni consistency-check disable to disable DRNI from performing configuration consistency 
check. 

Use undo drni consistency-check disable to enable DRNI to perform configuration consistency 
check. 

Syntax 
drni consistency-check disable 
undo drni consistency-check disable 

Default 
DRNI performs configuration consistency check. 

Views 
System view 

Predefined user roles 
network-admin 

Usage guidelines 
To ensure that the DR system can operate correctly, DRNI by default performs configuration 
consistency check when the DR system is set up.  

Configuration consistency check might fail when you upgrade the DR member devices in a DR 
system. To prevent the DR system from falsely shutting down DR interfaces, you can temporarily 
disable configuration consistency check. 

You must make sure the DR member devices use the same setting for configuration consistency 
check. 

Examples 
# Disable DRNI from performing configuration consistency check. 
<Sysname> system-view 

[Sysname] drni consistency-check disable 

New feature: Automatic member port assignment of 
dynamic aggregation groups 

About automatic member port assignment of dynamic aggregation 
groups 

This software version added support for automatic assignment of member ports to a dynamic 
aggregation group. 

As shown in Figure 1, an Ethernet interface enabled with automatic assignment joins a dynamic 
aggregation group based on the peer information in the LACPDUs received from the aggregation 
peer. If none of the existing dynamic aggregation groups is qualified, the device automatically 
creates a new dynamic aggregation group and aggregate interface. Then, the device assigns the 
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Ethernet interface to that group, and synchronizes the interface's attribute configurations to the 
aggregate interface. 

In a dynamic aggregation group that contains both automatically and manually added member ports, 
the device selects a reference port preferentially from the manually added member ports. The device 
selects a reference port from automatically added member ports only when manually added member 
ports are not available. 

Figure 1 Automatic member interface assignment process 

 
 

Command changes 

Modified command: port link-aggregation group 

Old syntax 
port link-aggregation group group-id [ force ] 

New syntax 
port link-aggregation group { group-id [ force ] | auto [ group-id ] } 

Views 
Layer 2 Ethernet interface view 

Layer 3 Ethernet interface view 

Usage guidelines 
You can specify the auto keyword to enable automatic assignment of the port to a dynamic link 
aggregation group. 

When you enable automatic assignment, you can specify a preferred aggregation group, which must 
be in dynamic mode. The device assigns the interface to the preferred aggregation group as long as 

Does the reference port have
the same peer information as the 

LACPDUs?

Does a preferred aggregation 
group exist?

Yes No

Yes

No

An interface enabled with 
automatic link aggregation

receives LACPDUs

Assign the interface to the 
aggregation group

Does an aggregation
group matching the LACPDUs

exist?

Yes

No

Create a dynamic aggregation 
group based on the peer 

information in the LACPDUs
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the LACPDUs received on the interface match the peer information of the reference port in the 
group.  

If you do not specify a preferred group or if the preferred group match fails, the device attempts to 
select a matching group from the existing dynamic aggregation groups. If no match is found, the 
device creates a dynamic aggregation group based on the LACPDUs and assigns the interface to 
that aggregation group. 

Change description 
The auto keyword was added. This keyword enables automatic assignment of a port to a dynamic 
aggregation group. 

New feature: CPU usage alarm resending intervals 

Configuring CPU usage alarm resending intervals  
This release supports setting CPU usage alarm resending intervals. 

Command changes 

New command: monitor resend cpu-usage 

Use monitor resend cpu-usage to set CPU usage alarm resending intervals. 

Use undo monitor resend cpu-usage to restore the defaults. 

Syntax 
monitor resend cpu-usage { minor-interval minor-interval | severe-interval severe-interval } * 
[ slot slot-number [ cpu cpu-number ] ] 

undo monitor resend cpu-usage [ minor-interval | severe-interval ] [ slot slot-number [ cpu 
cpu-number ] ] 

Default 
The minor alarm resending interval is 300 seconds. The severe alarm threshold is 60 seconds. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
minor-interval minor-interval: Specifies the minor alarm resending interval in seconds, a multiple of 
five in the range of 10 to 3600. 

severe-interval severe-interval: Specifies the severe alarm resending interval in seconds, a multiple 
of five in the range of 10 to 3600. 

slot slot-number: Specifies an IRF member device by its member ID. If you do not specify an IRF 
member device, this command sets alarm resending intervals for the master. 

cpu cpu-number: Specifies a CPU by its number. 

Usage guidelines 
The device samples CPU usage periodically and compares the sample with the CPU usage 
threshold. If the sample increases above an alarm threshold, the CPU usage enters an alarm state 
and the device sends an alarm. 
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While the CPU usage is in minor alarm state, the device sends minor alarms periodically until the 
CPU usage increases above the severe threshold or the minor alarm is removed. 

While the CPU usage is in severe alarm state, the device sends severe alarms periodically until the 
severe alarm is removed. 

You can use this command to change CPU usage alarm resending intervals. 

Examples 
# Set the CPU usage minor alarm resending interval to 60 seconds for CPU 0 in slot 1. 
<Sysname> system-view 

[Sysname] monitor resend cpu-usage minor-interval 60 slot 1 cpu 0 

New feature: Memory depletion alarm 

Configuring memory depletion alarm 
This release supports setting memory depletion alarm resending intervals. 

Command changes 

New command: monitor resend memory-threshold 

Use monitor resend memory-threshold to set memory depletion alarm resending intervals. 

Use undo monitor resend memory-threshold to restore default settings. 

Syntax 
monitor resend memory-threshold { critical-interval critical-interval | early-warning-interval 
early-warning-interval | minor-interval minor-interval | severe-interval severe-interval } * [ slot 
slot-number [ cpu cpu-number ] ] 
undo monitor resend memory-threshold [ critical-interval | early-warning-interval | 
minor-interval | severe-interval ] * [ slot slot-number [ cpu cpu-number ] ] 

Default 
• Early warning resending interval: 1 hour. 
• Minor alarm resending interval: 12 hours. 
• Severe alarm resending interval: 3 hours. 
• Critical alarm resending interval: 1 hour. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
critical-interval critical-interval: Specifies the critical alarm resending interval in hours, in the range 
of 1 to 48. 

early-warning-interval early-warning-interval: Specifies the early warning resending interval in 
hours, in the range of 1 to 48. 

minor-interval minor-interval: Specifies the minor alarm resending interval in hours, in the range of 
1 to 48. 
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severe-interval severe-interval: Specifies the severe alarm resending interval in hours, in the range 
of 1 to 48. 

slot slot-number: Specifies an IRF member device by its member ID. If you do not specify an IRF 
member device, this command sets memory depletion alarm resending intervals for the master. 

cpu cpu-number: Specifies a CPU by its number. 

Usage guidelines 
The device samples the amount of free memory space periodically and compares the sample with 
free-memory thresholds. If the sample decreases to or below a threshold, the device enters a 
memory depletion alarm state and sends an alarm. 

The early warning feature warns you of an approaching insufficient-memory condition. 

In critical alarm state, the device sends critical alarm notifications periodically until the critical alarm is 
removed. 

In a lower alarm state, the device sends notifications for the alarm state periodically until it enters a 
higher alarm state or the current alarm is removed. 

You can use this command to change the alarm resending intervals. 

Examples 
# Set the minor memory depletion alarm resending interval to 12 hours for CPU 0 in slot 1. 
<Sysname> system-view 

[Sysname] monitor resend memory-threshold minor-interval 12 slot 1 cpu 0 

New feature: Setting PFC thresholds 

Setting PFC thresholds 

About PFC thresholds 

The storage spaces for an interface include the following types: 
• Headroom storage space. 
• Shared storage space. 
• Guaranteed storage space. 

Setting PFC thresholds enables flexible control over PFC and can make good use of the storage 
spaces. The device supports the following PFC thresholds: 
• Headroom buffer threshold—Maximum cell resources that can be used by packets with the 

specified 802.1p priority values in a headroom storage space. An interface drops received 
packets once this threshold is reached. 

• Back pressure frame triggering threshold—Maximum cell resources that can be used by 
packets with the specified 802.1p priority values in a shared storage space. PFC is triggered 
once this threshold is reached. The back pressure frame triggering threshold includes the 
following types: 
 Dynamic back pressure frame triggering threshold—Maximum cell resources set in 

percentage. 
 Static back pressure frame triggering threshold—Maximum cell resources set in an 

absolute value. 
• Back pressure frame stopping threshold—Number of cell resources that are used by 

packets with the specified 802.1p priority values. When this threshold is reached after PFC is 
triggered, PFC will be stopped. 
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• PFC reserved threshold—Number of cell resources reserved for packets with the specified 
802.1p priority values in a guaranteed storage space. 

Configuration restrictions and guidelines 

 CAUTION: 
After PFC for 802.1p priorities is enabled, each PFC threshold mentioned above uses a default 
value, which is adequate in typical network environments. As a practice, do not change the default 
value.. 
 

You must enable PFC for 802.1p priorities before setting the PFC thresholds. 

If you cancel PFC threshold configurations on an interface, the PFC thresholds are restored to the 
state when only the priority-flow-control no-drop dot1p command is executed. 

Procedure 

To set PFC thresholds: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Set the maximum cell 
resources that can be used in 
a headroom storage space. 

priority-flow-control poolID 
pool-number headroom 
headroom-number 

By default, the number of 
maximum cell resources that 
can be used in a headroom 
storage space is 12288 . 

3. Enter Ethernet interface view. interface interface-type 
interface-number N/A 

4. Enable PFC for 802.1p 
priorities. 

priority-flow-control no-drop 
dot1p dot1p-list 

By default, PFC is disabled for 
all 802.1p priorities. 

5. Set the headroom buffer 
threshold. 

priority-flow-control dot1p 
dot1p-list headroom 
headroom-number 

By default, the headroom buffer 
threshold is 9984. 

6. Set the back pressure frame 
triggering threshold. 

• Set the dynamic back 
pressure frame triggering 
threshold: 
priority-flow-control dot1p 
dot1p-list ingress-buffer 
dynamic ratio 

• Set the static back pressure 
frame triggering threshold: 
priority-flow-control dot1p 
dot1p-list ingress-buffer 
static threshold 

By default, no dynamic back 
pressure frame triggering 
threshold is set.  
By default, the static back 
pressure frame triggering 
threshold is 512.  
 
 

7. Set the back pressure frame 
stopping threshold. 

priority-flow-control dot1p 
dot1p-list 
ingress-threshold-offset 
offset-number 

By default, the back pressure 
frame stopping threshold is 48. 

8. Set the PFC reserved 
threshold. 

priority-flow-control dot1p 
dot1p-list reserved-buffer 
reserved-number 

By default, the PFC reserved 
threshold is 15. 
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Command reference 

priority-flow-control dot1p headroom 

Use priority-flow-control dot1p headroom to set the headroom buffer threshold. 

Use undo priority-flow-control dot1p headroom to restore the default. 

Syntax 
priority-flow-control dot1p dot1p-list headroom headroom-number 

undo priority-flow-control dot1p dot1p-list headroom 

Default 
The headroom buffer threshold is 9984. 

Views 
Ethernet interface view 

Predefined user roles 
network-admin 

Parameters 
dot1p-list: Specifies an 802.1p priority (or dot1p priority) list to identify flows that are subject to PFC 
(for example: 1,3-5). A hyphen (-) connects two numeric values, which together indicate a continuous 
value range. Different values or value ranges are separated with commas (,). You can configure up to 
16 characters for this argument.  

headroom-number: Specifies the headroom buffer threshold in the range of 1 to 19968. 

Usage guidelines 
If you execute this command multiple times for the same 802.1p priority, the most recent 
configuration takes effect. 

Examples 
# Set the headroom buffer threshold to 1000. 
<sysname> system-view 

[Sysname] interface ten-gigabitethernet 1/0/1 

[Sysname-Ten-GigabitEthernet1/0/1] priority-flow-control dot1p 1 headroom 1000 

priority-flow-control dot1p ingress-buffer dynamic 

Use priority-flow-control dot1p ingress-buffer dynamic to set the dynamic back pressure frame 
triggering threshold. 

Use undo priority-flow-control dot1p ingress-buffer to restore the default. 

Syntax 
priority-flow-control dot1p dot1p-list ingress-buffer dynamic ratio 
undo priority-flow-control dot1p dot1p-list ingress-buffer 

Default 
No dynamic back pressure frame triggering threshold is set. 

Views 
Ethernet interface view 
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Predefined user roles 
network-admin 

Parameters 
dot1p-list: Specifies an 802.1p priority (or dot1p priority) list to identify flows that are subject to PFC 
(for example: 1,3-5). A hyphen (-) connects two numeric values, which together indicate a continuous 
value range. Different values or value ranges are separated with commas (,). You can configure up to 
16 characters for this argument.  

ratio: Specifies the dynamic back pressure frame triggering threshold in percentage. The value 
range for this argument is 1 to 100. 

Usage guidelines 
If you execute this command multiple times for the same 802.1p priority, the most recent 
configuration takes effect. 

Examples 
# Set the dynamic back pressure frame triggering threshold to 30. 
<sysname> system-view 

[Sysname] interface ten-gigabitethernet 1/0/1 

[Sysname-Ten-GigabitEthernet1/0/1] priority-flow-control dot1p 1 ingress-buffer dynamic 
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priority-flow-control dot1p ingress-buffer static 

Use priority-flow-control dot1p ingress-buffer static to set the static back pressure frame 
triggering threshold. 

Use undo priority-flow-control dot1p ingress-buffer to restore the default. 

Syntax 
priority-flow-control dot1p dot1p-list ingress-buffer static threshold 
undo priority-flow-control dot1p dot1p-list ingress-buffer 

Default 
The static back pressure frame triggering threshold is 512. 

Views 
Ethernet interface view 

Predefined user roles 
network-admin 

Parameters 
dot1p-list: Specifies an 802.1p priority (or dot1p priority) list to identify flows that are subject to PFC 
(for example: 1,3-5). A hyphen (-) connects two numeric values, which together indicate a continuous 
value range. Different values or value ranges are separated with commas (,). You can configure up to 
16 characters for this argument.  

threshold: Specifies the static back pressure frame triggering threshold in the range of 1 to 79872. 

Usage guidelines 
If you execute this command multiple times for the same 802.1p priority, the most recent 
configuration takes effect. 

Examples 
# Set the static back pressure frame triggering threshold to 1000. 
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<sysname> system-view 

[Sysname] interface ten-gigabitethernet 1/0/1 

[Sysname-Ten-GigabitEthernet1/0/1] priority-flow-control dot1p 1 ingress-buffer static 

1000 

priority-flow-control dot1p ingress-threshold-offset 

Use priority-flow-control dot1p ingress-threshold-offset to set the back pressure frame stopping 
threshold. 

Use undo priority-flow-control dot1p ingress-threshold-offset to restore the default. 

Syntax 
priority-flow-control dot1p dot1p-list ingress-threshold-offset offset-number 
undo priority-flow-control dot1p dot1p-list ingress-threshold-offset 

Default 
The back pressure frame stopping threshold is 48. 

Views 
Ethernet interface view 

Predefined user roles 
network-admin 

Parameters 
dot1p-list: Specifies an 802.1p priority (or dot1p priority) list to identify flows that are subject to PFC 
(for example: 1,3-5). A hyphen (-) connects two numeric values, which together indicate a continuous 
value range. Different values or value ranges are separated with commas (,). You can configure up to 
16 characters for this argument.  

offset-number: Specifies the back pressure frame stopping threshold in the range of 1 to 79872. 

Usage guidelines 
If you execute this command multiple times for the same 802.1p priority, the most recent 
configuration takes effect. 

Examples 
# Set the back pressure frame stopping threshold to 1000. 
<sysname> system-view 

[Sysname] interface ten-gigabitethernet 1/0/1 

[Sysname-Ten-GigabitEthernet1/0/1] priority-flow-control dot1p 1 

ingress-threshold-offset 1000 

priority-flow-control dot1p reserved-buffer 

Use priority-flow-control dot1p reserved-buffer to set the PFC reserved threshold. 

Use undo priority-flow-control dot1p reserved-buffer to restore the default. 

Syntax 
priority-flow-control dot1p dot1p-list reserved-buffer reserved-number 
undo priority-flow-control dot1p dot1p-list reserved-buffer 

Default 
The PFC reserved threshold is 15 
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Views 
Ethernet interface view 

Predefined user roles 
network-admin 

Parameters 
dot1p-list: Specifies an 802.1p priority (or dot1p priority) list to identify flows that are subject to PFC 
(for example: 1,3-5). A hyphen (-) connects two numeric values, which together indicate a continuous 
value range. Different values or value ranges are separated with commas (,). You can configure up to 
16 characters for this argument.  

reserved-number: Specifies the PFC reserved threshold in the range of 1 to 19968. 

Usage guidelines 
If you execute this command multiple times for the same 802.1p priority, the most recent 
configuration takes effect. 

Examples 
# Set the PFC reserved threshold to 1000. 
<sysname> system-view 

[Sysname] interface ten-gigabitethernet 1/0/1 

[Sysname-Ten-GigabitEthernet1/0/1] priority-flow-control dot1p 1 headroom 1000 

priority-flow-control poolID headroom 

Use priority-flow-control poolID headroom to set the maximum cell resources that can be used in 
a headroom storage space. 

Use undo priority-flow-control poolID headroom to restore the default. 

Syntax 
priority-flow-control poolID pool-number headroom headroom-number 

undo priority-flow-control poolID pool-number headroom 

Default 
The number of maximum cell resources that can be used in a headroom storage space is 12288. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
pool-number: Specifies a headroom storage space by its number in the range of 0 to 3. 

headroom-number: Specifies the headroom buffer threshold in the range of 1 to 4095. 

Examples 
# Set the headroom buffer threshold to 1000 for headroom storage space 1. 
<sysname> system-view 

[Sysname] priority-flow-control poolID 1 headroom 1000 
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New feature: Local-MAC address learning 

Disabling local-MAC address learning 
Restrictions and guidelines 

When MAC address learning is disabled for Ethernet service instances, you can only configure static 
local-MAC address entries by using the mac-address static command. 

Prerequisites 
Before you enable MAC address learning for an Ethernet service instance, you must use the 
mac-learning enable command to enable MAC address learning for the associated VSI. 

Procedure 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter Layer 2 Ethernet 
interface view or Layer 2 
aggregate interface view. 

• interface interface-type 
interface-number 

• interface bridge-aggregation 
interface-number 

N/A 

3. Enter Ethernet service 
instance view. service-instance instance-id N/A 

4. Disable MAC address 
learning for the Ethernet 
service instance. 

learning mode disable 
By default, MAC address 
learning is enabled for Ethernet 
service instances. 

 

Command reference 

learning mode disable 

Use learning mode disable to disable MAC address learning for an Ethernet service instance. 

Use undo learning mode to enable MAC address learning for an Ethernet service instance. 

Syntax 
learning mode disable 
undo learning mode 

Default 
MAC address learning is enabled for Ethernet service instances. 

Views 
Ethernet service instance view 

Predefined user roles 
network-admin 

Usage guidelines 
Before you enable MAC address learning for an Ethernet service instance, you must use the 
mac-learning enable command to enable MAC address learning for the associated VSI. 
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When MAC address learning is disabled for Ethernet service instances, you can only configure static 
local-MAC address entries by using the mac-address static command. 

Examples 
# Disable MAC address learning for Ethernet service instance 200. 
<Sysname> system-view 

[Sysname] vsi vpn1 

[Sysname-vsi-vpn1] mac-learning enable 

[Sysname-vsi-vpn1] quit 

[Sysname] interface hundredgige 1/0/1 

[Sysname-HundredGige1/0/1] service-instance 200 

[Sysname-HundredGige1/0/1-srv200] learning mode disable 

New feature: Conversational learning for remote MAC 
address entries 

Enabling conversational learning for remote MAC address entries 
About conversational learning for remote MAC address entries 

By default, the device issues a remote MAC address entry to the hardware after the remote MAC 
address is advertised to the local site by BGP EVPN routes. This feature enables the device to issue 
a remote MAC address entry to the hardware only when the entry is required for packet forwarding. 
This feature saves hardware resources on the device. 

With this feature enabled, the device generates a blackhole MAC address entry for an unknown 
MAC address if receiving 50 frames destined for that MAC address within the MAC aging time. For 
more information about the MAC aging time and blackhole MAC address entries, see MAC address 
table configuration in Layer 2—LAN Switching Configuration Guide. 

Procedure 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enable conversational 
learning for remote MAC 
address entries. 

mac-address 
forwarding-conversational-learning 

By default, conversational 
learning is disabled for remote 
MAC address entries. 

 

Command reference 

mac-address forwarding-conversational-learning 

Use mac-address forwarding-conversational-learning to enable conversational learning for 
remote MAC address entries. 

Use undo mac-address forwarding-conversational-learning to disable conversational learning 
for remote MAC address entries. 

Syntax 
mac-address forwarding-conversational-learning 
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undo mac-address forwarding-conversational-learning 

Default 
Conversational learning is disabled for remote MAC address entries. 

Views 
System view 

Predefined user roles 
network-admin 

Usage guidelines 
Use this command only on an EVPN network. 

By default, the device issues a remote MAC address entry to the hardware after the remote MAC 
address is advertised to the local site by BGP EVPN routes. This feature enables the device to issue 
a remote MAC address entry to the hardware only when the entry is required for packet forwarding. 
This feature saves hardware resources on the device. 

With this feature enabled, the device generates a blackhole MAC address entry for an unknown 
MAC address if receiving 50 frames destined for that MAC address within the MAC aging time. For 
more information about the MAC aging time and blackhole MAC address entries, see MAC address 
table configuration in Layer 2—LAN Switching Configuration Guide. 

Examples 
# Enable conversational learning for remote MAC address entries. 
<Sysname> system-view 

[Sysname] mac-address forwarding-conversational-learning 

Modified feature: ARP MAD collision handling process 

Feature change description 
Before modification: 
• ARP MAD uses the following process to handle a multi-active collision: 

a. Compares the member IDs of the masters in the split IRF fabrics. 
b. Sets all fabrics to the Recovery state except the one that has the lowest numbered master. 

• ARP MAD can be configured together with ND MAD because they use the same collision 
handling process. 

After modification: 
• ARP MAD uses the following process to handle a multi-active collision: 

a. Compares the forwarding performance of the chips in each split fabric. 
b. Sets all fabrics to the Recovery state except the one that has the best chip forwarding 

performance. 
c. Compares the member IDs of the masters if all IRF fabrics have the same chip forwarding 

performance. 
d. Sets all fabrics to the Recovery state except the one that has the lowest numbered master. 

• ARP MAD cannot be configured together with ND MAD because they handle collisions 
differently. 
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Command changes 
None. 

Modified feature: DRNI 

Feature change description 
The distributed-relay keyword in DRNI commands were changed to drni. 

Command changes 

Modified command: display distributed-relay drcp statistics 

Old syntax 
display distributed-relay drcp statistics [ interface interface-type interface-number ] 

New syntax 
display drni drcp statistics [ interface interface-type interface-number ] 

Views 
Any view 

Change description 
The distributed-relay keyword was changed to drni. 

Modified command: display distributed-relay keepalive 

Old syntax 
display distributed-relay keepalive 

New syntax 
display drni keepalive 

Views 
Any view 

Change description 
The distributed-relay keyword was changed to drni. 

Modified command: display distributed-relay role 

Old syntax 
display distributed-relay role 

New syntax 
display drni role 

Views 
Any view 
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Change description 
The distributed-relay keyword was changed to drni. 

Modified command: display distributed-relay summary 

Old syntax 
display distributed-relay summary 

New syntax 
display drni summary 

Views 
Any view 

Change description 
The distributed-relay keyword was changed to drni. 

Modified command: display distributed-relay system 

Old syntax 
display distributed-relay system 

New syntax 
display drni system 

Views 
Any view 

Change description 
The distributed-relay keyword was changed to drni. 

Modified command: display distributed-relay verbose 

Old syntax 
display distributed-relay verbose [ bridge-aggregation interface-number ] 

New syntax 
display drni verbose [ interface interface-type interface-number ] 

Views 
Any view 

Change description 
The distributed-relay keyword was changed to drni. 

Modified command: distributed-relay auto-recovery reload-delay 

Old syntax 
distributed-relay auto-recovery reload-delay delay-value 

undo distributed-relay auto-recovery reload-delay 

New syntax 
drni auto-recovery reload-delay delay-value 
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undo drni auto-recovery reload-delay 

Views 
Any view 

Change description 
The distributed-relay keyword was changed to drni. 

Modified command: distributed-relay drcp period short 

Old syntax 
distributed-relay drcp period short 
undo distributed-relay drcp period 

New syntax 
drni drcp period short 
undo drni drcp period 

Views 
Any view 

Change description 
The distributed-relay keyword was changed to drni. 

Modified command: distributed-relay keepalive 

Old syntax 
distributed-relay keepalive { ip | ipv6 } destination { ipv4-address | ipv6-address } source 
{ ipv4-address | ipv6-address } [ udp-port udp-number ] 

undo distributed-relay keepalive { ip | ipv6 } 

New syntax 
drni keepalive { ip | ipv6 } destination { ipv4-address | ipv6-address } source { ipv4-address | 
ipv6-address } [ udp-port udp-number ] 

undo drni keepalive { ip | ipv6 } 

Views 
Any view 

Change description 
The distributed-relay keyword was changed to drni. 

Modified command: distributed-relay keepalive hold-time 

Old syntax 
distributed-relay keepalive hold-time value 

undo distributed-relay keepalive hold-time 

New syntax 
drni keepalive hold-time value 

undo drni keepalive hold-time 
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Views 
Any view 

Change description 
The distributed-relay keyword was changed to drni. 

Modified command: distributed-relay keepalive interval 

Old syntax 
distributed-relay keepalive interval interval [ timeout timeout ] 

undo distributed-relay keepalive interval 

New syntax 
drni keepalive interval interval [ timeout timeout ] 

undo drni keepalive interval 

Views 
Any view 

Change description 
The distributed-relay keyword was changed to drni. 

Modified command: distributed-relay restore-delay 

Old syntax 
distributed-relay restore-delay value 

undo distributed-relay restore-delay 

New syntax 
drni restore-delay value 

undo drni restore-delay 

Views 
Any view 

Change description 
The distributed-relay keyword was changed to drni. 

Modified command: distributed-relay role priority 

Old syntax 
distributed-relay role priority priority-value 

undo distributed-relay role priority 

New syntax 
drni role priority priority-value 

undo drni role priority 

Views 
Any view 
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Change description 
The distributed-relay keyword was changed to drni. 

Modified command: distributed-relay system-mac 

Old syntax 
distributed-relay system-mac mac-address 

undo distributed-relay system-mac 

New syntax 
drni system-mac mac-address 

undo drni system-mac 

Views 
Any view 

Change description 
The distributed-relay keyword was changed to drni. 

Modified command: distributed-relay system-number 

Old syntax 
distributed-relay system-number system-number 

undo distributed-relay system-number 

New syntax 
drni system-number system-number 

undo drni system-number 

Views 
Any view 

Change description 
The distributed-relay keyword was changed to drni. 

Modified command: distributed-relay system-priority 

Old syntax 
distributed-relay system-priority priority 

undo distributed-relay system-priority 

New syntax 
drni system-priority priority 

undo drni system-priority 

Views 
Any view 

Change description 
The distributed-relay keyword was changed to drni. 
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Modified command: port distributed-relay group 

Old syntax 
port distributed-relay group group-id 

undo port distributed-relay 

New syntax 
port drni group group-id 

undo port drni 

Views 
Any view 

Change description 
The distributed-relay keyword was changed to drni. 

Modified command: port distributed-relay intra-portal-port 

Old syntax 
port distributed-relay intra-portal-port port-id 

undo port distributed-relay intra-portal-port 

New syntax 
port drni intra-portal-port port-id 

undo port drni intra-portal-port 

Views 
Any view 

Change description 
The distributed-relay keyword was changed to drni. 

Modified command: reset distributed-relay drcp statistics 

Old syntax 
reset distributed-relay drcp statistics [ interface interface-list ] 

New syntax 
reset drni drcp statistics [ interface interface-list ] 

Views 
Any view 

Change description 
The distributed-relay keyword was changed to drni. 

Modified feature: EVPN distributed relay 

Feature change description 
In this version, the syntax of EVPN distributed relay commands was changed. 
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Command changes 

Modified command: display evpn distributed-relay synchronized-mac 

Old syntax 
display evpn distributed-relay synchronized-mac [ vsi vsi-name ] [ count ] 

New syntax 
display evpn drni synchronized-mac [ vsi vsi-name ] [ count ] 

Views 
Any view 

Change description 
The distributed-relay keyword was changed to drni. 

Modified command: evpn distributed-relay group 

Old syntax 
evpn distributed-relay group virtual-vtep-ip 

undo evpn distributed-relay group 

New syntax 
evpn drni group virtual-vtep-ip 

undo evpn drni group 

Views 
System view 

Change description 
The distributed-relay keyword was changed to drni. 

Modified feature: Configuring seed value and shift value 
in load sharing algorithm 

Feature change description 
The seed and shift keywords were added to the ip load-sharing mode command. If traffic is not 
load shared well among interfaces, you can use the seed seed-number option and the shift 
shift-number option to adjust the algorithm result. 

Command changes 

Modified command: ip load-sharing mode 

Old syntax 
ip load-sharing mode per-flow [ algorithm algorithm-number | [ dest-ip | dest-port | ip-pro | 
src-ip | src-port | ingress-port ] * | tunnel { inner | outer } ] { global | slot slot-number } 
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New syntax 
ip load-sharing mode per-flow [ algorithm algorithm-number [ seed seed-number ] [ shift 
shift-number ] | [ dest-ip | dest-port | ip-pro | src-ip | src-port | ingress-port ] * | tunnel { inner | 
outer } ] { global | slot slot-number } 

Views 
System view 

Change description 
Before modification: The seed and shift keywords are not supported. 

After modification: The configuration of seed value for the algorithm and the shift value for the hash 
algorithm result is supported. 

Modified feature: Setting the dynamic ARP learning limit 
for an interface 

Feature change description 
Support for setting the alarm threshold of dynamic ARP entry learning on an interface and alarm 
logging was added. 

Command changes 

Modified command: arp max-learning-num 

Old syntax 
arp max-learning-num max-number 

undo arp max-learning-num 

New syntax 
arp max-learning-num max-number [ alarm alarm-threshold ] 
undo arp max-learning-num 

Views 
Interface view 

Change description 
The alarm alarm-threshold option was added.  

This option specifies the alarm threshold for dynamic ARP learning, in percentage. The value range 
for the alarm-threshold argument is 1 to 100. The device generates a log message when the number 
of dynamic ARP entries learned on an interface reaches the value calculated by using the formula: 
max-number × alarm-threshold / 100. If you do not specify the alarm threshold, the device does not 
generate log messages. 
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Modified feature: Setting the aging time for dynamic 
ARP entries 

Feature change description 
In this release, the value range for dynamic ARP entry aging time was changed. Before modification, 
the value range for the aging time in seconds was 60 to 86400. After modification, the value range for 
the aging time in seconds is 5 to 86400. 

Command changes 

Modified command: arp timer aging 

Syntax 
arp timer aging { aging-minutes | second aging-seconds } 

undo arp timer aging 

Views 
System view 

Change description 
Before modification: The value range for the aging-seconds argument is 60 to 86400 seconds. 

After modification: The value range for the aging-seconds argument is 5 to 86400 seconds. 

Modified feature: Specifying DHCP servers on the DHCP 
relay agent 

Feature change description 
The DHCP user class was added to match DHCP request packets that are received by the DHCP 
relay agent. 

Command changes 

Modified command: dhcp relay server-address 

Old syntax 
dhcp relay server-address ip-address [ public | vpn-instance vpn-instance-name ] 

New syntax 
dhcp relay server-address ip-address [ class class-name ] [ public | vpn-instance 
vpn-instance-name ] 

Views 
Interface view 
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Change description 
The class class-name option was added. The option specifies a DHCP user class to match DHCP 
request packets. The class name is a case-sensitive string of 1 to 63 characters. If you do not specify 
this option, no DHCP user class is used to match DHCP requests. 

Modified feature: Advertising OSPF link state 
information to BGP 

Feature change description 
The strict-link-checking keyword was added to the distribute bgp-ls command. You can specify 
this keyword to enable strict checking on link state information advertised to BGP. 

Command changes 

Modified command: distribute bgp-ls (OSPF view) 

Old syntax 
distribute bgp-ls [ instance-id id ] 

New syntax 
distribute bgp-ls [ instance-id id ] [ strict-link-checking ] 

Views 
OSPF view 

Change description 
Before modification: The command does not support the strict-link-checking keyword. 

After modification: You can specify the strict-link-checking keyword in this command to enable 
strict checking on link state information advertised to BGP. If you specify this keyword, the local and 
remote ends of a link must be in the same subnet so that the link state information can be advertised 
to BGP. If you do not specify this keyword, the link state information is advertised to BGP even if the 
local and remote ends of the link are in different subnets. This keyword applies only to P2P links. 

Modified feature: Creating a BFD session for detecting 
the local interface state 

Feature change description 
You can specify BFD session discriminators when creating a BFD session for detecting the local 
interface state. 

Command changes 

Modified command: bfd detect-interface source-ip 

Old syntax 
bfd detect-interface source-ip ip-address 
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New syntax 
bfd detect-interface source-ip ip-address [ discriminator local local-value remote remote-value ] 

Views 
System view 

Parameters 
ip-address: Specifies the source IP address for BFD control packets.  

discriminator: Specifies BFD session discriminators. If you do not specify discriminators, the device 
obtains BFD session discriminators through autonegotiation. 

local local-value: Specifies the local discriminator in the range of 97 to 128. 

remote remote-value: Specifies the remote discriminator in the range of 1 to 4294967295. 

Change description 
Before modification: BFD session discriminators cannot be specified manually. 

After modification: BFD session discriminators can be specified manually. If the peer device does not 
support obtaining BFD session discriminators through autonegotiation, you must specify the 
discriminators on both the local and peer devices. Without the discriminators, the BFD session 
cannot come up. 

Modified feature: Setting the BFD echo packet mode for 
MPLS TE tunnel detection 

Feature change description 
In this release, you can set the BFD echo packet mode for MPLS TE tunnel detection. 

Command changes 

Modified command: mpls bfd 

Old syntax 
mpls bfd [ discriminator local local-id remote remote-id ] [ template template-name ] 

New syntax 
mpls bfd [ [ discriminator local local-id remote remote-id ] [ template template-name ] | echo ] 

Views 
Tunnel interface view 

Change description 
The echo keyword was added to the command. You can specify this keyword in the command to set 
the BFD echo packet mode for MPLS TE tunnel detection. 
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Modified feature: Setting the single-hop detection time 
multiplier for control packet mode 

Feature change description 
In this release, you can set the detection time multiplier for echo packet mode. 

Command changes 

Modified command: bfd detect-multiplier 

Syntax 
bfd detect-multiplier value 

undo bfd detect-multiplier 

Views 
Interface view 

BFD template view 

Change description 
Before modification: You can use the command to set only the single-hop detection time multiplier for 
control packet mode. 

After modification: You can use the command to set both the single-hop detection time multiplier for 
control packet mode and the detection time multiplier for echo packet mode. 

Modified feature: FTP client debugging 

Feature change description 
The -d keyword was added to the ftp and ftp ipv6 commands to enable FTP client debugging. 

Command changes 

Modified command: ftp and ftp ipv6 

Old syntax 
ftp [ ftp-server [ service-port ] [ vpn-instance vpn-instance-name ] [ dscp dscp-value | source 
{ interface interface-type interface-number | ip source-ip-address } ] * ] 

ftp ipv6 [ ftp-server [ service-port ] [ vpn-instance vpn-instance-name ] [ dscp dscp-value | source 
{ ipv6 source-ipv6-address | interface interface-type interface-number } ] * [ -i interface-type 
interface-number ] ] 

New syntax 
ftp [ ftp-server [ service-port ] [ vpn-instance vpn-instance-name ] [ dscp dscp-value | source 
{ interface interface-type interface-number | ip source-ip-address } | -d ] * ] 

ftp ipv6 [ ftp-server [ service-port ] [ vpn-instance vpn-instance-name ] [ dscp dscp-value | source 
{ ipv6 source-ipv6-address | interface interface-type interface-number } | -d ] * [ -i interface-type 
interface-number ] ] 
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Views 
User view 

Change description 
Before modification: The commands do not support the -d keyword. 

After modification: The command supports the -d keyword. You can specify it to enable FTP client 
debugging. 

Modified feature: Multicast VPN 

Feature change description 
MD view was changed to MVPN view and the multicast-domain keyword in commands was 
changed to multicast-vpn. 

Command changes 

Modified command: multicast-domain 

Old syntax 
multicast-domain vpn-instance vpn-instance-name 

New syntax 
multicast-vpn vpn-instance vpn-instance-name mode mdt 

Views 
System view 

Change description 
The multicast-domain keyword was changed to multicast-vpn. 

The mode mdt keywords were added to specify the MDT-based multicast VPN. Because multicast 
VPN is based on MDT before the modification, the newly added mode mdt keywords make no 
change to the function of the command. 

Modified command: display multicast-domain data-group receive 

Old syntax 
display multicast-domain data-group receive 

New syntax 
display multicast-vpn data-group receive 

Views 
Any view  

Change description 
The multicast-domain keyword was changed to multicast-vpn. 
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Modified command: display multicast-domain data-group send 

Old syntax 
display multicast-domain data-group send 

New syntax 
display multicast-vpn data-group send 

Views 
Any view  

Change description 
The multicast-domain keyword was changed to multicast-vpn. 

Modified command: display multicast-domain default-group 

Old syntax 
display multicast-domain default-group 

New syntax 
display multicast-vpn default-group 

Views 
Any view 

Change description 
The multicast-domain keyword was changed to multicast-vpn. 

Modified command: display multicast-domain ipv6 data-group receive 

Old syntax 
display multicast-domain ipv6 data-group receive 

New syntax 
display multicast-vpn ipv6 data-group receive 

Views 
Any view 

Change description 
The multicast-domain keyword was changed to multicast-vpn. 

Modified command: display multicast-domain ipv6 data-group send 

Old syntax 
display multicast-domain ipv6 data-group send 

New syntax 
display multicast-vpn ipv6 data-group send 

Views 
Any view 
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Change description 
The multicast-domain keyword was changed to multicast-vpn. 

Modified command: display multicast-domain ipv6 default-group 

Old syntax 
display multicast-domain ipv6 default-group 

New syntax 
display multicast-vpn ipv6 default-group 

Views 
Any view 

Change description 
The multicast-domain keyword was changed to multicast-vpn. 

Modified feature: Configuring packet filtering with ACLs 

Feature change description 
In this release, the sharing mode is supported for ACL application on Layer 2 and Layer 3 Ethernet 
interfaces. 

Command changes 

Modified command: packet-filter 

Old syntax 
packet-filter [ ipv6 | mac | user-defined ] { acl-number | name acl-name } { inbound | outbound } 
[ hardware-count ] 

New syntax 
packet-filter [ ipv6 | mac | user-defined ] { acl-number | name acl-name } { inbound | outbound } 
[ hardware-count ] [ share-mode ] 

Views 
Layer 2 Ethernet interface view 

Layer 3 Ethernet interface view 

Parameters 
share-mode: Applies the ACL in sharing mode to a Layer 2 or Layer 3 Ethernet interface. In this 
mode, all interfaces on an an IRF member device with the same ACL applied in one direction share 
one QoS and ACL resource. 

Change description 
After modification, all interfaces on an an IRF member device with the same ACL applied with the 
share-mode keyword in one direction share one QoS and ACL resource. 
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Modified command: display packet-filter 

Syntax 
display packet-filter { interface [ interface-type interface-number ] | l2vpn-ac [ interface 
interface-type interface-number [ service-instance instance-id ] ] } [ inbound | outbound ] [ slot 
slot-number ] 

Views 
Any view 

Change description 
The Share-mode field was added to the display packet-filter command output to indicate the 
sharing mode for ACL application on Layer 2 and Layer 3 Ethernet interfaces. 
<Sysname> display packet-filter interface ten-gigabitethernet 1/0/1 inbound 

Interface: Ten-GigabitEthernet1/0/1 

 Inbound policy: 

  IPv4 ACL 2001, Share-mode 

  IPv6 ACL 2002 (Failed) 

  MAC ACL 4003, Hardware-count (Failed) 

  IPv4 default action: Deny 

  IPv6 default action: Deny 

  MAC default action: Deny 

Modified feature: Applying a QoS policy to an interface 

Feature change description 
This release has the following changes: 
• Applying a QoS policy to an interface in sharing mode was supported. 
• You can apply a maximum of three QoS policies of different types to the same direction of an 

interface: one generic, one accounting-type, and one marking-type. 

Command changes 

Modified command: qos policy 

Old syntax 
qos policy policy-name 

undo qos policy policy-name 

New syntax 
qos [ accounting | remarking ] policy policy-name 

undo qos [ accounting | remarking ] policy policy-name 

Views 
System view 

Change description 
Before modification: The switch supports only generic QoS polices. 
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After modification: The switch supports three QoS policy types: accounting (used for class-based 
accounting actions) , marking (used for marking actions), and generic (used for all actions).  
• If you specify the accounting keyword, the command creates an accounting-type QoS policy.  
• If you specify the remarking keyword, the command creates a marking-type QoS policy. 
• If you do not specify the accounting or remarking keyword, the command creates a generic 

QoS policy.  

QoS policies of different types cannot use the same policy name. 

Modified command: qos apply policy 

Old syntax 
qos apply policy policy-name { inbound | outbound } 

undo qos apply policy policy-name { inbound | outbound } 

New syntax 
qos apply [ accounting | remarking ] policy policy-name { inbound | outbound } [ share-mode ] 
undo qos apply [ accounting | remarking ] policy policy-name { inbound | outbound } 

Views 
Layer 2/Layer 3 Ethernet interface view 

Layer 3 Ethernet subinterface view 

Layer 2/Layer 3 aggregate interface view 

VSI interface view 

Change description 
After modification: 
• When you apply a QoS policy in sharing mode to a Layer 2 or Layer 3 Ethernet interface, all 

interfaces with the same QoS policy applied in sharing mode and in the same direction share 
one QoS and ACL resource.  

• A maximum of three QoS policies (one for each type) can be applied to one direction of an 
interface. 

Modified command: display qos policy 

Old syntax 
display qos policy user-defined [ policy-name [ classifier classifier-name ] ] [ slot slot-number ] 

New syntax 
display qos policy user-defined [ accounting | remarking ] [ policy-name [ classifier 
classifier-name ] ] [ slot slot-number ] 

Views 
Any view 

Change description 
Before modification: You can display only the configuration of generic QoS policies. 

After modification: You can also display the configuration of accounting-type QoS policies and 
marking-type QoS policies by specifying the accounting and remarking keywords, respectively. If 
you do not specify the accounting or remarking keyword, the command displays the configuration 
of generic QoS policies. 
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• # Display the configuration of accounting-type QoS policies. 
<Sysname> display qos policy user-defined accounting 

 

  User-defined QoS policy information: 

 

  Accounting policy: 1 (ID 100) 

   Classifier: 1 (ID 100) 

     Behavior: 1 

      Accounting enable: Packet 

• # Display the configuration of marking-type QoS policies QoS policies. 
<Sysname> display qos policy user-defined remarking 

 

  User-defined QoS policy information: 

 

  Marking policy: 1 (ID 100) 

   Classifier: 1 (ID 100) 

     Behavior: 1 

      Marking: 

        Remark dscp 3 

Modified command: display qos policy diagnosis interface 

Old syntax 
display qos policy diagnosis interface [ interface-type interface-number ] [ slot slot-number ] 
[ inbound | outbound ] 

New syntax 
display qos [ accounting | remarking ] policy diagnosis interface [ interface-type 
interface-number ] [ slot slot-number ] [ inbound | outbound ] 

Views 
Any view 

Change description 
Before modification: You can display diagnostic information about only generic QoS policies applied 
to interfaces. 

After modification: You can also display diagnostic information about accounting-type QoS policies 
and marking-type QoS policies by specifying the accounting and remarking keywords, 
respectively. If you do not specify the accounting or remarking keyword, the command displays 
diagnostic information about generic QoS policies. 
• # Display diagnostic information about the accounting-type QoS policy applied to the inbound 

direction of Ten-GigabitEthernet 1/0/2. 
<Sysname> display qos accounting policy diagnosis interface ten-gigabitethernet 1/0/2 

inbound 

Interface: Ten-GigabitEthernet1/0/2 

  Direction: Inbound 

  Accounting policy: 1 

   Classifier: 1 (Incomplete) 

     Operator: AND 

     Rule(s) : 

      If-match acl 2000 (Incomplete) 
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       Failed Rule ID: 0, 3, 5, 50 

     Behavior: 1 

      Accounting enable: Packet 

• # Display diagnostic information about the marking-type QoS policy applied to the inbound 
direction of Ten-GigabitEthernet 1/0/3. 
<Sysname> display qos remarking policy diagnosis interface ten-gigabitethernet 1/0/3 

inbound 

Interface: Ten-GigabitEthernet1/0/3 

  Direction: Inbound 

  Marking policy: 1 

   Classifier: 1 (Incomplete) 

     Operator: AND 

     Rule(s) : 

      If-match acl 2000 (Incomplete) 

       Failed Rule ID: 0, 3, 5, 50 

     Behavior: 1 

      Marking: 

        Remark dscp 3 

Modified command: display qos policy interface 

Old syntax 
display qos policy interface [ interface-type interface-number ] [ slot slot-number ] [ inbound | 
outbound ] 

New syntax 
display qos [ accounting | remarking ] policy interface [ interface-type interface-number ] [ slot 
slot-number ] [ inbound | outbound ] 

Views 
Any view 

Change description 
Before modification: You can display the configuration and statistics for only generic QoS policies 
applied to interfaces. 

After modification:  
• You can also display the configuration and statistics for accounting-type QoS policies and 

marking-type QoS policies by specifying the accounting and remarking keywords, 
respectively. If you do not specify the accounting or remarking keyword, the command 
displays the configuration and statistics for generic QoS policies. 
 # Display the configuration and statistics for the accounting-type QoS policy applied to the 

inbound direction of Ten-GigabitEthernet 1/0/1. 
<Sysname> display qos accounting policy interface ten-gigabitethernet 1/0/1 

inbound 

Interface: Ten-GigabitEthernet1/0/1 

  Direction: Inbound 

  Accounting Policy: 1 

   Classifier: 1 

     Operator: AND 

     Rule(s) : 

      If-match acl 2000 
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     Behavior: 1 

      Accounting enable: 

        0 (Packets) 

 # Display the configuration and statistics for the marking-type QoS policy applied to the 
inbound direction of Ten-GigabitEthernet 1/0/1. 
<Sysname> display qos remarking policy interface ten-gigabitethernet 1/0/1 inbound 

Interface: Ten-GigabitEthernet1/0/1 

  Direction: Inbound 

  Marking policy: 1 

   Classifier: 1 

     Operator: AND 

     Rule(s) : 

      If-match acl 2000 

     Behavior: 1 

      Marking: 

        Remark dscp 3 

• For QoS policies applied in sharing mode, the Mode field was added to the display qos policy 
interface command output. 
# Displays the configuration and statistics for generic QoS policies: 
<Sysname> display qos policy interface 

Interface: Ten-GigabitEthernet1/0/1 

  Direction: Inbound 

  Mode     : Share 

  Policy: a 

   Classifier: a 

     Operator: AND 

     Rule(s) : 

      If-match any 

     Behavior: a 

      Mirroring: 

        Mirror to the interface: Ten-GigabitEthernet1/0/2 

      Committed Access Rate: 

        CIR 112 (kbps), CBS 51200 (Bytes), EBS 0 (Bytes) 

        Green action  : pass 

        Yellow action : pass 

        Red action    : discard 

        Green packets : 0 (Packets) 

        Red packets   : 0 (Packets) 

Modified feature: Configuring an accounting action 

Feature change description 
The syntax of the accounting command changed. 
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Command changes 

Modified command: accounting 

Old syntax 
accounting { byte | packet } 

New syntax 
accounting [ byte | packet ] * 

Views 
Traffic behavior view 

Change description 
Before modification: You must specify the byte or packet keyword. 

After modification: You can specify neither, one, or both of the keywords. If you specify neither of the 
keywords, the switch counts traffic in number of packets. If you specify both of the keywords, the 
switch counts traffic in both number of packets and number of bytes. 

Modified feature: Displaying statistics for ARP attack 
detection 

Feature change description 
In this release, the attack-source and packet-drop keywords were added to the display arp 
detection statistics command to display ARP attack source statistics and ARP attack 
detection-dropped packet statistics, respectively. 

Command changes 

Modified command: display arp detection statistics 

Old syntax 
display arp detection statistics [ interface interface-type interface-number [ service-instance 
instance-id ] ] 

New syntax 
display arp detection statistics attack-source 
display arp detection statistics packet-drop [ interface interface-type interface-number 
[ service-instance instance-id ] ] 

Views 
Any view 

Change description 
Before modification: The attack-source and packet-drop keywords are not supported. You cannot 
display statistics for ARP attack sources or statistics for packets dropped by ARP attack detection. 

After modification: The attack-source and packet-drop keywords are supported. 
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Modified feature: Clearing statistics for ARP attack 
detection 

Feature change description 
In this release, the attack-source and packet-drop keywords were added to the reset arp 
detection statistics command to clear ARP attack source statistics and ARP attack 
detection-dropped packet statistics, respectively. 

Command changes 

Modified command: reset arp detection statistics 

Old syntax 
reset arp detection statistics [ interface interface-type interface-number [ service-instance 
instance-id ] ] 

New syntax 
reset arp detection statistics attack-source 
reset arp detection statistics packet-drop [ interface interface-type interface-number 
[ service-instance instance-id ] ] 

Views 
User view 

Change description 
Before modification: The attack-source and packet-drop keywords are not supported. You cannot 
clear statistics for ARP attack sources or statistics for packets dropped by ARP attack detection. 

After modification: The attack-source and packet-drop keywords are supported. 

Modified feature: Configuration rollback by using 
NETCONF 

Feature change description 
Suppression for the <edit-config> operation during a configuration rollback was added. To allow the 
<edit-config> operation to be performed during a configuration rollback, you must perform the 
following <action> operation to change the value of the DisableEditConfigWhenRollback attribute 
to false. 
<rpc message-id="101" xmlns="urn:ietf:params:xml:ns:netconf:base:1.0"> 
  <action> 
    <error-option>stop-on-error</error-option> 
    <top xmlns="http://www.hpe.com/netconf/action:1.0"> 
      <Fundamentals> 
        <CurrentSessionOpt> 
          <DisableEditConfigWhenRollback>false</DisableEditConfigWhenRollback> 
        </CurrentSessionOpt> 
      </Fundamentals> 
    </top> 
  </action> 
</rpc> 
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Command changes 
None 

Modified feature: NETCONF <IfIndex> and <vrfindex> 
elements 

Feature change description 
The valuetype attribute was added.  

When retrieving interface information, the device cannot identify whether an integer value for the 
<IfIndex> element represents an interface name or index. When retrieving VPN instance 
information, the device cannot identify whether an integer value for the <vrfindex> element 
represents a VPN name or index. To resolve the issue, you can use the valuetype attribute to 
specify the value type. 

The valuetype attribute has the following values: 
 

Value Description 
name The <IfIndex> or <vrfindex> element is carrying a name. 

index The <IfIndex> or <vrfindex> element is carrying an index. 

auto 
Default value. The device uses the value of the <IfIndex> or <vrfindex> element 
as a name for interface or VPN instance matching. If no match is found, the 
device uses the value as an index for interface or VPN instance matching. 

 

The following example specifies an index-type value for the <IfIndex> element: 
<rpc xmlns="urn:ietf:params:xml:ns:netconf:base:1.0"> 

  <getoperation> 

    <filter> 

      <top xmlns="http://www.hpe.com/netconf/config:1.0" 

xmlns:base=”http://www.hpe.com/netconf/base:1.0”> 

       <VLAN> 

        <TrunkInterfaces> 

          <Interface> 

            <IfIndex base:valuetype="index">1</IfIndex> 

          </Interface> 

        </TrunkInterfaces> 

       </VLAN> 

      </top> 

    </filter > 

  </getoperation> 

</rpc> 

Command changes 
None 
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Modified feature: Setting the broadcast, multicast, or 
unknown unicast restraint bandwidth for a VSI 

Feature change description 
The value range for the broadcast, multicast, and unknown unicast restraint bandwidth was 
modified. 

Command changes 

Modified command: restrain 

Syntax 
restrain { broadcast | multicast | unknown-unicast } bandwidth 
undo restrain { broadcast | multicast | unknown-unicast } 

Views 
VSI view 

Change description 
Before modification: The value range for the bandwidth argument is 64 to 4194303 kbps. 

After modification: The value of the bandwidth argument can be 0 or in the range of 64 to 4194303 
kbps. If you set this argument to 0, the command disables a kind of flood traffic. 

Removed feature: Setting the global load sharing mode 
for MAC-in-MAC traffic 

Feature change description 
Support for setting the global load sharing mode for MAC-in-MAC traffic was removed. 

Removed commands 

link-aggregation global load-sharing minm 

Syntax 
link-aggregation global load-sharing minm { inner | outer } 
undo link-aggregation global load-sharing minm 

Views 
System view 
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Removed feature: Ignoring port speed in setting the 
aggregation states of member ports 

Feature change description 
From this release, an aggregation group cannot ignore port speed in setting the aggregation states 
of member ports. 

Removed commands 

link-aggregation ignore speed 

Syntax 
link-aggregation ignore speed 
undo link-aggregation ignore speed 

Views 
Layer 2 aggregate interface view 

Layer 3 aggregate interface view 

Removed feature: PBB 

Feature change description 
Support for PBB was removed. 

Removed commands 

bvlan 

Syntax 
bvlan vlan-id 
undo bvlan 

Views 
VSI PBB view 

display l2vpn minm connection 

Syntax 
display l2vpn minm connection [ vsi vsi-name ] 

Views 
Any view 
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display l2vpn minm forwarding 

Syntax 
display l2vpn minm forwarding [ vsi vsi-name ] [ slot slot-number ] 

Views 
Any view 

display pbb connection 

Syntax 
display pbb connection 

Views 
Any view 

encapsulation 

Syntax 
encapsulation { ethernet | vlan } 
undo encapsulation 

Views 
VSI PBB view 

pbb i-sid 

Syntax 
pbb i-sid i-sid 
undo pbb i-sid 

Views 
VSI view 

pbb uplink 

Syntax 
pbb uplink { all | vsi vsi-name-list } 

undo pbb uplink { all | vsi vsi-name-list } 

Views 
Layer 2 Ethernet interface view 

Layer 2 aggregate interface view 

reset pbb connection 

Syntax 
reset pbb connection [ bvlan vlan-id | interface interface-type interface-number ] * 
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Views 
User view  

Removed feature: SPBM 

Feature change description 
Support for SPBM was removed. 

Removed commands 

ap-mode 

Syntax 
ap-mode { both | multicast | off } 
undo ap-mode 

Views 
SPBM view 

area-authentication send-only 

Syntax 
area-authentication send-only 
undo area-authentication send-only 

Views 
SPBM view 

area-authentication-mode 

Syntax 
area-authentication-mode { md5 | simple } { cipher | plain } string 

undo area-authentication-mode 

Views 
SPBM view 

bandwidth-reference 

Syntax 
bandwidth-reference value 

undo bandwidth-reference 

Views 
SPBM view 
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bridge-priority 

Syntax 
bridge-priority priority 
undo bridge-priority 

Views 
SPBM view 

b-vlan 

Syntax 
b-vlan vlan-id 
undo b-vlan 

Views 
VSI SPB view 

circuit-cost 

Syntax 
circuit-cost cost-value 

undo circuit-cost 

Views 
SPBM view 

control-address 

Syntax 
control-address { all-cb | all-is | all-l1-is | all-l2-is | all-pb } 
undo control-address 

Views 
SPBM view 

display l2vpn minm connection 

Syntax 
display l2vpn minm connection [ vsi vsi-name ] 

Views 
Any view 

display l2vpn minm forwarding 

Syntax 
display l2vpn minm forwarding [ vsi vsi-name ] [ slot slot-number ] 
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Views 
Any view 

display spbm agreement-protocol 

Syntax 
display spbm agreement-protocol status interface interface-type interface-number ect 
ect-number 

Views 
Any view 

display spbm bridge 

Syntax 
display spbm bridge 

Views 
Any view 

display spbm b-vlan 

Syntax 
display spbm b-vlan [ vlan-id ] 

Views 
Any view 

display spbm bvlan-info 

Syntax 
display spbm bvlan-info [ slot slot-number ] 

Views 
Any view 

display spbm bvlan-info statistics 

Syntax 
display spbm bvlan-info statistics [ slot slot-number ] 

Views 
Any view 

display spbm common statistics 

Syntax 
display spbm common statistics [ slot slot-number ] 

Views 
Any view 
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display spbm ect 

Syntax 
display spbm ect [ ect-index ] 

Views 
Any view 

display spbm ect-migration 

Syntax 
display spbm ect-migration i-sid i-sid 

Views 
Any view 

display spbm fast-channel statistics 

Syntax 
display spbm fast-channel statistics 

Views 
Any view 

display spbm graceful-restart event-log 

Syntax 
display spbm graceful-restart event-log slot slot-number 

Views 
Any view 

display spbm graceful-restart status 

Syntax 
display spbm graceful-restart status 

Views 
Any view 

display spbm interface 

Syntax 
display spbm interface [ interface-type interface-number ] [ verbose ] 

Views 
Any view 
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display spbm lsdb 

Syntax 
display spbm lsdb [ [ lsp-id lspid | lsp-name lspname ] | local | verbose ] * 

Views 
Any view 

display spbm multicast-fdb 

Syntax 
display spbm multicast-fdb [ b-vlan vlan-id | i-sid i-sid | system-id system-id ] 

display spbm multicast-fdb [ b-vlan vlan-id ] count 

Views 
Any view 

display spbm multicast-fib 

Syntax 
display spbm multicast-fib [ mac-address mac-address [ b-vlan vlan-id ] | b-vlan vlan-id ] [ slot 
slot-number ] [ verbose ] 

display spbm multicast-fib [ b-vlan vlan-id ] [ slot slot-number ] count 

Views 
Any view 

display spbm multicast-fib statistics 

Syntax 
display spbm multicast-fib statistics [ slot slot-number ] 

Views 
Any view 

display spbm multicast-pw 

Syntax 
display spbm multicast-pw [ i-sid i-sid ] [ count ] 

Views 
Any view 

display spbm non-stop-routing event-log 

Syntax 
display spbm non-stop-routing event-log slot slot-number 

Views 
Any view 
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display spbm non-stop-routing status 

Syntax 
display spbm non-stop-routing status 

Views 
Any view 

display spbm peer 

Syntax 
display spbm peer [ system-id system-id ] [ verbose ] 

Views 
Any view 

display spbm summary 

Syntax 
display spbm summary 

Views 
Any view 

display spbm unicast-fdb 

Syntax 
display spbm unicast-fdb [ b-mac mac-address | b-vlan vlan-id | system-id system-id ] [ count ] 

Views 
Any view 

display spbm unicast-fib 

Syntax 
display spbm unicast-fib [ b-mac mac-address [ b-vlan vlan-id ] | b-vlan vlan-id ] [ slot 
slot-number ] [ verbose ] 

display spbm unicast-fib [ b-vlan vlan-id ] [ slot slot-number ] count 

Views 
Any view 

display spbm unicast-fib statistics 

Syntax 
display spbm unicast-fib statistics [ slot slot-number ] 

Views 
Any view 
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display spbm unicast-pw 

Syntax 
display spbm unicast-pw [ i-sid i-sid ] [ count ] 

Views 
Any view 

display spbm unicast-tree 

Syntax 
display spbm unicast-tree 

Views 
Any view 

ect 

Syntax 
ect ect-index b-vlan vlan-id-list 
undo ect ect-index b-vlan [ vlan-id-list ] 

Views 
SPBM view 

flash-flood 

Syntax 
flash-flood [ flood-count flooding-count | max-timer-interval interval ] * 

undo flash-flood 

Views 
SPBM view 

graceful-restart 

Syntax 
graceful-restart 
undo graceful-restart 

Views 
SPBM view 

graceful-restart suppress-sa 

Syntax 
graceful-restart suppress-sa 
undo graceful-restart suppress-sa 
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Views 
SPBM view 

graceful-restart t2 

Syntax 
graceful-restart t2 t2-value 

undo graceful-restart t2 

Views 
SPBM view 

is-name 

Syntax 
is-name is-name 

undo is-name 

Views 
SPBM view 

log-peer-change 

Syntax 
log-peer-change 
undo log-peer-change 

Views 
SPBM view 

multicast replicate-mode 

Syntax 
multicast replicate-mode { head-end | tandem } 

undo multicast replicate-mode 

Views 
VSI SPB view 

non-stop-routing 

Syntax 
non-stop-routing 
undo non-stop-routing 

Views 
SPBM view 
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reset spbm bvlan-info statistics 

Syntax 
reset spbm bvlan-info statistics slot slot-number 

Views 
User view 

reset spbm database 

Syntax 
reset spbm database [ graceful-restart ] 

Views 
User view 

reset spbm graceful-restart event-log 

Syntax 
reset spbm graceful-restart event-log slot slot-number 

Views 
User view 

reset spbm multicast-fib statistics 

Syntax 
reset spbm multicast-fib statistics slot slot-number 

Views 
User view 

reset spbm non-stop-routing event-log 

Syntax 
reset spbm non-stop-routing event-log slot slot-number 

Views 
User view 

reset spbm unicast-fib statistics 

Syntax 
reset spbm unicast-fib statistics slot slot-number 

Views 
User view 
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set-overload 

Syntax 
set-overload [ on-startup [ [ start-from-nbr system-id [ timeout1 [ nbr-timeout ] ] ] | timeout2 ] ] 

undo set-overload 

Views 
SPBM view 

snmp context-name 

Syntax 
snmp context-name context-name 
undo snmp context-name 

Views 
SPBM view 

snmp-agent trap enable spbm 

Syntax 
snmp-agent trap enable spbm [ adjacency-state-change | area-mismatch | authentication | 
authentication-type | b-mac-conflict | buffsize-mismatch | id-length-mismatch | 
lsdboverload-state-change | lsp-parse-error | lsp-size-exceeded | max-seq-exceeded | 
maxarea-mismatch | own-lsp-purge | protocol-support | rejected-adjacency | 
skip-sequence-number | spsource-conflict | version-skew ] * 
undo snmp-agent trap enable spbm [ adjacency-state-change | area-mismatch | 
authentication | authentication-type | b-mac-conflict | buffsize-mismatch | id-length-mismatch 
| lsdboverload-state-change | lsp-parse-error | lsp-size-exceeded | max-seq-exceeded | 
maxarea-mismatch | own-lsp-purge | protocol-support | rejected-adjacency | 
skip-sequence-number | spsource-conflict | version-skew ] * 

Views 
System view 

spb i-sid 

Syntax 
spb i-sid i-sid 
undo spb i-sid 

Views 
VSI view 

spbm 

Syntax 
spbm 
undo spbm 



70 

Views 
System view 

spbm authentication send-only 

Syntax 
spbm authentication send-only 
undo spbm authentication send-only 

Views 
Layer 2 Ethernet interface view 

Layer 2 aggregate interface view 

spbm authentication-mode 

Syntax 
spbm authentication-mode { md5 | simple } { cipher | plain } string 

undo spbm authentication-mode 

Views 
Layer 2 Ethernet interface view 

Layer 2 aggregate interface view 

spbm cost 

Syntax 
spbm cost cost-value 

undo spbm cost 

Views 
Layer 2 Ethernet interface view 

Layer 2 aggregate interface view 

spbm enable 

Syntax 
spbm enable 
undo spbm enable 

Views 
Layer 2 Ethernet interface view 

Layer 2 aggregate interface view 

spbm timer hello 

Syntax 
spbm timer hello seconds 
undo spbm timer hello 
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Views 
Layer 2 Ethernet interface view 

Layer 2 aggregate interface view 

spbm timer holding-multiplier 

Syntax 
spbm timer holding-multiplier value 

undo spbm timer holding-multiplier 

Views 
Layer 2 Ethernet interface view 

Layer 2 aggregate interface view 

spbm timer lsp 

Syntax 
spbm timer lsp time [ count count ] 

undo spbm timer lsp 

Views 
Layer 2 Ethernet interface view 

Layer 2 aggregate interface view 

spsource 

Syntax 
spsource spsource-id 
undo spsource 

Views 
SPBM view 

timer lsp-generation 

Syntax 
timer lsp-generation maximum-interval [ minimum-interval [ incremental-interval ] ] 

undo timer lsp-generation 

Views 
SPBM view 

timer lsp-max-age 

Syntax 
timer lsp-max-age seconds 
undo timer lsp-max-age 
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Views 
SPBM view 

timer lsp-refresh 

Syntax 
timer lsp-refresh seconds 

undo timer lsp-refresh 

Views 
SPBM view 

timer spf 

Syntax 
timer spf maximum-interval [ minimum-interval [ incremental-interval ] ] 
undo timer spf 

Views 
SPBM view 
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Featrue 6205 
This release has the following changes: 
• New feature: One-step ISSU 
• New feature: Specifying ignored packet fields for the default link-aggregation load sharing 
• New feature: Exclusion of a subnet from load sharing on link aggregations 
• New feature: LLDP neighbor validation and aging 
• New feature: Enabling packet dropping in a VLAN 
• New feature: Displaying the number of OpenFlow ARP entries 
• New feature: Specifying a VPN instance for the destination address of a tunnel interface 
• New feature: Enabling the compressed ECMP mode 
• New feature: Configuring actions for a policy node 
• New feature: Configuring an IGMP snooping access control policy 
• New feature: Configuring an MLD snooping access control policy 
• New feature: Static SR over MPLS 
• New feature: Configuring a user-defined ACL 
• New feature: Applying an ACL to an Ethernet service instance for packet filtering 
• New feature: Configuring the applicable scope of packet filtering on a VLAN interface 
• New feature: Bandwidth limit on a VSI or Ethernet service instance 
• New feature: MAC learning priority of an Ethernet service instance 
• New feature: Configuring a queue scheduling profile 
• New feature: CFD port collaboration 
• New feature: Enabling loop guard for an OpenFlow instance 
• New feature: Shutting down an interface by OpenFlow instance 
• Modified feature: Monitoring CPU usage 
• Modified feature: Configuring IRF bridge MAC persistence 
• Modified feature: Creating an ACL 
• Modified feature: Configuring packet filtering with ACLs 
• Modified feature: Displaying ACL application information for packet filtering 
• Modified feature: Displaying ACL packet filtering statistics 
• Modified feature: Displaying ACL application details for packet filtering 
• Modified feature: Clearing the packet filtering statistics (including the accumulated statistics) for 

an ACL 
• Modified feature: Configuring a description for an ACL 
• Modified feature: Configuring a comment for an ACL rule 
• Modified feature: Defining QoS match criteria 
• Modified feature: Configuring the FlexFabric Network Analytics (FNA) feature 
• Modified feature: Implementing remote mirroring across tunnels through flow mirroring 
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New feature: One-step ISSU 

Performing an ISSU in one step 

This feature enables to start and finish an ISSU by using a single command. 

During a one-step upgrade, you cannot perform a rollback or any other tasks. 

If the IRF fabric has multiple member devices, follow these guidelines: 
• For a compatible upgrade, specify one subordinate member for the command. The member 

device will become the master device after the ISSU. 
• For an incompatible upgrade, specify one or more subordinate members for the command. If 

you specify one subordinate member, the member will become the master device after the 
ISSU. If you specify multiple subordinate members, the system automatically selects one of the 
subordinate members as the master device after the ISSU. As a best practice, specify half of 
the subordinate members if the member devices form a ring. Make sure the specified 
subordinate members are directly connected by physical links. 

Execute one of the following commands in user view. 
 

Task Command 

Perform an ISSU in one step. 

• Use .bin files: 
issu one-step file { boot filename | system filename | feature 
filename&<1-30> } * [ slot slot-number&<1-9> ] [ reboot ] 

• User an .ipe file: 
issu one-step file ipe ipe-filename slot slot-number&<1-9> [ reboot 
] 

 

Command reference 

issu one-step 
Use issu one-step to perform an ISSU in one step. 

Syntax 
issu one-step file { boot filename | system filename | feature filename&<1-30> } * [ slot 
slot-number&<1-9> ] [ reboot ] 
issu one-step file ipe ipe-filename slot slot-number&<1-9> [ reboot ] 

Views 
User view 

Predefined user roles 
network-admin 

Parameters 
boot: Specifies a boot image file. 

system: Specifies a system image file.  

feature: Specifies a space-separated list of up to 30 feature image files. 

filename: Specifies a .bin file in the filesystemname/filename.bin format. The file must be stored in 
the root directory of a file system on the master device. The value string excluding the file system 
location section (if any) can have a maximum of 63 characters. For more information about 
specifying a file, see Fundamentals Configuration Guide. 
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ipe-filename: Specifies an .ipe file in the filesystemname/filename.ipe format. The file must be stored 
in the root directory of a file system on the device/master device/active MPU/global active MPU. The 
value string excluding the file system location section (if any) can have a maximum of 63 characters. 
For more information about specifying a file, see file system management in Fundamentals 
Configuration Guide. 

slot slot-number: Specifies the member ID of a subordinate member. 
• On a single-chassis IRF fabric, enter the member ID of the member device.  
• On a multichassis IRF fabric, you can specify only one member ID for a compatible upgrade. 

The member device will become the master device after the ISSU. For an incompatible 
upgrade, you can specify a space-separated list of up to nine member IDs. As a best practice, 
specify half of the subordinate members if the member devices form a ring. Make sure the 
specified subordinate members are directly connected by physical links. The device 
automatically selects one of the specified subordinate members as the master device after the 
ISSU. . If you do not specify this option, the device automatically selects one subordinate 
member as the master device after the ISSU. 

reboot: Uses the reboot method for the upgrade. For an incremental upgrade or ISSU reboot 
upgrade, specify this keyword if you want to use the reboot upgrade method. If you do not specify 
this keyword, the recommended upgrade method is used. 

Usage guidelines 
This command starts and finishes an ISSU. During the operation, you cannot perform a rollback or 
any other tasks. 

You may upgrade all or some of the software images. If you upgrade only some of the images, make 
sure the new images are compatible with the images that are not to be upgraded. The upgrade will 
fail if a conflict exists. 

At reboot, a subordinate device automatically synchronizes the master device's configuration and 
status data. Before using this command, identify whether the synchronization is complete on all 
subordinate devices by using the display system stable state command. The synchronization is 
complete if the System State field displays Stable. For more information about this command, see 
device management in Fundamentals Command Reference. 

Examples 
# Perform an ISSU in one step by using flash:/boot.bin, flash:/system.bin, and 
flash:/feature1.bin. 
<Sysname> issu one-step file boot flash:/boot.bin system flash:/system.bin feature 

flash:/feature1.bin 

This operation will delete the rollback point information for the previous upgrade and 

maybe get unsaved configuration lost. Continue? [Y/N]:Y 

This operation might take several minutes, please wait...Done. 

# Use the reboot method to perform an ISSU in one step. 
<Sysname> issu one-step file boot flash:/boot.bin system flash:/system.bin feature 

flash:/feature1.bin flash:/feature1.bin reboot 

This operation will delete the rollback point information for the previous upgrade and 

maybe get unsaved configuration lost. Continue? [Y/N]:Y 

This operation might take several minutes, please wait...Done. 
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New feature: Specifying ignored packet fields for the 
default link-aggregation load sharing 

Specifying ignored packet fields for the default link-aggregation load sharing 

In the default load sharing mode, an aggregation group might fail to load share traffic in a balanced 
manner. To resolve the problem, you can configure the device to ignore specific packet fields for 
link-aggregation load sharing. The specified packet field values are ignored during the load sharing 
calculation. 

To specify ignored packet fields for the default link-aggregation load sharing: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Specify ignored packet fields 
for the default 
link-aggregation load 
sharing. 

link-aggregation load-sharing 
ignore { destination-ip | 
destination-mac | 
destination-port | ethernet-type 
| ingress-port | ip-protocol | 
mpls-label1 | mpls-label2 | 
mpls-label3 | source-ip | 
source-mac | source-port | 
vlan-id } * 

By default, no ignored packet 
fields are specified for the default 
link-aggregation load sharing. 

 

Command reference 

link-aggregation load-sharing ignore 
Use link-aggregation load-sharing ignore to specify ignored packet fields for the default 
link-aggregation load sharing. 

Use undo link-aggregation load-sharing ignore to restore the default. 

Syntax 
link-aggregation load-sharing ignore { destination-ip | destination-mac | destination-port | 
ethernet-type | ingress-port | ip-protocol | mpls-label1 | mpls-label2 | mpls-label3 | source-ip | 
source-mac | source-port | vlan-id } * 

undo link-aggregation load-sharing ignore 

Default 
No ignored packet fields are specified for the default link-aggregation load sharing. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
destination-ip: Specifies the destination IP address. 

destination-mac: Specifies the destination MAC address. 

destination-port: Specifies the destination port. 

ethernet-type: Specifies the EtherType value. 
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ingress-port: Specifies the ingress port. 

ip-protocol: Specifies IP protocol type. 

mpls-label1: Specifies Layer 1 MPLS label. 

mpls-label2: Specifies Layer 2 MPLS label. 

mpls-label3: Specifies Layer 3 MPLS label. 

source-ip: Specifies the source IP address. 

source-mac: Specifies the source MAC address. 

source-port: Specifies the source port. 

vlan-id: Specifies the VLAN ID. 

Usage guidelines 
In the default load sharing mode, an aggregation group might fail to load share traffic in a balanced 
manner. To resolve the problem, you can configure the device to ignore specific packet fields for 
link-aggregation load sharing. The specified packet field values are ignored during the load sharing 
calculation. 

Examples 
# Configure the device to ignore the EtherType value for the default link-aggregation load sharing. 
<Sysname> system-view 

[Sysname] link-aggregation load-sharing ignore ethernet-type 

New feature: Exclusion of a subnet from load sharing on 
link aggregations 

Excluding a subnet from load sharing on link aggregations 
Typically, a link aggregate interface distributes traffic across its Selected member ports. The uplink 
and downlink traffic of a host might be distributed to different member ports, as shown in Figure 1. To 
make sure the bidirectional traffic of a subnet traverses the same member port, you can exclude that 
subnet from load sharing by specifying it as a link aggregation management subnet.  

When a link aggregate interface receives an ARP packet from the management subnet, the device 
looks up the sender IP address in the ARP table for a matching entry.  
• If no matching entry exists, the device creates an ARP entry on the aggregation member port 

from which the packet came in. This mechanism ensures that the returned downlink traffic will 
be forwarded out of the member port that received the uplink traffic. 

• If an ARP entry already exists on a different port than the link aggregate interface or its member 
ports, the device does not update that ARP entry. Instead, the device broadcasts an ARP 
request out of all ports to relearn the ARP entry. 

When a link aggregate interface sends an ARP packet to the management subnet, the device sends 
the packet out of all Selected member ports of the link aggregate interface. 

As shown in Figure 1, an aggregate link is established between the server and the IRF fabric. The 
server sends all uplink traffic of a subnet through Port C1 to Port A1 on the IRF fabric. If that subnet 
is not specified as a management subnet, the IRF fabric distributes its downlink traffic across Port A1 
and Port B2. To send the downlink traffic of that subnet to the server only through Port A1, you can 
specify the subnet as a link aggregation management subnet. 
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Figure 1 Link aggregation scenario before management subnets are used 

 
 

You can configure a maximum of 20 management subnets. 

To ensure correct packet forwarding, delete all ARP entries of a subnet before you specify it as a 
management subnet or after you remove it from the management subnet list.  

If you are using link aggregation management subnets, do not use the following features: 
• DRNI. For more information, see Layer 2—LAN Switching Configuration Guide. 
• ARP snooping. For more information, see Layer 3—IP Services Configuration Guide. 
• MPLS L2VPN. For more information, see MPLS Configuration Guide. 

To specify a link aggregation management subnet: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Specify a link aggregation 
management subnet. 

link-aggregation 
management-subnet ip-address 
{ mask | mask-length } 

By default, no link aggregation 
management subnets are 
specified. 

 

Command reference 

link-aggregation management-subnet 

Use link-aggregation management-subnet to specify a link aggregation management subnet. 

Use undo link-aggregation management-subnet to remove a link aggregation management 
subnet. 

Syntax 
link-aggregation management-subnet ip-address { mask | mask-length } 

undo link-aggregation management-subnet ip-address { mask | mask-length } 

IRF-port1/2 IRF-port2/1

Device A Device BIRF

IP network

Server

BAGG

BAGG

Uplink traffic

Downlink traffic

Port A1 Port B2

Port C1
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Default 
No link aggregation management subnets are specified. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
ip-address: Specifies an IP address in dotted decimal notation. 

mask: Specifies the subnet mask in dotted decimal notation. 

mask-length: Specifies the mask length. The value range is 1 to 32. 

Usage guidelines 
Typically, a link aggregate interface distributes traffic across its Selected member ports. The uplink 
and downlink traffic of a host might be distributed to different member ports. To make sure the 
bidirectional traffic of a subnet traverses the same member port, you can exclude that subnet from 
load sharing by specifying it as a link aggregation management subnet. 

You can configure a maximum of 20 management subnets. 

To ensure correct packet forwarding, delete all ARP entries of a subnet before you specify it as a 
management subnet or after you remove it from the management subnet list. 

If you are using link aggregation management subnets, do not use the following features: 
• DRNI. For more information, see Layer 2—LAN Switching Configuration Guide. 
• ARP snooping. For more information, see Layer 3—IP Services Configuration Guide. 
• MPLS L2VPN. For more information, see MPLS Configuration Guide. 

Examples 
# Specify 22.1.1.1/8 as a link aggregation management subnet. 
<Sysname> system-view 

[Sysname] link-aggregation management-subnet 22.1.1.1 255.0.0.0 

New feature: LLDP neighbor validation and aging 

Configuring LLDP neighbor validation and aging 

Configuring LLDP neighbor validation on an interface 

LLDP neighbor validation enables an interface to validate the identity of the neighbor based on the 
neighbor validation criteria configured on the interface. The neighbor validation criteria can be the 
chassis ID TLV, port ID TLV, or both. Each incoming LLDP packet must match all the validation 
criteria configured on the interface. If the neighbor information in a packet does not match the 
criteria, the system shuts down the data link layer and disables data transmission for the interface. 

To configure LLDP neighbor validation on an interface: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter Layer 2 or Layer 3 
Ethernet interface view. 

interface interface-type 
interface-number N/A 
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Step Command Remarks 

3. Configure the neighbor 
validation criteria. 

• Configure the chassis ID TLV 
criterion: 
lldp neighbor-identity 
chassis-id 
chassis-id-subtype 
chassis-id 

• Configure the port ID TLV 
criterion: 
lldp neighbor-identity 
port-id port-id-subtype 
port-id 

A minimum of one neighbor 
validation criterion is required on 
the interface for neighbor 
validation to work. 
By default, no neighbor validation 
criteria exist on an interface.  

4. Enable LLDP neighbor 
validation on the interface. 

lldp neighbor-protection 
validation 

By default, LLDP neighbor 
validation is disabled on an 
interface. 

 

Configuring LLDP neighbor aging on an interface 

The LLDP neighbor of an interface ages out if the interface does not receive an LLDP packet when 
the LLDP neighbor aging timer expires. 

LLDP takes either of the following actions when neighbor aging occurs on an interface: 
• block—Blocks the interface. The block action places the data link layer protocol of the 

interface in DOWN state. In this state, the interface cannot transfer data packets. The data 
transfer capability is automatically recovered when the interface receives an LLDP packet. 

• shutdown—Shuts down the interface. The shutdown action places the interface in LLDP 
DOWN state. In this state, the interface can neither transfer data packets nor LLDP packets. 
You must manually execute the undo lldp neighbor-protection aging or undo shutdown 
command to bring up the interface. 

To configure LLDP neighbor aging on an interface: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter Layer 2 or Layer 3 
Ethernet interface view. 

interface interface-type 
interface-number N/A 

3. Enable LLDP neighbor aging 
on the interface. 

lldp neighbor-protection aging 
{ block | shutdown } 

By default, LLDP neighbor aging 
is disabled on an interface. 

 

Command references 

New command: lldp neighbor-protection aging 

Use lldp neighbor-protection aging to enable LLDP neighbor aging and configure the protection 
action on an interface. 

Use undo lldp neighbor-protection aging to restore the default. 

Syntax 
lldp neighbor-protection aging { block | shutdown } 

undo lldp neighbor-protection aging 
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Default 
LLDP neighbor aging is disabled on an interface 

Views 
Layer 2 Ethernet interface view 

Layer 3 Ethernet interface view 

Predefined user roles 
network-admin 

Parameters 
block: Blocks the interface. The block action places the data link layer protocol of the interface in 
DOWN state. In this state, the interface cannot transfer data packets. The data transfer capability is 
automatically recovered when the interface receives an LLDP packet. 

shutdown: Shuts down the interface. The shutdown action places the interface in LLDP DOWN 
state. In this state, the interface can neither transfer data packets nor LLDP packets. You must 
manually execute the undo lldp neighbor-protection aging or undo shutdown command to bring 
up the interface. 

Examples 
# Enable LLDP neighbor aging on HundredGigE 1/0/1 and set the protection action to block. 
<Sysname> system-view 

[Sysname] interface hundredgige 1/0/1 

[Sysname-HundredGigE1/0/1] lldp neighbor-protection aging block 

New command: lldp neighbor-identity chassis-id 

Use lldp neighbor-identity chassis-id to configure the chassis ID TLV criterion for neighbor 
validation. 

Use undo lldp neighbor-identity chassis-id to restore the default. 

Syntax 
lldp neighbor-identity chassis-id chassis-id-subtype chassis-id 

undo lldp neighbor-identity chassis-id 

Default 
No chassis ID TLV criterion is configured on an interface for neighbor validation. 

Views 
Layer 2 Ethernet interface view 

Layer 3 Ethernet interface view 

Predefined user roles 
network-admin 

Parameters 
chassis-id-subtype: Specifies the chassis ID subtype. The value is an integer in the range of 1 to 7. 
The chassis ID subtype indicates the type of identifier used for the chassis. Table 1 lists the available 
chassis ID subtypes and the ID bases. 
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Table 1 Chassis ID subtypes 

Chassis ID subtype ID basis 
1 Chassis component 

2 Interface alias 

3 Port component 

4 MAC address 

5 Network address 

6 Interface name 

7 Locally assigned 
 

chassis-id: Specifies the chassis ID, a case-sensitive string of 1 to 255 characters.  

Usage guidelines 
The chassis ID TLV criterion configured on an interface takes effect only after the lldp 
neighbor-protection validation command is configured on the interface. 

If you execute this command multiple times for an interface, the most recent configuration takes 
effect. 

Examples 
# Configure the chassis ID TLV criterion on HundredGigE 1/0/1 for neighbor validation. 
<Sysname> system-view 

[Sysname] interface hundredgige 1/0/1 

[Sysname-HundredGigE1/0/1] lldp neighbor-identity chassis-id 4 0012-2255-7766 

Related commands 
lldp neighbor-protection validation 

New command: lldp neighbor-identity port-id 

Use lldp neighbor-identity port-id to configure the port ID TLV criterion for neighbor validation. 

Use undo lldp neighbor-identity port-id to restore the default. 

Syntax 
lldp neighbor-identity port-id port-id-subtype port-id 

undo lldp neighbor-identity port-id 

Default 
No port ID TLV criterion is configured on an interface for neighbor validation. 

Views 
Layer 2 Ethernet interface view 

Layer 3 Ethernet interface view 

Predefined user roles 
network-admin 

Parameters 
port-id-subtype: Specifies the port ID subtype. The value is an integer in the range of 1 to 7. The port 
ID subtype indicates the type of identifier used for the port. Table 2 lists the available port ID subtypes 
and the ID bases. 
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Table 2 Port ID subtypes 

Port ID subtype ID basis 
1 Interface alias 

2 Port component 

3 MAC address 

4 Network address 

5 Interface name 

6 Agent circuit ID 

7 Locally assigned 

port-id: Specifies the port ID, a case-sensitive string of 1 to 255 characters.  

Usage guidelines 
The port ID TLV criterion configured on an interface takes effect only after the lldp 
neighbor-protection validation command is configured on the interface. 

If you execute this command multiple times for an interface, the most recent configuration takes 
effect. 

Examples 
# Configure the port ID TLV on HundredGigE 1/0/1 for neighbor validation. 
<Sysname> system-view 

[Sysname] interface hundredgige 1/0/1 

[Sysname-HundredGigE1/0/1] lldp neighbor-identity port-id 5 hundredgige1/0/1 

Related commands 
lldp neighbor-protection validation 

New command: lldp neighbor-protection validation 

Use lldp neighbor-protection validation to enable neighbor validation on an interface. 

Use undo lldp neighbor-protection validation to disable neighbor validation on an interface. 

Syntax 
lldp neighbor-protection validation 
undo lldp neighbor-protection validation 

Default 
Neighbor validation is disabled on an interface. 

Views 
Layer 2 Ethernet interface view 

Layer 3 Ethernet interface view 

Predefined user roles 
network-admin 

Usage guidelines 
LLDP neighbor validation enables an interface to validate the identity of the neighbor based on the 
neighbor validation criteria configured on the interface. The neighbor validation criteria can be the 
chassis ID TLV, port ID TLV, or both. Each incoming LLDP packet must match all the validation 
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criteria configured on the interface. If the neighbor information in a packet does not match the 
criteria, the system shuts down the data link layer and disables data transmission for the interface. 

For neighbor validation to work, you must configure a minimum of one neighbor validation criterion 
on the interface by using the lldp neighbor-identity command.  

Examples 
# Enable neighbor validation on HundredGigE 1/0/1. 
<Sysname> system-view 

[Sysname] interface hundredgige 1/0/1 

[Sysname-HundredGigE1/0/1] lldp neighbor-protection validation 

Related commands 
• lldp neighbor-identity chassis-id 
• lldp neighbor-identity port-id 

Modified command: display lldp status 

Syntax 
display lldp status [ interface interface-type interface-number ] [ agent { nearest-bridge | 
nearest-customer | nearest-nontpmr } ] 

Views 
Any view 

Change description 
The Neighbor protection status field was added to the command output. Valid values for this field 
are: 
• Port blocked (validation)—The port is blocked due to neighbor validation failure.  
• Port blocked (aging)—The port is blocked due to neighbor aging. 
• Port shutdown (aging)—The port is shut down due to neighbor aging.  
• Port not protected—Neither neighbor validation nor neighbor aging is enabled on the port. 

New feature: Enabling packet dropping in a VLAN 

Enabling packet dropping in a VLAN 
This feature enables the device to drop Layer 3 packets in a VLAN and packets originating from the 
device. 

To enable packet dropping in a VLAN: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VLAN view. vlan vlan-id N/A 

3. Enable packet dropping 
in the VLAN. block outbound By default, packet dropping is disabled in 

a VLAN. 
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Command references 

New command: block outbound 

Use block outbound to enable packet dropping in a VLAN. 

Use undo block outbound to disable packet dropping in a VLAN. 

Syntax 
block outbound 
undo block outbound 

Default 
Packet dropping is disabled in a VLAN. 

Views 
VLAN view 

Predefined user roles 
network-admin 

Usage guidelines 
This command enables the device to drop Layer 3 packets in a VLAN or packets originating from the 
device. To drop all packets that are received and transmitted in the VLAN, you must configure a QoS 
policy. For more information about configuring QoS policies, see QoS configuration in ACL and QoS 
Configuration Guide. 

Examples 
# Enable packet dropping in VLAN 2. 
<Sysname> system-view 

[Sysname] vlan 2 

[Sysname-vlan2] block outbound 

New feature: Displaying the number of OpenFlow ARP 
entries 

Displaying the number of OpenFlow ARP entries 
Execute display commands in any view. 
 

Task Command 
Display the number of OpenFlow ARP entries. display arp openflow count [ slot slot-number ] 

 

Command reference 

display arp openflow count 

Use display arp openflow count to display the number of OpenFlow ARP entries. 

Syntax 
display arp openflow count [ slot slot-number ] 
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Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
slot slot-number: Specifies an IRF member device by its member ID. If you do not specify an IRF 
member device, this command displays the number of OpenFlow ARP entries for the master device. 

Examples 
# Display the number of OpenFlow ARP entries. 
<Sysname> display arp openflow count 

Total number of OpenFlow ARP entries: 6 

New feature: Specifying a VPN instance for the 
destination address of a tunnel interface 

Specifying a VPN instance for the destination address of a tunnel 
interface 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter the view of a tunnel 
interface. interface tunnel number N/A 

3. Specify a VPN instance for 
the destination address of the 
tunnel interface. 

tunnel vpn-instance 
vpn-instance-name 

By default, the tunnel 
destination belongs to the 
public network. 

 

Command reference 

tunnel vpn-instance 

Use tunnel vpn-instance to specify a VPN instance for the destination address of a tunnel interface. 

Use undo tunnel vpn-instance to restore the default. 

Syntax 
tunnel vpn-instance vpn-instance-name 

undo tunnel vpn-instance 

Default 
The destination address of a tunnel interface belongs to the public network. 

Views 
Tunnel interface view 

Predefined user roles 
network-admin 
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Parameters 
vpn-instance-name: Specifies an MPLS L3VPN instance by its name, a case-sensitive string of 1 to 
31 characters. 

Usage guidelines 
After this command is executed, the device looks up the routing table of the specified VPN instance 
to forward tunneled packets on the tunnel interface. 

For a tunnel interface to come up, the tunnel source and destination must belong to the same VPN 
instance. To specify a VPN instance for the tunnel source, use the ip binding vpn-instance 
command on the tunnel source interface. 

This command is not supported on a GRE/IPv4 tunnel interface. 

Examples 
# Specify VPN instance vpn10 for the tunnel destination on Tunnel 1. 
<Sysname> system-view 

[Sysname] ip vpn-instance vpn10 

[Sysname-vpn-instance-vpn10] route-distinguisher 1:1 

[Sysname-vpn-instance-vpn10] vpn-target 1:1 

[Sysname-vpn-instance-vpn10] quit 

[Sysname] interface vlan-interface 10 

[Sysname-Vlan-interface10] ip binding vpn-instance vpn10 

[Sysname-Vlan-interface10] ip address 1.1.1.1 24 

[Sysname-Vlan-interface10] quit 

[Sysname] interface tunnel 1 mode ipv4-ipv4 

[Sysname-Tunnel1] source vlan-interface 10 

[Sysname-Tunnel1] destination 1.1.1.2 

[Sysname-Tunnel1] tunnel vpn-instance vpn10 

New feature: Enabling the compressed ECMP mode 

Enabling the compressed ECMP mode 
An ECMP route group contains ECMP routes to the same destination. When the hardware resources 
used by all ECMP route groups on the device reach the upper limit, no more ECMP route groups can 
be created. 

This feature enables the device to compress the hardware resources of all ECMP route groups to 
save storage space for more ECMP route groups. 

To enable the IPv4 and IPv6 compressed ECMP mode: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enable the IPv4 and IPv6 
compressed ECMP mode. ecmp mode compressed 

By default, the IPv4 and IPv6 
compressed ECMP mode is 
disabled. 
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Command reference 

ecmp mode 

Use ecmp mode to enable the IPv4 and IPv6 compressed ECMP mode. 

Use undo ecmp mode to restore the default. 

Syntax 
ecmp mode compressed 
undo ecmp mode 

Default 
The IPv4 and IPv6 compressed ECMP mode is disabled. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
compressed: Specifies the IPv4 and IPv6 compressed ECMP mode. 

Usage guidelines 
An ECMP route group contains ECMP routes to the same destination. When the hardware resources 
used by all ECMP route groups on the device reach the upper limit, no more ECMP route groups can 
be created. 

This command enables the device to compress the hardware resources of all ECMP route groups to 
save storage space for more ECMP route groups.  

If you execute the command multiple times, the most recent configuration takes effect. 

Examples 
# Enable the IPv4 and IPv6 compressed ECMP mode. 
<Sysname> system-view 

[Sysname] ecmp mode compressed 

The configuration will take effect at the next reboot. Continue? [Y/N]:y 

Reboot device to make the configuration take effect. 

New feature: Configuring actions for a policy node 

Configuring actions for a policy node 

About apply clauses 
In this release, the apply precedence and apply default-next-hop clauses were added.  

The following apply clauses determine the packet forwarding paths in a descending order: 
• apply next-hop 
• apply default-next-hop 

PBR supports the types of apply clauses shown in Table 1. 
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Table 1 Priorities and meanings of apply clauses 

Clause Meaning Priority 
apply precedence Sets an IP precedence. This clause is always executed. 

apply next-hop Sets next hops. N/A 

apply service-chain Sets the service chain 
information. 

For this clause to take effect, make sure you have 
specified a reachable next hop in the apply 
next-hop clause. 

apply default-next-hop Sets default next hops. 
The clause takes effect only when no next hop is set 
or the next hop is invalid, and the packet does not 
match any route in the routing table. 

 

Restrictions and guidelines 
For outbound PBR, you can specify only one next hop and the next hop must be directly connected. 

PBR periodically performs a lookup in the FIB table to determine the availability of a next hop or 
default next hop specified in a PBR policy. If a route change occurs to the next hop, PBR might not 
update the route immediately. This results in a temporary communication interruption. 

Configuration procedure 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter policy node view. policy-based-route policy-name 
[ deny | permit ] node node-number N/A 

3. Set an IP precedence. apply precedence { type | value } By default, no IP precedence 
is specified. 

4. Set default next hops. 
apply default-next-hop 
[ vpn-instance vpn-instance-name ] 
{ ip-address [ direct ] [ track 
track-entry-number ] }&<1-2> 

By default, no default next 
hop is specified. 
You can specify multiple 
default next hops for backup 
in one command line or by 
executing this command 
multiple times. 

 

Command reference 

apply default-next-hop 

Use apply default-next-hop to set default next hops. 

Use undo apply default-next-hop to remove default next hops. 

Syntax 
apply default-next-hop [ vpn-instance vpn-instance-name ] { ip-address [ direct ] [ track 
track-entry-number ] }&<1-2> 
undo apply default-next-hop [ [ vpn-instance vpn-instance-name ] ip-address&<1-2> ] 

Default 
No default next hop is set. 

Views 
Policy node view 
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Predefined user roles 
network-admin 

Parameters 
vpn-instance vpn-instance-name: Specifies an MPLS L3VPN instance by its name, a 
case-sensitive string of 1 to 31 characters. The specified VPN instance must already exist. 

ip-address: Specifies the IP address of the default next hop. If you do not specify the vpn-instance 
vpn-instance-name option, the default next hop belongs to the public network.  

direct: Specifies a directly connected default next hop. 

track track-entry-number: Specifies a track entry by its number in the range of 1 to 1024. 

&<1-2>: Indicates that the argument before it can be entered up to two times.  

Usage guidelines 
You can specify multiple default next hops for backup in one command line or by executing this 
command multiple times. 

With a default next hop specified, the undo apply default-next-hop command removes the default 
next hop. 

Without any default next hop specified, the undo apply default-next-hop command removes all 
default next hops. 

Examples 
# Set a directly-connected default next hop of 1.1.1.1. 
<Sysname> system-view 

[Sysname] policy-based-route aa permit node 11 

[Sysname-pbr-aa-11] apply default-next-hop 1.1.1.1 direct 

apply precedence 

Use apply precedence to set a precedence for IP packets. 

Use undo apply precedence to restore the default. 

Syntax 
apply precedence { type | value } 
undo apply precedence 

Default 
No precedence is set for IP packets. 

Views 
Policy node view 

Predefined user roles 
network-admin 

Parameters 
type: Specifies the precedence type for IP packets. 

value: Specifies the precedence for IP packets. Eight precedence values (0 to 7) are available. Each 
precedence value corresponds to a precedence type, as shown in Table 2. You can set either a 
precedence value or a precedence type for IP packets. 
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Table 2 IP precedences and corresponding types 

Precedence value Precedence type 
0 routine 

1 priority 

2 immediate 

3 flash 

4 flash-override 

5 critical 

6 internet 

7 network 
 

Examples 
# Set the precedence to 5 (critical) for IP packets. 
<Sysname> system-view 

[Sysname] policy-based-route aa permit node 11 

[Sysname-pbr-aa-11] apply precedence critical 

New feature: Configuring an IGMP snooping access 
control policy 

Configuring an IGMP snooping access control policy 
This feature enables the device to use ACLs to filter IGMP reports and leave messages from 
multicast users. Multicast users can join or leave only multicast groups permitted by the IGMP 
snooping access control policies. 

To configure an IGMP snooping access control policy: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter user profile view. user-profile profile-name 
For more information about this 
command, see Security 
Command Reference. 

3. Configure an IGMP snooping 
access control policy. 

igmp-snooping access-policy 
ipv4-acl-number 

By default, no IGMP snooping 
access control policies exist. 
Multicast users can join or leave 
any multicast groups. 

 

Command reference 

igmp-snooping access-policy 

Use igmp-snooping access-policy to configure an IGMP snooping access control policy. 

Use undo igmp-snooping access-policy to delete an IGMP snooping access control policy. 
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Syntax 
igmp-snooping access-policy ipv4-acl-number 

undo igmp-snooping access-policy { ipv4-acl-number | all } 

Default 
No IGMP snooping access control policies exist. Multicast users can join or leave any multicast 
groups. 

Views 
User profile view 

Predefined user roles 
network-admin 

Parameters 
ipv4-acl-number: Specifies an IPv4 basic or advanced ACL by its number, in the range of 2000 to 
3999. Multicast users can join or leave only the multicast groups that the ACL permits. If the ACL 
does not exist or does not have valid rules, multicast users cannot join or leave any multicast groups. 

all: Specifies all IGMP snooping access control policies. 

Usage guidelines 
You can repeat this command to configure multiple IGMP snooping access control policies. A 
multicast user can join or leave a multicast group if its IGMP report or leave message is permitted by 
one of the IGMP snooping access control policies. 

When you configure a rule in the IPv4 ACL, follow these restrictions and guidelines: 
• For the rule to take effect, do not specify the vpn-instance vpn-instance option. 
• In a basic ACL, the source source-address source-wildcard option specifies a multicast group 

address. 
• In an advanced ACL, the source source-address source-wildcard option specifies a multicast 

source address. The destination dest-address dest-wildcard option specifies a multicast group 
address. 
To match the following IGMP messages, set the source source-address source-wildcard 
option to 0.0.0.0: 
 IGMPv1 report and leave messages. 
 IGMPv2 report and leave messages. 
 IGMPv3 IS_EX and IGMPv3 TO_EX reports that do not carry multicast source addresses. 

• Among the other optional parameters, only the fragment keyword and the time-range 
time-range-name option take effect. 

Examples 
# In user profile abc, configure an IGMP snooping access control policy to allow multicast users to 
join or leave only multicast group 225.1.1.1. 
<Sysname> system-view 

[Sysname] acl basic 2001 

[Sysname-acl-ipv4-basic-2001] rule permit source 225.1.1.1 0 

[Sysname-acl-ipv4-basic-2001] quit 

[Sysname] user-profile abc 

[Sysname-user-profile-abc] igmp-snooping access-policy 2001 
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New feature: Configuring an MLD snooping access 
control policy 

Configuring an MLD snooping access control policy 
This feature enables the device to use ACLs to filter MLD reports and done messages from IPv6 
multicast users. IPv6 multicast users can join or leave only IPv6 multicast groups permitted by the 
MLD snooping control policies. 

To configure an MLD snooping access control policy: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter user profile view. user-profile profile-name 
For more information about this 
command, see Security 
Command Reference. 

3. Configure an MLD snooping 
access control policy. 

mld-snooping access-policy 
ipv6-acl-number 

By default, no MLD snooping 
access control policies exist. IPv6 
multicast users can join or leave 
any IPv6 multicast groups. 

 

Command reference 

mld-snooping access-policy 

Use mld-snooping access-policy to configure an MLD snooping access control policy. 

Use undo mld-snooping access-policy to delete an MLD snooping access control policy. 

Syntax 
mld-snooping access-policy ipv6-acl-number 

undo mld-snooping access-policy { ipv6-acl-number | all } 

Default 
No MLD snooping access control policies exist. IPv6 multicast users can join or leave any IPv6 
multicast groups. 

Views 
User profile view 

Predefined user roles 
network-admin 

Parameters 
ipv6-acl-number: Specifies an IPv6 basic or advanced ACL by its number, in the range of 2000 to 
3999. IPv6 multicast users can join only the IPv6 multicast groups that the ACL permits. If the ACL 
does not exist or does not have valid rules, IPv6 multicast users cannot join or leave any IPv6 
multicast groups. 

all: Specifies all MLD snooping access control policies. 
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Usage guidelines 
You can repeat this command to configure multiple MLD snooping access control policies. An IPv6 
multicast user can join or leave an IPv6 multicast group if its MLD report or done message is 
permitted by one of the MLD snooping access control policies. 

When you configure a rule in the IPv6 ACL, follow these restrictions and guidelines: 
• For the rule to take effect, do not specify the vpn-instance vpn-instance option. 
• In a basic ACL, the source source-address source-prefix option specifies an IPv6 multicast 

group address. 
• In an advanced ACL, the source source-address source-prefix option specifies an IPv6 

multicast source address. The destination dest-address dest-prefix option specifies an IPv6 
multicast group address. 
To match the following MLD messages, set the source source-address source-prefix option to 
0::0: 
 MLDv1 report and done messages. 
 MLDv2 IS_EX and MLDv2 TO_EX reports that do not carry IPv6 multicast source 

addresses.  
• Among the other optional parameters, only the fragment keyword and the time-range 

time-range-name option take effect. 

Examples 
# In user profile abc, configure an MLD snooping access control policy to allow IPv6 multicast users 
to join or leave only IPv6 multicast group FF03::101. 
<Sysname> system-view 

[Sysname] acl ipv6 basic 2001 

[Sysname-acl6-basic-2001] rule permit source ff03::101 16 

[Sysname-acl6-basic-2001] quit 

[Sysname] user-profile abc 

[Sysname-user-profile-abc] mld-snooping access-policy 2001 

New feature: Static SR over MPLS 

About static SR over MPLS 

About SR and SRLSP 

Segment Routing (SR) is a source routing technology. The source node selects a path for the 
packets, and then encodes the path as a list of segments in the packets. Each segment is identified 
by the segment identifier (SID). The SR nodes forward the arriving packets based on the SIDs in the 
packets. Only the source node needs to maintain the path status. 

There are the following types of segments: 
• Prefix segment—SIDs are assigned to nodes based on destination address prefix. The nodes 

create prefix-specific forwarding entries. 
• Adjacency segment—SIDs are assigned to nodes based on adjacency. 

The device supports only adjacency segments. 

SR can operate with MPLS. In an MPLS network, SR uses MPLS labels as SIDs to forward packets 
on an LSP. Such an LSP is referred to as a segment routing label switched path (SRLSP). 
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SRLSPs are special CRLSPs established based on SR. An MPLS TE tunnel can contain one or 
multiple SRLSPs. The source node (ingress node of an MPLS TE tunnel) forwards packets that are 
routed to the MPLS TE tunnel interface through the SRLSPs. 

How static SR over MPLS works 

Each node on a static SRLSP has segment information for the adjacency to its neighbor. The 
segment information is manually configured and includes the incoming label and next hop. The label 
stack on the ingress node specifies all labels of the segments that the forwarding path traverses. 

Figure 2 shows how static SRLSP forwards a packet. 
1. Ingress node Device A adds a label stack (201, 202, and 203) to the packet and then forwards 

it to the next hop (Device B). 
The label stack lists labels of the adjacency segments in the order that the SRLSP traverses. 

2. When transit node Device B receives the packet, it compares the top label in the packet (label 
201) with the incoming label. The top label matches the incoming label. Device B then removes 
the top label from the packet and forwards the packet to the next hop (Device C). 

3. When transit node Device C receives the packet, it compares the top label in the packet (label 
202) with the incoming label. The top label matches the incoming label. Device C then removes 
the top label from the packet and forwards the packet to the next hop (Device D). 

4. When transit node Device D receives the packet, it compares the top label in the packet (label 
203) with the incoming label. The top label matches the incoming label. Device D then removes 
the top label from the packet and forwards the packet to the next hop (Device E). 

5. When egress node Device E receives the packet, it forwards the packet to the destination IP 
address. 

Figure 2 How static SRLSP forwards a packet 

 
 

Protocols and standards 

• draft-ietf-spring-segment-routing-mpls-00 
• draft-ietf-spring-segment-routing-02 

Configuration restrictions and guidelines 
MPLS shares hardware resources with VXLAN. The hardware resources available for MPLS and 
VXLAN depend on the VXLAN hardware resource mode, which is Layer 2 gateway mode by default. 
Use this default mode as a best practice to guarantee MPLS sufficient hardware resources. In any 
other mode than Layer 2 gateway mode, MPLS might not have enough hardware resources. For 
more information about VXLAN hardware resource modes, see VXLAN Configuration Guide. 
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Static SR over MPLS configuration task list 
To configure static SR over MPLS, perform the following tasks: 
1. Configuring an adjacency segment 

Configure adjacency segments on nodes of an SRLSP as needed. 
2. Configuring a static SRLSP 

Perform this task only on the ingress node of the MPLS TE tunnel. 
3. Creating a tunnel interface, and specifying the tunnel destination address 

Perform this task only on the ingress node of the MPLS TE tunnel. For detailed information, see 
MPLS TE configuration in MPLS Configuration Guide. 

4. Binding a static SRLSP to an MPLS TE tunnel interface 
Perform this task only on the ingress node of the MPLS TE tunnel. 

5. Configuring static routing or PBR to direct traffic to the MPLS TE tunnel 
Perform this task only on the ingress node of the MPLS TE tunnel. For detailed information, see 
MPLS TE configuration in MPLS Configuration Guide. 

Prerequisites for static SR over MPLS 
Before you configure static SR over MPLS, perform the following tasks: 
• Determine the ingress node, transit nodes, and egress node of a static SRLSP. 
• Determine the incoming label of the adjacency from a node to the next hop of the node. On a 

device, a static SRLSP, a static LSP, and a static CRLSP cannot use the same incoming label. 
• Enable MPLS on all nodes and interfaces that will participate in MPLS forwarding. For 

information about enabling MPLS, see basic MPLS configuration in MPLS Configuration Guide. 

Configuring an adjacency segment 
About adjacency segment configuration 

Multiple static SRLSPs can share an adjacency segment. 

Configuration procedure 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Configure an adjacency 
segment. 

static-sr-mpls adjacency 
adjacency-path-name in-label 
label-value { nexthop ip-address | 
outgoing-interface interface-type 
interface-number } 

Do not specify a local public IP 
address as the next hop address 
when configuring an adjacency 
segment. 

 

Configuring a static SRLSP 

Step Command 
1. Enter system view. system-view 

2. Configure a static SRLSP. static-sr-mpls lsp lsp-name out-label out-label-value&<1-6> 
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Binding a static SRLSP to an MPLS TE tunnel interface 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter MPLS TE tunnel 
interface view. 

interface tunnel tunnel-number 
[ mode mpls-te ] N/A 

3. Set the MPLS TE tunnel 
establishment mode to 
static. 

mpls te signaling static By default, MPLS TE uses 
RSVP-TE to establish a tunnel. 

4. Bind a static SRLSP to the 
MPLS TE tunnel interface. mpls te static-sr-lsp lsp-name By default, an MPLS TE tunnel 

does not use a static SRLSP. 
 

Displaying and maintaining static SRLSP 
Execute display commands in any view. 
 

Task Command 
Display static SRLSP and adjacency 
segment information. 

display mpls static-sr-lsp { lsp [ lsp-name ] | adjacency 
[ adjacency-path-name ] } 

 

Static SRLSP configuration example 
Network requirements 

As shown in Figure 3, Switch A, Switch B, Switch C, Switch D, Switch E, and Switch F run IS-IS. 

Establish an MPLS TE tunnel over a static SRLSP from Switch A to Switch D to transmit data 
between the two IP networks. The static SRLSP traverses three segments: Switch A—Switch B, 
Switch B—Switch C, and Switch C—Switch D. 

Establish an MPLS TE tunnel over a static SRLSP from Switch E to Switch F to transmit data 
between the IP networks. The static SRLSP traverses three segments: Switch E—Switch B, Switch 
B—Switch C, and Switch C—Switch F. 
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Figure 3 Network diagram 

 
 

Table 3 Interface and IP address assignment 

Device Interface IP address Device Interface IP address 
Switch A Loop0 1.1.1.9/32 Switch B Loop0 2.2.2.9/32 

 Vlan-int10 100.1.1.1/24  Vlan-int10 10.1.1.2/24 

 Vlan-int20 10.1.1.1/24  Vlan-int20 20.1.1.1/24 

Switch C Loop0 3.3.3.9/32  Vlan-int30 40.1.1.1/24 

 Vlan-int10 30.1.1.1/24 Switch D Loop0 4.4.4.9/32 

 Vlan-int20 20.1.1.2/24  Vlan-int10 100.1.2.1/24 

 Vlan-int30 50.1.1.1/24  Vlan-int20 30.1.1.2/24 

Switch E Loop0 5.5.5.9/32 Switch F Loop0 6.6.6.9/32 

 Vlan-int10 200.1.2.1/24  Vlan-int10 200.1.2.1/24 

 Vlan-int20 40.1.1.2/24  Vlan-int20 50.1.1.2/24 
 

Configuration procedure 
1. Configure IP addresses and masks for interfaces. (Details not shown.) 
2. Configure IS-IS to advertise interface addresses, including the loopback interface address. 

(Details not shown.) 
3. Execute the display ip routing-table command on each switch to verify that the switches have 

learned the routes to one another, including the routes to the loopback interfaces. (Details not 
shown.) 
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4. Configure LSR IDs, and enable MPLS and MPLS TE: 
# Configure Switch A. 
<SwitchA> system-view 

[SwitchA] mpls lsr-id 1.1.1.9 

[SwitchA] mpls te 

[SwitchA-te] quit 

[SwitchA] interface vlan-interface 20 

[SwitchA-Vlan-interface20] mpls enable 

[SwitchA-Vlan-interface20] quit 

# Configure Switch B. 
<SwitchB> system-view 

[SwitchB] mpls lsr-id 2.2.2.9 

[SwitchB] mpls te 

[SwitchB-te] quit 

[SwitchB] interface vlan-interface 10 

[SwitchB-Vlan-interface10] mpls enable 

[SwitchB-Vlan-interface10] quit 

[SwitchB] interface vlan-interface 20 

[SwitchB-Vlan-interface20] mpls enable 

[SwitchB-Vlan-interface20] quit 

[SwitchB] interface vlan-interface 30 

[SwitchB-Vlan-interface30] mpls enable 

[SwitchB-Vlan-interface30] quit 

# Configure Switch C. 
<SwitchC> system-view 

[SwitchC] mpls lsr-id 3.3.3.9 

[SwitchC] mpls te 

[SwitchC-te] quit 

[SwitchC] interface vlan-interface 10 

[SwitchC-Vlan-interface10] mpls enable 

[SwitchC-Vlan-interface10] quit 

[SwitchC] interface vlan-interface 20 

[SwitchC-Vlan-interface20] mpls enable 

[SwitchC-Vlan-interface20] quit 

[SwitchC] interface vlan-interface 30 

[SwitchC-Vlan-interface30] mpls enable 

[SwitchC-Vlan-interface30] quit 

# Configure Switch D. 
<SwitchD> system-view 

[SwitchD] mpls lsr-id 4.4.4.9 

[SwitchD] mpls te 

[SwitchD-te] quit 

[SwitchD] interface vlan-interface 20 

[SwitchD-Vlan-interface20] mpls enable 

[SwitchD-Vlan-interface20] quit 

# Configure Switch E. 
<SwitchE> system-view 

[SwitchE] mpls lsr-id 5.5.5.9 
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[SwitchE] mpls te 

[SwitchE-te] quit 

[SwitchE] interface vlan-interface 20 

[SwitchE-Vlan-interface20] mpls enable 

[SwitchE-Vlan-interface20] quit 

# Configure Switch F. 
<SwitchF> system-view 

[SwitchF] mpls lsr-id 6.6.6.9 

[SwitchF] mpls te 

[SwitchF-te] quit 

[SwitchF] interface vlan-interface 20 

[SwitchF-Vlan-interface20] mpls enable 

[SwitchF-Vlan-interface20] quit 

5. Configure adjacency segments on the nodes: 
# On Switch A, create adjacency segment adjacency-1, and bind incoming label 16 to the next 
hop address 10.1.1.2. 
[SwitchA] static-sr-mpls adjacency adjacency-1 in-label 16 nexthop 10.1.1.2 

# On Switch B, create adjacency segments adjacency-1, adjacency-2, and adjacency-3, and 
bind incoming labels 20, 21, and 22 to next hop addresses 10.1.1.1, 20.1.1.2, and 40.1.1.2, 
respectively. 
[SwitchB] static-sr-mpls adjacency adjacency-1 in-label 20 nexthop 10.1.1.1 

[SwitchB] static-sr-mpls adjacency adjacency-2 in-label 21 nexthop 20.1.1.2 

[SwitchB] static-sr-mpls adjacency adjacency-3 in-label 22 nexthop 40.1.1.2 

# On Switch C, create adjacency segments adjacency-1, adjacency-2, and adjacency-3, and 
bind incoming labels 30, 31, and 32 to next hop addresses 30.1.1.2, 50.1.1.2, and 20.1.1.1, 
respectively. 
[SwitchC] static-sr-mpls adjacency adjacency-1 in-label 30 nexthop 30.1.1.2 

[SwitchC] static-sr-mpls adjacency adjacency-2 in-label 31 nexthop 50.1.1.2 

[SwitchC] static-sr-mpls adjacency adjacency-3 in-label 32 nexthop 20.1.1.1 

# On Switch D, create adjacency segments adjacency-1, and bind incoming label 40 to next 
hop address 30.1.1.1. 
[SwitchD] static-sr-mpls adjacency adjacency-1 in-label 40 nexthop 30.1.1.1 

# On Switch E, create adjacency segment adjacency-1, and bind incoming label 50 to next hop 
address 40.1.1.1. 
[SwitchE] static-sr-mpls adjacency adjacency-1 in-label 50 nexthop 40.1.1.1 

# On Switch F, create adjacency segment adjacency-1, and bind incoming label 60 to next hop 
address 50.1.1.1. 
[SwitchF] static-sr-mpls adjacency adjacency-1 in-label 60 nexthop 50.1.1.1 

6. Create static SRLSPs. 
# Configure Switch A as the ingress node of static SRLSP static-sr-lsp-1 and configure a label 
stack of [16, 21, 30]. 
[SwitchA] static-sr-mpls lsp static-sr-lsp-1 out-label 16 21 30 

# Configure Switch E as the ingress node of static SRLSP static-sr-lsp-2 and configure a label 
stack of [50, 21, 31]. 
[SwitchE] static-sr-mpls lsp static-sr-lsp-2 out-label 50 21 31 

7. Configure MPLS TE tunnels over static SRLSPs: 
# On Switch A, establish static MPLS TE tunnel 0 to Switch D and specify the tunnel destination 
address as the LSR ID of Switch D. Bind static SRLSP static-sr-lsp-1 to MPLS TE tunnel 
interface 0. 
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[SwitchA] interface tunnel 0 mode mpls-te 

[SwitchA-Tunnel0] ip address 6.1.1.1 255.255.255.0 

[SwitchA-Tunnel0] destination 4.4.4.9 

[SwitchA-Tunnel0] mpls te signaling static 

[SwitchA-Tunnel0] mpls te static-sr-mpls static-sr-lsp-1 

[SwitchA-Tunnel0] quit 

# On Switch E, establish static MPLS TE tunnel 0 to Switch F and specify the tunnel destination 
address as the LSR ID of Switch F. Bind static SRLSP static-sr-lsp-2 to MPLS TE tunnel 
interface 0. 
[SwitchE] interface tunnel 0 mode mpls-te 

[SwitchE-Tunnel0] ip address 7.1.1.1 255.255.255.0 

[SwitchE-Tunnel0] destination 6.6.6.9 

[SwitchE-Tunnel0] mpls te signaling static 

[SwitchE-Tunnel0] mpls te static-sr-mpls static-sr-lsp-2 

[SwitchE-Tunnel0] quit 

8. Create static routes to direct traffic to MPLS TE tunnels. 
# On Switch A, configure a static route to direct traffic destined for 100.1.2.0/24 to MPLS TE 
tunnel 0. 
[SwitchA] ip route-static 100.1.2.0 24 tunnel 0 preference 1 

# On Switch E, configure a static route to direct traffic destined for 200.1.2.0/24 to MPLS TE 
tunnel 0. 
[SwitchE] ip route-static 200.1.2.0 24 tunnel 0 preference 1 

Verifying the configuration 
# Display MPLS TE tunnel information on Switch A. 
[SwitchA] display mpls te tunnel-interface 

Tunnel Name            : Tunnel 0 

Tunnel State           : Up (Main CRLSP up) 

Tunnel Attributes      : 

  LSP ID               : 1               Tunnel ID            : 0 

  Admin State          : Normal 

  Ingress LSR ID       : 1.1.1.9         Egress LSR ID        : 4.4.4.9 

  Signaling            : Static          Static CRLSP Name    : - 

  Static SRLSP Name    : static-sr-lsp-1/- 

  Resv Style           : - 

  Tunnel mode          : - 

  Reverse-LSP name     : - 

  Reverse-LSP LSR ID   : -               Reverse-LSP Tunnel ID: - 

  Class Type           : -               Tunnel Bandwidth     : - 

  Reserved Bandwidth   : - 

  Setup Priority       : 0               Holding Priority     : 0 

  Affinity Attr/Mask   : -/- 

  Explicit Path        : - 

  Backup Explicit Path : - 

  Metric Type          : TE 

  Record Route         : -               Record Label         : - 

  FRR Flag             : -               Bandwidth Protection : - 

  Backup Bandwidth Flag: -               Backup Bandwidth Type: - 

  Backup Bandwidth     : - 
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  Bypass Tunnel        : -               Auto Created         : - 

  Route Pinning        : - 

  Retry Limit          : 3               Retry Interval       : 2 sec 

  Reoptimization       : -               Reoptimization Freq  : - 

  Backup Type          : -               Backup LSP ID        : - 

  Auto Bandwidth       : -               Auto Bandwidth Freq  : - 

  Min Bandwidth        : -               Max Bandwidth        : - 

  Collected Bandwidth  : - 

# Display MPLS TE tunnel information on Switch E. 
[SwitchE] display mpls te tunnel-interface 

Tunnel Name            : Tunnel 0 

Tunnel State           : Up (Main CRLSP up) 

Tunnel Attributes      :                                 

  LSP ID               : 1               Tunnel ID            : 0 

  Admin State          : Normal                     

  Ingress LSR ID       : 5.5.5.9         Egress LSR ID        : 6.6.6.9 

  Signaling            : Static          Static CRLSP Name    : - 

  Static SRLSP Name    : static-sr-lsp-2/- 

  Resv Style           : - 

  Tunnel mode          : - 

  Reverse-LSP name     : - 

  Reverse-LSP LSR ID   : -               Reverse-LSP Tunnel ID: - 

  Class Type           : -               Tunnel Bandwidth     : - 

  Reserved Bandwidth   : - 

  Setup Priority       : 0               Holding Priority     : 0 

  Affinity Attr/Mask   : -/- 

  Explicit Path        : - 

  Backup Explicit Path : - 

  Metric Type          : TE 

  Record Route         : -               Record Label         : - 

  FRR Flag             : -               Bandwidth Protection : - 

  Backup Bandwidth Flag: -               Backup Bandwidth Type: - 

  Backup Bandwidth     : - 

  Bypass Tunnel        : -               Auto Created         : -  

  Route Pinning        : -                       

  Retry Limit          : 3               Retry Interval       : 2 sec 

  Reoptimization       : -               Reoptimization Freq  : - 

  Backup Type          : -               Backup LSP ID        : - 

  Auto Bandwidth       : -               Auto Bandwidth Freq  : - 

  Min Bandwidth        : -               Max Bandwidth        : - 

  Collected Bandwidth  : - 

# Display static SRLSP establishment on switches by using the display mpls lsp or display mpls 
static-cr-lsp command. 
[SwitchA] display mpls lsp 

FEC                         Proto     In/Out Label    Interface/Out NHLFE 

1.1.1.9/0/1                 StaticCR  -/21            Vlan20 

                                        30 

-                           StaticCR  16/-            Vlan20 
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10.1.1.2                    Local     -/-             Vlan20 

Tunnel0                     Local     -/-             NHLFE537 

[SwitchB] display mpls lsp 

FEC                         Proto     In/Out Label    Interface/Out NHLFE 

-                           StaticCR  21/-            Vlan20 

20.1.1.2                    Local     -/-             Vlan20 

[SwitchC] display mpls lsp 

FEC                         Proto     In/Out Label    Interface/Out NHLFE 

-                           StaticCR  30/-            Vlan10 

-                           StaticCR  31/-            Vlan30 

30.1.1.2                    Local     -/-             Vlan10 

50.1.1.2                    Local     -/-             Vlan30 

Command reference 

display mpls static-sr-mpls 

Use display mpls static-sr-mpls to display static SRLSP and adjacency segment information. 

Syntax 
display mpls static-sr-mpls { lsp [ lsp-name ] | adjacency [ adjacency-path-name ] } 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
lsp lsp-name: Specifies a static SRLSP by its name, a case-sensitive string of 1 to 15 characters. If 
you do not specify this argument, the command displays information about all static SRLSPs. 

adjacency adjacency-path-name: Specifies an adjacency segment by its name, a case-sensitive 
string of 1 to 15 characters. If you do not specify this argument, the command displays information 
about all adjacency segments. 

Examples 
# Display static SRLSP and adjacency segment information.  
<Sysname> display mpls static-sr-mpls lsp lsp1 

Name           : lsp1 

Type           : LSP 

In-Label       : - 

Out-Label      : 60,70,80 

Out-Interface  : - 

Nexthop        : - 

State          : Up 

Table 4 Command output 

Field Description 
Name Name of the static SRLSP or adjacency segment. 
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Field Description 

Type 
Information type: 
• LSP—Static SRLSP information. 
• Adjacency—Adjacency segment information. 

In-Label Incoming label. 

Out-Label Outgoing label. 

Out-Interface Output interface. 

Nexthop Next hop address. 

State 
Status of the static SRLSP or adjacency segment: 
• Down. 
• Up. 

 

Related commands 
static-sr-mpls lsp 
static-sr-mpls adjacency 

mpls te static-sr-mpls 

Use mpls te static-sr-mpls to bind a static SRLSP to an MPLS TE tunnel interface. 

Use undo mpls te static-sr-mpls to unbind a static SRLSP from an MPLS TE tunnel interface. 

Syntax 
mpls te static-sr-mpls lsp-name [ backup ] 

undo mpls te static-sr-mpls lsp-name 

Default 
An MPLS TE tunnel interface does not use any static SRLSPs. 

Views 
Tunnel interface view 

Predefined user roles 
network-admin 

Parameters 
lsp-name: Specifies a static SRLSP by its name, a case-sensitive string of 1 to 15 characters. The 
specified static SRLSP must be already created by using the static-sr-mpls lsp command. 

backup: Specifies the backup static SRLSP. If you do not specify this keyword, this command 
specifies the main static SRLSP. 

Usage guidelines 
This command takes effect only if you have configured the mpls te signaling static command in 
tunnel interface view. 

Execute this command only on the ingress node of a static SRLSP. 

If you execute the mpls te static-sr-mpls and mpls te static-cr-lsp commands on a device, only 
the mpls te static-cr-lsp command takes effect. For the mpls te static-sr-mpls command to take 
effect, execute the undo mpls te static-cr-lsp command. 

Examples 
# Bind static SRLSP static-sr-3 to MPLS TE tunnel interface 0. 
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<Sysname> system-view 

[Sysname] interface tunnel 0 mode mpls-te 

[Sysname-Tunnel0] mpls te static-sr-mpls static-sr-3 

Related commands 
display mpls te tunnel-interface 
mpls te signaling 
static-sr-mpls lsp 

static-sr-mpls adjacency 

Use static-sr-mpls adjacency to configure an adjacency segment for static SR. 

Use undo static-sr-mpls adjacency to delete an adjacency segment. 

Syntax 
static-sr-mpls adjacency adjacency-path-name in-label label-value { nexthop ip-address | 
outgoing-interface interface-type interface-number } 

undo static-sr-mpls adjacency adjacency-path-name 

Default 
No adjacency segments exist. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
adjacency-path-name: Specifies the adjacency segment name, a case-sensitive string of 1 to 15 
characters. 

in-label label-value: Specifies the incoming label in the range of 16 to 1023. 

nexthop ip-address: Specifies the next hop address. 

outgoing-interface interface-type interface-number: Specifies an output interface by its type and 
number. The output interface must be a P2P interface. 

Usage guidelines 
Execute this command only on the transit node of a static SRLSP. 

If you specify the next hop address, make sure the following requirements are met: 
• The device has a route to reach the next hop address. 
• MPLS is enabled on the output interface of the route. 

If you specify an output interface, make sure the following requirements are met: 
• The interface is up. 
• The interface can receive direct routes. 
• MPLS is enabled on the interface. 

On a device, the incoming label specified by this command must be different than other static LSPs, 
static PWs, and static CRLSPs. If not, the configured adjacency segment is unavailable. The 
adjacency segment cannot become available even if you change the incoming label of the static 
LSP, static PW, or static CRLSP. To resolve this problem, you must delete the existing adjacency 
segment and configure a new one with a different incoming label. 
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Examples 
# Configure adjacency segment adj1, and specify the incoming label as 100 and the next hop 
address as 12.2.1.2. 
<Sysname> system-view 

[Sysname] static-sr-mpls adjacency adj1 in-label 100 nexthop 12.2.1.2 

Related commands 
static-sr-mpls lsp 
display static-sr-mpls 

static-sr-mpls lsp 

Use static-sr-mpls lsp to configure a static SRLSP. 

Use undo static-sr-mpls lsp to delete a static SRLSP. 

Syntax 
static-sr-mpls lsp lsp-name out-label out-label-value&<1-6> 

undo static-sr-mpls lsp lsp-name 

Default 
No static SRLSPs exist. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
lsp-name: Specifies the static SRLSP name, a case-sensitive string of 1 to 15 characters. 

out-label out-label-value&<1-6>: Specifies a space-separated list of up to six outgoing labels from 
outer to inner in the label stack. The value range for the out-label-value argument is 0, 3, and 16 to 
1048575. 

Usage guidelines 
Execute this command only on the ingress node of a static SRLSP. 

The outgoing labels specified by this command represent the incoming labels of the adjacency 
segments that a static SRLSP traverses in sequence. The outermost label must use the incoming 
label of the first adjacency segment that the static SRLSP traverses. 

Examples 
# Configure static SRLSP lsp1, and specify the outgoing labels as 100 and 200. 
<Sysname> system-view 

[Sysname] static-sr-mpls lsp lsp1 out-label 100 200 

Related commands 
static-sr-mpls adjacency 
display static-sr-mpls 
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New feature: Configuring a user-defined ACL 

Configuring a user-defined ACL 
In this release, you can configure a user-defined ACL. User-defined ACLs allow you to customize 
rules based on information in protocol headers. A specific number of bytes after an offset (relative to 
the specified header) are compared against a match pattern after being ANDed with a match pattern 
mask. 

To configure a user-defined ACL: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Create a user-defined ACL 
and enter its view. 

acl user-defined { acl-number | 
name acl-name }  
acl number acl-number 
[ match-order { auto | config } ] 

By default, no ACLs exist. 
The value range for a numbered 
user-defined ACL is 5000 to 5999. 

3. (Optional.) Configure a 
description for the 
user-defined ACL. 

description text By default, a user-defined ACL 
does not have a description. 

4. Create or edit a rule. 
rule [ rule-id ] { deny | permit } 
[ { { l2 I l4 } rule-string rule-mask 
offset }&<1-8> ] [ counting | 
time-range time-range-name ] * 

By default, no user-defined ACL 
rules exist. 

5. (Optional.) Add or edit a rule 
comment. rule rule-id comment text By default, no rule comment is 

configured. 
 

Command reference 
For information about creating a user-defined ACL, see "Modified feature: Creating an ACL." For 
information about configuring a description for the user-defined ACL, see "Modified feature: 
Configuring a description for an ACL." For information about adding a rule comment, see "Modified 
feature: Configuring a comment for an ACL rule." 

rule (user-defined ACL view) 

Use rule to create or edit a user-defined ACL rule. 

Use undo rule to delete a user-defined ACL rule. 

Syntax 
rule [ rule-id ] { deny | permit } [ { { l2 I l4 } rule-string rule-mask offset }&<1-8> ] [ counting | 
time-range time-range-name ] * 

undo rule rule-id 

undo rule { deny | permit } [ { { l2 I l4 } rule-string rule-mask offset }&<1-8> ] [ counting | time-range 
time-range-name ] * 

Default 
No user-defined ACL rules exist. 

Views 
User-defined ACL view 
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Predefined user roles 
network-admin 

Parameters 
rule-id: Specifies a rule ID in the range of 0 to 65534. If you do not specify a rule ID when creating an 
ACL rule, the system automatically assigns it a rule ID. This rule ID is the nearest higher multiple of 
the numbering step to the current highest rule ID, starting from 0. The numbering step for 
user-defined ACLs is fixed at 5. For example, if the current highest rule ID is 28, the rule is numbered 
30. 

deny: Denies matching packets. 

permit: Allows matching packets to pass. 

l2: Specifies that the offset is relative to the beginning of the Layer 2 frame header. 
l4: Specifies that the offset is relative to the beginning of the Layer 4 header. 
rule-string: Defines a match pattern in hexadecimal format. Its length must be a multiple of two. 

rule-mask: Defines a match pattern mask in hexadecimal format. Its length must be the same as that 
of the match pattern. A match pattern mask is used for ANDing the selected string of a packet. 

offset: Specifies an offset in bytes after which the match operation begins. 

&<1-8>: Specifies that up to eight match patterns can be defined in the ACL rule. 

counting: Counts the times that the rule is matched. If you do not specify this keyword, matches for 
the rule are not counted. 

time-range time-range-name: Specifies a time range for the rule. The time-range-name argument is 
a case-insensitive string of 1 to 32 characters. It must start with an English letter. If the time range is 
not configured, the system creates the rule. However, the rule using the time range can take effect 
only after you configure the time range. For more information about time range, see ACL and QoS 
Configuration Guide. 

Usage guidelines 
Within an ACL, the permit or deny statement of each rule must be unique. If the rule you are creating 
or editing has the same deny or permit statement as another rule in the ACL, the rule will not be 
created or changed.  

The counting keyword in this command enables match counting specific to rules, and the 
hardware-count keyword in the packet-filter command enables match counting for all rules in an 
ACL. 

To view the existing user-defined ACL rules, use the display acl user-defined all command. 

Both the undo rule rule-id command and the undo rule { deny | permit } command delete an entire 
rule. When you use the undo rule { deny | permit } command, you must specify all the attributes of 
the rule.  

Examples 
# Create a rule for user-defined ACL 5005 to permit ARP packets where the 12th and 13th bytes 
starting from the Layer 2 header are 0x0806.  
<Sysname> system-view 

[Sysname] acl user-defined 5005 

[Sysname-acl-user-5005] rule permit l2 0806 ffff 12 

Related commands 
acl 
display acl 
time-range 
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New feature: Applying an ACL to an Ethernet service 
instance for packet filtering 

Applying an ACL to an Ethernet service instance for packet filtering 

About applying an ACL to an Ethernet service instance for packet filtering 
Perform this task to filter incoming or outgoing packets on an Ethernet service instance. 

Restrictions and guidelines 
Follow these guidelines when you configure ACL-based packet filtering through controllers: 
• Only Layer 2 ACLs, IPv4 basic ACLs, IPv4 advanced ACLs are supported to apply to interfaces 

and Ethernet service instances through controllers. 
• If encapsulation untagged is configured on an Ethernet service instance on a Layer 2 

aggregate interface, the outbound packet filtering does not take effect on the Ethernet service 
instance. 

• The packet filter configuration deployed through controllers is not in the configuration file. You 
can use the display packet-filter command to display the packet filter configuration that is 
deployed through controllers to the interfaces and Ethernet service instances. 

For information about configuring an Ethernet service instance, see MPLS L2VPN or VPLS in MPLS 
Configuration Guide or see VXLAN Configuration Guide. 

Procedure 
To apply an ACL to an Ethernet service instance for packet filtering: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter Layer 2 Ethernet 
interface view or Layer 2 
aggregate interface view. 

• Enter Layer 2 Ethernet interface 
view: 
interface interface-type 
interface-number 

• Enter Layer 2 aggregate 
interface view: 
interface bridge-aggregation 
interface-number 

N/A 

3. Enter Ethernet service 
instance view. service-instance instance-id By default, no Ethernet service 

instances exist. 

4. Apply an ACL to the 
Ethernet service instance 
for packet filtering. 

packet-filter [ ipv6 | mac | 
user-defined ] { acl-number | name 
acl-name } { inbound | outbound } 
[ hardware-count ] 

By default, an Ethernet service 
instance does not filter packets. 

 

Command reference 

packet-filter 

Use packet-filter to apply an ACL to an Ethernet service instance to filter packets. 

Use undo packet-filter to remove an ACL from an Ethernet service instance. 
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Syntax 
packet-filter [ ipv6 | mac | user-defined ] { acl-number | name acl-name } { inbound | outbound } 
[ hardware-count ] 
undo packet-filter [ ipv6 | mac | user-defined ] { acl-number | name acl-name } { inbound | 
outbound } 

Default 
No ACL is applied to an Ethernet service instance to filter packets. 

Views 
Ethernet service instance view 

Predefined user roles 
network-admin 

Parameters 
ipv6: Specifies the IPv6 ACL type. 

mac: Specifies the Layer 2 ACL type. 

user-defined: Specifies the user-defined ACL type. 

acl-number: Specifies an ACL by its number. The following are available value ranges: 
• 2000 to 2999 for basic ACLs.  
• 3000 to 3999 for advanced ACLs. 
• 4000 to 4999 for Layer 2 ACLs. 
• 5000 to 5999 for user-defined ACLs. 

name acl-name: Specifies an ACL by its name. The acl-name argument is a case-insensitive string 
of 1 to 63 characters. 

inbound: Filters incoming packets. 

outbound: Filters outgoing packets. 

hardware-count: Enables counting ACL rule matches performed in hardware. If you do not specify 
this keyword, rule matches for the ACL are not counted. 

Usage guidelines 
To specify the IPv4 ACL type, do not specify the ipv6, mac, or user-defined keyword. 

The hardware-count keyword in this command enables match counting for all rules in an ACL, and 
the counting keyword in the rule command enables match counting specific to rules. 

For configuration commands for an Ethernet service instance, see MPLS L2VPN commands or 
VPLS commands in MPLS Command Reference or see VXLAN Command Reference. 

Examples 
# Apply IPv4 advanced ACL 3001 to filter incoming traffic on Ethernet service instance 200, and 
enable counting ACL rule matches performed in hardware. 
<Sysname> system-view 

[Sysname] interface hundredgige 1/0/1 

[Sysname-HundredGigE1/0/1] service-instance 200 

[Sysname-HundredGigE1/0/1-srv200] packet-filter 3001 inbound hardware-count 

Related commands 
display packet-filter 
display packet-filter statistics 
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display packet-filter verbose 

New feature: Configuring the applicable scope of packet 
filtering on a VLAN interface 

Configuring the applicable scope of packet filtering on a VLAN 
interface 

You can configure the packet filtering on a VLAN interface to filter the following packets: 
• Packets forwarded at Layer 3 by the VLAN interface. 
• All packets, including packets forwarded at Layer 3 by the VLAN interface and packets 

forwarded at Layer 2 by the physical ports associated with the VLAN interface. 

To configure the applicable scope of packet filtering on a VLAN interface: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Create a VLAN interface 
and enter its view. 

interface vlan-interface 
vlan-interface-id 

If the VLAN interface already exists, 
you directly enter its view. 
By default, no VLAN interface exists. 

3. Specify the applicable 
scope of packet filtering on 
the VLAN interface. 

packet-filter filter { route | all } By default, the packet filtering filters 
packets forwarded at Layer 3. 

 

Command reference 

packet-filter filter 

Use packet-filter filter to specify the applicable scope of packet filtering on a VLAN interface. 

Use undo packet-filter filter to restore the default. 

Syntax 
packet-filter filter { route | all } 
undo packet-filter filter 

Default 
The packet filtering filters packets forwarded at Layer 3. 

Views 
VLAN interface view 

Predefined user roles 
network-admin 

Parameters 
route: Filters packets forwarded at Layer 3 by the VLAN interface. 

all: Filters all packets, including packets forwarded at Layer 3 by the VLAN interface and packets 
forwarded at Layer 2 by the physical ports associated with the VLAN interface. 
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Examples 
# Configure the packet filtering on VLAN-interface 2 to filter packets forwarded at Layer 3. 
<Sysname> system-view 

[Sysname] interface vlan-interface 2 

[Sysname-Vlan-interface2] packet-filter filter route 

New feature: Bandwidth limit on a VSI or Ethernet 
service instance 

Setting the bandwidth limit for a VSI or Ethernet service instance  
About the bandwidth limit for a VSI or Ethernet service instance 

This feature limits the bandwidth of a VSI or Ethernet service instance. 

Restrictions and guidelines 
If you use both the restrain and bandwidth commands on a VSI, the bandwidth command limits 
only the bandwidth of the traffic not restrained by the restrain command.  

If you use both the restrain and selective-flooding commands on a VSI, the restrain command 
limits only the bandwidth of the traffic that does not require selective flood.  

Procedure 
To set the bandwidth limit for a VSI: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enable L2VPN. l2vpn enable By default, L2VPN is disabled. 

3. Create a VSI and enter VSI 
view. vsi vsi-name By default, no VSIs exist. 

4. Enable the VSI. undo shutdown By default, a VSI is enabled. 

5. Set the bandwidth limit for 
the VSI. bandwidth bandwidth By default, no bandwidth limit is 

set for a VSI. 
 

To set the bandwidth limit for an Ethernet service instance: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter Layer 2 Ethernet 
interface view or Layer 2 
aggregate interface view. 

• interface interface-type 
interface-number 

• interface 
bridge-aggregation 
interface-number 

N/A 

3. Create an Ethernet service 
instance and enter Ethernet 
service instance view. 

service-instance instance-id By default, no Ethernet service 
instances exist. 

4. Set the bandwidth limit for 
the Ethernet service 
instance. 

bandwidth bandwidth 
By default, no bandwidth limit is 
set for an Ethernet service 
instance. 
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Command reference 

New command: bandwidth (Ethernet service instance view) 

Use bandwidth to set the bandwidth limit for an Ethernet service instance. 

Use undo bandwidth to restore the default. 

Syntax 
bandwidth bandwidth 
undo bandwidth 

Default 
No bandwidth limit is set for an Ethernet service instance. 

Views 
Ethernet service instance view 

Predefined user roles 
network-admin 

Parameters 
bandwidth: Specifies a bandwidth limit in the range of 64 to 4194303 kbps.  

Usage guidelines 
The bandwidth limit takes effect only on incoming traffic. An Ethernet service instance drops excess 
incoming traffic when its bandwidth limit is reached. 

If you use the bandwidth command for both an Ethernet service instance and its mapped VSI, the 
Ethernet service instance bandwidth is limited exclusively from the VSI bandwidth. For example, VSI 
vsi1 has AC 1, AC 2, AC 3, and Tunnel 1. The bandwidth limit of VSI vsi1 is 500 kbps, and the 
bandwidth limit of AC 1 is 120 kbps. The total bandwidth of AC 2, AC 3, and Tunnel 1 is limited to 500 
kbps. 

Examples 
# Set the bandwidth limit to 10240 kbps for Ethernet service instance 200.  
<Sysname> system-view 

[Sysname] interface hundredgige 1/0/1 

[Sysname-HundredGigE1/0/1] service-instance 200 

[Sysname-HundredGigE1/0/1-srv200] encapsulation s-vid 200 

[Sysname-HundredGigE1/0/1-srv200] bandwidth 10240 

New command: bandwidth (VSI view) 

Use bandwidth to set the bandwidth limit for a VSI. 

Use undo bandwidth to restore the default. 

Syntax 
bandwidth bandwidth 
undo bandwidth 

Default 
No bandwidth limit is set for a VSI. 
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Views 
VSI view 

Predefined user roles 
network-admin 

Parameters 
bandwidth: Specifies a bandwidth limit in the range of 64 to 4194303 kbps. 

Usage guidelines 
This command limits the total bandwidth of the incoming traffic on all ACs and VXLAN tunnels 
mapped to a VSI. A VSI drops excess incoming traffic when its bandwidth limit is reached. 

If you use the bandwidth command for both an Ethernet service instance and its mapped VSI, the 
Ethernet service instance bandwidth is limited exclusively from the VSI bandwidth. For example, VSI 
vsi1 has AC 1, AC 2, AC 3, and Tunnel 1. The bandwidth limit of VSI vsi1 is 500 kbps, and the 
bandwidth limit of AC 1 is 120 kbps. The total bandwidth of AC 2, AC 3, and Tunnel 1 is limited to 500 
kbps. 

If you use both the restrain and bandwidth commands on a VSI, the bandwidth command limits 
only the bandwidth of the traffic not restrained by the restrain command.  

Examples 
# Set the bandwidth limit to 10240 kbps for VSI vpn1. 
<Sysname> system-view 

[Sysname] vsi vpn1 

[Sysname-vsi-vpn1] bandwidth 10240 

Modified command: display l2vpn vsi 

Use display l2vpn vsi to display information about VSIs. 

Syntax 
display l2vpn vsi [ name vsi-name ] [ verbose ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
name vsi-name: Specifies a VSI by its name, a case-sensitive string of 1 to 31 characters. If you do 
not specify a VSI, this command displays information about all VSIs. 

verbose: Displays detailed information about VSIs. If you do not specify this keyword, the command 
displays brief information about VSIs. 

Change description 
In detailed information about VSIs, the default value of the Bandwidth, Broadcast Restrain, 
Multicast Restrain, and Unknown Unicast Restrain fields was modified to Unlimited. 

Before modification: 
<Sysname> display l2vpn vsi verbose 

VSI Name: vpna 

  VSI Index               : 0 
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  VSI State               : Up 

  MTU                     : 1500 

  Bandwidth               : - 

  Broadcast Restrain      : 4294967295 kbps 

  Multicast Restrain      : 4294967295 kbps 

  Unknown Unicast Restrain: 4294967295 kbps 

  MAC Learning            : Enabled 

  MAC Table Limit         : - 

  MAC Learning rate       : - 

  Drop Unknown            : - 

  Flooding                : Enabled 

  Statistics              : Enabled 

  Input statistics: 

    Octets   : 0 

    Packets  : 0 

    Errors   : 0 

    Discards : 0 

  Output statistics: 

    Octets   : 0 

    Packets  : 0 

    Errors   : 0 

    Discards : 0 

  Gateway Interface       : VSI-interface 100 

  VXLAN ID                : 10 

  Tunnels: 

    Tunnel Name          Link ID    State  Type      Flood proxy 

    Tunnel1              0x5000001  Up     Manual    Disabled 

    Tunnel2              0x5000002  Up     Manual    Disabled 

    MTunnel0             0x6002710  Up     Auto      Disabled 

  ACs: 

    AC                               Link ID    State    Type 

    HGE1/0/1 srv1000                 0          Up       Manual 

After modification: 
<Sysname> display l2vpn vsi verbose 

VSI Name: vpna 

  VSI Index               : 0 

  VSI State               : Up 

  MTU                     : 1500 

  Bandwidth               : Unlimited 

  Broadcast Restrain      : Unlimited 

  Multicast Restrain      : Unlimited 

  Unknown Unicast Restrain: Unlimited 

  MAC Learning            : Enabled 

  MAC Table Limit         : - 

  MAC Learning rate       : - 

  Drop Unknown            : - 

  Flooding                : Enabled 

  Statistics              : Enabled 



116 

  Input statistics: 

    Octets   : 0 

    Packets  : 0 

    Errors   : 0 

    Discards : 0 

  Output statistics: 

    Octets   : 0 

    Packets  : 0 

    Errors   : 0 

    Discards : 0 

  Gateway Interface       : VSI-interface 100 

  VXLAN ID                : 10 

  Tunnels: 

    Tunnel Name          Link ID    State  Type      Flood proxy 

    Tunnel1              0x5000001  Up     Manual    Disabled 

    Tunnel2              0x5000002  Up     Manual    Disabled 

    MTunnel0             0x6002710  Up     Auto      Disabled 

  ACs: 

    AC                               Link ID    State    Type 

    HGE1/0/1 srv1000                 0          Up       Manual 

New feature: MAC learning priority of an Ethernet 
service instance 

Setting the MAC learning priority of an Ethernet service instance 

About the MAC learning priority 
A VSI uses the MAC learning priority to control MAC address learning of its Ethernet service 
instances. An Ethernet service instance with high MAC learning priority takes precedence over an 
Ethernet service instance with low MAC learning priority when they learn the same MAC address. 
For example: 
• A MAC address entry of a high-priority Ethernet service instance can be overwritten only when 

the MAC address is learned on another high-priority Ethernet service instance. 
• A MAC address entry of a low-priority Ethernet service instance is overwritten when the MAC 

address is learned on a high-priority Ethernet service instance or another low-priority Ethernet 
service instance. 

Procedure 

Step Command Remarks 

1. Enter system view. system-view N/A 

2. Enter Layer 2 Ethernet 
interface view or Layer 2 
aggregate interface view. 

• interface interface-type 
interface-number 

• interface 
bridge-aggregation 
interface-number 

N/A 

3. Enter Ethernet service 
instance view. service-instance instance-id N/A 
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Step Command Remarks 

4. Set the MAC learning priority 
of the Ethernet service 
instance. 

mac-address mac-learning 
priority { high | low } 

By default, the MAC learning 
priority of an Ethernet service 
instance is low. 
This setting takes effect only after 
the Ethernet service instance is 
mapped to a VSI. 

 

Command reference 

mac-address mac-learning priority 

Use mac-address mac-learning priority to set the MAC learning priority of an Ethernet service 
instance. 

Use undo mac-address mac-learning priority to restore the default. 

Syntax 
mac-address mac-learning priority { high | low } 
undo mac-address mac-learning priority 

Default 
The MAC learning priority of an Ethernet service instance is low. 

Views 
Ethernet service instance view 

Predefined user roles 
network-admin 

Parameters 
high: Specifies high MAC learning priority. 

low: Specifies low MAC learning priority. 

Usage guidelines 
This setting takes effect only after the Ethernet service instance is mapped to a VSI.  

A VSI uses the MAC learning priority to control MAC address learning of its Ethernet service 
instances. An Ethernet service instance with high MAC learning priority takes precedence over an 
Ethernet service instance with low MAC learning priority when they learn the same MAC address. 
For example: 
• A MAC address entry of a high-priority Ethernet service instance can be overwritten only when 

the MAC address is learned on another high-priority Ethernet service instance. 
• A MAC address entry of a low-priority Ethernet service instance is overwritten when the MAC 

address is learned on a high-priority Ethernet service instance or another low-priority Ethernet 
service instance. 

Examples 
# Set the MAC learning priority to high for Ethernet service instance 1 on Ten-GigabitEthernet 1/0/1. 
<Sysname> system-view 

[Sysname] interface hundredgige 1/0/1 

[Sysname-HundredGigE1/0/1] service-instance 1 

[Sysname-HundredGigE1/0/1-srv1] mac-address mac-learning priority high 
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New feature: Configuring a queue scheduling profile 

About queue scheduling profiles 
In a queue scheduling profile, you can configure scheduling parameters for each queue. By applying 
the queue scheduling profile to an interface, you can implement congestion management on the 
interface.  

Queue scheduling profiles support three queue scheduling algorithms: SP, WRR, and WFQ. In a 
queue scheduling profile, you can configure SP+WRR or SP+WFQ. When the three queue 
scheduling algorithms are configured, SP queues, WRR groups, and WFQ groups are scheduled in 
descending order of queue ID. In a WRR or WFQ group, queues are scheduled based on their 
weights. When SP and WRR groups are configured in a queue scheduling profile, Figure 4 shows 
the scheduling order. 

Figure 4 Queue scheduling profile configured with both SP and WRR 

 
 

• Queue 7 has the highest priority. Its packets are sent preferentially. 
• Queue 6 has the second highest priority. Packets in queue 6 are sent when queue 7 is empty. 
• Queue 3, queue 4, and queue 5 are scheduled according to their weights. When both queue 6 

and queue 7 are empty, WRR group 1 is scheduled. 
• Queue 1 and queue 2 are scheduled according to their weights. WRR group 2 is scheduled 

when queue 7, queue 6, queue 5, queue 4, and queue 3 are all empty. 
• Queue 0 has the lowest priority, and it is scheduled when all other queues are empty. 

Configuration restrictions and guidelines 

When you configure a queue scheduling profile, follow these restrictions and guidelines: 
• Both Layer 2 and Layer 3 Ethernet interfaces support queue scheduling profiles. The term 

"interface" in this chapter collectively refers to these two types of interfaces. You can use the 
port link-mode command to configure an Ethernet port as a Layer 2 or Layer 3 interface (see 
Layer 2—LAN Switching Configuration Guide). 

• Only one queue scheduling profile can be applied to an interface.  
• You can modify the scheduling parameters in a queue scheduling profile already applied to an 

interface. 

Configuration procedure 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Create a queue scheduling 
profile and enter queue qos qmprofile profile-name By default, no queue 

scheduling profile exists.  

Q7 Q6 Q5 Q4 Q3 Q2 Q1 Q0

WRR Group 1SP Group WRR Group 0
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Step Command Remarks 
scheduling profile view. 

3. Configure queue scheduling 
parameters. 

• Configure a queue to use SP: 
queue queue-id sp 

• Configure a queue to use 
WRR: 
queue queue-id wrr group 1 { 
weight | byte-count } 
schedule-value 

• Configure a queue to use 
WFQ: 
queue queue-id wfq group 1 { 
weight | byte-count } 
schedule-value 

By default, all queues in a 
queue scheduling profile use 
packet-count WRR queuing, 
and queues 0 through 7 have 
a weight of 1, 2, 3, 4, 5, 9, 13, 
and 15, respectively. 
One queue can use only one 
queue scheduling algorithm. 
In a queue scheduling profile, 
you can configure different 
queue scheduling algorithms 
for different queues. 
However, you cannot 
configure both WRR and 
WFQ in a queue scheduling 
profile. 

4. (Optional.) Set the minimum 
guaranteed bandwidth for a 
queue. 

bandwidth queue queue-id min 
bandwidth-value 

The default setting is 0 kbps. 
You can configure this 
command only for a WFQ 
queue. 

5. Return to system view. quit N/A 

6. Enter interface view. interface interface-type 
interface-number N/A 

7. Apply the queue scheduling 
profile to the outbound 
direction of the interface. 

qos apply qmprofile profile-name 
By default, no queue 
scheduling profile is applied to 
an interface.  

 

Configuration example 

Network requirements 
Configure a queue scheduling profile to meet the following requirements on HundredGigE 1/0/1: 
• Queue 7 has the highest priority, and its packets are sent preferentially. 
• Queue 0 through queue 6 belong to the WRR group, with their packet count weights as 2, 1, 2, 

4, 6, 8, and 10, respectively. When queue 7 is empty, the WRR group is scheduled.  

Configuration procedure 
# Enter system view. 
<Sysname> system-view 

# Create a queue scheduling profile named qm1. 
[Sysname] qos qmprofile qm1 

[Sysname-qmprofile-qm1] 

# Configure queue 7 to use SP queuing. 
[Sysname-qmprofile-qm1] queue 7 sp 

# Assign queue 0 through queue 6 to the WRR group, with their packet count weights as 2, 1, 2, 4, 6, 
8, and 10, respectively. 
[Sysname-qmprofile-qm1] queue 0 wrr group 1 weight 2 

[Sysname-qmprofile-qm1] queue 1 wrr group 1 weight 1 

[Sysname-qmprofile-qm1] queue 2 wrr group 1 weight 2 
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[Sysname-qmprofile-qm1] queue 3 wrr group 1 weight 4 

[Sysname-qmprofile-qm1] queue 4 wrr group 1 weight 6 

[Sysname-qmprofile-qm1] queue 5 wrr group 1 weight 8 

[Sysname-qmprofile-qm1] queue 6 wrr group 1 weight 10 

[Sysname-qmprofile-qm1] quit 

# Apply queue scheduling profile qm1 to HundredGigE 1/0/1. 
[Sysname] interface hundredgige 1/0/1 

[Sysname-HundredGigE1/0/1] qos apply qmprofile qm1 

After the configuration is completed, HundredGigE 1/0/1 performs queue scheduling as specified in 
queue scheduling profile qm1. 

Command reference 

bandwidth queue 

Use bandwidth queue to set the minimum guaranteed bandwidth for a queue. 

Use undo bandwidth queue to restore the default. 

Syntax 
bandwidth queue queue-id min bandwidth-value 
undo bandwidth queue queue-id 

Default 
The minimum guaranteed bandwidth for a queue is 0 kbps.  

Views 
Queue scheduling profile view 

Predefined user roles 
network-admin 

Parameters 
queue-id: Specifies a queue by its ID. The value range for this argument is 0 to 7 or keywords in 
Table 5.  

Table 5 The number-keyword map for the queue-id argument 

Number Keyword 
0 be 

1 af1 

2 af2 

3 af3 

4 af4 

5 ef 

6 cs6 

7 cs7 
 

min bandwidth-value: Specifies the minimum guaranteed bandwidth in kbps. The value range for the 
bandwidth-value argument is 8 to 100000000.  
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Usage guidelines 
You must configure a queue as a WFQ queue before you set the minimum guaranteed bandwidth for 
the queue. 

The minimum guaranteed bandwidth is the amount of bandwidth guaranteed for a queue when the 
interface is congested. 

Examples 
# Configure queue 0 as a WFQ queue, and set the minimum guaranteed bandwidth to 100 kbps for 
queue 0. 
<Sysname> system-view 

[Sysname] qos qmprofile myprofile 

[Sysname-qmprofile-myprofile] queue 0 wfq group 1 weight 1 

[Sysname-qmprofile-myprofile] bandwidth queue 0 min 100 

display qos qmprofile configuration 

Use display qos qmprofile configuration to display the queue scheduling profile configuration. 

Syntax 
display qos qmprofile configuration [ profile-name ] [ slot slot-number ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
profile-name: Specifies a queue scheduling profile by its name, a case-sensitive string of 1 to 31 
characters. If you do not specify a queue scheduling profile, this command displays the configuration 
of all queue scheduling profiles. 

slot slot-number: Specifies an IRF member device by its member ID. If you do not specify a member 
device, this command displays the queue scheduling profile configuration for the master device.  

Examples 
# Display the configuration of queue scheduling profile myprofile. 
<Sysname> display qos qmprofile configuration myprofile 

Queue management profile: myprofile (ID 1) 

 Queue ID  Type  Group   Schedule   Schedule  Min         Max 

                         unit       value     bandwidth   bandwidth 

 --------------------------------------------------------------------- 

 be        WRR   1       weight     1         N/A         N/A 

 af1       WRR   1       weight     2         N/A         N/A 

 af2       WRR   1       weight     3         N/A         N/A 

 af3       WRR   1       weight     4         N/A         N/A 

 af4       WRR   1       weight     5         N/A         N/A 

 ef        WRR   1       weight     9         N/A         N/A 

 cs6       WRR   1       weight     13        N/A         N/A 

 cs7       WRR   1       weight     15        N/A         N/A 
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Table 6 Command output 

Field Description 
Queue management profile Queue scheduling profile name. 

Type 

Queue scheduling type: 
• SP. 
• WRR. 
• WFQ. 

Group 
Priority group to which the queue belongs.  
The value can only be 1. N/A indicates this field is ignored.  

Schedule unit 
Scheduling unit: weight or byte-count.  
N/A indicates that this field is ignored. 

Schedule value 
This field indicates: 
• Number of packets for the weight scheduling unit. 
• Number of bytes for the byte-count scheduling unit. 

Min bandwidth Minimum guaranteed bandwidth for the queue. N/A indicates that this 
field is ignored. 

Max bandwidth Maximum allowed bandwidth for the queue. N/A indicates that this field 
is ignored. 

 

display qos qmprofile interface 

Use display qos qmprofile interface to display the queue scheduling profile applied to an interface. 

Syntax 
display qos qmprofile interface [ interface-type interface-number ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
interface-type interface-number: Specifies an interface by its type and number. If you do not specify 
an interface, this command displays the queue scheduling profiles applied to all interfaces. 

Examples 
# Display the queue scheduling profile applied to HundredGigE 1/0/1. 
<Sysname> display qos qmprofile interface hundredgige 1/0/1 

Interface: HundredGigE1/0/1 

 Queue management profile: myprofile 

Table 7 Command output 

Field Description 
Queue management profile Name of the queue scheduling profile applied to the interface. 
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qos apply qmprofile 

Use qos apply qmprofile to apply a queue scheduling profile to the outbound direction of an 
interface. 

Use undo qos apply qmprofile to restore the default. 

Syntax 
qos apply qmprofile profile-name 

undo qos apply qmprofile 

Default 
No queue scheduling profile is applied to an interface.  

Views 
Layer 2/Layer 3 Ethernet interface view 

Predefined user roles 
network-admin 

Parameters 
profile-name: Specifies a queue scheduling profile by its name, a case-sensitive string of 1 to 31 
characters. 

Usage guidelines 
You can apply only one queue scheduling profile to an interface. 

Examples 
# Apply queue scheduling profile myprofile to the outbound direction of HundredGigE 1/0/1. 
<Sysname> system-view 

[Sysname] interface hundredgige 1/0/1 

[Sysname-HundredGigE1/0/1] qos apply qmprofile myprofile 

Related commands 
display qos qmprofile interface 

qos qmprofile 

Use qos qmprofile to create a queue scheduling profile and enter its view, or enter the view of an 
existing queue scheduling profile. 

Use undo qos qmprofile to delete a queue scheduling profile. 

Syntax 
qos qmprofile profile-name  

undo qos qmprofile profile-name 

Default 
No user-created queue scheduling profiles exist.  

Views 
System view 

Predefined user roles 
network-admin 
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Parameters 
profile-name: Specifies a name for the queue scheduling profile, a case-sensitive string of 1 to 31 
characters. 

Usage guidelines 
To delete a queue scheduling profile already applied to an interface, first remove it from the interface. 

Examples 
# Create a queue scheduling profile named myprofile and enter queue scheduling profile view. 
<Sysname> system-view 

[Sysname] qos qmprofile myprofile 

[Sysname-qmprofile-myprofile] 

Related commands 
display qos qmprofile interface 
queue 

queue 

Use queue to configure queue scheduling parameters. 

Use undo queue to delete queue scheduling parameter settings. 

Syntax 
queue queue-id { sp | wfq [ group group-id ] { weight | byte-count } schedule-value | wrr group 
group-id { weight | byte-count } schedule-value } 

undo queue queue-id 

Default 
All queues in a queue scheduling profile use packet-count WRR queuing, and queues 0 through 7 
have a weight of 1, 2, 3, 4, 5, 9, 13, and 15, respectively.  

Views 
Queue scheduling profile view 

Predefined user roles 
network-admin 

Parameters 
queue-id: Specifies a queue by its ID. The value range for this argument is 0 to 7 or keywords in 
Table 5.  

sp: Enables SP for the queue.  

wfq: Enables WFQ for the queue.  

wrr: Enables WRR for the queue.  

group group-id: Specifies a WFQ or WRR group by its ID. The group ID can only be 1.  

byte-count: Allocates bandwidth to queues in bytes. 

weight: Allocates bandwidth to queues in packets. 

schedule-value: Specifies the scheduling weight in the range of is 1 to 15.  

Examples 
# Create a queue scheduling profile named myprofile, and configure queue 0 to use SP. 
<Sysname> system-view 
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[Sysname] qos qmprofile myprofile 

[Sysname-qmprofile-myprofile] queue 0 sp 

# Create a queue scheduling profile named myprofile. Configure queue 1 to meet the following 
requirements: 
• The WRR queuing is used. 
• The WRR group is group 1. 
• The scheduling weight is 10. 
<Sysname> system-view 

[Sysname] qos qmprofile myprofile 

[Sysname-qmprofile-myprofile] queue 1 wrr group 1 weight 10 

Related commands 
display qos qmprofile interface 
qos qmprofile 

New feature: CFD port collaboration 

About CFD port collaboration 
Port collaboration shuts down or blocks ports based on the result of link detection performed by 
outward-facing MEPs.  

Port collaboration can be triggered by the following events: 
• Continuity check expires.  
• The CCMs with the RDI flag bits set are received.  

You can specify both triggering events for an interface. Both triggering events can take effect. 

Port collaboration takes one of the following triggered actions:  
• Blocks the port by changing its link layer protocol state to DOWN (CFD). The port cannot send 

or receive any data packets. 
• Shuts down the port by changing its physical state to CFD DOWN. The port cannot send or 

receive any data packets or protocol packets. 

If a port is blocked by CFD, it can automatically come up when the link recovers. 

If a port is shut down by CFD, it cannot automatically come up when the link recovers. To bring up the 
port, you must execute the undo shutdown or undo cfd port-trigger { cc-expire | rdi } action 
command. 

Configuring CFD port collaboration 
Port collaboration takes effect only on the ports with outward-facing MEPs configured. 

To configure port collaboration: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter Layer 2 Ethernet 
interface view or Layer 2 
aggregate interface view.  

interface interface-type 
interface-number N/A 

3. Configure port collaboration.  cfd port-trigger { cc-expire | rdi } By default, port collaboration is 
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Step Command Remarks 
action { block | shutdown } not configured.  

 

Command reference 

cfd port-trigger 

Use cfd port-trigger to specify the triggering event and triggered action for port collaboration.  

Use undo cfd port-trigger to cancel the triggering event and triggered action for port collaboration.  

Syntax 
cfd port-trigger { cc-expire | rdi } action { block | shutdown } 

undo cfd port-trigger { cc-expire | rdi } action 

Default 
The triggering event and triggered action are not specified for port collaboration. 

Views 
Layer 2 Ethernet interface view 

Layer 2 aggregate interface view 

Predefined user roles 
network-admin 

Parameters 
cc-expire: Triggers port collaboration when continuity check expires. 

rdi: Triggers port collaboration when the CCMs with the RDI flag bits set are received.  

block: Blocks the port by changing its link layer protocol state to DOWN (CFD). The port cannot 
send or receive any data packets.  

shutdown: Shuts down the port by changing its physical state to CFD DOWN. The port cannot send 
or receive any data packets or protocol packets.  

Usage guidelines 
If a port is blocked by CFD, it can automatically come up when the link recovers. 

If a port is shut down by CFD, it cannot automatically come up when the link recovers. To bring up the 
port, you must execute the undo shutdown or undo cfd port-trigger { cc-expire | rdi } action 
command. 

You can specify multiple triggering events for an interface. All the triggering events can take effect. 
When you specify multiple triggered actions for a triggering event on an interface, the most recent 
configuration takes effect.  

The command takes effect only on the ports with outward-facing MEPs configured. 

Configurations in Ethernet interface view take effect only on the current interface.  

Configurations in aggregate interface view take effect only on the current aggregate interface.  

If the MEP belongs to an MA that does not carry the VLAN attribute, configurations on a member port 
of an aggregation group take effect only on the current member port.  

If the MEP belongs to an MA that carries the VLAN attribute, configurations on a member port of an 
aggregation group take effect only when the member port leaves the aggregation group. 
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Examples 

# Specify the triggering event as cc-expire and the triggered action as block for port collaboration 
on HundredGigE 1/0/1.  
<Sysname> system-view 

[Sysname] interface hundredgige 1/0/1 

[Sysname-HundredGigE1/0/1] cfd port-trigger cc-expire action block 

# Specify the triggering event as cc-expire and the triggered action as shutdown for port 
collaboration on HundredGigE 1/0/1.  
<Sysname> system-view 

[Sysname] interface hundredgige 1/0/1 

[Sysname-HundredGigE1/0/1] cfd port-trigger cc-expire action shutdown 

Related commands 
cfd cc enable 
cfd mep 

New feature: Enabling loop guard for an OpenFlow 
instance 

Enabling loop guard for an OpenFlow instance 
After an OpenFlow instance is deactivated, loops might occur in VLANs associated with the 
OpenFlow instance. To avoid loops, you can enable loop guard for the OpenFlow instance. This 
feature enables the deactivated OpenFlow instance to create a flow entry for dropping all traffic in 
theses VLANs. 

To enable loop guard for an OpenFlow instance: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter OpenFlow instance view. openflow instance instance-id N/A 

3. Enable loop guard for the 
OpenFlow instance. loop-protection enable By default, loop guard is disabled 

for an OpenFlow instance. 
 

Command reference 

loop-protection enable 

Use loop-protection enable to enable loop guard for an OpenFlow instance. 

Use undo loop-protection enable to restore the default. 

Syntax 
loop-protection enable 
undo loop-protection enable 

Default 
Loop guard is disabled for an OpenFlow instance. 
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Views 
OpenFlow instance view 

Predefined user roles 
network-admin 

Usage guidelines 
After an OpenFlow instance is deactivated, loops might occur in VLANs associated with the 
OpenFlow instance. To avoid loops, you can enable loop guard for the OpenFlow instance. This 
feature enables the deactivated OpenFlow instance to create a flow entry for dropping all traffic in 
theses VLANs. 

Examples 
# Enable loop guard for OpenFlow instance 1. 
<Sysname> system-view 

[Sysname] openflow instance 1 

[Sysname-of-inst-1] loop-protection enable 

New feature: Shutting down an interface by OpenFlow 
instance 

Shutting down an interface by OpenFlow 
After an interface is shut down by OpenFlow, the Current state field displays OFP DOWN in the 
display interface command output. You can use the undo openflow shutdown command to bring 
up an interface shut down by OpenFlow. The interface can also be brought up by port modification 
messages from controllers. 

To shut down an interface by OpenFlow: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter interface view. interface interface-type 
interface-number N/A 

3. Shut down an interface 
by OpenFlow. openflow shutdown By default, an interface is not 

shut down by OpenFlow. 
 

Command reference 

openflow shutdown 

Use openflow shutdown to shut down an interface by OpenFlow. 

Use undo openflow shutdown to restore the default. 

Syntax 
openflow shutdown 
undo openflow shutdown 

Default 
An interface is not shut down by OpenFlow. 
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Views 
Layer 2 Ethernet interface view 

Predefined user roles 
network-admin 

Usage guidelines 
After an interface is shut down by OpenFlow, the Current state field displays OFP DOWN in the 
display interface command output. 

You can use the undo openflow shutdown command to bring up an interface shut down by 
OpenFlow. The interface can also be brought up by port modification messages from controllers. 

Examples 
# Shut down HundredGigE1/0/1 by OpenFlow. 
<Sysname> system-view 

[Sysname] interface hundredgige1/0/1 

[Sysname-HundredGigE1/0/1] openflow shutdown 

Modified feature: Monitoring CPU usage 

Feature change description 
The minor alarm threshold, severe alarm threshold, and recovery threshold were added to monitor 
CPU usage in finer granularity. 

Command changes 

Modified command: monitor cpu-usage threshold 

Old syntax 
monitor cpu-usage threshold cpu-threshold [ slot slot-number [ cpu cpu-number ] ] 

New syntax 
monitor cpu-usage threshold severe-threshold minor-threshold minor-threshold 
recovery-threshold recovery-threshold [ slot slot-number [ cpu cpu-number ] ] 

Views 
System view 

Parameters 
severe-threshold: Specifies the severe CPU usage alarm threshold in percentage. The value range 
for this argument is 2 to 100. 
minor-threshold minor-threshold: Specifies the minor CPU usage alarm threshold in percentage. 
The value range for this argument is 1 to the severe CPU usage alarm threshold minus 1. 
recovery-threshold recovery-threshold: Specifies the CPU usage recovery threshold in 
percentage. The value range for this argument is 0 to the minor CPU usage alarm threshold minus 1. 

Change description 
Before modification: The command does not support the minor CPU usage alarm threshold, severe 
CPU usage alarm threshold, and CPU usage recovery threshold. 
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After modification: The command supports the minor CPU usage alarm threshold, severe CPU 
usage alarm threshold, and CPU usage recovery threshold. 

Modified feature: Configuring IRF bridge MAC 
persistence 

Feature change description 
The MAC address persistent time changed from 10 minutes to 12 minutes for the irf mac-address 
persistent timer command. 

Command changes 

Modified command: irf mac-address persistent timer 

Syntax 
irf mac-address persistent timer 

Views 
System view 

Change description 
Before modification: After this command is used, the IRF bridge MAC address remains unchanged 
for 10 minutes after the address owner leaves. 

After modification: After this command is used, the IRF bridge MAC address remains unchanged for 
12 minutes after the address owner leaves. 

Modified feature: Creating an ACL 

Feature change description 
In this release, user-defined ACLs are supported, and new commands were added to create and 
delete ACLs. 

Command changes 

Modified command: acl 

Old syntax 
acl [ ipv6 ] { advanced | basic } { acl-number | name acl-name } [ match-order { auto | config } ] 

acl mac { acl-number | name acl-name } [ match-order { auto | config } ] 

undo acl [ ipv6 ] { all | { advanced | basic } { acl-number | name acl-name } } 

undo acl mac { all | acl-number | name acl-name } 

New syntax 
acl [ ipv6 ] { advanced | basic } { acl-number | name acl-name } [ match-order { auto | config } ] 

acl mac { acl-number | name acl-name } [ match-order { auto | config } ] 
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acl user-defined { acl-number | name acl-name } 
acl [ ipv6 ] number acl-number [ match-order { auto | config } ] 

undo acl [ ipv6 ] { all | { advanced | basic } { acl-number | name acl-name } } 

undo acl mac { all | acl-number | name acl-name } 
undo acl user-defined { all | acl-number | name acl-name } 
undo acl [ ipv6 ] number acl-number 

Views 
System view 

Change description 
You can create user-defined ACLs. 

You can use the acl [ ipv6 ] number acl-number command to create an ACL or enter the view of an 
existing ACL. 

You can use the undo acl [ ipv6 ] number acl-number command to delete an ACL. 

Modified feature: Configuring packet filtering with ACLs 

Feature change description 
In this release, user-defined ACLs are supported for packet filtering. 

Command changes 

Modified command: packet-filter 

Old syntax 
packet-filter [ ipv6 | mac ] { acl-number | name acl-name } { inbound | outbound } 
[ hardware-count ] 

New syntax 
packet-filter [ ipv6 | mac | user-defined ] { acl-number | name acl-name } { inbound | outbound } 
[ hardware-count ] 

Views 
Layer 2 Ethernet interface view 

Layer 2 aggregate interface view 

Layer 3 Ethernet interface/subinterface view 

Layer 3 aggregate interface view 

VLAN interface view 

Change description 
You can use a user-defined ACL to filter packets on an interface. 
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Modified feature: Displaying ACL application 
information for packet filtering 

Feature change description 
In this release, you can display ACL application information for packet filtering on Ethernet service 
instances. 

Command changes 

Modified command: display packet-filter 

Old syntax 
display packet-filter interface [ interface-type interface-number ] [ inbound | outbound ] [ slot 
slot-number ] 

New syntax 
display packet-filter { interface [ interface-type interface-number ] | l2vpn-ac [ interface 
interface-type interface-number [ service-instance instance-id ] ] } [ inbound | outbound ] [ slot 
slot-number ] 

Views 
Any view 

Change description 
The l2vpn-ac [ interface interface-type interface-number [ service-instance instance-id ] ] option 
was added to support displaying ACL application information for packet filtering on Ethernet service 
instances.  

Modified feature: Displaying ACL packet filtering 
statistics 

Feature change description 
In this release, you can display ACL packet filtering statistics on an Ethernet service instance and 
ACL packet filtering statistics for user-defined ACLs. 

Command changes 

Modified command: display packet-filter statistics 

Old syntax 
display packet-filter statistics interface interface-type interface-number { inbound | outbound } 
[ [ ipv6 | mac ] { acl-number | name acl-name } ] [ brief ] 

New syntax 
display packet-filter statistics { interface interface-type interface-number | l2vpn-ac interface 
interface-type interface-number service-instance instance-id } { inbound | outbound } [ [ ipv6 | 
mac | user-defined ] { acl-number | name acl-name } ] [ brief ] 
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Views 
Any view 

Change description 
The l2vpn-ac interface interface-type interface-number service-instance instance-id option was 
added to support displaying ACL packet filtering statistics on an Ethernet service instance. 

The user-defined keyword was added to support displaying packet filtering statistics for 
user-defined ACLs. 

Modified feature: Displaying ACL application details for 
packet filtering 

Feature change description 
In this release, you can display ACL application details for packet filtering on an Ethernet service 
instance and ACL application details for user-defined ACLs. 

Command changes 

Modified command: display packet-filter verbose 

Old syntax 
display packet-filter verbose interface interface-type interface-number { inbound | outbound } 
[ [ ipv6 | mac ] { acl-number | name acl-name } ] [ slot slot-number ] 

New syntax 
display packet-filter verbose { interface interface-type interface-number | l2vpn-ac interface 
interface-type interface-number service-instance instance-id } { inbound | outbound } [ [ ipv6 | 
mac | user-defined ] { acl-number | name acl-name } ] [ slot slot-number ] 

Views 
Any view 

Change description 
The l2vpn-ac interface interface-type interface-number service-instance instance-id option was 
added to support displaying ACL application details for packet filtering on an Ethernet service 
instance.  

The user-defined keyword was added to support displaying ACL application details for user-defined 
ACLs. 

Modified feature: Clearing the packet filtering statistics 
(including the accumulated statistics) for an ACL 

Feature change description 
In this release, you can clear the packet filtering statistics (including the accumulated statistics) on 
Ethernet service instances and the packet filtering statistics (including the accumulated statistics) for 
user-defined ACLs. 
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Command changes 

Modified command: reset packet-filter statistics 

Old syntax 
reset packet-filter statistics interface [ interface-type interface-number ] { inbound | outbound } 
[ [ ipv6 | mac ] { acl-number | name acl-name } ] 

New syntax 
reset packet-filter statistics { interface [ interface-type interface-number ] | l2vpn-ac [ interface 
interface-type interface-number service-instance instance-id ] } { inbound | outbound } [ [ ipv6 | 
mac | user-defined ] { acl-number | name acl-name } ] 

Views 
Any view 

Change description 
The l2vpn-ac [ interface interface-type interface-number service-instance instance-id ] option was 
added to support clearing the packet filtering statistics (including the accumulated statistics) for an 
ACL on Ethernet service instances.  

The user-defined keyword was added to support clearing the packet filtering statistics (including the 
accumulated statistics) for user-defined ACLs. 

Modified feature: Configuring a description for an ACL 

Feature change description 
In this release, you can configure a description for a user-defined ACL. 

Command changes 

Modified command: description 

Syntax 
description text 

undo description 

Views 
IPv4 basic/advanced ACL view 

IPv6 basic/advanced ACL view 

Layer 2 ACL view 

User-defined ACL view 

Change description 
Before modification: You cannot configure a user-defined ACL. 

After modification: You can configure a user-defined ACL and its description. 
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Modified feature: Configuring a comment for an ACL rule 

Feature change description 
In this release, you can configure a comment for a user-defined ACL rule. 

Command changes 

Modified command: rule comment 

Syntax 
rule rule-id comment text 

undo rule rule-id comment 

Views 
IPv4 basic/advanced ACL view 

IPv6 basic/advanced ACL view 

Layer 2 ACL view 

User-defined ACL view 

Change description 
Before modification: You cannot configure a user-defined ACL. 

After modification: You can configure a user-defined ACL and configure a comment for a 
user-defined ACL rule. 

Modified feature: Defining QoS match criteria 

Feature change description 
This release added support for matching different traffic types (broadcast, multicast, unicast, and 
unknown unicast traffic). 

Command changes 

Modified command: if-match 

Syntax 
if-match match-criteria 

undo if-match match-criteria 

Views 
Traffic class view 

Change description 
After modification, the traffic-type { broadcast | multicast | unicast | unknown-unicast } 
parameter was added for the command to match broadcast, multicast, unicast, or unknown unicast 
traffic. 
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Modified feature: Configuring the FlexFabric Network 
Analytics (FNA) feature 

Feature change description 
This release added support for configuring the FNA feature on an IRF fabric. 

Command changes 
None. 

Modified feature: Implementing remote mirroring across 
tunnels through flow mirroring 

Feature change description 
The loopback keyword was added to the mirror-to interface command. The keyword enables the 
device to implement remote mirroring across tunnels through flow mirroring. 

Command changes 

Modified command: mirror-to interface 

Old syntax 
mirror-to interface interface-type interface-number [ destination-ip destination-ip-address 
source-ip source-ip-address [ dscp dscp-value | vlan vlan-id | vrf-instance vrf-name ] * ] 

New syntax 
mirror-to interface interface-type interface-number [ loopback | destination-ip 
destination-ip-address source-ip source-ip-address [ dscp dscp-value | vlan vlan-id | vrf-instance 
vrf-name ] * ] 

Views 
Traffic behavior view 

Change description 
The loopback keyword was added to the command. The keyword enables the device to implement 
remote mirroring across tunnels through flow mirroring. The mirror-to interface interface-type 
interface-number loopback command must be used together with the traffic redirecting feature. For 
example, you can implement remote mirroring across tunnels through flow mirroring as follows: 
1. Configure the mirror-to command in a QoS policy to mirror traffic to interface A. 
2. Configure another QoS policy that redirects the traffic mirrored to interface A to the source 

interface of the target tunnel interface.  
3. Apply the traffic redirecting QoS policy in the inbound direction of interface A. 
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Featrue 6203 
This release has the following changes: 
• New feature: DRNI 

New feature: DRNI 
Overview 

Distributed Resilient Network Interconnect (DRNI) virtualizes two physical devices into one system 
through multichassis link aggregation.  

DRNI network model 

As shown in Figure 1, DRNI virtualizes two devices into a distributed-relay (DR) system, which 
connects to the remote aggregation system through a multichassis aggregate link. To the remote 
aggregation system, the DR system is one device. 

Figure 1 DRNI network model 

 
 

The DR member devices are DR peers to each other. DRNI defines the following interface roles for 
each DR member device: 
• DR interface—Layer 2 aggregate interface connected to the remote aggregation system. DR 

interfaces connected to the same remote aggregation system belong to one DR group. In 
Figure 1, Bridge-Aggregation 1 on Device A and Bridge-Aggregation 2 on Device B belong to 
the same DR group. DR interfaces in a DR group form a multichassis aggregate link. 
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• Intra-portal port (IPP)—Layer 2 aggregate interface connected to the DR peer for internal 
control. Each DR member device has only one IPP. The IPPs of the DR member devices 
transmit DRNI protocol packets through the intra-portal link (IPL) established between them. A 
DR system has only one IPL. 

DR member devices use a keepalive link to monitor each other's state. For more information about 
the keepalive mechanism, see "Keepalive and failover mechanism." 

Roles of DR member devices 

For features that require centralized traffic processing (for example, spanning tree), a DR member 
device is assigned the primary or secondary role based on its DR role priority. The secondary DR 
device passes the traffic of those features to the primary DR device for processing. If the DR member 
devices in a DR system have the same DR role priority, the device with the lower bridge MAC 
address is assigned the primary role. 

DRCP 

DRNI uses IEEE P802.1AX Distributed Relay Control Protocol (DRCP) for multichassis link 
aggregation. DRCP runs on the IPL and uses distributed relay control protocol data units 
(DRCPDUs) to advertise the DRNI configuration out of IPPs and DR interfaces.  

DRCP operating mechanism 
DRNI-enabled devices use DRCPDUs for the following purposes: 
• Exchange DRCPDUs through DR interfaces to determine whether they can form a DR system. 
• Exchange DRCPDUs through IPPs to negotiate the IPL state. 

DRCP timeout timers 
DRCP uses a timeout mechanism to specify the amount of time that an IPP or DR interface must wait 
to receive DRCPDUs before it determines that the peer interface is down. This timeout mechanism 
provides the following timer options:  
• Short DRCP timeout timer, which is fixed at 3 seconds. If this timer is used, the peer interface 

sends one DRCPDU every second. 
• Long DRCP timeout timer, which is fixed at 90 seconds. If this timer is used, the peer interface 

sends one DRCPDU every 30 seconds. 

Short DRCP timeout timer enables the DR member devices to detect a peer interface down event 
more quickly than the long DRCP timeout timer. However this benefit is at the expense of bandwidth 
and system resources. 

Keepalive and failover mechanism 

For the secondary DR device to monitor the state of the primary device, you must establish a Layer 
3 keepalive link between the DR member devices.  

The DR member devices periodically send keepalive packets over the keepalive link. The secondary 
DR device determines that the primary DR device is down if all the following conditions are met when 
the keepalive timeout timer expires:  
• It has not received keepalive packets from the primary DR device. In this situation, the 

keepalive link is down. 
• The IPL is down. 

Then, the secondary DR device takes over.  

If the keepalive link is down while the IPL is up, the DR member devices prompt you to check for 
keepalive link issues. 
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MAD mechanism 

A multi-active collision occurs if the IPL goes down while the keepalive link is up. To avoid network 
issues, the secondary DR device sets all network interfaces to MAD DOWN state, except for the 
following interfaces: 
• IPP. 
• Management Ethernet interface. 
• Interfaces excluded from the MAD shutdown action. 

When the IPL comes up, the secondary DR device starts a delay timer and begins to recover data 
from the primary DR device. When the delay timer expires, the secondary DR device brings up all 
network interfaces. 

DR system setup process 

As shown in Figure 2, two devices perform the following operations to form a DR system: 
1. Send DRCPDUs over the IPL to each other and compare the DRCPDUs to determine the DR 

system stackability and device roles: 
a. Compare the DR system settings. The devices can form a DR system if they have the same 

DR system MAC address and system priority and different DR system numbers. 
b. Determine the device roles based on the DR role priority and the bridge MAC address. 

2. Send keepalive packets over the keepalive link to verify that the peer system is operating 
correctly. 

3. Synchronize configuration data by sending DRCPDUs over the IPL. The configuration data 
includes MAC address entries and ARP entries. 

Figure 2 DR system setup process 
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DRNI failure handling mechanisms 

DR interface failure handling mechanism 
When the DR interface of one DR member device fails, the DR system forwards traffic through the 
other DR member device. 

As shown in Figure 3, Device A and Device B form a DR system, to which Device C is attached 
through a multichassis aggregation. When the DR interface that connects Device B to Device C fails, 
Device A and Device B perform the following operations: 
1. Device B deletes the MAC address entries learned on the DR interface. 
2. Device B obtains the MAC address entries learned on the DR interface of Device A, with the 

outgoing interface modified to the IPP. 
3. When the downlink traffic from the IP network to Device C arrives at Device B, Device B sends 

the traffic to Device A out of the IPP over the IPL. 
4. Device A forwards the downlink traffic received from the IPL to Device C. 
5. After the faulty DR interface comes up, Device B performs synchronization with Device A, 

changing the outgoing interfaces of the MAC address entries from the IPP to the DR interface. 
Then, Device B can forward traffic to Device C through its DR interface. 

Figure 3 DR interface failure handling mechanism 

 
 

IPL failure handling mechanism 
As shown in Figure 4, multi-active collision occurs if the IPL goes down while the keepalive link is up. 
To avoid network issues, the secondary DR device sets all network interfaces to MAD DOWN state, 
except for the following interfaces: 
• IPP. 
• Management Ethernet interface. 
• Interfaces excluded from the MAD shutdown action. 

In this situation, the primary DR device forwards all traffic for the DR system. 
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Figure 4 IPL failure handling mechanism 

 
 

Device failure handling mechanism 
As shown in Figure 5, when the primary DR device fails, the secondary DR device takes over the 
primary role to forward all traffic for the DR system. When the faulty device recovers, it becomes the 
secondary DR device. 

When the secondary DR device fails, the primary DR device forwards all traffic for the DR system.  

Figure 5 Device failure handling mechanism 

 
 

Protocols and standards 

IEEE P802.1AX-REV™/D4.4c, Draft Standard for Local and Metropolitan Area Networks 
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If the reference port is a member port of a DR interface, the display link-aggregation verbose 
command displays the reference port on both DR member devices. 

For more information about Ethernet link aggregation, see Layer 2—LAN Switching Configuration 
Guide. 

DRNI configuration task list 

Tasks at a glance 
(Required.) Configuring DR system settings: 
• Configuring the DR system MAC address 
• Setting the DR system number 
• Setting the DR system priority 

(Optional.) Setting the DR role priority of the device 

(Required.) Configuring DR keepalive settings: 
• (Required.) Excluding an interface from the shutdown action by DRNI MAD 
• (Required.) Configuring DR keepalive packet parameters 
• (Optional.) Setting the DR keepalive interval and timeout timer 

(Required.) Configuring a DR interface 

(Required.) Specifying an aggregate interface as the IPP 

(Optional.) Enabling the short DRCP timeout timer on the IPP or a DR interface 

(Optional.) Setting the keepalive hold timer for identifying the cause of IPL down events 

(Optional.) Configuring DR system auto-recovery 

(Optional.) Setting the data restoration interval 
 

Configuring DR system settings 

Configuring the DR system MAC address 

Restrictions and guidelines 

   CAUTION: 
Changing the DR system MAC address causes DR system split. When you perform this task on a 
live network, make sure you are fully aware of its impact. 
 

The DR system MAC address uniquely identifies the DR system on the network. For the DR member 
devices to be identified as one DR system, you must configure the same DR system MAC address 
on them. As a best practice, use the bridge MAC address of one DR member device as the DR 
system MAC address. 

Procedure 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Configure the DR system 
MAC address. 

distributed-relay system-mac 
mac-address 

By default, the DR system MAC 
address is not configured. 
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Setting the DR system number 

Restrictions and guidelines 

   CAUTION: 
Changing the DR system number causes DR system split. When you perform this task on a live 
network, make sure you are fully aware of its impact. 
 

You must assign different DR system numbers to the DR member devices in a DR system. 

Procedure 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Set the DR system number. distributed-relay 
system-number system-number 

By default, the DR system number 
is not set.  

 

Setting the DR system priority 

About the DR system priority 
A DR system uses its DR system priority as the system LACP priority to communicate with the 
remote aggregation system.  

Restrictions and guidelines 

   CAUTION: 
Changing the DR system priority causes DR system split. When you perform this task on a live 
network, make sure you are fully aware of its impact. 
 

You must configure the same DR system priority for the DR member devices in a DR system. 

Procedure 

Step Command Remarks 

1. Enter system view. system-view N/A 

2. Set the DR system priority. distributed-relay 
system-priority system-priority 

By default, the DR system priority 
is 32768. 

 

Setting the DR role priority of the device 
About the DR role priority 

DRNI assigns the primary or secondary role to a DR member device based on its DR role priority. 
The smaller the priority value, the higher the priority. If the DR member devices in a DR system use 
the same DR role priority, the device with the lower bridge MAC address is assigned the primary role. 

Procedure 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Set the DR role priority of the distributed-relay role priority By default, the DR role priority of 



144 

Step Command Remarks 
device. priority-value the device is 32768. 

 

Configuring DR keepalive settings 

Restrictions and guidelines for configuring DR keepalive settings 

When you set up a keepalive link, follow these restrictions and guidelines: 
• Use Layer 3 Ethernet interfaces or management Ethernet interfaces to set up the keepalive link.  
• Make sure the two ends use the same keepalive settings. DR member devices check the peer 

keepalive settings for consistency. If an inconsistency is found, the device will prompt for 
configuration revision. 

Excluding an interface from the shutdown action by DRNI MAD 

About DRNI MAD 
When DRNI MAD detects a multi-active collision, DRNI sets all network interfaces on the secondary 
DR device to MAD DOWN state, except for the following interfaces: 
• IPP. 
• Management Ethernet interface. 
• Interfaces excluded from the MAD shutdown action. 

For correct keepalive detection, you must exclude the interfaces used for keepalive detection from 
the shutdown action by DRNI MAD. 

Restrictions and guidelines 
To view interfaces excluded from the MAD shutdown action, see the Excluded ports 
(user-configured) field in the output from the display mad verbose command. For more 
information about this command, see IRF Command Reference. 

Procedure 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Exclude an interface from the 
MAD shutdown action by 
DRNI. 

mad exclude interface 
interface-type interface-number 

By default, DRNI MAD shuts down 
all network interfaces when 
detecting a multi-active collision, 
except for the IPP and the 
management Ethernet interface. 

 

Configuring DR keepalive packet parameters 

About DR keepalive packet parameters 
Perform this task to specify the destination IP address, source IP address, and destination UDP port 
of DR keepalive packets. 

The device accepts only keepalive packets that are sourced from the specified destination IP 
address. The keepalive link goes down if the device receives keepalive packets sourced from any 
other IP address. 
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Restrictions and guidelines 
Make sure the DR member devices in a DR system use the same keepalive destination UDP port. 

Procedure 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Configure DR keepalive 
packet parameters. 

distributed-relay keepalive { ip | 
ipv6 } destination { ipv4-address 
| ipv6-address } source 
{ ipv4-address | ipv6-address } 
[ udp-port udp-number ] 

By default, the destination and 
source IP addresses are not 
specified for DR keepalive 
packets, and the keepalive 
destination UDP port is 6400. 

 

Setting the DR keepalive interval and timeout timer 

About the DR keepalive interval and timeout timer 
The device sends keepalive packets at the specified interval to its DR peer. If the device has not 
received a keepalive packet from the DR peer before the keepalive timeout timer expires, the device 
determines that the keepalive link is down. 

Restrictions and guidelines 
The DR keepalive timeout timer must be two times the DR keepalive interval at minimum. 

Configure the same DR keepalive interval on the DR member devices in the DR system.  

Procedure 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Set the DR keepalive interval 
and timeout timer. 

distributed-relay keepalive 
interval interval [ timeout 
timeout ] 

By default, the DR keepalive 
interval is 1000 milliseconds, and 
the DR keepalive timeout timer is 
5 seconds. 

 

Configuring a DR interface 
Restrictions and guidelines 

To use a Layer 2 aggregate interface as a DR interface, you must assign it to a DR group.  

The device can have multiple DR interfaces. However, you can assign a Layer 2 aggregate interface 
to only one DR group. 

A Layer 2 aggregate interface cannot operate as both IPP and DR interface. 

Procedure 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter Layer 2 aggregate 
interface view. 

interface bridge-aggregation 
interface-number N/A 

3. Assign the aggregate 
interface to a DR group. 

port distributed-relay group 
group-id 

By default, an aggregate interface 
does not belong to a DR group. 
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Specifying an aggregate interface as the IPP 
Restrictions and guidelines 

A DR member device can have only one IPP. A Layer 2 aggregate interface cannot operate as both 
IPP and DR interface. 

Procedure 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter Layer 2 aggregate 
interface view. 

interface bridge-aggregation 
interface-number N/A 

3. Specify the aggregate 
interface as the IPP. 

port distributed-relay 
intra-portal-port port-id 

By default, an aggregate interface 
is not the IPP. 

 

Enabling the short DRCP timeout timer on the IPP or a DR interface 

About the DRCP timeout timer 
By default, the IPP or a DR interface uses the 90-second long DRCP timeout timer. To detect peer 
interface down events more quickly, enable the 3-second short DRCP timeout timer on the interface. 

Restrictions and guidelines 
To avoid traffic interruption during an ISSU, disable the short DRCP timeout timer before you perform 
an ISSU. For more information about ISSU, see Fundamentals Configuration Guide. 

Procedure 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter Layer 2 aggregate 
interface view. 

interface bridge-aggregation 
interface-number N/A 

3. Enable the short DRCP 
timeout timer. 

distributed-relay drcp period 
short 

By default, an aggregate interface 
uses the long DRCP timeout timer 
(90 seconds). 

 

Setting the keepalive hold timer for identifying the cause of IPL down 
events 

About the keepalive hold timer 
The keepalive hold timer starts when the IPL goes down. The keepalive hold timer specifies the 
amount of time that the device uses to identify the cause of an IPL down event.  
• If the device receives keepalive packets from the DR peer before the timer expires, the IPL is 

down because the IPL fails. 
• If the device does not receive keepalive packets from the DR peer before the timer expires, the 

IPL is down because the peer DR device fails. 
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Restrictions and guidelines 
For the DR member device to correctly determine the cause of an IPL down event, make sure the 
keepalive hold timer is longer than the keepalive interval and is shorter than the keepalive timeout 
timer. 

Procedure 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Set the keepalive hold timer. distributed-relay keepalive 
hold-time value 

By default, the keepalive hold 
timer is 3 seconds. 

 

Configuring DR system auto-recovery 
About DR system auto-recovery 

The auto-recovery feature takes effect only when the DR role of the device is unknown or secondary 
at startup. 

If the primary DR device fails during the startup of the entire DR system, the secondary DR device by 
default does not take over the primary role. To avoid having no primary DR device in the DR system, 
you can configure the auto-recovery feature. This feature introduces a reload delay timer. After 
startup, the secondary DR device takes over the primary role if it has not received keepalive packets 
or DRCPDUs from the primary DR device before the reload delay timer expires. 

Procedure 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Configure DR system 
auto-recovery. 

distributed-relay auto-recovery 
reload-delay delay-value 

By default, DR system 
auto-recovery is not configured. 
The reload-delay timer is not set. 

 

Setting the data restoration interval 

About the data restoration interval 
The data restoration interval specifies the maximum amount of time for the secondary DR device to 
synchronize data with the primary DR device during DR system setup. Within the data restoration 
interval, the secondary DR device sets all network interfaces to MAD DOWN state, except for the 
following interfaces: 
• IPP. 
• Management Ethernet interface. 
• Interfaces excluded from the MAD shutdown action. 

When the data restoration interval expires, the secondary DR device brings up all network interfaces. 

Restrictions and guidelines 
To avoid packet loss and forwarding failure, increase the data restoration interval if the amount of 
data is large or if an ISSU is to be performed between the DR member devices. 
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Procedure 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Set the data restoration 
interval. 

distributed-relay restore-delay 
value 

By default, the data restoration 
interval is 30 seconds. 

 

Displaying and maintaining DRNI 
Execute display commands in any view and reset commands in user view. 
 

Task Command 
Display the DR system settings. display distributed-relay system 

Display brief information about the IPP 
and DR interfaces. display distributed-relay summary 

Display detailed information about the 
IPP and DR interfaces. 

display distributed-relay verbose [ bridge-aggregation 
interface-number ] 

Display DRCPDU statistics. display distributed-relay drcp statistics [ interface 
interface-type interface-number ] 

Display DR keepalive packet statistics. display distributed-relay keepalive 

Display DR role information. display distributed-relay role 

Clear DRCPDU statistics. reset distributed-relay drcp statistics [ interface interface-list ] 
 

DRNI configuration example 
Network configuration 

As shown in Figure 6, configure DRNI on Device A and Device B to establish a multichassis 
aggregate link with Device C. 

Figure 6 Network diagram 

 
 

Procedure 
1. Configure Device A: 

Device A

Device C

Device B

IPL

DR系统

HGE1/0/3

HGE1/0/1
HGE1/0/3

HGE1/0/4

HGE1/0/3

HGE1/0/2

HGE1/0/4 HGE1/0/4

DR 1 DR 2

BAGG

KeepaliveHGE1/0/5 HGE1/0/5
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# Configure DR system settings. 
<DeviceA> system-view 

[DeviceA] distributed-relay system-mac 1-1-1 

[DeviceA] distributed-relay system-number 1 

[DeviceA] distributed-relay system-priority 123 

# Configure DR keepalive packet parameters. 
[DeviceA] distributed-relay keepalive ip destination 1.1.1.1 source 1.1.1.2 

# Set the link mode of HundredGigE 1/0/5 to Layer 3, and assign the interface an IP address. 
The IP address will be used as the source IP address of keepalive packets. 
[DeviceA] interface hundredgige 1/0/5 

[DeviceA-HundredGigE1/0/5] port link-mode route 

[DeviceA-HundredGigE1/0/5] ip address 1.1.1.2 24 

[DeviceA-HundredGigE1/0/5] quit 

# Exclude the interface used for DR keepalive detection (HundredGigE 1/0/5) from the 
shutdown action by DRNI MAD.  
[DeviceA] mad exclude interface hundredgige 1/0/5 

# Create Layer 2 dynamic aggregate interface Bridge-Aggregation 3. 
[DeviceA] interface bridge-aggregation 3 

[DeviceA-Bridge-Aggregation3] link-aggregation mode dynamic 

[DeviceA-Bridge-Aggregation3] quit 

# Assign HundredGigE 1/0/1 and HundredGigE 1/0/2 to aggregation group 3. 
[DeviceA] interface hundredgige 1/0/1 

[DeviceA-HundredGigE1/0/1] port link-aggregation group 3 

[DeviceA-HundredGigE1/0/1] quit 

[DeviceA] interface hundredgige 1/0/2 

[DeviceA-HundredGigE1/0/2] port link-aggregation group 3 

[DeviceA-HundredGigE1/0/2] quit 

# Specify Bridge-Aggregation 3 as the IPP. 
[DeviceA] interface bridge-aggregation 3 

[DeviceA-Bridge-Aggregation3] port distributed-relay intra-portal-port 1 

[DeviceA-Bridge-Aggregation3] quit 

# Create Layer 2 dynamic aggregate interface Bridge-Aggregation 4. 
[DeviceA] interface bridge-aggregation 4 

[DeviceA-Bridge-Aggregation4] link-aggregation mode dynamic 

[DeviceA-Bridge-Aggregation4] quit 

# Assign HundredGigE 1/0/3 and HundredGigE 1/0/4 to aggregation group 4. 
[DeviceA] interface hundredgige 1/0/3 

[DeviceA-HundredGigE1/0/3] port link-aggregation group 4 

[DeviceA-HundredGigE1/0/3] quit 

[DeviceA] interface hundredgige 1/0/4 

[DeviceA-HundredGigE1/0/4] port link-aggregation group 4 

[DeviceA-HundredGigE1/0/4] quit 

# Assign Bridge-Aggregation 4 to DR group 4. 
[DeviceA] interface bridge-aggregation 4 

[DeviceA-Bridge-Aggregation4] port distributed-relay group 4 

[DeviceA-Bridge-Aggregation4] quit 

2. Configure Device B: 
# Configure DR system settings. 
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<DeviceB> system-view 

[DeviceB] distributed-relay system-mac 1-1-1 

[DeviceB] distributed-relay system-number 2 

[DeviceB] distributed-relay system-priority 123 

# Configure DR keepalive packet parameters. 
[DeviceB] distributed-relay keepalive ip destination 1.1.1.2 source 1.1.1.1 

# Set the link mode of HundredGigE 1/0/5 to Layer 3, and assign the interface an IP address. 
The IP address will be used as the source IP address of keepalive packets. 
[DeviceB] interface hundredgige 1/0/5 

[DeviceB-HundredGigE1/0/5] port link-mode route 

[DeviceB-HundredGigE1/0/5] ip address 1.1.1.1 24 

[DeviceB-HundredGigE1/0/5] quit 

# Exclude the interface used for DR keepalive detection (HundredGigE 1/0/5) from the 
shutdown action by DRNI MAD. 
[DeviceB] mad exclude interface hundredgige 1/0/5 

# Create Layer 2 dynamic aggregate interface Bridge-Aggregation 3. 
[DeviceB] interface bridge-aggregation 3 

[DeviceB-Bridge-Aggregation3] link-aggregation mode dynamic 

[DeviceB-Bridge-Aggregation3] quit 

# Assign HundredGigE 1/0/1 and HundredGigE 1/0/2 to aggregation group 3. 
[DeviceB] interface hundredgige 1/0/1 

[DeviceB-HundredGigE1/0/1] port link-aggregation group 3 

[DeviceB-HundredGigE1/0/1] quit 

[DeviceB] interface hundredgige 1/0/2 

[DeviceB-HundredGigE1/0/2] port link-aggregation group 3 

[DeviceB-HundredGigE1/0/2] quit 

# Specify Bridge-Aggregation 3 as the IPP. 
[DeviceB] interface bridge-aggregation 3 

[DeviceB-Bridge-Aggregation3] port distributed-relay intra-portal-port 1 

[DeviceB-Bridge-Aggregation3] quit 

# Create Layer 2 dynamic aggregate interface Bridge-Aggregation 4. 
[DeviceB] interface bridge-aggregation 4 

[DeviceB-Bridge-Aggregation4] link-aggregation mode dynamic 

[DeviceB-Bridge-Aggregation4] quit 

# Assign HundredGigE 1/0/3 and HundredGigE 1/0/4 to aggregation group 4. 
[DeviceB] interface hundredgige 1/0/3 

[DeviceB-HundredGigE1/0/3] port link-aggregation group 4 

[DeviceB-HundredGigE1/0/3] quit 

[DeviceB] interface hundredgige 1/0/4 

[DeviceB-HundredGigE1/0/4] port link-aggregation group 4 

[DeviceB-HundredGigE1/0/4] quit 

# Assign Bridge-Aggregation 4 to DR group 4. 
[DeviceB] interface bridge-aggregation 4 

[DeviceB-Bridge-Aggregation4] port distributed-relay group 4 

[DeviceB-Bridge-Aggregation4] quit 

3. Configure Device C: 
# Create Layer 2 dynamic aggregate interface Bridge-Aggregation 4. 
<DeviceC> system-view 
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[DeviceC] interface bridge-aggregation 4 

[DeviceC-Bridge-Aggregation4] link-aggregation mode dynamic 

[DeviceC-Bridge-Aggregation4] quit 

# Assign HundredGigE 1/0/1 through HundredGigE 1/0/4 to aggregation group 4. 
[DeviceC] interface range hundredgige 1/0/1 to hundredgige 1/0/4 

[DeviceC-if-range] port link-aggregation group 4 

[DeviceC-if-range] quit 

Verifying the configuration 
# Verify that the keepalive link is working correctly on Device A. 
[DeviceA] display distributed-relay keepalive 

Neighbor keepalive link status: Up 

Neighbor is alive for: 104 sec, 16 ms 

Last keepalive packet sending status: Successful 

Last keepalive packet sending time: 2017/03/09 10:12:09 620 ms 

Last keepalive packet receiving status: Successful 

Last keepalive packet receiving time: 2017/03/09 10:12:09 707 ms 

 

Distributed relay keepalive parameters: 

Destination IP address: 1.1.1.1 

Source IP address: 1.1.1.2 

Keepalive interval : 1000 ms 

Keepalive timeout  : 5 sec 

Keepalive hold time: 3 sec 

Keepalive UDP port : 6400 

# Verify that the IPP and the DR interface are working correctly on Device A. 
[DeviceA] display distributed-relay summary 

IPP             IPP ID        State 

BAGG3           1             UP 

 

DR interface    DR group ID   State 

BAGG4           4             UP 

[DeviceA] display distributed-relay verbose 

Flags: A -- Home_Gateway, B -- Neighbor_Gateway, C -- Other_Gateway, 

       D -- IPP_Activity, E -- DRCP_Timeout, F -- Gateway_Sync, 

       G -- Port_Sync, H -- Expired 

IPP/IPP ID: BAGG3/1 

State: UP 

Local state/Peer state: ABDFG/ABDFG 

Local Selected ports Index: 1, 2 

Peer Selected ports Index: 1, 2 

 

DR interface/DR group ID: BAGG4/4 

State: UP 

Local state/Peer state: ABDFG/ABDFG 

Local Selected ports Index: 16387, 16388 

Peer Selected ports Index: 32771, 32772 
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# Verify that all member ports of aggregation group 4 are in Selected state on Device C, which 
indicates a successful link aggregation between the DR system and Device C. 
[DeviceC] display link-aggregation verbose bridge-aggregation 4 

Loadsharing Type: Shar -- Loadsharing, NonS -- Non-Loadsharing 

Port Status: S -- Selected, U -- Unselected, I -- Individual 

Port: A -- Auto port, M -- Management port, R -- Reference port 

Flags:  A -- LACP_Activity, B -- LACP_Timeout, C -- Aggregation, 

        D -- Synchronization, E -- Collecting, F -- Distributing, 

        G -- Defaulted, H -- Expired 

Aggregate Interface: Bridge-Aggregation4 

Aggregation Mode: Dynamic 

Loadsharing Type: Shar 

Management VLANs: None 

System ID: 0x8000, 2e56-cbae-0600 

Local: 

  Port                Status   Priority Index    Oper-Key               Flag 

  HGE1/0/1(R)         S        32768    1        1                      {ACDEF} 

  HGE1/0/2            S        32768    2        1                      {ACDEF} 

  HGE1/0/3            S        32768    3        1                      {ACDEF} 

  HGE1/0/4            S        32768    4        1                      {ACDEF} 

Remote: 

  Actor               Priority Index    Oper-Key SystemID               Flag 

  HGE1/0/1            32768    16387    40004    0x7b  , 0001-0001-0001 {ACDEF} 

  HGE1/0/2            32768    16388    40004    0x7b  , 0001-0001-0001 {ACDEF} 

  HGE1/0/3            32768    32771    40004    0x7b  , 0001-0001-0001 {ACDEF} 

  HGE1/0/4            32768    32772    40004    0x7b  , 0001-0001-0001 {ACDEF} 

DRNI commands 

display distributed-relay drcp statistics 

Use display distributed-relay drcp statistics to display DRCPDU statistics. 

Syntax 
display distributed-relay drcp statistics [ interface interface-type interface-number ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
interface interface-type interface-number: Specifies a Layer 2 aggregate interface by its type and 
number. If you do not specify this option, the command displays the DRCPDU statistics about the 
IPP and all DR interfaces. 

Examples 
# Display DRCPDU statistics. 
<Sysname> display distributed-relay drcp statistics 
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 * indicates the port is the IPP. 

Aggregate interface type: 

BAGG -- Bridge-Aggregation 

Interface     State     Sent     Received     Error      Unknown 

*BAGG1        UP        6758     5576         50         121 

 BAGG5        UP        3324     3300         68         36 

 BAGG6        UP        256      124          23         19 

 BAGG7        UP        45       41           8          6 

Table 3 Command output 

Field Description 

Interface Abbreviated interface name. The name of the IPP is prefixed with an 
asterisk (*). 

State 
Physical state of the interface: 
• UP. 
• DOWN. 

Sent Number of sent DRCPDUs. 

Received Number of received DRCPDUs. 

Error Number of error DRCPDUs. 

Unknown Number of unrecognized DRCPDUs. 
 

display distributed-relay keepalive 

Use display distributed-relay keepalive to display DR keepalive packet statistics. 

Syntax 
display distributed-relay keepalive 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Examples 
# Display DR keepalive packet statistics. 
<Sysname> display distributed-relay keepalive 

Neighbor keepalive link status: Up 

Neighbor is alive for: 135642 sec 501 ms 

Last keepalive packet sending status: Successful 

Last keepalive packet sending time: 2013.03.18 18:23:53 986 ms 

Last keepalive packet receiving status: Successful 

Last keepalive packet receiving time: 2013.03.18 18:23:54 99 ms  

 

Distributed relay keepalive parameters: 

Destination IP address: 10.0.0.2 

Source IP address: 10.0.0.1 

Keepalive interval : 1000 ms 
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Keepalive timeout  : 5 sec 

Keepalive hold time: 3 sec 

Keepalive UDP port : 6400 

Table 4 Command output 

Field Description 

Neighbor keepalive link 
status 

State of the DR peer: 
• Unknown—No DR peer is detected because the destination IP address 

of keepalive packets is not specified.  
• Up—The DR peer is up. 
• Down—The DR peer is down. 

Neighbor is alive for Time period for which the DR peer has been up. 

Last keepalive packet 
sending status 

Result of the most recent keepalive packet transmission:  
• Successful. 
• Failed. 

Last keepalive packet 
sending time 

Most recent time when a keepalive packet was sent. If the device has not sent 
any keepalive packets, this field displays N/A. 

Last keepalive packet 
receiving status 

Result of the most recent keepalive packet receiving attempt:  
• Successful. 
• Failed. 

Last keepalive packet 
receiving time 

Most recent time when a keepalive packet was received. If the device has not 
received any keepalive packets, this field displays N/A. 

Destination IP address Destination IP address of keepalive packets sent by the device. 

Source IP address Source IP address of keepalive packets sent by the device. 

Keepalive interval Interval at which the device sends keepalive packets. 

Keepalive timeout Keepalive timeout timer. 

Keepalive hold time Keepalive hold timer setting. The keepalive hold timer specifies the amount of 
time that the device uses to identify the cause of an IPL down event. 

Keepalive UDP port Destination UDP port of keepalive packets. 
 

Related commands 
distributed-relay keepalive destination 
distributed-relay keepalive hold-time 
distributed-relay keepalive interval 

display distributed-relay role 

Use display distributed-relay role to display DR role information. 

Syntax 
display distributed-relay role 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 



155 

Examples 
# Display DR role information. 
<Sysname> display distributed-relay role 

DR      Role priority    Bridge MAC          Configured role    Effective role 

Local   32667            0000-0001-002e      Primary            Primary 

Peer    32667            00e0-fc00-512d      Secondary          Secondary 

Table 5 Command output 

Field Description 

DR 
Device location: 
• Local—The local device. 
• Peer—The DR peer. 

Configured role 

The DR role you have configured for the device: 
• Primary. 
• Secondary. 
If the device role is unknown, this field displays None.  

Effective role 

Current role of the device: 
• Primary. 
• Secondary. 
If the device role is unknown, this field displays None. 

 

Related commands 
distributed-relay role priority 

display distributed-relay summary 

Use display distributed-relay summary to display summary information about the IPP and DR 
interfaces. 

Syntax 
display distributed-relay summary 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Examples 
# Display summary information about the IPP and DR interfaces.  
IPP             IPP ID        State 

BAGG2           1             UP 

 

DR interface    DR group ID   State 

BAGG1           1             UP 

BAGG11          2             DOWN 

BAGG15          5             UP 
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Table 6 Command output 

Field Description 
IPP Abbreviated name of the IPP. 

DR interface Abbreviated name of the DR interface. 

State 
State of the interface: 
• UP. 
• DOWN. 

 

Related commands 
port distributed-relay group 

display distributed-relay system 

Use display distributed-relay system to display the DR system settings. 

Syntax 
display distributed-relay system 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Examples 
# Display the DR system settings. 
<Sysname> display distributed-relay system 

IPP: Bridge-Aggregation10 

State: UP 

 

DR          System number System MAC         System priority 

Local       1             0000-fc00-6504     32768 

Peer        2             0000-fc00-6504     32768 

Table 7 Command output 

Field Description 
IPP Full name of the IPP. 

State 
State of the IPP: 
• UP. 
• DOWN. 

Local 

Information about the local device: 
• System number—This field displays N/A if the system number is not 

configured. 
• System MAC—This field displays N/A if the system MAC address is not 

configured. 
• System priority—The DR system priority, which is used as the system LACP 

priority. 

Peer Information about the DR peer: 
• System number—This field displays N/A if the system number is not configured 
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Field Description 
or no DR peer exists. 

• System MAC—This field displays N/A if the system MAC address is not 
configured or no DR peer exists. 

• System priority—This field displays N/A if no DR peer exists. 
 

Related commands 
distributed-relay system-mac 
distributed-relay system-number 
distributed-relay system-priority 
port distributed-relay intra-portal port 

display distributed-relay verbose 

Use display distributed-relay verbose to display detailed information about the IPP and DR 
interfaces. 

Syntax 
display distributed-relay verbose [ bridge-aggregation interface-number ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
bridge-aggregation interface-number: Specifies a DR interface or the IPP by its number. The 
interface number must already exist. If you do not specify an interface, the command displays 
detailed information about the IPP and all DR interfaces.  

Usage guidelines 
If the specified interface is not the IPP or a DR interface, no information is displayed.  

Examples 
# Display detailed information about DR interface Bridge-Aggregation 1. 
<Sysname> display distributed-relay verbose bridge-aggregation 1 

Flags: A -- Home_Gateway, B -- Neighbor_Gateway, C -- Other_Gateway, 

       D -- IPP_Activity, E -- DRCP_Timeout, F -- Gateway_Sync, 

       G -- Port_Sync, H -- Expired 

 

DR interface/DR group ID: BAGG1/1 

State: UP 

Local state/Peer state: ABDFG/ABDFG 

Local Selected ports Index: 16385, 16386 

Peer Selected ports Index: 32769, 32770 

# Display detailed information about IPP Bridge-Aggregation 2.  
<Sysname> display distributed-relay verbose bridge-aggregation 2 

Flags: A -- Home_Gateway, B -- Neighbor_Gateway, C -- Other_Gateway, 

       D -- IPP_Activity, E -- DRCP_Timeout, F -- Gateway_Sync, 



158 

       G -- Port_Sync, H -- Expired 

 

IPP/IPP ID: BAGG2/1 

State: UP 

Local state/Peer state: ABDFG/ABDFG 

Local Selected ports Index: 16385, 16386 

Peer Selected ports Index: 32769, 32770 

Table 8 Command output 

Field Description 

Flags 

DRCP state flags. The flag field is one byte long, represented by ABCDEFGH from the 
lowest bit to the highest bit. A letter is displayed when its bit is 1 and is not displayed 
when its bit is 0. 
• A—Indicates whether DRCP is enabled on the local device. 1 indicates enabled. 0 

indicates disabled. 
• B—Indicates whether DRCP is enabled on the DR peer. 1 indicates enabled. 0 

indicates disabled. 
• C—Indicates whether DRCP is enabled on a third DR member device. 1 indicates 

enabled. 0 indicates disabled. 
• D—Indicates whether the local IPP has determined that DRCP is enabled on the 

DR peer. 1 indicates yes. 0 indicates no. 
• E—Indicates the DRCP timeout timer. 1 indicates the short timeout timer. 0 

indicates the long timeout timer. 
• F—Indicates whether the local IPP permits the packets that contain the negotiated 

gateway conversation IDs. 1 indicates yes. 0 indicates no. 
• G—Indicates whether the local IPP permits the packets that contain the negotiated 

port conversation IDs. 1 indicates yes. 0 indicates no. 
• H—Indicates whether the local DRCPDU receive machine is in default or expired 

state. 1 indicates yes. 0 indicates no. 

IPP Abbreviated name of the IPP. 

DR interface Abbreviated name of the DR interface. 

State 
State of the interface: 
• UP. 
• DOWN. 

Local state Local DRCP state flags. If all bits are set to 0, this field displays Unknown. 

Peer state Peer DRCP state flags. If all bits are set to 0 or no peer exists, this field displays 
Unknown. 

 

Related commands 
port distributed-relay group 

distributed-relay auto-recovery reload-delay 

Use distributed-relay auto-recovery reload-delay to enable DR system auto-recovery and set the 
reload delay timer. 

Use undo distributed-relay auto-recovery reload-delay to restore the default. 

Syntax 
distributed-relay auto-recovery reload-delay delay-value 

undo distributed-relay auto-recovery reload-delay 
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Default 
DR system auto-recovery is disabled and the reload delay timer is not set.  

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
delay-value: Specifies a reload delay in the range of 240 to 3600 seconds. 

Usage guidelines 
The auto-recovery feature takes effect only when the DR role of the device is unknown at startup. 

If the primary DR device fails during the startup of the entire DR system, the secondary DR device by 
default does not take over the primary role. To avoid having no primary DR device in the DR system, 
you can configure the auto-recovery feature. This feature introduces a reload delay timer. After 
startup, the secondary DR device takes over the primary role if it has not received keepalive packets 
or DRCPDUs from the primary DR device before the reload delay timer expires. 

Examples 
# Enable DR system auto-recovery and set the reload delay timer to 245 seconds. 
<Sysname> system-view 

[Sysname] distributed-relay auto-recovery reload-delay 245 

Related commands 
display distributed-relay role 

distributed-relay drcp period short 

Use distributed-relay drcp period short to enable the short DRCP timeout timer (3 seconds) on 
the IPP or a DR interface. 

Use undo distributed-relay drcp period to restore the default. 

Syntax 
distributed-relay drcp period short 
undo distributed-relay drcp period 

Default 
An aggregate interface uses the long DRCP timeout timer (90 seconds). 

Views 
Layer 2 aggregate interface view 

Predefined user roles 
network-admin 

Usage guidelines 
This command takes effect only on the IPP or a DR interface.  

DRCP uses a timeout mechanism to specify the amount of time that an IPP or DR interface must wait 
to receive DRCPDUs before it determines that the peer interface is down. This timeout mechanism 
provides the following timer options:  
• Short DRCP timeout timer, which is fixed at 3 seconds. If this timer is used, the peer interface 

sends one DRCPDU every second. 



160 

• Long DRCP timeout timer, which is fixed at 90 seconds. If this timer is used, the peer interface 
sends one DRCPDU every 30 seconds. 

Short DRCP timeout timer enables the DR member devices to detect a peer interface down event 
more quickly than the long DRCP timeout timer. However, this benefit is at the expense of bandwidth 
and system resources. 

To avoid traffic interruption during an ISSU, disable the short DRCP timeout timer before you perform 
an ISSU. For more information about ISSU, see Fundamentals Configuration Guide. 

Examples 
# Enable the short DRCP timeout timer on Bridge-Aggregation 1.  
<Sysname> system-view 

[Sysname] interface bridge-aggregation 1 

[Sysname-Bridge-Aggregation1] distributed-relay drcp period short 

distributed-relay keepalive 

Use distributed-relay keepalive to configure DR keepalive packet parameters. 

Use undo distributed-relay keepalive to restore the default. 

Syntax 
distributed-relay keepalive { ip | ipv6 } destination { ipv4-address | ipv6-address } source 
{ ipv4-address | ipv6-address } [ udp-port udp-number ] 

undo distributed-relay keepalive { ip | ipv6 } 

Default 
The destination and source IP addresses are not specified for DR keepalive packets, and the 
keepalive destination UDP port is 6400. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
ip: Specifies IPv4 addresses. 

ipv6: Specifies IPv6 addresses. 

destination: Specifies an IP address of the DR peer as the destination IP address of keepalive 
packets. 

source: Specifies a local IP address as the source IP address of keepalive packets. 

ipv4-address: Specifies an IPv4 address. 

ipv6-address: Specifies an IPv6 address. 

udp-port udp-number: Specifies the destination UDP port of keepalive packets. The value range for 
the udp-number argument is 1 to 65535, and the default value is 6400. 

Usage guidelines 
The device accepts only keepalive packets that are sourced from the specified destination IP 
address. The keepalive link goes down if the device receives keepalive packets sourced from any 
other IP addresses. 

Make sure the DR member devices in a DR system use the same keepalive destination UDP port. 

If you execute this command multiple times, the most recent configuration takes effect. 
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Examples 
# Specify the destination and source IP addresses of keepalive packets as 192.168.68.125 and 
192.168.68.100, respectively. 
<Sysname> system-view 

[Sysname] distributed-relay keepalive ip destination 192.168.68.125 source 192.168.68.100 

Related commands 
display distributed-relay keepalive 

distributed-relay keepalive hold-time 

Use distributed-relay keepalive hold-time to set the keepalive hold timer. 

Use undo distributed-relay keepalive hold-time to restore the default. 

Syntax 
distributed-relay keepalive hold-time value 

undo distributed-relay keepalive hold-time 

Default 
The keepalive hold timer is 3 seconds. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
value: Specifies a timer value in the range of 3 to 10 seconds. 

Usage guidelines 
 

   IMPORTANT: 
For the DR member device to correctly determine the cause of an IPL down event, make sure the 
keepalive hold timer is longer than the keepalive interval and is shorter than the keepalive timeout 
timer. 
 

The keepalive hold timer starts when the IPL goes down. The keepalive hold timer specifies the 
amount of time that the device uses to identify the cause of an IPL down event.  
• If the device receives keepalive packets from the DR peer before the timer expires, the IPL is 

down because the IPL fails. 
• If the device does not receive keepalive packets from the DR peer before the timer expires, the 

IPL is down because the peer DR device fails. 

Examples 
# Set the keepalive hold timer to 5 seconds. 
<Sysname> system-view 

[Sysname] distributed-relay keepalive hold-time 5 

Related commands 
display distributed-relay keepalive 
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distributed-relay keepalive interval 

Use distributed-relay keepalive interval to set the DR keepalive interval and timeout timer. 

Use undo distributed-relay keepalive interval to restore the default. 

Syntax 
distributed-relay keepalive interval interval [ timeout timeout ] 

undo distributed-relay keepalive interval 

Default 
The DR keepalive interval is 1000 milliseconds, and the DR keepalive timeout timer is 5 seconds. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
interval interval: Specifies the keepalive interval, in the range of 100 to 10000 milliseconds. 

timeout timeout: Specifies the keepalive timeout timer, in the range of 3 to 20 seconds. The 
keepalive timeout timer must be two times the keepalive interval at minimum.  

Usage guidelines 
The device sends keepalive packets at the specified interval to its DR peer. If the device has not 
received a keepalive packet from the DR peer before the keepalive timeout timer expires, the device 
determines that the keepalive link is down. 

You must configure the same DR keepalive interval on the DR member devices in a DR system.  

If you execute this command multiple times, the most recent configuration takes effect. 

Examples 
# Set the DR keepalive interval and timeout timer to 2000 milliseconds and 6 seconds, respectively. 
<Sysname> system-view 

[Sysname] distributed-relay keepalive interval 2000 timeout 6 

Changing the keepalive interval might cause system setup failure. Continue? [Y/N]:y 

Related commands 
display distributed-relay keepalive 

distributed-relay restore-delay 

Use distributed-relay restore-delay to set the data restoration interval. 

Use undo distributed-relay restore-delay to restore the default. 

Syntax 
distributed-relay restore-delay value 

undo distributed-relay restore-delay 

Default 
The data restoration interval is 30 seconds. 

Views 
System view 
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Predefined user roles 
network-admin 

Parameters 
value: Specifies the data restoration interval, in the range of 1 to 3600 seconds. 

Usage guidelines 
The data restoration interval specifies the maximum amount of time for the secondary DR device to 
synchronize data with the primary DR device during DR system setup. Within the data restoration 
interval, the secondary DR device sets all network interfaces to MAD DOWN state, except for the 
following interfaces: 
• IPP. 
• Management Ethernet interface. 
• Interfaces excluded from the MAD shutdown action. 

When the data restoration interval expires, the secondary DR device brings up all network interfaces. 

To avoid packet loss and forwarding failure, increase the data restoration interval if the amount of 
data is large or if an ISSU is to be performed between the DR member devices. 

Examples 
# Set the data restoration interval to 50 seconds. 
<Sysname> system-view 

[Sysname] distributed-relay restore-delay 50 

distributed-relay role priority 

Use distributed-relay role priority to set the DR role priority of the device. 

Use undo distributed-relay role priority to restore the default. 

Syntax 
distributed-relay role priority priority-value 

undo distributed-relay role priority 

Default 
The DR role priority of the device is 32768. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
priority-value: Specifies the DR role priority, in the range of 0 to 65535. The lower the value, the 
higher the priority. 

Usage guidelines 
For features that require centralized traffic processing, a DR member device is assigned the primary 
or secondary role based on its DR role priority. The secondary DR device forwards the traffic of those 
features to the primary DR device for processing. If the DR member devices use the same DR role 
priority, the member device with a lower bridge MAC address is assigned the primary role. 

Examples 
# Set the DR role priority of the device to 66. 
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<Sysname> system-view 

[Sysname] distributed-relay role priority 66 

Related commands 
display distributed-relay role 

distributed-relay system-mac 

Use distributed-relay system-mac to configure the DR system MAC address. 

Use undo distributed-relay system-mac to restore the default. 

Syntax 
distributed-relay system-mac mac-address 

undo distributed-relay system-mac 

Default 
The DR system MAC address is not configured. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
mac-address: Specifies a MAC address in the H-H-H format. The MAC address cannot be a 
multicast MAC address, all-zero MAC address, or all-F MAC address. 

Usage guidelines 
 

   CAUTION: 
Changing the DR system MAC address causes DR system split. When you perform this task on a 
live network, make sure you are fully aware of its impact. 
 

The DR system MAC address uniquely identifies the DR system on the network. For the DR member 
devices to be identified as one DR system, you must configure the same DR system MAC address 
on them. As a best practice, use the bridge MAC address of one DR member device as the DR 
system MAC address. 

Examples 
# Configure the DR system MAC address as 0001-0001-0001. 
<Sysname> system-view 

[Sysname] distributed-relay system-mac 1-1-1 

Changing the system MAC address might flap the intra-portal link and cause DR system setup 

failure. Continue? [Y/N]:y 

[Sysname] 

distributed-relay system-number 

Use distributed-relay system-number to set the DR system number. 

Use undo distributed-relay system-number to restore the default. 

Syntax 
distributed-relay system-number system-number 
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undo distributed-relay system-number 

Default 
The DR system number is not set. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
system-number: Specifies the DR system number. Available values are 1 and 2. 

Usage guidelines 
 

   CAUTION: 
Changing the DR system number causes DR system split. When you perform this task on a live 
network, make sure you are fully aware of its impact. 
 

You must assign different DR system numbers to the DR member devices in a DR system. 

Examples 
# Set the DR system number to 1. 
<Sysname> system-view 

[Sysname] distributed-relay system-number 1 

Changing the system number might flap the intra-portal link and cause DR system setup 

failure. Continue? [Y/N]:y 

[Sysname] 

Related commands 
display distributed-relay system 

distributed-relay system-priority 

Use distributed-relay system-priority to set the DR system priority. 

Use undo distributed-relay system-priority to restore the default. 

Syntax 
distributed-relay system-priority priority 

undo distributed-relay system-priority 

Default 
The DR system priority is 32768. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
priority: Specifies a priority value in the range of 0 to 65535. The lower the value, the higher the 
priority. 
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Usage guidelines 
 

   CAUTION: 
Changing the DR system priority causes DR system split. When you perform this task on a live 
network, make sure you are fully aware of its impact. 
 

A DR system uses its DR system priority as the system LACP priority to communicate with the 
remote aggregation system.  

You must configure the same DR system priority for the DR member devices in a DR system. 

Examples 
# Set the DR system priority to 64. 
<Sysname> system-view 

[Sysname] distributed-relay system-priority 64 

Changing the system priority might flap the intra-portal link and cause DR system setup 

failure. Continue? [Y/N]:y 

[Sysname] 

Related commands 
display distributed-relay system 

mad exclude interface  

Use mad exclude interface to exclude an interface from the shutdown action by DRNI MAD. 

Use undo mad exclude interface to enable DRNI MAD to shut down an interface when a 
multi-active collision is detected. 

Syntax 
mad exclude interface interface-type interface-number 

undo mad exclude interface interface-type interface-number 

Default 
DRNI MAD shuts down all network interfaces when detecting a multi-active collision, except for the 
IPP and the management Ethernet interface. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
interface-type interface-number: Specifies an interface by its type and number. 

Usage guidelines 
When DRNI MAD detects a multi-active collision, DRNI sets all network interfaces on the secondary 
DR device to MAD DOWN state, except for the following interfaces: 
• IPP. 
• Management Ethernet interface. 
• Interfaces excluded from the MAD shutdown action. 

For correct keepalive detection, you must exclude the interfaces used for keepalive detection from 
the shutdown action by DRNI MAD. 
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Examples 
# Exclude HundredGigE 1/0/1 from the shutdown action by DRNI MAD. 
<Sysname> system-view 

[Sysname] mad exclude interface hundredgige 1/0/1 

Related commands 
display mad verbose (see Virtual Technologies Command Reference) 

port distributed-relay group 

Use port distributed-relay group to assign an aggregate interface to a DR group. 

Use undo port distributed-relay group to restore the default. 

Syntax 
port distributed-relay group group-id 

undo port distributed-relay 

Default 
An aggregate interface does not belong to a DR group. 

Views 
Layer 2 aggregate interface view 

Predefined user roles 
network-admin 

Parameters 
group-id: Specifies a DR group number. The value range is 1 to 1024. 

Usage guidelines 
To use a Layer 2 aggregate interface as a DR interface, you must assign it to a DR group.  

The device can have multiple DR interfaces. However, you can assign a Layer 2 aggregate interface 
to only one DR group. 

A Layer 2 aggregate interface cannot operate as both IPP and DR interface. 

Examples 
# Assign Bridge-Aggregation 1 to DR group 100. 
<Sysname> system-view 

[Sysname] interface bridge-aggregation 1 

[Sysname-Bridge-Aggregation1] port distributed-relay group 100 

Related commands 
display distributed-relay summary 
display distributed-relay verbose 

port distributed-relay intra-portal-port 

Use port distributed-relay intra-portal-port to specify an aggregate interface as the IPP. 

Use undo distributed-relay intra-portal-port to restore the default. 

Syntax 
port distributed-relay intra-portal-port port-id 
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undo port distributed-relay intra-portal-port 

Default 
An aggregate interface is not the IPP. 

Views 
Layer 2 aggregate interface view 

Predefined user roles 
network-admin 

Parameters 
port-id: Specifies the IPP ID, which is fixed at 1. 

Usage guidelines 
A DR member device can have only one IPP. A Layer 2 aggregate interface cannot operate as both 
IPP and DR interface. 

Examples 
# Specify Bridge-Aggregation 2 as the IPP. 
<Sysname> system-view 

[Sysname] interface bridge-aggregation 2 

[Sysname-Bridge-Aggregation2] port distributed-relay intra-portal-port 1 

reset distributed-relay drcp statistics 

Use reset distributed-relay drcp statistics to clear DRCPDU statistics. 

Syntax 
reset distributed-relay drcp statistics [ interface interface-list ] 

Views 
User view 

Predefined user roles 
network-admin 

Parameters 
interface interface-list: Specifies a space-separated list of interface items. Each item specifies an 
aggregate interface or a range of aggregate interfaces in the form of interface-type 
interface-number1 [ to interface-type interface-number2 ]. The value for interface-number2 must be 
greater than or equal to the value for interface-number1. The aggregate interfaces must be DR 
interfaces or the IPP. If you do not specify this option, the command clears the DRCPDU statistics 
about all DR interfaces and the IPP. 

Examples 
# Clear DRCPDU statistics. 
<Sysname> reset distributed-relay drcp statistics 

Related commands 
display distributed-relay drcp statistics 
 



169 

Feature 6202 
This software version has the following changes: 
• New feature: Enabling EEE on an Ethernet interface 
• New feature: Ignoring port speed in setting the aggregation states of member ports 
• New feature: Seed for link aggregation load sharing algorithms 
• New feature: Global load sharing mode for MAC-in-MAC traffic 
• New feature: DCBX 
• New feature: Enabling IGMP snooping globally 
• New feature: Disabling IGMP snooping for a VLAN or VSI 
• New feature: Enabling MLD snooping globally 
• New feature: Disabling MLD snooping for a VLAN or VSI 
• New feature: PBB 
• New feature: MPLS L2VPN 
• New feature: VPLS 
• New feature: MACsec 
• New feature: Displaying the role of the device in the VCF fabric 
• New feature: Source IPv4 address for the device to communicate with RabbitMQ servers 
• New feature: FlexFabric Network Analytics 
• New feature: SPBM 
• New feature: ERPS 
• New feature: Configuring an FCoE mode 
• New feature: Configuring FC interfaces 
• New feature: Configuring VFC interfaces 
• New feature: Configuring FC link aggregation 
• New feature: Enabling FCoE 
• New feature: Configuring VSANs 
• New feature: Building a fabric 
• New feature: Configuring FC routing and forwarding 
• New feature: Configuring FC zones 
• New feature: Configuring NPV 
• New feature: Configuring FIP snooping 
• New feature: Configuring port security 
• New feature: Configuring FCS 
• New feature: Configuring FDMI 
• New feature: Configuring FC ping 
• New feature: Configuring FC tracert 
• New feature: Comprehensive FC and FCoE configuration examples 
• New feature: FC and FcoE Appendixes 
• Modified feature: Excluding a service interface from the IRF MAD shutdown action by the 

system 
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• Modified feature: Synchronizing the attribute configurations of an aggregation member port 
from its aggregate interface 

• Modified feature: Setting the LLDP frame transmission interval 
• Modified feature: Displaying ARP entries 
• Modified feature: Setting the aging time for dynamic ARP entries 
• Modified feature: Defining whether a DHCP server specified on the relay agent is on the public 

network or in a VPN instance 
• Modified feature: Defining whether a DHCPv6 server specified on the relay agent is on the 

public network or in a VPN instance 
• Modified feature: Enabling a BGP instance 
• Modified feature: Value range for port security's limit on the number of secure MAC addresses 
• Modified feature: Specifying a RabbitMQ server 
• Modified feature: Configuring a hotkey 
• Modified feature: Displaying memory usage information 
• Modified feature: Setting the maximum size for the information center trace log file 
• Modified feature: Displaying VLAN information about interfaces where loops are detected 
• Modified feature: Setting the voice VLAN aging timer 
• Modified feature: Creating a VLAN 
• Modified feature: Predefined user roles for SSH and FTP client commands 
• Modified feature: SSH login username format 
• Modified feature: Value range for the interval for an OpenFlow instance to reconnect to a 

controller 

New feature: Enabling EEE on an Ethernet interface 

Enabling EEE on an Ethernet interface 

 IMPORTANT: 
Fiber ports do not support this feature. 
 

With Energy Efficient Ethernet (EEE) enabled, a link-up interface enters low power state if it has not 
received any packet for a period of time. The time period depends on the chip specifications and is 
not configurable. When a packet arrives later, the device automatically restores power supply to the 
interface and the interface restores to the normal state. 

To enable EEE on an Ethernet interface: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter Ethernet interface 
view. 

interface interface-type 
interface-number N/A 

3. Enable EEE on the 
Ethernet interface. eee enable By default, EEE is disabled on 

an Ethernet interface. 
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Command reference 

eee enable 

Use eee enable to enable Energy Efficient Ethernet (EEE) on an interface. 

Use undo eee enable to disable EEE on an interface. 

Syntax 
eee enable 

undo eee enable 

Default 
EEE is disabled. 

Views 
Ethernet interface view 

Predefined user roles 
network-admin 

Usage guidelines 
With EEE enabled, a link-up interface enters low power state if it has not received any packet for a 
period of time. The time period depends on the chip specifications and is not configurable. When a 
packet arrives later, the interface restores to the normal state. 

Examples 
# Enable EEE on Ten-GigabitEthernet 1/1/1. 
<Sysname> system-view 

[Sysname] interface ten-gigabitethernet1/1/1 

[Sysname-Ten-GigabitEthernet1/1/1] eee enable 

New feature: Ignoring port speed in setting the 
aggregation states of member ports 

Ignoring port speed in setting the aggregation states of member ports 
This feature allows the Selected ports in an aggregation group to have different speeds. 

The configuration of this feature can be different at the two ends of a dynamic aggregate link that can 
automatically negotiate the aggregation states of the member ports. The aggregation states of the 
member ports in a static aggregation group are not affected by the peer ports. To avoid traffic loss on 
a static aggregate link, make sure the configuration of this feature is the same for both ends of the 
static aggregate link. 

To configure an aggregation group to ignore port speed in setting the aggregation states of member 
ports: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 
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Step Command Remarks 

2. Enter aggregate interface 
view. 

• Enter Layer 2 aggregate 
interface view: 
interface 
bridge-aggregation 
interface-number 

• Enter Layer 3 aggregate 
interface view: 
interface 
route-aggregation 
interface-number 

N/A 

3. Configure the aggregation 
group to ignore port speed in 
setting the aggregation 
states of member ports. 

link-aggregation ignore speed 

By default, an aggregation group 
does not ignore port speed in 
setting the aggregation states of 
member ports. 

 

Command reference 

link-aggregation ignore speed 

Use link-aggregation ignore speed to configure an aggregation group to ignore port speed in 
setting the aggregation states of member ports. 

Use undo link-aggregation ignore speed to restore the default. 

Syntax 
link-aggregation ignore speed 
undo link-aggregation ignore speed 

Default 
An aggregation group does not ignore port speed in setting the aggregation states of member ports. 

Views 
Layer 2 aggregate interface view 

Layer 3 aggregate interface view 

Predefined user roles 
network-admin 

Usage guidelines 
This command allows the Selected ports in an aggregation group to have different speeds. 

The configuration of this command can be different at the two ends of a dynamic aggregate link that 
can automatically negotiate the aggregation states of the member ports. The aggregation states of 
the member ports in a static aggregation group are not affected by the peer ports. To avoid traffic loss 
on a static aggregate link, make sure the configuration of this command is the same for both ends of 
the static aggregate link. 

Examples 
# Configure Layer 2 aggregation group 1 to ignore port speed in setting the aggregation states of 
member ports. 
<Sysname> system-view 

[Sysname] interface bridge-aggregation 1 

[Sysname-Bridge-Aggregation1] link-aggregation ignore speed 
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New feature: Seed for link aggregation load sharing 
algorithms 

Configuring a link aggregation load sharing algorithm seed 
This feature takes effect only when the per-flow load sharing mode is used and the per-flow load 
sharing mode does not use the following traffic classification criteria: 
• Source IP address. 
• Destination IP address. 
• Source MAC address. 
• Destination MAC address. 
• Source and destination IP addresses. 
• Source and destination MAC addresses. 

To configure a link aggregation load sharing algorithm seed: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Configure a link aggregation 
load sharing algorithm seed. 

link-aggregation global 
load-sharing seed seed-number 

By default, no algorithm seed is 
configured. 

 

Command reference 

link-aggregation global load-sharing seed 

Use link-aggregation global load-sharing seed to configure a link aggregation load sharing 
algorithm seed. 

Use undo link-aggregation global load-sharing seed to restore the default. 

Syntax 
link-aggregation global load-sharing seed seed-number 

undo link-aggregation global load-sharing seed 

Default 
No algorithm seed is configured. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
seed seed-number: Specifies a seed in the range of 1 to ffffffff. 

Usage guidelines 
If you execute this command multiple times, the most recent configuration takes effect. 

You can configure only the algorithm or the algorithm seed, or both. You can combine an algorithm 
with different algorithm seeds to obtain different effects. 
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Examples 
# Specify 1023 (3FF in hexadecimal format) as the link aggregation load sharing algorithm seed. 
<Sysname> system-view 

[Sysname] link-aggregation global load-sharing seed 3FF 

New feature: Global load sharing mode for MAC-in-MAC 
traffic 

Setting the global load sharing mode for MAC-in-MAC traffic 
Perform this task to set the global load sharing mode for MAC-in-MAC traffic on the aggregate links 
of a backbone core bridge. For more information about backbone core bridges, see "New feature: 
PBB." 

MAC-in-MAC traffic can be load shared based on any of the following items: 
• The outer frame header, and source and destination ports. 
• The inner frame header, and source and destination ports. 

To set the global load sharing mode for MAC-in-MAC traffic: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Set the global load sharing 
mode for MAC-in-MAC 
traffic. 

link-aggregation global 
load-sharing minm { inner | 
outer } 

By default, MAC-in-MAC traffic is 
load shared based on the inner 
frame header, and source and 
destination ports. 

 

Command reference 

link-aggregation global load-sharing minm 

Use link-aggregation global load-sharing minm to set the global load sharing mode for 
MAC-in-MAC traffic. 

Use undo link-aggregation global load-sharing minm to restore the default. 

Syntax 
link-aggregation global load-sharing minm { inner | outer } 
undo link-aggregation global load-sharing minm 

Default 
MAC-in-MAC traffic is load shared based on the inner frame header, and source and destination 
ports. 

Views 
System view 

Predefined user roles 
network-admin 
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Parameters 
inner: Specifies the inner frame header, and source and destination ports. The inner frame header 
contains the source and destination customer MAC addresses, VLAN ID, and Ethernet type. 

outer: Specifies the outer frame header, and source and destination ports. The outer frame header 
contains the I-SID, and source and destination backbone MAC addresses. 

Usage guidelines 
If you execute this command multiple times, the most recent configuration takes effect. 

Examples 
# Set the global load sharing mode to load share MAC-in-MAC traffic based on the inner frame 
header, and source and destination ports. 
<Sysname> system-view 

[Sysname] link-aggregation global load-sharing minm inner 

New feature: DCBX 

Configuring DCBX 
Data Center Ethernet (DCE), also known as Converged Enhanced Ethernet (CEE), is enhancement 
and expansion of traditional Ethernet local area networks for use in data centers. DCE uses the Data 
Center Bridging Exchange Protocol (DCBX) to negotiate and remotely configure the bridge capability 
of network elements.  

DCBX has the following self-adaptable versions:  
• DCB Capability Exchange Protocol Specification Rev 1.00. 
• DCB Capability Exchange Protocol Base Specification Rev 1.01. 
• IEEE Std 802.1Qaz-2011 (Media Access Control (MAC) Bridges and Virtual Bridged Local Area 

Networks-Amendment 18: Enhanced Transmission Selection for Bandwidth Sharing Between 
Traffic Classes).  

DCBX offers the following functions: 
• Discovers the peer devices' capabilities and determines whether devices at both ends support 

these capabilities.  
• Detects configuration errors on peer devices.  
• Remotely configures the peer device if the peer device accepts the configuration.  
 

 NOTE: 
HPE devices support only the remote configuration feature. 
 

Figure 7 DCBX application scenario 

 
 

DCBX enables lossless packet transmission on DCE networks. 

Data center network

Server with FCoE cardAccess switch

DCBX TLV
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As shown in Figure 7, DCBX applies to an FCoE-based data center network, and operates on an 
access switch. DCBX enables the switch to control the server or storage adapter, and simplifies the 
configuration and guarantees configuration consistency. DCBX extends LLDP by using the IEEE 
802.1 organizationally specific TLVs (DCBX TLVs) to transmit DCBX data, including: 
• In DCBX Rev 1.00 and DCBX Rev 1.01: 

 Application Protocol (APP). 
 Enhanced Transmission Selection (ETS). 
 Priority-based Flow Control (PFC). 

• In IEEE Std 802.1Qaz-2011: 
 ETS Configuration. 
 ETS Recommendation. 
 PFC. 
 APP.  

HPE devices can send these types of DCBX information to a server or storage adapter supporting 
FCoE. However, HPE devices cannot accept these types of DCBX information. 

DCBX configuration task list 

Tasks at a glance 
(Required.) Enabling LLDP and DCBX TLV advertising 

(Required.) Setting the DCBX version 

(Required.) Configuring APP parameters 

(Required.) Configuring ETS parameters 
• Configuring the 802.1p-to-local priority mapping 
• Configuring group-based WRR queuing 

(Required.) Configuring PFC parameters 
 

Enabling LLDP and DCBX TLV advertising 

To enable the device to advertise APP, ETS, and PFC data through an interface, perform the 
following tasks: 
• Enable LLDP globally.  
• Enable LLDP and DCBX TLV advertising on the interface. 

To enable LLDP and DCBX TLV advertising: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 
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Step Command Remarks 

2. Enable LLDP globally. lldp global enable 

By default: 
• If the device is started with 

the software default settings, 
LLDP is disabled globally. 

• If the device is started with 
the factory default settings, 
LLDP is enabled globally. 

For more information about device 
startup with software or factory 
default settings, see configuration 
file management configuration in 
Fundamentals Configuration 
Guide. 

3. Enter Layer 2 Ethernet 
interface view. 

interface interface-type 
interface-number N/A 

4. Enable LLDP. lldp enable By default, LLDP is enabled on an 
interface. 

5. Enable the interface to 
advertise DCBX TLVs. lldp tlv-enable dot1-tlv dcbx By default, DCBX TLV advertising 

is disabled on an interface. 
 

Setting the DCBX version 

When you set the DCBX version, follow these restrictions and guidelines: 
• For DCBX to work correctly, configure the same DCBX version on the local port and peer port. 

As a best practice, configure the highest version supported on both ends. IEEE Std 
802.1Qaz-2011, DCBX Rev 1.01, and DCBX Rev 1.00 are in descending order. 

• After the configuration, LLDP frames sent by the local port carry information about the 
configured DCBX version. The local port and peer port do not negotiate the DCBX version. 

• When the DCBX version is autonegotiated, the version IEEE Std 802.1Qaz-2011 is preferably 
negotiated. 

To set the DCBX version: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter Layer 2 Ethernet 
interface view. 

interface interface-type 
interface-number N/A 

3. Set the DCBX version. dcbx version { rev100 | rev101 | 
standard } 

By default, the DCBX version 
is not configured. It is 
autonegotiated by the local 
port and peer port. 

 

Configuring APP parameters 

The device negotiates with the server adapter by using the APP parameters to achieve the following 
purposes: 
• Control the 802.1p priority values of the protocol packets that the server adapter sends.  
• Identify traffic based on the 802.1p priority values.  
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For example, the device can use the APP parameters to negotiate with the server adapter to set 
802.1p priority 3 for all FCoE and FIP frames. When the negotiation succeeds, all FCoE and FIP 
frames that the server adapter sends to the device carry the 802.1p priority 3. 

Configuration restrictions and guidelines 
When you configure APP parameters, follow these restrictions and guidelines: 
• An Ethernet frame header ACL identifies application protocol packets by frame type.  
• An IPv4 advanced ACL identifies application protocol packets by TCP/UDP port number.  
• DCBX Rev 1.00 identifies application protocol packets only by frame type and advertises only 

TLVs with frame type 0x8906 (FCoE).  
• DCBX Rev 1.01 has the following attributes: 

 Supports identifying application protocol packets by both frame type and TCP/UDP port 
number. 

 Does not restrict the frame type or TCP/UDP port number for advertising TLVs. 
 Can advertise up to 77 TLVs according to the remaining length of the current packet. 

• In a QoS policy, you can configure multiple class-behavior associations. A packet might be 
configured with multiple 802.1p priority marking or mapping actions, and the one configured first 
takes effect. 

Configuration procedure 
To configure APP parameters: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Create an ACL and enter 
ACL view. 

• Create an Ethernet frame 
header ACL and enter ACL 
view: 
acl mac { acl-number | name 
acl-name } [ match-order { 
auto | config } ] 

• Create an IPv4 advanced 
ACL and enter ACL view: 
acl advanced { acl-number | 
name acl-name } [ 
match-order { auto | config 
} ] 

An Ethernet frame header ACL 
number is in the range of 4000 to 
4999. An IPv4 advanced ACL 
number is in the range of 3000 to 
3999.  
DCBX Rev 1.00 supports only 
Ethernet frame header ACLs. 
DCBX Rev 1.01 and IEEE Std 
802.1Qaz-2011 support both 
Ethernet frame header ACLs and 
IPv4 advanced ACLs. 

3. Create a rule for the ACL. 

• For the Ethernet frame 
header ACL: 
rule [ rule-id ] permit type 
protocol-type ffff 

• For the IPv4 advanced ACL: 
rule [ rule-id ] permit { tcp | 
udp } destination-port eq 
port 

Create rules according to the type 
of the ACL previously created.  

4. Return to system view. quit N/A 

5. Create a class, specify the 
operator of the class as OR, 
and enter class view. 

traffic classifier classifier-name 
operator or N/A 

6. Use the specified ACL as the 
match criterion of the class. if-match acl acl-number N/A 

7. Return to system view. quit N/A 

8. Create a traffic behavior and 
enter traffic behavior view. traffic behavior behavior-name N/A 
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Step Command Remarks 
9. Configure the behavior to 

mark packets with an 802.1p 
priority. 

remark dot1p 8021p N/A 

10. Return to system view. quit N/A 

11. Create a QoS policy and 
enter QoS policy view. qos policy policy-name N/A 

12. Associate the class with the 
traffic behavior in the QoS 
policy, and apply the 
association to DCBX. 

classifier classifier-name 
behavior behavior-name mode 
dcbx 

N/A 

13. Return to system view. quit N/A 

14. Apply the QoS policy. 

• To the outgoing traffic of all 
ports: 
qos apply policy 
policy-name global 
outbound 

• To the outgoing traffic of a 
Layer 2 Ethernet interface: 
a. Enter Layer 2 Ethernet 

interface view: 
interface interface-type 
interface-number 

b. Apply the QoS policy to 
the outgoing traffic: 
qos apply policy 
policy-name outbound 

N/A 

 

For more information about the acl, rule, traffic classifier, if-match, traffic behavior, remark 
dot1p, qos policy, classifier behavior, qos apply policy global, and qos apply policy 
commands, see ACL commands and QoS policy commands in ACL and QoS Command Reference. 

Configuring ETS parameters 

ETS provides committed bandwidth. To avoid packet loss caused by congestion, the device 
performs the following operations: 
• Uses ETS parameters to negotiate with the server adapter. 
• Controls the server adapter's transmission speed of the specified type of traffic. 
• Guarantees that the transmission speed is within the committed bandwidth of the interface. 

To configure ETS parameters, you must configure the 802.1p-to-local priority mapping and 
group-based WRR queuing.  

Configuring the 802.1p-to-local priority mapping 
You can configure the 802.1p-to-local priority mapping either in the MQC method or in the priority 
mapping table method. If you configure the 802.1p-to-local priority mapping in both methods, the 
configuration made in the MQC method applies. 

To configure the 802.1p-to-local priority mapping in the MQC method: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 
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Step Command Remarks 
2. Create a traffic class, specify 

the operator of the class as 
OR, and enter class view. 

traffic classifier classifier-name 
operator or By default, no traffic class exists. 

3. Configure the class to match 
packets with the specified 
service provider network 
802.1p priority values. 

if-match service-dot1p 
8021p-list 

By default, no match criterion is 
configured for the class to match 
packets. 

4. Return to system view. quit N/A 

5. Create a traffic behavior and 
enter traffic behavior view. traffic behavior behavior-name By default, no traffic behavior 

exists. 

6. Configure the behavior to 
mark packets with the 
specified local precedence 
value. 

remark local-precedence 
local-precedence 

By default, no local precedence 
marking action is configured. 

7. Return to system view. quit N/A 

8. Create a QoS policy and 
enter QoS policy view. qos policy policy-name By default, no policy exists. 

9. Associate the class with the 
traffic behavior in the QoS 
policy, and apply the 
association to DCBX. 

classifier classifier-name 
behavior behavior-name mode 
dcbx 

By default, no class-behavior 
association exists.  

 

For more information about the traffic classifier, if-match, traffic behavior, remark 
local-precedence, qos policy, and classifier behavior commands, see QoS policy commands in 
ACL and QoS Command Reference. 

To configure the 802.1p priority mapping in the priority mapping table method: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter 802.1p-to-local 
priority mapping table view. qos map-table dot1p-lp N/A 

3. Configure the priority 
mapping table to map the 
specified 802.1p priority 
values to a local 
precedence value. 

import import-value-list export 
export-value 

For information about the default 
priority mapping tables, see ACL 
and QoS Configuration Guide. 

 

For more information about the qos map-table, qos map-table color, and import commands, see 
priority mapping commands in ACL and QoS Command Reference. 

Configuring group-based WRR queuing 
You can configure group-based WRR queuing to allocate bandwidth. 

To configure group-based WRR queuing: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter Layer 2 Ethernet 
interface view. 

interface interface-type 
interface-number N/A 
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Step Command Remarks 

3. Enable WRR queuing. qos wrr byte-count 
By default, byte-count WRR 
queuing is enabled on an 
interface. 

4. Configure a queue. 

• Add a queue to WRR priority group 
1 and configure the scheduling 
weight for the queue: 
qos wrr queue-id group 1 
byte-count schedule-value 

• Configure a queue to use SP 
queuing: 
qos wrr queue-id group sp 

Use one or both commands. 

 

For more information about the qos wrr, qos wrr byte-count, and qos wrr group sp commands, 
see congestion management commands in ACL and QoS Command Reference. 

Configuring PFC parameters 

To prevent packets with an 802.1p priority value from being dropped, enable PFC for the 802.1p 
priority value. This feature reduces the sending rate of packets carrying this priority when network 
congestion occurs. 

The device uses PFC parameters to negotiate with the server adapter and to enable PFC for the 
specified 802.1p priorities on the server adapter. 

To configure PFC parameters: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter Layer 2 Ethernet 
interface view. 

interface interface-type 
interface-number N/A 

3. Enable PFC in auto mode on 
the Ethernet interface. priority-flow-control auto 

By default, PFC is disabled. 
To advertise the PFC data, you 
must enable PFC in auto mode. 

4. Enable PFC for the specified 
802.1p priorities. 

priority-flow-control no-drop 
dot1p dot1p-list 

By default, PFC is disabled for all 
802.1p priorities. 

 

For more information about the priority-flow-control and priority-flow-control no-drop dot1p 
commands, see Ethernet interface commands in Layer 2—LAN Switching Command Reference. 

Command reference 

dcbx version 

Use dcbx version to set the DCBX version. 

Use undo dcbx version to restore the default. 

Syntax 
dcbx version { rev100 | rev101 | standard } 
undo dcbx version 

Default 
The DCBX version is not configured. It is autonegotiated by the local port and peer port. 
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Views 
Layer 2 Ethernet interface view 

Predefined user roles 
network-admin 

Parameters 
rev100: Specifies DCBX Rev 1.00. 

rev101: Specifies DCBX Rev 1.01. 

standard: Specifies the IEEE Std 802.1Qaz-2011. 

Usage guidelines 
For DCBX to work correctly, set the same DCBX version on the local port and peer port. As a best 
practice, set the highest version supported on both ends. IEEE Std 802.1Qaz-2011, DCBX Rev 1.01, 
and DCBX Rev 1.00 are in descending order. 

After the configuration, LLDP frames sent by the local port carry information about the configured 
DCBX version. The local port and peer port do not negotiate the DCBX version. 

When the DCBX version is autonegotiated, the version IEEE Std 802.1Qaz-2011 is preferentially 
negotiated. 

Examples 
# Set the DCBX version to Rev. 1.01 on interface HundredGigE1/0/1. 
<Sysname> system-view 

[Sysname] interface hundredgige 1/0/1 

[Sysname-HundredGigE1/0/1] dcbx version rev101 

lldp tlv-enable dot1-tlv dcbx 

Use lldp tlv-enable dot1-tlv dcbx to enable advertising of the DCBX TLV on a port.  

Use undo lldp tlv-enable dot1-tlv dcbx to disable advertising of the DCBX TLV on a port. 

Syntax 
lldp tlv-enable dot1-tlv dcbx 

undo lldp tlv-enable dot1-tlv dcbx 

Default 
Advertising of the DCBX TLV is disabled on a port. 

Views 
Layer 2 Ethernet interface view 

Predefined user roles 
network-admin 

Examples 
# Enable advertising of the DCBX TLV on port HundredGigE1/0/1. 
<Sysname> system-view 

[Sysname] interface hundredgige 1/0/1 
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New feature: Enabling IGMP snooping globally 

Enabling IGMP snooping globally 
After you enable IGMP snooping globally, IGMP snooping is enabled for all VLANs or VSIs. 

To configure other IGMP snooping features for VLANs or VSIs, you must enable IGMP snooping for 
the specific VLANs or VSIs even though IGMP snooping is globally enabled. 
• For VLANs, you can enable IGMP snooping for multiple VLANs by using the enable vlan 

command in IGMP-snooping view or for a VLAN by using the igmp-snooping enable 
command in VLAN view. The configuration in VLAN view has the same priority as the 
configuration in IGMP-snooping view. 

• For VSIs, you can only enable IGMP snooping for a VSI by using the igmp-snooping enable 
command in VSI view. 

The VLAN-specific or VSI-specific IGMP snooping configuration takes priority over the global IGMP 
snooping configuration. For example, if you enable IGMP snooping globally and then disable IGMP 
snooping for a VLAN, IGMP snooping is disabled in the VLAN. 

To enable IGMP snooping globally: 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enable the IGMP snooping 
feature and enter 
IGMP-snooping view. 

igmp-snooping By default, the IGMP snooping 
feature is disabled.  

3. Enable IGMP snooping 
globally. global-enable By default, IGMP snooping is 

disabled globally. 
 

Command reference 

global-enable (IGMP-snooping view) 

Use global-enable to enable IGMP snooping globally. 

Use undo global-enable to disable IGMP snooping globally. 

Syntax 
global-enable 
undo global-enable 

Default 
IGMP snooping is disabled globally. 

Views 
IGMP-snooping view 

Predefined user roles 
network-admin 

Usage guidelines 
To configure other IGMP snooping features for VLANs or VSIs, you must enable IGMP snooping for 
the specific VLANs or VSIs even though IGMP snooping is enabled globally. To enable IGMP 
snooping for multiple VLANs, use the enable vlan command in IGMP-snooping view. To enable 
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IGMP snooping for a VLAN or VSI, use the igmp-snooping enable command in VLAN view or VSI 
view. 

Examples 
# Enable IGMP snooping globally. 
<Sysname> system-view 

[Sysname] igmp-snooping 

[Sysname-igmp-snooping] global-enable 

New feature: Disabling IGMP snooping for a VLAN or VSI 

Disabling IGMP snooping for a VLAN or VSI 
Perform this task to disable IGMP snooping for a VLAN or VSI when IGMP snooping is globally 
enabled. 

To disable IGMP snooping for a VLAN or VSI: 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enable the IGMP snooping 
feature and enter 
IGMP-snooping view. 

igmp-snooping By default, the IGMP snooping 
feature is disabled. 

3. Return to system view. quit N/A 

4. Enter VLAN or VSI view. 

• Enter VLAN view: 
vlan vlan-id 

• Enter VSI view: 
vsi vsi-name 

N/A 

5. Disable IGMP snooping for 
the VLAN or VSI. igmp-snooping disable 

By default, the IGMP snooping 
status in a VLAN or VSI is 
consistent with the global IGMP 
snooping status. 

 

Command reference 

igmp-snooping disable 

Use igmp-snooping disable to disable IGMP snooping for a VLAN or VSI. 

Syntax 
igmp-snooping disable 

Default 
The IGMP snooping status in a VLAN or VSI is consistent with the global IGMP snooping status. 

Views 
VLAN view 

VSI view 

Predefined user roles 
network-admin 
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Examples 
# Disable IGMP snooping for VLAN 2. 
<Sysname> system-view 

[Sysname] vlan 2 

[Sysname-vlan2] igmp-snooping disable 

# Disable IGMP snooping for VSI aaa. 
<Sysname> system-view 

[Sysname] vsi aaa 

[Sysname-vsi-aaa] igmp-snooping disable 

New feature: Enabling MLD snooping globally 

Enabling MLD snooping globally 
After you enable MLD snooping globally, MLD snooping is enabled for all VLANs or VSIs. 

To configure other MLD snooping features for VLANs or VSIs, you must enable MLD snooping for 
the VLANs or VSIs even though MLD snooping is globally enabled. 
• For VLANs, you can enable MLD snooping for multiple VLANs by using the enable vlan 

command in MLD-snooping view or for a VLAN by using the mld-snooping enable command 
in VLAN view. The configuration in MLD-snooping view has the same priority as the 
configuration in VLAN view. 

• For VSIs, you can only enable MLD snooping for a VSI by using the mld-snooping enable 
command in VSI view. 

The VLAN-specific or VSI-specific MLD snooping configuration takes priority over the global MLD 
snooping configuration. For example, if you enable MLD snooping globally and then disable MLD 
snooping for a VLAN, IGMP snooping is disabled in the VLAN. 

To enable MLD snooping globally: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enable the MLD snooping 
feature globally and enter 
MLD-snooping view. 

mld-snooping By default, the MLD snooping 
feature is disabled. 

3. Enable MLD snooping 
globally. global-enable By default, MLD snooping is 

disabled globally. 
 

Command reference 

global-enable (MLD-Snooping view) 

Use global-enable to enable MLD snooping globally. 

Use undo global-enable to disable MLD snooping globally. 

Syntax 
global-enable 
undo global-enable 
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Default 
MLD snooping is disabled globally. 

Views 
MLD-snooping view 

Predefined user roles 
network-admin 

Usage guidelines 
To configure other MLD snooping features for VLANs or VSIs, you must enable MLD snooping for 
the specific VLANs or VSIs even though MLD snooping is enabled globally. To enable MLD snooping 
for multiple VLANs, use the enable vlan command in MLD-snooping view. To enable MLD snooping 
for a VLAN or VSI, use the mld-snooping enable command in VLAN view or VSI view. 

Examples 
# Enable MLD snooping globally. 
<Sysname> system-view 

[Sysname] mld-snooping 

[Sysname-mld-snooping] global-enable 

New feature: Disabling MLD snooping for a VLAN or VSI 

Disabling MLD snooping for a VLAN or VSI 

Perform this task to disable MLD snooping for a VLAN or VSI when MLD snooping is globally 
enabled. 

To disable MLD snooping for a VLAN or VSI: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enable the MLD snooping 
feature and enter 
MLD-snooping view. 

mld-snooping By default, the MLD snooping 
feature is disabled. 

3. Return to system view. quit N/A 

4. Enter VLAN view or VSI 
view. 

• Enter VLAN view: 
vlan vlan-id 

• Enter VSI view: 
vsi vsi-name 

N/A 

5. Disable MLD snooping for 
the VLAN or VSI. mld-snooping disable 

By default, the status of MLD 
snooping for a VLAN or VSI is 
consistent with the global MLD 
snooping status. 

 

Command reference 

mld-snooping disable 

Use mld-snooping disable to disable MLD snooping for a VLAN or VSI. 
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Syntax 
mld-snooping disable 

Default 
The MLD snooping status in a VLAN or VSI is consistent with the global MLD snooping status.  

Views 
VLAN view 

VSI view 

Predefined user roles 
network-admin 

Examples 
# Disable MLD snooping for VLAN 2. 
<Sysname> system-view 

[Sysname] vlan 2 

[Sysname-vlan2] mld-snooping disable 

# Disable MLD snooping for VSI aaa. 
<Sysname> system-view 

[Sysname] vsi aaa 

[Sysname-vsi-aaa] mld-snooping disable 

New feature: PBB 

Overview 
IEEE 802.1ah Provider Backbone Bridge (PBB) is a MAC-in-MAC Layer 2 VPN technology. It 
interconnects multiple provider bridged networks to build a large-scale end-to-end Layer 2 provider 
bridged network. 

PBB has the following advantages over QinQ: 
• Reduces the MAC address table size. In a PBB-enabled service provider network, only the 

edge devices maintain entries for customer MAC addresses. In a QinQ-enabled service 
provider network, all devices must maintain entries for customer MAC addresses. 

• Supports more than 16 million service instances. QinQ supports only a maximum of 4094 outer 
VLANs (service instances). 

For more information about QinQ, see Layer 2—LAN Switching Configuration Guide. 

PBB network model 

As shown in Figure 8, the PBB network includes backbone edge bridges and backbone core bridges. 

Backbone edge bridges connect customer sites or provider bridge networks to the PBB network. 
They encapsulate the customer MAC in the service provider MAC. Backbone core bridges forward 
traffic based on the service provider MAC. 
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Figure 8 Typical PBB network 

 
 

Terminology 

PBBN 
A network using PBB is a provider backbone bridge network (PBBN). A PBBN is a Layer 2 switching 
network where Layer 2 connections are established between different nodes. 

PBN 
A provider bridge network (PBN) connects a PBBN to a customer network. A customer network can 
connect to a PBBN directly or through a PBN. 

BEB 
A backbone edge bridge (BEB) is an edge device in a PBBN. A BEB encapsulates frames from a 
customer network by using PBB. It decapsulates PBB frames from a PBBN and forwards them to a 
customer network. The BEB learns customer MAC addresses. 

BCB 
A backbone core bridge (BCB) is a core device in a PBBN. It forwards a PBB frame according to its 
B-MAC and B-VLAN. A BCB only forwards frames and learns MAC addresses within the PBBN. It 
does not learn a large number of customer MAC addresses. This reduces network deployment 
costs, and the PBBN is more expandable. 

CE 
Customer edges (CEs) are edge devices that connect customer sites or PBNs to the BEBs of the 
PBBN. 

B-MAC and B-VLAN 
A backbone MAC address (B-MAC) is a MAC address associated with a PBB bridge. A backbone 
VLAN (B-VLAN) is a VLAN assigned by the service provider for transmitting customer traffic on the 
PBBN. 
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For customer frames to be transmitted across a PBBN, the ingress BEB encapsulates them in 
MAC-in-MAC format. In the outer frame header, the source MAC address is a B-MAC of the ingress 
BEB, and the destination MAC is a B-MAC of the egress BEB. All devices in the PBBN forward the 
PBB frames based on the destination B-MAC and B-VLAN. 

Uplink port and downlink port 
A port that connects a BEB to a PBBN is an uplink port, and a port that connects a BEB to a customer 
network is a downlink port. After frames from the customer network are encapsulated in PBB frames, 
they are forwarded out of the corresponding uplink ports on the BEB. After PBB frames from the 
PBBN are decapsulated, they are forwarded out of the corresponding downlink ports on the BEB 
according to the customer MAC addresses. 

PBB VSI and I-SID 
In a PBBN, a PBB VSI represents a service provided by the service provider, and it is uniquely 
identified by a backbone service instance identifier (I-SID). A VSI acts as a virtual switch with all 
conventional Ethernet switch functions, including source MAC address learning, MAC address 
aging, and flooding. For more information about VSIs, see "New feature: VPLS." 

AC 
An attachment circuit (AC) is a physical or virtual link that connects a CE to a BEB. 

PBB frame format 

Figure 9 shows the format of a PBB frame. 

Figure 9 PBB frame format 

 
 

Table 9 describes key fields in the frame. 

Table 9 PBB frame fields 

Field Full name Description 

B-DA Backbone destination MAC 
address 

Destination B-MAC, outer destination MAC address in a PBB 
frame. It is the MAC address of the BEB at the destination 
end of the PBBN tunnel. The combination of B-DA and B-SA 
is B-MAC. 

B-SA Backbone source MAC address 
Source B-MAC, outer source MAC address in a PBB frame. 
It is the MAC address of the BEB at the source end of the 
PBBN tunnel. The combination of B-DA and B-SA is B-MAC. 

B-Tag Backbone VLAN tag 
B-VLAN tag, outer VLAN tag in a PBB frame. It indicates the 
VLAN information and priority information of the frame within 
the PBBN. The TPID in a B-Tag is 0x8100. 

I-Tag Backbone service instance tag 
Service identifier of a PBB frame. The I-Tag contains the 
following fields: 
• TPID—The TPID in an I-Tag is 0x88E7. 

B-Tag I-Tag Ethernet type Data

CFI B-VLANPRITPID

Res1UCA Res2I-PCP I-DEI I-SID C-DA C-SA

B-DA B-SA C-TagS-Tag

TPID
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Field Full name Description 
• I-PCP—Backbone service instance priority code point. 
• I-DEI—Backbone service instance drop eligibility 

indicator. 
• I-SID—Backbone service instance identifier. 
• C-DA—Destination MAC address of the customer 

frame. 
• C-SA—Source MAC address of the customer frame. 

S-Tag Service provider VLAN tag Outer VLAN tag of the frame in the PBN, which indicates the 
VLAN and priority information of the frame within the PBN. 

C-Tag Customer VLAN tag 
Inner VLAN tag of the frame in the PBN, which indicates the 
VLAN and priority information of the frame within the 
customer network. 

 

For more information about TPID, see VLAN configuration in Layer 2—LAN Switching Configuration 
Guide. 

PBB frame forwarding 

Figure 10 PBB frame forwarding 

 
 

On a PBBN, the BEBs encapsulate customer traffic in PBB, and learn their C-MAC reachability 
information in the data plane. To forward traffic across the PBBN, the BEBs learn unicast forwarding 
entries for reaching each other. Each entry contains a B-MAC address, B-VLAN, I-SID, and outgoing 
interface. 

The following describes how a unicast forwarding entry is created: 
1. When BEB 1 receives a frame with an unknown destination C-MAC (for example, MAC A) from 

the customer network, BEB 1 performs the following operations: 
a. Assign the frame to a PBB VSI based on the configured match criteria. 
b. Encapsulates the frame in MAC-in-MAC format. The source B-MAC is the MAC address of 

BEB 1. The destination B-MAC is the multicast B-MAC configured for the matching PBB 
VSI. 

c. Multicasts the PBB frame out of the VSI's all uplink ports. 
2. When BEB 2 receives the PBB frame, it performs the following operations: 

a. Creates a unicast forwarding entry for MAC A. In the entry, the destination B-MAC is the 
B-MAC of BEB 1, the outgoing interface is the interface on which the frame was received.  
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b. Removes the PBB encapsulation, and then forwards the frame to the customer network. 

Figure 10 shows how the PBBN forwards a frame between BEBs if a unicast forwarding entry exists 
for the frame: 
3. BEB 1 encapsulates a customer frame with the matching source and destination B-MACs, 

B-VLAN, and I-SID. Then it forwards the frame to the BCB through its uplink port. 
4. BCB forwards the PBB frame from BEB 1 to BEB 2 according to the frame's destination B-MAC 

and B-VLAN. 
5. BEB 2 removes the PBB encapsulation, and then forwards the original Ethernet frame out of 

the downlink port to the customer network. 

Protocols and standards 

IEEE 802.1ah, Virtual Bridged Local Area Networks Amendment 7: Provider Backbone Bridges 

Configuration restrictions and guidelines 
When you configure PBB, follow these restrictions and guidelines: 
• You need to configure PBB only on BEBs. 
• On BCBs, you must create VLANs that are the same as the B-VLANs used on the BEBs. 

PBB configuration task list 

Tasks at a glance 
(Required.) Enabling L2VPN 

(Required.) Creating a PBB VSI 

(Required.) Configuring a B-VLAN for a PBB VSI 

(Required.) Configuring an uplink port 

(Required.) Configuring a downlink port 

(Optional.) Configuring the data encapsulation type 
 

Enabling L2VPN 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enable L2VPN. l2vpn enable By default, L2VPN is disabled. 
 

Creating a PBB VSI 
When you create a PBB VSI, follow these guidelines: 
• You can configure one PBB I-SID and one SPB I-SID for a VSI, but the two I-SIDs must be 

different. For more information about SPB, see "New feature: SPBM." 
• You must assign a unique I-SID to each PBB VSI. 
• The name of a PBB VSI can be different on different PBB nodes, but its I-SID must be the same 

across the PBBN. 

To create a PBB VSI: 
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Step Command Remarks 
1. Enter system view. system-view N/A 

2. Create a VSI and enter VSI 
view. vsi vsi-name By default, no VSIs exist. 

3. Configure the VSI as a PBB 
VSI, specify a PBB I-SID for 
the PBB VSI, and enter PBB 
VSI view. 

pbb i-sid i-sid By default, no PBB VSIs exist. 

 

Configuring a B-VLAN for a PBB VSI 
You can assign only one B-VLAN to a PBB VSI, but different PBB VSIs can use the same B-VLAN. 

For a PBB VSI, you must specify the same I-SID and B-VLAN across all BEBs. 

To configure a B-VLAN for a PBB VSI: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSI view. vsi vsi-name N/A 

3. Configure the VSI as a PBB 
VSI, specify a PBB I-SID for 
the PBB VSI, and enter PBB 
VSI view. 

pbb i-sid i-sid N/A 

4. Specify a B-VLAN for the 
PBB VSI. bvlan vlan-id By default, no B-VLAN is specified 

for a PBB VSI. 
 

Configuring an uplink port 
On the BEB, you must specify uplink ports for a PBB VSI to forward frames from the customer 
network to the service provider network. 

You can specify multiple uplink ports for one PBB VSI. The device automatically selects uplink ports 
for packets. The uplink ports cannot be member ports in a link aggregation group. 

For the uplink port configuration to take effect, perform the following tasks before uplink port 
assignment: 
• Assign a B-VLAN to the PBB VSI. 
• Verify that the port is in up state and is not a link aggregation group member. 
• Assign the port to the B-VLAN. 

To configure an uplink port: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter Layer 2 Ethernet 
interface view or Layer 2 
aggregate interface view. 

interface interface-type 
interface-number N/A 

3. Specify the port as the uplink 
port for the specified or all 
PBB VSIs. 

pbb uplink { all | vsi 
vsi-name-list } 

By default, a port is not configured 
as the uplink port of any PBB VSI. 
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Configuring a downlink port 
You can specify one or multiple downlink ports for a PBB VSI. 

Do not assign a downlink port to a B-VLAN. 

To configure a downlink port: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter Layer 2 Ethernet 
interface view or Layer 2 
aggregate interface view. 

interface interface-type 
interface-number N/A 

3. Create an Ethernet service 
instance and enter Ethernet 
service instance view. 

service-instance instance-id By default, no Ethernet service 
instances exist. 

4. Configure a match criterion. 

encapsulation s-vid vlan-id 
[ c-vid { vlan-id-list | all } | 
only-tagged ] 
encapsulation s-vid vlan-id-list 
[ c-vid vlan-id-list ] 
encapsulation { default | tagged 
| untagged } 

By default, no match criterion is 
configured. 

5. Map the Ethernet service 
instance to a PBB VSI. 

xconnect vsi vsi-name 
[ access-mode { ethernet | 
vlan } ] 

By default, an Ethernet service 
instance is not mapped to any 
PBB VSI. 

 

For more information about the service-instance, encapsulation, and xconnect vsi commands, 
see "New feature: MPLS L2VPN." 

Configuring the data encapsulation type 
A PBB VSI supports Ethernet and VLAN data encapsulation types. 

Data encapsulation type decides how the BEB handles the P-tag on a PBB VSI, as shown in Table 
10. P-tags are unique VLAN tags that the service provider assigns to users for differentiation. 

Table 10 P-tag manipulation 

Traffic 
direction Ethernet encapsulation VLAN encapsulation 

CE to PBBN 

The traffic must not contain a P-tag. 
• VLAN access mode—The BEB 

removes the P-tag before it 
encapsulates the traffic in PBB. 

• Ethernet access mode—The BEB 
directly encapsulates the traffic in 
PBB. The VLAN tag in the received 
traffic is considered a U-tag. 

The traffic must contain a P-tag. 
• VLAN access mode—The BEB 

retains the P-tag or changes the 
P-tag to the value assigned by the 
peer BEB. 

• Ethernet access mode—The BEB 
adds the P-tag assigned by the peer 
BEB. The original VLAN tag in the 
received traffic is considered a U-tag. 

The P-tag assigned by the peer BEB 
might be a null tag (tag 0). 

PBBN to CE 

• VLAN access mode—The BEB 
adds a P-tag before it forwards the 
traffic. 

• Ethernet access mode—The BEB 

• VLAN access mode—The BEB 
forwards the traffic with the P-tag 
modified or intact. 

• Ethernet access mode—The BEB 
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Traffic 
direction Ethernet encapsulation VLAN encapsulation 

forwards the traffic without adding a 
P-tag. 

The BEB cannot modify or remove any 
tags already in the traffic from PBBN to 
CE. 

removes the P-tag before it forwards 
the traffic. 

 

 NOTE: 
To configure the access mode, use the xconnect vsi command (see "New feature: MPLS L2VPN"). 
 

To configure the data encapsulation type for a PBB VSI: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSI view. vsi vsi-name N/A 

3. Enter PBB VSI view. pbb i-sid i-sid N/A 

4. Specify an encapsulation 
type for the PBB VSI. 

encapsulation { ethernet | 
vlan } 

By default, VLAN encapsulation 
applies. 

 

Displaying and maintaining PBB 
Execute display commands in any view and reset commands in user view. 
 

Task Command 
Display PBB VSI connections. display pbb connection 

Display MAC-in-MAC connections. display l2vpn minm connection [ vsi vsi-name ] 

Display MAC-in-MAC forwarding entries. display l2vpn minm forwarding [ vsi vsi-name ] 
[ slot slot-number ] 

Display VSI information. display l2vpn vsi [ name vsi-name ] [ verbose ] 

Clear PBB VSI connections. reset pbb connection [ bvlan vlan-id | interface 
interface-type interface-number ] * 

 

PBB configuration example 

Network requirements 

As shown in Figure 11, configure PBB to provide connectivity between network A and network B of a 
customer. 
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Figure 11 Network diagram 

 
 

Configuration procedure 

1. Configure BEB 1: 
# Create VLAN 20. 
<BEB1> system-view 

[BEB1] vlan 20 

[BEB1-vlan20] quit 

# Enable L2VPN. 
[BEB1] l2vpn enable 

# Create a VSI of the PBB type. 
[BEB1] vsi aaa 

# Specify the I-SID as 1. 
[BEB1-vsi-aaa] pbb i-sid 1 

# Specify B-VLAN 20 for the PBB VSI. 
[BEB1-vsi-aaa-1] bvlan 20 

[BEB1-vsi-aaa-1] quit 

[BEB1-vsi-aaa] quit 

# Configure HundredGigE 1/0/1 as a trunk port, assign it to VLAN 20, and configure it as an 
uplink port of the PBB VSI. 
[BEB1] interface hundredgige 1/0/1 

[BEB1-HundredGigE1/0/1] port link-type trunk 

[BEB1-HundredGigE1/0/1] port trunk permit vlan 20 

[BEB1-HundredGigE1/0/1] pbb uplink vsi aaa 

[BEB1-HundredGigE1/0/1] quit 

# Create Ethernet service instance 1 on HundredGigE 1/0/2. 
[BEB1] interface hundredgige 1/0/2 

[BEB1-HundredGigE1/0/2] service-instance 1 

# Configure the Ethernet service instance to match all 802.1Q tagged frames. Map the service 
instance to the PBB VSI, and set the access mode to Ethernet. 
[BEB1-HundredGigE1/0/2-srv1] encapsulation tagged 

[BEB1-HundredGigE1/0/2-srv1] xconnect vsi aaa access-mode ethernet 

[BEB1-HundredGigE1/0/2-srv1] quit 

[BEB1-HundredGigE1/0/2] quit 

# Configure Ethernet encapsulation for the PBB VSI. 

Customer
network A

Core
network

Customer
network B

HGE1/0/1 HGE1/0/1

HGE1/0/2 HGE1/0/2

PBBN

BEB 1 BEB 2

Device A Device B
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[BEB1] vsi aaa 

[BEB1-vsi-aaa] pbb i-sid 1 

[BEB1-vsi-aaa-1] encapsulation ethernet 

[BEB1-vsi-aaa-1] quit 

2. Configure BEB 2 in the same way BEB 1 is configured. (Details not shown.) 

Verifying the configuration 

# Display PBB VSI connections on BEB 1. 
[BEB1] display pbb connection 

BMAC            BVLAN  Port       Type  Aging 

011e-8300-0001  20     HGE1/0/1   MC    N 

000f-e200-0001  20     HGE1/0/1   UC    Y 

# Verify that Device A and Device B can ping each other. (Details not shown.) 

Troubleshooting PBB 

Failed to transmit customer frames to peer 

Symptom 
Customer frames cannot be transmitted to the peer network by using PBB. 

Solution 
To resolve the problem: 
1. Use the display l2vpn vsi verbose command to display the PBB configuration of the VSI. 

 If the VSI is not configured as a PBB VSI, configure the VSI as a PBB VSI. 
 If the VSI is down, use the undo shutdown command to bring the VSI up. 

2. Use the display l2vpn vsi verbose command to verify that the VSI's PBB settings are 
consistent across BEBs, especially the I-SID and B-VLAN settings. 

3. Use the display vlan all command to verify that the following settings are configured on all 
BCBs: 
 The B-VLAN is created on each BCB. 
 All ports on the path between the BEBs are assigned to the B-VLAN. 

4. If the problem persists, contact Hewlett Packard Enterprise Support. 

Command reference 

bvlan 

Use bvlan to specify a B-VLAN for a PBB VSI. 

Use undo bvlan to remove the B-VLAN of a PBB VSI. 

Syntax 
bvlan vlan-id 
undo bvlan 

Default 
No B-VLAN is specified for a PBB VSI. 
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Views 
PBB VSI view 

Predefined user roles 
network-admin 

Parameters 
vlan-id: Specifies a B-VLAN ID in the range of 1 to 4094. 

Usage guidelines 
You can assign only one B-VLAN to a PBB VSI, but different PBB VSIs can use the same B-VLAN. 

For a PBB VSI, you must specify the same I-SID and B-VLAN across all BEBs. 

Examples 
# Create PBB VSI web with I-SID 100. Specify B-VLAN 100 for the PBB VSI. 
<Sysname> system-view 

[Sysname] l2vpn enable 

[Sysname] vsi web 

[Sysname-vsi-web] pbb i-sid 100 

[Sysname-vsi-web-100] bvlan 100 

Related commands 
vsi 

display l2vpn minm connection 

Use display l2vpn minm connection to display MAC-in-MAC connections. 

Syntax 
display l2vpn minm connection [ vsi vsi-name ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
vsi vsi-name: Specifies a VSI by its name, a case-sensitive string of 1 to 31 characters. If you do not 
specify a VSI, this command displays MAC-in-MAC connections for all VSIs. 

Examples 
# Display MAC-in-MAC connections for all VSIs. 
<Sysname> display l2vpn minm connection 

Total number of MinM connections: 2 

Types: MC - multicast, UC - unicast 

 

VSI name: 1 

Link ID  I-SID     BMAC            BVLAN  Owner   Type  Interface 

68       1         00e0-3948-0100  4001   PBB     UC    HGE1/0/1 

-        1         011e-8300-0001  4001   PBB     MC    HGE1/0/1 
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VSI name: 2 

Link ID  I-SID     BMAC            BVLAN  Owner   Type  Interface 

69       2         00e0-3948-0300  4002   PBB     UC    HGE1/0/2 

-        2         011e-8300-0002  4002   PBB     MC    HGE1/0/2 

Table 11 Command output 

Field Description 
Link ID Link ID of the MAC-in-MAC connection. 

I-SID Backbone service instance identifier. 

BMAC Backbone MAC address. 

BVLAN Backbone VLAN. 

Owner Entry source: PBB or SPB. 

Type 
Type of the MAC-in-MAC connection: 
• MC—The connection is for multicast. 
• UC—The connection is for unicast. 

Interface Outgoing interface. 
 

display l2vpn minm forwarding 

Use display l2vpn minm forwarding to display MAC-in-MAC forwarding entries. 

Syntax 
display l2vpn minm forwarding [ vsi vsi-name ] [ slot slot-number ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
vsi vsi-name: Specifies a VSI by its name, a case-sensitive string of 1 to 31 characters. If you do not 
specify a VSI, this command displays MAC-in-MAC forwarding entries for all VSIs. 

slot slot-number: Specifies an IRF member device by its ID. If you do not specify a member device, 
this command displays MAC-in-MAC forwarding entries for the master device.  

Examples 
# Display all MAC-in-MAC forwarding entries. 
<Sysname> display l2vpn minm forwarding 

Total number of MinM connections: 4 

Types: MC - multicast, UC – unicast 

Status Flag: * - inactive 

 

VSI name: 1 

Link ID I-SID     BMAC            BVLAN Owner Type Interface 

68      1         00e0-3948-0100  4001  PBB   UC   HGE1/0/1 

-       1         011e-8300-0001  4001  PBB   MC   HGE1/0/1 
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VSI name: 2 

Link ID I-SID     BMAC            BVLAN Owner Type Interface 

69      2         00e0-3948-0300  4002  PBB   UC   HGE1/0/2 

-       2         011e-8300-0002  4002  PBB   MC   HGE1/0/2 

                                                   HGE1/0/3 

                                                   HGE1/0/4 

Table 12 Command output 

Field Description 
Link ID Link ID of the MAC-in-MAC connection. 

I-SID Backbone service instance identifier. 

BMAC Backbone MAC address. 

BVLAN Backbone VLAN. 

Owner Entry source: PBB or SPB. 

Type 
Type of the MAC-in-MAC connection: 
• MC—The connection is for multicast. 
• UC—The connection is for unicast. 

Interface 
Outgoing interface. 
An asterisk (*) indicates that the MAC-in-MAC forwarding entry is ineffective. 

 

display l2vpn vsi 

Use display l2vpn vsi to display VSI information. 

Syntax 
display l2vpn vsi [ name vsi-name ] [ verbose ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
name vsi-name: Specifies a VSI by its name, a case-sensitive string of 1 to 31 characters. If you do 
not specify a VSI, this command displays information for all VSIs. 

verbose: Displays detailed VSI information. If you do not specify this keyword, the command 
displays brief VSI information. 

Examples 
# Display detailed information for all VSIs. 
<Sysname> display l2vpn vsi verbose 

VSI Name: 1 

  VSI Index               : 0 

  VSI State               : Up 

  MTU                     : 1500 

  Bandwidth               : - 

  Broadcast Restrain      : Unlimited 
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  Multicast Restrain      : Unlimited 

  Unknown Unicast Restrain: Unlimited 

  MAC Learning            : Enabled 

  MAC Table Limit         : - 

  Drop Unknown            : - 

  PBB I-SID               : 1 

  Flooding                : Enabled 

  Statistics              : Enabled 

  PBB Connections: 

    BMAC            BVLAN            Link ID    Type 

    00e0-3948-0100  4001             68         Unicast 

    011e-8300-0001  4001             -          Multicast 

  ACs: 

    AC                               Link ID    State    Type 

    BAGG1 srv1                       0          Down     Manual 

 

VSI Name: 2 

  VSI Index               : 1 

  VSI State               : Up 

  MTU                     : 1500 

  Bandwidth               : - 

  Broadcast Restrain      : Unlimited 

  Multicast Restrain      : Unlimited 

  Unknown Unicast Restrain: Unlimited 

  MAC Learning            : Enabled 

  MAC Table Limit         : - 

  Drop Unknown            : - 

  PBB I-SID               : 2 

  Flooding                : Enabled 

  Statistics              : Enabled 

  PBB Connections: 

    BMAC            BVLAN            Link ID    Type 

    00e0-3948-0300  4002             69         Unicast 

    011e-8300-0002  4002             -          Multicast 

Table 13 Command output 

Field Description 

VSI Description VSI description. This field appears only when you have configured a 
description for the VSI. 

VSI State 

VSI state: 
• Up. 
• Down. 
• Administratively down—The VSI has been manually shut 

down by using the shutdown command. 

MTU MTU for the VSI. 

Bandwidth 
This field is not supported in the current software version. 
Maximum bandwidth in kbps for the VSI. 

Broadcast Restrain Broadcast restraint bandwidth (in kbps). 
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Field Description 
Multicast Restrain Multicast restraint bandwidth (in kbps). 

Unknown Unicast Restrain Unknown unicast restraint bandwidth (in kbps). 

MAC Learning MAC learning state: Enabled or Disabled. 

MAC Table Limit 

This field is not supported in the current software version. 
Maximum number of MAC address entries on the VSI. 
If the value is set to Unlimited, the number of MAC address entries is 
not limited. 

Drop Unknown 

This field is not supported in the current software version. 
Whether the VSI drops packets with unknown source MAC addresses 
after the maximum number of MAC entries is reached: 
• Enabled—Drops these packets. 
• Disabled—Forwards these packets. 

Flooding 
State of the VSI's flooding feature: 
• Enabled—Flooding is enabled on the VSI. 
• Disabled—Flooding is disabled on the VSI. 

Statistics 
Packet statistics state: 
• Enabled—The packet statistics feature is enabled for the VSI. 
• Disabled—The packet statistics feature is disabled for the VSI. 

BMAC Backbone MAC address. 

BVLAN Backbone VLAN. 

Type 
Entry type: 
• Multicast—The entry is used for multicast forwarding. 
• Unicast—The entry is used for unicast forwarding. 

ACs Attachment circuits (ACs) that are bound to the VSI. 

AC 
AC type: 
• Layer 3 interface such as HGE1/0/4. 
• Layer 2 interface and service instance, such as HGE1/0/3 srv1. 

Link ID Link ID in the VSI for the AC. 

State AC state: Up or Down. 

Type 
Type and traffic match mode of the Ethernet service instance. Manual 
indicates a static Ethernet service instance in VLAN-based traffic 
match mode. 

 

display pbb connection 

Use display pbb connection to display PBB VSI connections. 

Syntax 
display pbb connection 

Views 
Any view 

Predefined user roles 
network-admin 
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network-operator 

Examples 
# Display connections for all PBB VSIs. 
<Sysname> display pbb connection 

BMAC            BVLAN  Port       Type  Aging 

011e-8300-0001  4001   HGE1/0/1   MC    N 

00e0-3948-0100  4001   HGE1/0/1   UC    Y 

011e-8300-0002  4002   HGE1/0/2   MC    N 

00e0-3948-0300  4002   HGE1/0/2   UC    Y 

Table 14 Command output 

Field Description 
BMAC Backbone MAC address. 

BVLAN Backbone VLAN ID. 

Port Outgoing interface. 

Type 
Entry type: 
• UC—The connection is for unicast. 
• MC—The connection is for multicast. 

Aging 
Support for aging: 
• Y—The entry supports aging. 
• N—The entry does not age. 

 

Related commands 
reset pbb connection 

encapsulation 

Use encapsulation to specify a data encapsulation type for a PBB VSI. 

Use undo encapsulation to restore the default. 

Syntax 
encapsulation { ethernet | vlan } 
undo encapsulation 

Default 
The data encapsulation type is VLAN for a PBB VSI. 

Views 
PBB VSI view 

Predefined user roles 
network-admin 

Parameters 
ethernet: Specifies Ethernet encapsulation. 

vlan: Specifies VLAN encapsulation. 

Examples 
# Configure the Ethernet encapsulation type. 
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<Sysname> system-view 

[Sysname] l2vpn enable 

[Sysname] vsi web 

[Sysname-vsi-web] pbb i-sid 100 

[Sysname-vsi-web-100] encapsulation ethernet 

Related commands 
pbb i-sid 
vsi 

l2vpn enable 

Use l2vpn enable to enable L2VPN. 

Use undo l2vpn enable to disable L2VPN. 

Syntax 
l2vpn enable 
undo l2vpn enable 

Default 
L2VPN is disabled. 

Views 
System view 

Predefined user roles 
network-admin 

Examples 
# Enable L2VPN. 
<Sysname> system-view 

[Sysname] l2vpn enable 

pbb i-sid 

Use pbb i-sid to configure a VSI as a PBB VSI and enter its view, or enter the view of an existing 
PBB VSI. 

Use undo pbb i-sid to restore the default. 

Syntax 
pbb i-sid i-sid 
undo pbb i-sid 

Default 
No PBB VSIs exist. 

Views 
VSI view 

Predefined user roles 
network-admin 
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Parameters 
i-sid: Specifies a PBB I-SID for the VSI, in the range of 1 to 16777215. 

Usage guidelines 
For a VSI, the PBB I-SID cannot be the same as the SPB I-SID. For more information about SPB, 
see "New feature: SPBM." 

The name of a PBB VSI can be different on different PBB nodes, but its I-SID must be the same 
across the PBBN. 

As a best practice, specify the same name for a PBB VSI on different PBB nodes. 

Examples 
# Specify PBB I-SID 100 for VSI vpn1 and enter PBB VSI view. 
<Sysname> system-view 

[Sysname] vsi vpn1 

[Sysname-vsi-vpn1] pbb i-sid 100 

[Sysname-vsi-vpn1-100] 

Related commands 
display l2vpn minm connection 
display l2vpn minm forwarding 

pbb uplink 

Use pbb uplink to configure an interface as an uplink port for PBB VSIs. 

Use undo pbb uplink to remove an uplink port of PBB VSIs. 

Syntax 
pbb uplink { all | vsi vsi-name-list } 

undo pbb uplink { all | vsi vsi-name-list } 

Default 
An interface is not configured as the uplink port of any PBB VSI. 

Views 
Layer 2 aggregate interface view 

Layer 2 Ethernet interface view 

Predefined user roles 
network-admin 

Parameters 
all: Specifies all VSIs. 

vsi vsi-name-list: Specifies a space-separated list of up to 10 VSI names. A VSI name is a 
case-sensitive string of 1 to 31 characters. 

Usage guidelines 
For a PBB VSI to operate correctly, you must specify a minimum of one uplink port for it. 

You can create VSIs before or after you configure the pbb uplink command. The uplink port 
configuration takes effect after you create the VSIs. 

The pbb uplink all command can override the pbb uplink vsi command on an interface. However, 
the pbb uplink vsi command cannot override the pbb uplink all command. 
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• If an interface has been an uplink port for a list of PBB VSIs, you can use the pbb uplink all 
command to specify it for all PBB VSIs. 

• If an interface has been an uplink port for all PBB VSIs, the pbb uplink vsi command cannot 
take effect. To specify the interface as an uplink port only for a list of PBB VSIs, you must first 
execute the undo pbb uplink all command. 

To configure the pbb uplink command successfully on an aggregate interface, you must make sure 
all its member ports support PBB. 

After the command is configured on an aggregate interface, you can add PBB-incapable ports to the 
aggregate interface. The system will generate a log message that the member port does not support 
PBB. This situation does not affect the operations of the aggregate interface or PBB. 

Examples 
# Specify HundredGigE 1/0/1 and HundredGigE 1/0/2 as the uplink ports of the web and mail PBB 
VSIs. 
<Sysname> system-view 

[Sysname] l2vpn enable 

[Sysname] vsi web 

[Sysname-vsi-web] pbb i-sid 100 

[Sysname-vsi-web-100] bvlan 100 

[Sysname-vsi-web-100] quit 

[Sysname-vsi-web] quit 

[Sysname] vsi mail 

[Sysname-vsi-mail] pbb i-sid 200 

[Sysname-vsi-mail-200] bvlan 200 

[Sysname-vsi-mail-200] quit 

[Sysname-vsi-mail] quit 

[Sysname] interface range hundredgige 1/0/1 to hundredgige 1/0/2 

[Sysname-if-range] pbb uplink vsi web mail 

Related commands 
vsi 

reset pbb connection 

Use reset pbb connection to clear PBB VSI connections. 

Syntax 
reset pbb connection [ bvlan vlan-id | interface interface-type interface-number ] * 

Views 
User view 

Predefined user roles 
network-admin 

Parameters 
bvlan vlan-id: Specifies a B-VLAN by its ID in the range of 1 to 4094. If you do not specify a B-VLAN, 
this command clears PBB VSI connections for all B-VLANs. 

interface interface-type interface-number: Specifies an interface by its type and number. If you do 
not specify an interface, this command clears PBB VSI connections for all interfaces. 

Usage guidelines 
The command clears only unicast-type PBB VSI connections. 
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Examples 
# Clear all PBB VSI connections. 
<Sysname> reset pbb connection 

Related commands 
display pbb connection 

vsi 

Use vsi to create a VSI and enter its view, or enter the view of an existing VSI. 

Use undo vsi to delete a VSI. 

Syntax 
vsi vsi-name 
undo vsi vsi-name 

Default 
No VSIs exist. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
vsi-name: Specifies a VSI name, a case-sensitive string of 1 to 31 characters. 

Examples 
# Create a VSI and enter VSI view. 
<Sysname> system-view 

[Sysname] vsi test 

[Sysname-vsi-test] 

Related commands 
display l2vpn vsi 
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New feature: MPLS L2VPN 
MPLS L2VPN provides point-to-point and point-to-multipoint connections. This chapter describes 
only the MPLS L2VPN technologies that provide point-to-point connections. For information about 
the MPLS L2VPN technologies that provide point-to-multipoint connections, see "New feature: 
VPLS." 

Overview 
MPLS L2VPN is an implementation of Pseudo Wire Emulation Edge-to-Edge (PWE3). It offers Layer 
2 VPN services over an MPLS or IP backbone. MPLS L2VPN can transparently transmit Layer 2 
data for different data link layer protocols, including Ethernet, VLAN, ATM, FR, and PPP.  

From a user's perspective, the MPLS or IP backbone is a Layer 2 switched network. For example, 
when two Ethernet networks are connected through MPLS L2VPN over an MPLS backbone, 
Ethernet users think they are connected directly through an Ethernet. 

Basic concepts of MPLS L2VPN 

• Customer edge—A CE is a customer device directly connected to the service provider 
network.  

• Provider edge—A PE is a service provider device connected to one or more CEs. It provides 
VPN access by mapping and forwarding packets between user networks and public tunnels.  

• Attachment circuit—An AC is a link between a CE and a PE, such as an FR DLCI, ATM 
VPI/VCI, Ethernet interface, VLAN, or PPP connection.  

• Pseudowire—A PW is a virtual bidirectional connection between two PEs. An MPLS PW 
comprises a pair of LSPs in opposite directions. 

• Public tunnel—A public tunnel is a connection that carries one or more PWs across the MPLS 
or IP backbone. It can be an LSP tunnel, an MPLS TE tunnel, or a GRE tunnel. 

• Cross-connect—A cross-connect connects two physical or virtual circuits such as ACs and 
PWs. It switches packets between the two physical or virtual circuits. Cross-connects include 
AC to AC cross-connect, AC to PW cross-connect, and PW to PW cross-connect. 

• Site ID—A site ID uniquely identifies a site in a VPN. Sites in different VPNs can have the same 
site ID. 

• Route distinguisher—A route distinguisher (RD) is added before a site ID to distinguish the 
sites that have the same site ID but reside in different VPNs. An RD and a site ID uniquely 
identify a VPN site. 

• Label block—A label block is a set of labels. It includes the following parameters: 
 Label base—The LB specifies the initial label value of the label block. A PE automatically 

selects an LB value that cannot be manually modified. 
 Label range—The LR specifies the number of labels that the label block contains. The LB 

and LR determine the labels contained in the label block. For example, if the LB is 1000 and 
the LR is 5, the label block contains labels 1000 through 1004. 

 Label-block offset—The LO specifies the offset of a label block. If the existing label block 
becomes insufficient as the VPN sites increase, you can add a new label block to enlarge 
the label range. A PE uses an LO to identify the position of the new label block. The LO 
value of a label block is the sum of the LRs of all previously assigned label blocks. For 
example, if the LR and LO of the first label block are 10 and 0, the LO of the second label 
block is 10. If the LR of the second label block is 20, the LO of the third label block is 30. 

A label block with LB, LO, and LR as 1000, 10, and 5, respectively, is represented as 1000/10/5. 
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For example, a VPN has 10 sites, and a PE assigns the first label block LB1/0/10 to the VPN. 
When another 15 sites are added, the PE keeps the first label block and assigns the second 
label block LB2/10/15 to extend the network. LB1 and LB2 are the initial label values that are 
randomly selected by the PE. 

• Route target—PEs use the BGP route target attribute (also called VPN target attribute) to 
manage BGP L2VPN information advertisement. PEs support the following types of route target 
attributes: 
 Export target attribute—When a PE sends L2VPN information to the peer PE in a BGP 

update message, it sets the route target attribute in the update message to an export target. 
L2VPN information includes the site ID, RD, and label block. 

 Import target attribute—When a PE receives an update message from the peer PE, it 
checks the route target attribute in the update message. If the route target value matches an 
import target, the PE accepts the L2VPN information in the update message. 

Route target attributes determine from which PEs a PE can receive L2VPN information. 

MPLS L2VPN network models 

MPLS L2VPN network models include the remote connection and local connection models. 

Remote connection model 
As shown in Figure 12, this model connects two CEs through a PW on an MPLS or IP backbone.  

Figure 12 Remote connection model 

 
 

Local connection model 
As shown in Figure 13, this model connects two CEs to the same PE so the CEs can communicate 
through the PE.  

Figure 13 Local connection model 
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Remote connection establishment 

To set up a remote MPLS L2VPN connection: 
1. Set up a public tunnel to carry one or more PWs between PEs: 

The public tunnel can be an LSP, MPLS TE, or GRE tunnel.  
If multiple public tunnels exist between two PEs, you can configure a tunnel policy to control 
tunnel selection. For more information about tunnel policies, see MPLS Configuration Guide. 
If a PW is established over an LSP or MPLS TE tunnel, packets on the PW have two labels. The 
outer label is the public LSP or MPLS TE tunnel label that MPLS uses to forward the packet to 
the peer PE. The inner label is the PW label that the peer PE uses to forward the packet to the 
destination CE.  

2. Set up a PW to connect customer networks: 
PWs include static PWs, LDP PWs, BGP PWs, and Circuit Cross Connect (CCC) PWs.  
To establish a static PW, configure the peer PE address, and the incoming and outgoing PW 
labels for the PW on the two PEs. Static PWs consume a small amount of resources but have 
complex configurations. 
To establish an LDP PW, configure LDP and specify the peer PE address on the two PEs. LDP 
defines a new FEC type named PW ID FEC for PEs to exchange PW-label bindings. The new 
FEC type uses a PW ID and a PW data encapsulation type to identify a PW. The PW ID is the ID 
of the PW between PEs. The PW data encapsulation type specifies the encapsulation type for 
data transmitted over the PW, such as ATM, FR, Ethernet, or VLAN. PEs advertise the PW 
label and PW ID FEC in label mapping messages to create a PW. Dynamic PWs have simple 
configurations but consume more resources than static PWs. 
To establish BGP PWs, BGP advertises label block information in an extended BGP update to 
PEs in the same VPN. Each PE uses the received label block information to calculate outgoing 
labels and uses its own label block to calculate incoming labels. After two PEs complete label 
calculation, a BGP PW is established between them. BGP PWs have the following features: 
 Simplified configuration—There is no need to manually specify peer PEs. A PE 

automatically find peer PEs after receiving label block information from the peer PEs. 
 Reduced workload—Label block advertisement enables assigning labels for multiple PWs 

at one time. 
To establish a CCC PW, manually specify the incoming and outgoing labels for the PW on the 
PEs, and create two static LSPs in opposite directions on P devices between PEs. There is no 
need to configure a public tunnel for the CCC PW. CCC employs only one level of label to 
transfer packets. The static LSPs on the P devices transfer data only for the CCC PW. They 
cannot be used by other connections or MPLS L3VPN. 

3. Set up an AC between a PE and a CE: 
Set up an AC by configuring a link layer connection between a PE and a CE. 
An AC is an Ethernet service instance on a Layer 2 Ethernet interface or Layer 2 
aggregate interface. It forwards packets that are received on the interface and meet the match 
criteria of the Ethernet service instance to the bound PW. If the match criterion is VLAN ID, the 
VLAN is unique on a per interface basis rather than on a global basis. 

4. Bind the AC to the PW: 
Bind the Ethernet service instance to the PW, so the PE forwards packets between the AC and 
the PW. 

Local connection establishment 

To set up a local MPLS L2VPN connection between two CEs: 
1. Set up ACs: 
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Configure the link layer protocol to set up an AC between the PE and each CE. For more 
information, see "Set up an AC between a PE and a CE:."  

2. Bind the two ACs: 
Bind the PE's interfaces connected to the two CEs so the PE can forward packets between 
CEs. 

PW data encapsulation types 

MPLS L2VPN transports Layer 2 data of different data link layer protocols through PWs. A PE 
encapsulates a Layer 2 packet received from an AC according to the PW data encapsulation type. 
The PW data encapsulation type is determined by the link type of the AC, as shown in Table 15. 

Table 15 Relationship between AC types and PW data encapsulation types 

AC type PW data encapsulation type 

Ethernet 
Ethernet 

VLAN 
 

Ethernet over MPLS 
Ethernet over MPLS uses MPLS L2VPN to connect Ethernets, and delivers Ethernet packets 
through a PW over the MPLS backbone. 

The following PW data encapsulation types are available for Ethernet over MPLS: 
• Ethernet—P-tag is not transferred on a PW. 

 For a packet from a CE: 
− If the packet contains a P-tag, the PE removes the P-tag, and adds a PW label and an 

outer tag into the packet before forwarding it. 
− If the packet contains no P-tag, the PE directly adds a PW label and an outer tag into the 

packet before forwarding it. 
 For a packet to a CE: 

− If the access mode is configured as VLAN by using the ac interface command, the PE 
adds a P-tag into the packet before sending it to the CE. 

− If the access mode is configured as Ethernet by using the ac interface command, the 
PE directly sends the packet to the CE. 

You cannot rewrite or remove existing tags. 
• VLAN—Packets transmitted over a PW must carry a P-tag. 

 For a packet from a CE: 
− If the peer PE does not require the ingress to rewrite the P-tag, the PE keeps the P-tag 

unchanged for the packet, and then encapsulates the packet. If the packet contains no 
P-tag, the PE adds a null label (the label value is 0) into the packet, and then 
encapsulates the packet. 

− If the peer PE requires the ingress to rewrite the P-tag, the PE changes the P-tag to the 
expected VLAN tag (the tag value might be 0), and then adds a PW label and an outer 
tag into the packet. If the packet contains no P-tag, the PE adds a VLAN tag expected by 
the peer PE (the tag value might be 0), and then adds a PW label and an outer tag into 
the packet. 

 For a packet to a CE: 
− If the access mode is configured as VLAN by using the ac interface command, the PE 

rewrites or retains the P-tag before forwarding the packet. 
− If the access mode is configured as Ethernet by using the ac interface command, the 

PE removes the P-tag before forwarding the packet. 
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Ethernet over MPLS supports the following modes: 
• VLAN mode—A Layer 3 Ethernet subinterface is bound to a PW. Packets received from the 

VLAN are forwarded through the bound PW. The peer PE can modify the VLAN tag as needed. 
The default PW data encapsulation type for VLAN mode is VLAN.  

• Flexible mode—An Ethernet service instance on a Layer 2 Ethernet interface or Layer 2 
aggregate interface is bound to a PW. Packets that are received from the interface and meet the 
match criteria of the Ethernet service instance are forwarded through the bound PW. You can 
configure flexible match criteria for the Ethernet service instance. For example, configure the 
Ethernet service instance to match all packets, tagged packets, or untagged packets. The 
default PW data encapsulation type for flexible mode is VLAN. Flexible mode can also 
implement the port and VLAN modes through match criteria configuration.  

Control word 

The control word field is between the MPLS label stack and the Layer 2 data. It carries control 
information for the Layer 2 frame, for example, the sequence number. 

The control word feature has the following functions: 
• Avoids fragment disorder. In multipath forwarding, fragments received might be disordered. The 

control word feature reorders the fragments according to the sequence number carried in the 
control word field. 

• Transfers specific Layer 2 frame flags, such as the FECN bit and BECN bit of Frame Relay. 
• Identifies the original payload length for packets that include padding. 

When the PW data encapsulation type is Ethernet or VLAN, the control word field is optional. You 
can configure whether to carry the control word field in packets sent on the PW. If you enable the 
control word feature on both PEs, packets transmitted on the PW carry the control word field. 
Otherwise, the packets do not carry the control word field. 

PW redundancy 

PW redundancy provides redundant links between PEs so that the customer networks can 
communicate when the path over one PW fails. As shown in Figure 14, PE 1 establishes two PWs 
(one primary and one backup). The CEs communicate through the primary PW. When the primary 
PW fails, PE 1 brings up the backup PW and forwards packets from CE 1 to CE 2 through the backup 
PW. When CE 2 receives the packets, it updates its MAC address table, so that packets from CE 2 to 
CE 1 also travel through the backup PW. Only static PWs and LDP PWs support PW redundancy.  

Figure 14 PW redundancy 
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The MPLS L2VPN determines whether the primary PW fails according to the LDP session status or 
the BFD result. The backup PW is used when one of the following conditions exists: 
• The public tunnel of the primary PW is deleted, or BFD detects that the public tunnel has failed. 
• The primary PW is deleted because the LDP session between PEs goes down, or BFD detects 

that the primary PW has failed. 
• A manual PW switchover is performed. 

Multi-segment PW 

A multi-segment PW includes multiple concatenated static or LDP PWs. Creating two PWs for a 
cross-connect on a PE can concatenate the two PWs. Upon receiving a packet from one PW, the PE 
removes the tunnel ID and PW label of the packet, adds the PW label of the other PW, and forwards 
the packet over the public tunnel. Only static and LDP PWs can form a multi-segment PW. 

As shown in Figure 15, to create a multi-segment PW between PE 1 and PE 4, you can concatenate 
PW 1 and PW 2 on PE 2, and PW 2 and PW 3 on PE 3.  

Figure 15 Multi-segment PW 
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Figure 16 Intra-domain multi-segment PW 

 
 

Inter-domain multi-segment PW 
An inter-domain multi-segment PW has concatenated PWs in different ASs, and is a method for 
inter-AS option B networking.  

As shown in Figure 17, to create an inter-domain multi-segment PW between PE 1 and PE 2 in 
different ASs, you can perform the following operations: 
• Concatenate PW 1 and PW 2 on ASBR 1.  
• Concatenate PW 2 and PW 3 on ASBR 2.  

Figure 17 Inter-domain multi-segment PW 
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Configuration restrictions and guidelines 
The hardware resources available for MPLS and VXLAN depend on the VXLAN hardware resource 
mode. When you use MPLS, set the VXLAN hardware resource allocation mode to Layer 3 gateway 
as a best practice to guarantee MPLS sufficient hardware resources. For more information about 
VXLAN hardware resource modes, see VXLAN Configuration Guide. 

MPLS L2VPN configuration task list 
To establish an MPLS L2VPN, you must perform the following tasks: 
1. Configure an IGP to achieve IP connectivity within the backbone. 
2. Configure basic MPLS, LDP, GRE, or MPLS TE to set up public tunnels across the backbone. 
3. Configure MPLS L2VPN on the PEs, including setting up PWs, and binding ACs to PWs. 

This chapter only describes MPLS L2VPN configurations on the PEs.  

MPLS L2VPN configurations vary by scenario: 
• Remote connection—To create a remote connection, configure an AC, configure a PW in 

cross-connect view or auto-discovery cross-connect view, and bind the AC to the PW in 
cross-connect view or auto-discovery cross-connect view. 

• Local connection—To create a local connection, configure two ACs and bind the two ACs in 
cross-connect view. 

• Multi-segment PW—To create a multi-segment PW, configure two PWs and bind the two PWs 
in cross-connect view. 

To configure MPLS L2VPN on a PE: 
 

Tasks at a glance Remarks 
(Required.) Enabling L2VPN N/A 

(Required.) Configuring an AC For multi-segment PWs, 
skip this task. 

(Required.) Configuring a cross-connect N/A 

Configuring a PW: 
• (Optional.) Configuring a PW class 
• (Required.) Choose either of the following tasks to configure a PW: 

 Configuring a static PW 
 Configuring an LDP PW 
 Configuring a BGP PW 
 Configuring a remote CCC connection 

Choose a PW 
configuration method 
depending on the MPLS 
L2VPN implementation. 
Skip these tasks for local 
connection configuration. 

(Required.) Binding an AC to a cross-connect For multi-segment PWs, 
skip this task. 

(Optional.) Configuring PW redundancy: 
• Configuring static PW redundancy 
• Configuring LDP PW redundancy 

Choose either task to 
configure PW redundancy. 

(Optional.) Enabling SNMP notifications for L2VPN PW N/A 
 

Enabling L2VPN 
Before you enable L2VPN, perform the following tasks: 
• Configure an LSR ID for the PE with the mpls lsr-id command. 
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• Enable MPLS with the mpls enable command on the core-facing interface of the PE. 

To enable L2VPN: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enable L2VPN. l2vpn enable By default, L2VPN is disabled. 
 

Configuring an AC 
When the PE is connected to a CE through a Layer 2 Ethernet interface or Layer 2 aggregate 
interface, you can configure an Ethernet service instance on the interface to match packets for the 
AC.  

On a PE, if the interface connected to a PW and the interface connected to an AC reside on different 
IRF member devices, the default VLAN ID configured on the interface connected to the AC and the 
inner VLAN IDs configured in the encapsulation command must be different. The inner VLAN ID 
that is the same as the default VLAN ID will be removed from packets forwarded from the PW to the 
AC.  

To configure an Ethernet service instance: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter Layer 2 Ethernet 
interface view or Layer 2 
aggregate interface view. 

• Enter Layer 2 Ethernet interface 
view: 
interface interface-type 
interface-number 

• Enter Layer 2 aggregate interface 
view: 
interface bridge-aggregation 
interface-number 

N/A 

3. Create an Ethernet service 
instance and enter 
Ethernet service instance 
view. 

service-instance instance-id By default, no Ethernet service 
instances exist. 

4. Configure a packet match 
criterion for the Ethernet 
service instance. 

• encapsulation s-vid vlan-id [ 
only-tagged ] 

• encapsulation s-vid vlan-id-list 
• encapsulation { default | 

tagged | untagged } 

By default, no packet match 
criterion is configured for the 
Ethernet service instance. 

 

Configuring a cross-connect 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Create a cross-connect 
group and enter 
cross-connect group view. 

xconnect-group group-name By default, no cross-connect 
groups exist.  

3. (Optional.) Configure a 
description for the 
cross-connect group. 

description text 
By default, no description is 
configured for the cross-connect 
group. 
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Step Command Remarks 
4. (Optional.) Enable the 

cross-connect group. undo shutdown By default, the cross-connect 
group is enabled. 

5. Create a cross-connect and 
enter cross-connect view.  connection connection-name By default, no cross-connects 

exist. 

6. Set an MTU for the PW. mtu size 

The default MTU is 1500 bytes. 
The two PEs on an LDP PW must 
have the same MTU configured 
for the PW. Otherwise, the PW 
cannot come up.  

 

Configuring a PW 

Configuring a PW class 

You can configure PW attributes such as the PW data encapsulation type and enable control word in 
a PW class. PWs with the same attributes can use the same PW class. 

To configure a PW class: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Create a PW class and enter 
PW class view.  pw-class class-name By default, no PW classes exist.  

3. (Optional.) Enable control 
word.  control-word enable By default, control word is 

disabled. 

4. (Optional.) Specify the PW 
data encapsulation type.  pw-type { ethernet | vlan } By default, the PW data 

encapsulation type is VLAN. 
 

Configuring a static PW 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter cross-connect group 
view. xconnect-group group-name N/A 

3. Enter cross-connect view.  connection connection-name N/A 

4. Configure a static PW, and 
enter cross-connect PW 
view.  

peer ip-address pw-id pw-id 
in-label label-value out-label 
label-value [ pw-class 
class-name | tunnel-policy 
tunnel-policy-name ] * 

By default, no static PWs exist. 

 

Configuring an LDP PW 

Before you configure an LDP PW, enable global and interface MPLS LDP on the PE. For information 
about MPLS LDP configuration, see MPLS Configuration Guide. 

To configure an LDP PW: 
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Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter cross-connect group 
view. xconnect-group group-name N/A 

3. Enter cross-connect view.  connection connection-name N/A 

4. Configure an LDP PW, and 
enter cross-connect PW 
view.  

peer ip-address pw-id pw-id 
[ pw-class class-name | 
tunnel-policy 
tunnel-policy-name ] * 

By default, no LDP PWs exist. 
After an LDP PW is created, the 
PE automatically sends a 
targeted hello to create an LDP 
session to the peer PE. Then, the 
PE exchanges the PW ID FEC 
and PW label mapping with the 
peer. 

 

Configuring a BGP PW 

To configure a BGP PW, perform the following configurations on PEs: 
• Configure BGP to advertise MPLS L2VPN label block information. 
• Create a BGP PW. 

Configuring BGP to advertise MPLS L2VPN label block information 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enable BGP instance and 
enter BGP instance view. 

bgp as-number [ instance 
instance-name ] 
[ multi-session-thread ] 

By default, BGP is disabled.  

3. Configure the remote PE as a 
BGP peer. 

peer { group-name | ip-address 
[ mask-length ] } as-number 
as-number 

By default, no BGP peers 
exist.  

4. Create the BGP L2VPN 
address family and enter BGP 
L2VPN address family view. 

address-family l2vpn By default, no BGP L2VPN 
address family exists. 

5. Enable BGP to exchange BGP 
L2VPN information with the 
specified peer or peer group. 

peer { group-name | ip-address 
[ mask-length ] } enable 

By default, BGP cannot 
exchange BGP L2VPN 
information with any peer or 
peer group. 

6. Enable BGP to exchange label 
block information with the 
specified peer or peer group. 

peer { group-name | ip-address 
[ mask-length ] } signaling 
[ non-standard ] 

By default, BGP can 
exchange label block 
information with a BGP 
L2VPN peer or peer group 
by using RFC 4761 
MP_REACH_NLRI. 

7. (Optional.) Permit the local AS 
number to appear in routes 
from the specified peer or peer 
group and specify the 
appearance times.  

peer { group-name | ip-address 
[ mask-length ] } allow-as-loop 
[ number ] 

By default, the local AS 
number is not allowed in 
routes from a peer or peer 
group. 

8. (Optional.) Enable route 
target-based filtering of 
incoming BGP L2VPN 
information.  

policy vpn-target 
By default, route 
target-based filtering of 
incoming BGP L2VPN 
information is enabled. 
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Step Command Remarks 
9. (Optional.) Configure the 

router as a route reflector and 
specify a peer or peer group as 
its client. 

peer { group-name | ip-address 
[ mask-length ] } reflect-client 

By default, no route reflector 
or client is configured.  

10. (Optional.) Enable L2VPN 
information reflection between 
clients.  

reflect between-clients 
By default, L2VPN 
information reflection is 
enabled between clients.  

11. (Optional.) Configure the 
cluster ID of the route reflector. 

reflector cluster-id { cluster-id | 
ip-address } 

By default, a route reflector 
uses its own router ID as the 
cluster ID. 

12. (Optional.) Configure the 
filtering of reflected L2VPN 
information.  

rr-filter ext-comm-list-number 
By default, the route reflector 
does not filter reflected 
L2VPN information. 

13. (Optional.) Return to user view. return N/A 

14. (Optional.) Soft-reset L2VPN 
BGP sessions. 

refresh bgp [ instance 
instance-name ] { ip-address 
[ mask-length ] | all | external | 
group group-name | internal } 
{ export | import } l2vpn 

N/A 

15. (Optional.) Reset L2VPN BGP 
sessions. 

reset bgp [ instance 
instance-name ] { as-number | 
ip-address [ mask-length ] | all | 
external | group group-name | 
internal } l2vpn 

N/A 

 

For more information about the peer as-number, peer enable, peer allow-as-loop, peer 
reflect-client, reflect between-clients, reflector cluster-id, refresh bgp l2vpn, and reset bgp 
l2vpn commands, see Layer 3—IP Routing Command Reference. 

Creating a BGP PW 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter cross-connect group 
view. xconnect-group group-name N/A 

3. Configure the cross-connect 
group to automatically 
discover neighbors and 
create PWs through BGP 
and enter auto-discovery 
cross-connect group view. 

auto-discovery bgp 

By default, a cross-connect group 
does not automatically discover 
neighbors or create PWs through 
BGP. 

4. Configure an RD for the 
cross-connect group. 

route-distinguisher 
route-distinguisher 

By default, no RD is configured 
for the cross-connect group. 

5. Configure route targets for 
the cross-connect group. 

vpn-target vpn-target&<1-8> 
[ both | export-extcommunity | 
import-extcommunity ] 

By default, no route targets are 
configured for the cross-connect 
group. 

6. (Optional.) Specify a PW 
class for the auto-discovery 
cross-connect group. 

pw-class class-name By default, no PW class is 
specified. 

7. (Optional.) Set an MTU for 
the PW. mtu size The default MTU is 1500 bytes. 

8. Create a local site and enter 
site view. 

site site-id [ range range-value ] 
[ default-offset default-offset ] By default, no local sites exist. 
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Step Command Remarks 

9. Create a cross-connect and 
enter auto-discovery 
cross-connect view. 

connection remote-site-id 
remote-site-id 

By default, no cross-connects 
exist. 
After you execute this command, 
a PW to the specified remote site 
is created and is bound to the 
cross-connect. 

10. (Optional.) Specify a tunnel 
policy for the auto-discovery 
cross-connect. 

tunnel-policy tunnel-policy-name By default, no tunnel policy is 
specified.  

 

Configuring a remote CCC connection 

To configure a remote CCC connection, perform the following configurations on the PE and P 
devices: 
• On the two PEs, use the ccc command to specify the incoming and outgoing labels. 
• On each P device between the two PEs, use the static-lsp transit command to configure a 

static LSP for each direction of the CCC connection. For more information about the static-lsp 
transit command, see MPLS Command Reference.  

Follow these guidelines when you configure a remote CCC connection: 
• The outgoing label specified on a device must be the same as the incoming label specified on 

the next-hop device. 
• CCC connection settings such as the encapsulation type and control word feature must be 

consistent on the two PEs. Otherwise, the PEs might fail to forward packets over the CCC 
connection.  

To configure a remote CCC connection: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter cross-connect 
group view. xconnect-group group-name N/A 

3. Enter cross-connect view.  connection connection-name N/A 

4. Create a remote CCC 
connection. 

ccc in-label in-label-value out-label 
out-label-value { nexthop nexthop | 
out-interface interface-type 
interface-number } [ pw-class 
class-name ] 

By default, no remote CCC 
connections exist. 
Use the out-interface keyword 
to specify the outgoing interface 
only on a point-to-point link. On 
other types of interfaces such as 
Layer 3 Ethernet interface, 
VLAN interface, and Layer 3 
aggregate interface, you must 
use the nexthop keyword to 
specify the IP address of the 
next hop. 

 

Binding an AC to a cross-connect 

About binding an AC to a cross-connect 
On a PE, an AC is represented as an Ethernet service instance on a Layer 2 Ethernet interface or 
Layer 2 Ethernet aggregate interface. After you bind an Ethernet service instance to a 
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cross-connect, the Ethernet service instance matches packets received on that interface. The 
matching packets are then forwarded to the bound PW or another AC. An Ethernet service instance 
can match all packets, tagged packets, or untagged packets. 

When you bind an AC to a cross-connect, you can associate Track with the AC. Then, the AC is up 
only when one or more of the associated track entries are positive. 

Associating Track with an AC helps detecting AC failure. For example, when an AC is a VE-L2VPN 
interface, the interface will not go down upon a link failure because the interface is a virtual interface. 
To resolve the problem, you can associate Track with the AC to detect failures on the link that 
connects the PE-agg to the L3VPN or IP backbone. When a failure occurs on the link, the VE-L2VPN 
interface is set to down. Consequently, the PW bound to the AC goes down. If the PW has a backup 
PW, traffic can be switched to the backup PW. For more information about VE-L2VPN interfaces and 
L2VPN access to L3VPN or IP backbone, see MPLS Configuration Guide. 

Restrictions and guidelines 
If a Layer 2 Ethernet interface has been added to a link aggregation group, you cannot bind the 
Ethernet service instance on the Layer 2 interface to a cross-connect, and vice versa. 

The following features are mutually exclusive with one another on a Layer 2 Ethernet interface or 
Layer 2 aggregate interface: 
• EVB. 
• VLAN mapping. 
• Binding an Ethernet service instance to a VSI or an MPLS L2VPN cross-connect. 

Do not configure these features simultaneously on the same interface. Otherwise, the features 
cannot take effect. 

Procedure 
To bind an Ethernet service instance to a non-BGP cross-connect: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter cross-connect group 
view. xconnect-group group-name N/A 

3. Enter cross-connect view.  connection connection-name N/A 

4. Bind the Ethernet service 
instance on the interface to 
the cross-connect.  

ac interface interface-type 
interface-number 
service-instance instance-id 
[ access-mode { ethernet | 
vlan } ] [ track 
track-entry-number&<1-3> ] 

By default, no Ethernet service 
instance is bound to the 
cross-connect. 

 

To bind an Ethernet service instance to a BGP cross-connect: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter cross-connect group 
view. xconnect-group group-name N/A 

3. Enter auto-discovery 
cross-connect group view. auto-discovery bgp N/A 

4. Enter site view. 
site site-id [ range range-value ] 
[ default-offset 
default-offset-value ] 

N/A 
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Step Command Remarks 
5. Enter auto-discovery 

cross-connect view.  
connection remote-site-id 
remote-site-id N/A 

6. Bind the Ethernet service 
instance on the interface to 
the BGP cross-connect.  

ac interface interface-type 
interface-number 
service-instance instance-id 
[ access-mode { ethernet | 
vlan } ] [ track 
track-entry-number&<1-3> ] 

By default, no Ethernet service 
instance is bound to the BGP 
cross-connect. 

 

Configuring PW redundancy 
This task includes the following configurations: 
• Create a backup PW for the primary PW. 
• Specify whether to switch traffic from the backup PW to the primary PW when the primary PW 

recovers, and specify the wait time for the switchover. 
• Manually perform a PW switchover. 

Configuring static PW redundancy 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter cross-connect group 
view. xconnect-group group-name N/A 

3. Enter cross-connect view.  connection connection-name N/A 

4. (Optional.) Specify the 
switchover mode and set the 
wait time for the switchover.  

revertive { wtr wtr-time | never } 
By default, the switchover mode is 
revertive and the switchover wait 
time is 0 seconds. 

5. Enter cross-connect PW 
view. 

peer ip-address pw-id pw-id 
[ in-label label-value out-label 
label-value ] [ pw-class 
class-name | tunnel-policy 
tunnel-policy-name ] * 

N/A 

6. Configure a backup 
cross-connect PW and enter 
backup cross-connect PW 
view.  

backup-peer ip-address pw-id 
pw-id in-label label-value 
out-label label-value [ pw-class 
class-name | tunnel-policy 
tunnel-policy-name ] * 

By default, no backup PW exists. 

7. Return to user view.  return N/A 

8. Manually perform a PW 
switchover. 

l2vpn switchover peer 
ip-address pw-id pw-id N/A 

 

Configuring LDP PW redundancy 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter cross-connect group 
view. xconnect-group group-name N/A 
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Step Command Remarks 
3. Enter cross-connect view.  connection connection-name N/A 

4. (Optional.) Specify the 
switchover mode and set the 
wait time for the switchover.  

revertive { wtr wtr-time | never } 
By default, the switchover mode is 
revertive and the switchover wait 
time is 0 seconds. 

5. Enter cross-connect PW 
view. 

peer ip-address pw-id pw-id 
[ pw-class class-name | 
tunnel-policy 
tunnel-policy-name ] * 

N/A 

6. Configure a backup LDP PW 
and enter backup 
cross-connect PW view.  

backup-peer ip-address pw-id 
pw-id [ pw-class class-name | 
tunnel-policy 
tunnel-policy-name ] * 

By default, no backup LDP PW 
exists. 

7. Return to user view.  return N/A 

8. Manually switch traffic to the 
backup PW of the PW. 

l2vpn switchover peer 
ip-address pw-id pw-id N/A 

 

Enabling SNMP notifications for L2VPN PW 
This feature enables L2VPN to generate SNMP notifications when PW deletions, PW switchovers, or 
PW status changes occur. For L2VPN event notifications to be sent correctly, you must also 
configure SNMP on the device. For more information about SNMP configuration, see the network 
management and monitoring configuration guide for the device. 

To enable SNMP notifications for L2VPN PW: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enable SNMP notifications 
for L2VPN PW. 

snmp-agent trap enable l2vpn 
[ pw-delete | pw-switch | 
pw-up-down ] * 

By default, SNMP notifications for 
L2VPN PW are disabled. 

 

Displaying and maintaining MPLS L2VPN 
Execute display commands in any view and reset commands in user view. 
 

Task Command 

Display LDP PW label information. display l2vpn ldp [ peer ip-address [ pw-id pw-id ] | 
xconnect-group group-name ] [ verbose ] 

Display cross-connect forwarding 
information. 

display l2vpn forwarding { ac | pw } [ xconnect-group 
group-name ] [ slot slot-number ] [ verbose ] 

Display L2VPN PW information. display l2vpn pw [ xconnect-group group-name ] [ protocol 
{ bgp | ldp | static } ] [ verbose ] 

Display PW class information. display l2vpn pw-class [ class-name ] 

Display Ethernet service instance 
information. 

display l2vpn service-instance [ interface interface-type 
interface-number [ service-instance instance-id ] ] [ verbose ] 

Display cross-connect group 
information. display l2vpn xconnect-group [ name group-name ] [ verbose ] 
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Task Command 
Display L2VPN label block 
information. 

display l2vpn bgp [ peer ip-address | local ] [ xconnect-group 
group-name ] [ verbose ] 

Display BGP L2VPN peer group 
information. 

display bgp [ instance instance-name ] group l2vpn 
[ group-name group-name ] 

Display L2VPN label block 
information discovered by BGP. 

display bgp [ instance instance-name ] l2vpn signaling [ peer 
ip-address { advertised | received } | route-distinguisher 
route-distinguisher [ site-id site-id [ label-offset label-offset 
[ advertise-info ] ] ] ] 

Display BGP L2VPN peer 
information. 

display bgp [ instance instance-name ] peer l2vpn [ ip-address 
mask-length | group-name group-name log-info | ip-address 
{ log-info | verbose } | verbose ] 

Display BGP L2VPN update group 
information. 

display bgp [ instance instance-name ] update-group l2vpn 
[ ip-address ] 

Reset BGP sessions for L2VPN.  
reset bgp [ instance instance-name ] { as-number | ip-address 
[ mask-length ] | all | external | group group-name | internal } 
l2vpn 

 

For more information about the display bgp group l2vpn, display bgp peer l2vpn, display bgp 
update-group l2vpn, and reset bgp l2vpn commands, see Layer 3—IP Routing Command 
Reference. 

MPLS L2VPN configuration examples 

Configuring local MPLS L2VPN connections 

Network requirements 
Configure local MPLS L2VPN connections between the PE and CEs to allow communication 
between CE 1 and CE 2, and between CE 1 and CE 3, without consuming VLAN resources on the 
PE.  

Figure 18 Network diagram 

 
 

Configuration procedure 
1. Configure CE 1: 

# Configure HundredGigE 1/0/1 as a trunk port and permit VLAN 10 and VLAN 20. 

MPLS or IP 
backbone

HGE1/0/1
Vlan-int20
10.2.1.2/24

HGE1/0/3
VLAN: 20

HGE1/0/1
VLAN: 10, 20

Vlan-int10: 10.1.1.1/24
Vlan-int20: 10.2.1.1/24

HGE1/0/2
VLAN: 10

CE 2

PE

CE 3

Site 1
CE 1

HGE1/0/1
VLAN: 10, 20

HGE1/0/1
Vlan-int10

10.1.1.2/24

Site 2 Site 3



 

224 

<CE1> system-view 

[CE1] interface hundredgige 1/0/1 

[CE1-HundredGigE1/0/1] port link-type trunk 

[CE1-HundredGigE1/0/1] port trunk permit vlan 10 20 

[CE1-HundredGigE1/0/1] quit 

# Create VLAN 10 and configure an IP address for VLAN-interface 10. 
[CE1] vlan 10 

[CE1-vlan10] quit 

[CE1] interface vlan-interface 10 

[CE1-Vlan-interface10] ip address 10.1.1.1 24 

[CE1-Vlan-interface10] quit 

# Create VLAN 20 and configure an IP address for VLAN-interface 20. 
[CE1] vlan 20 

[CE1-vlan20] quit 

[CE1] interface vlan-interface 20 

[CE1-Vlan-interface20] ip address 10.2.1.1 24 

[CE1-Vlan-interface20] quit 

2. On CE 2, create VLAN 10 and configure an IP address for VLAN-interface 10. 
<CE2> system-view 

[CE2] vlan 10 

[CE2-vlan10] port hundredgige 1/0/1 

[CE2-vlan10] quit 

[CE2] interface vlan-interface 10 

[CE2-Vlan-interface10] ip address 10.1.1.2 24 

3. On CE 3, create VLAN 20 and configure an IP address for VLAN-interface 20. 
<CE3> system-view 

[CE3] vlan 20 

[CE3-vlan20] port hundredgige 1/0/1 

[CE3-vlan20] quit 

[CE3] interface vlan-interface 20 

[CE3-Vlan-interface20] ip address 10.2.1.2 24 

4. Configure the PE: 
# Enable L2VPN. 
<PE> system-view 

[PE] l2vpn enable 

# Create Ethernet service instance 10 on HundredGigE 1/0/1 to match packets from VLAN 10. 
[PE] interface hundredgige 1/0/1 

[PE-HundredGigE1/0/1] service-instance 10 

[PE-HundredGigE1/0/1-srv10] encapsulation s-vid 10 

[PE-HundredGigE1/0/1-srv10] quit 

# Create Ethernet service instance 20 on HundredGigE 1/0/1 to match packets from VLAN 20. 
[PE-HundredGigE1/0/1] service-instance 20 

[PE-HundredGigE1/0/1-srv20] encapsulation s-vid 20 

[PE-HundredGigE1/0/1-srv20] quit 

[PE-HundredGigE1/0/1] quit 

# Create a cross-connect group named vpn1, and create a cross-connect named vlan10 in the 
group. 
[PE] xconnect-group vpn1 
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[PE-xcg-vpn1] connection vlan10 

# Bind Ethernet service instance 10 on HundredGigE 1/0/1 to the cross-connect. 
[PE-xcg-vpn1-vlan10] ac interface hundredgige 1/0/1 service-instance 10 

# Bind HundredGigE 1/0/2 to the cross-connect. 
[PE-xcg-vpn1-vlan10] ac interface hundredgige 1/0/2 

[PE-xcg-vpn1-vlan10] quit 

# Create a cross-connect named vlan20 in cross-connect group vpn1. 
[PE-xcg-vpn1] connection vlan20 

# Bind Ethernet service instance 20 on HundredGigE 1/0/1 to the cross-connect. 
[PE-xcg-vpn1-vlan20] ac interface hundredgige 1/0/1 service-instance 20 

# Bind HundredGigE 1/0/3 to the cross-connect. 
[PE-xcg-vpn1-vlan20] ac interface hundredgige 1/0/3 

[PE-xcg-vpn1-vlan20] quit 

[PE-xcg-vpn1] quit 

Verifying the configuration 
# Verify that four AC forwarding entries exist on the PE. 
[PE] display l2vpn forwarding ac 

Total number of cross-connections: 2 

Total number of ACs: 4 

 

AC                               Xconnect-group                  Link ID 

HGE1/0/1 srv10                   vpn1                            0 

HGE1/0/1 srv20                   vpn1                            0 

HGE1/0/2                         vpn1                            1 

HGE1/0/3                         vpn1                            1 

Configuring a static PW 

Network requirements 
Create a static PW between PE 1 and PE 2 over the backbone to allow communication between CE 
1 and CE 2 within VLAN 10. 

Create Ethernet service instance 10 on HundredGigE 1/0/1 to match packets with an outer VLAN ID 
of 10 on each PE. 

Figure 19 Network diagram 

 
 

MPLS or IP backbone

CE 1 CE 2

PE 1 PE 2P

Vlan-int20

Vlan-int20

Vlan-int30

Vlan-int30
HGE1/0/1 HGE1/0/1

Vlan-int10 Vlan-int10

Loop0 Loop0 Loop0

Site 1 Site 2



 

226 

Table 16 Interface and IP address assignment 

Device Interface  IP address Device Interface  IP address 
CE 1 Vlan-int10 100.1.1.1/24 P Loop0 192.4.4.4/32 

PE 1 Loop0 192.2.2.2/32  Vlan-int30 10.2.2.2/24 

 Vlan-int20 10.1.1.1/24  Vlan-int20 10.1.1.2/24 

CE 2 Vlan-int10 100.1.1.2/24 PE 2 Loop0 192.3.3.3/32 

    Vlan-int30 10.2.2.1/24 
 

Configuration procedure 
1. Configure VLANs and add ports to VLANs on each switch. (Details not shown.) 
2. Configure CE 1. 

<CE1> system-view 

[CE1] interface vlan-interface 10 

[CE1-Vlan-interface10] ip address 100.1.1.1 24 

[CE1-Vlan-interface10] quit 

3. Configure PE 1: 
# Configure an LSR ID. 
<PE1> system-view 

[PE1] interface loopback 0 

[PE1-LoopBack0] ip address 192.2.2.2 32 

[PE1-LoopBack0] quit 

[PE1] mpls lsr-id 192.2.2.2 

# Enable L2VPN. 
[PE1] l2vpn enable 

# Enable global LDP.  
[PE1] mpls ldp 

[PE1-ldp] quit 

# Configure VLAN-interface 20 (the interface connected to the P device), and enable LDP on 
the interface.  
[PE1] interface vlan-interface 20 

[PE1-Vlan-interface20] ip address 10.1.1.1 24 

[PE1-Vlan-interface20] mpls enable 

[PE1-Vlan-interface20] mpls ldp enable 

[PE1-Vlan-interface20] quit 

# Configure OSPF for LDP to create LSPs.  
[PE1] ospf 

[PE1-ospf-1] area 0 

[PE1-ospf-1-area-0.0.0.0] network 10.1.1.1 0.0.0.255 

[PE1-ospf-1-area-0.0.0.0] network 192.2.2.2 0.0.0.0 

[PE1-ospf-1-area-0.0.0.0] quit 

[PE1-ospf-1] quit 

# Create VLAN 10 and assign HundredGigE 1/0/1 to the VLAN. 
[PE1] vlan 10 

[PE1-vlan10] port hundredgige 1/0/1 

[PE1-vlan10] quit 
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# Create Ethernet service instance 10 on HundredGigE 1/0/1 to match packets with an outer 
VLAN ID of 10. 
[PE1] interface hundredgige 1/0/1 

[PE1-HundredGigE1/0/1] service-instance 10 

[PE1-HundredGigE1/0/1-srv10] encapsulation s-vid 10 

[PE1-HundredGigE1/0/1-srv10] quit 

[PE1-HundredGigE1/0/1] quit 

# Create a cross-connect group named vpna, create a cross-connect named svc in the group, 
and bind Ethernet service instance 10 on HundredGigE 1/0/1 to the cross-connect.  
[PE1] xconnect-group vpna 

[PE1-xcg-vpna] connection svc 

[PE1-xcg-vpna-svc] ac interface hundredgige 1/0/1 service-instance 10 

# Create a static PW for the cross-connect to bind the AC to the PW.  
[PE1-xcg-vpna-svc] peer 192.3.3.3 pw-id 3 in-label 100 out-label 200 

[PE1-xcg-vpna-svc-192.3.3.3-3] quit 

[PE1-xcg-vpna-svc] quit 

[PE1-xcg-vpna] quit 

4. Configure the P device: 
# Configure an LSR ID.  
<P> system-view 

[P] interface loopback 0 

[P-LoopBack0] ip address 192.4.4.4 32 

[P-LoopBack0] quit 

[P] mpls lsr-id 192.4.4.4 

# Enable global LDP. 
[P] mpls ldp 

[P-ldp] quit 

# Configure VLAN-interface 20 (the interface connected to PE 1), and enable LDP on the 
interface. 
[P] interface vlan-interface 20 

[P-Vlan-interface20] ip address 10.1.1.2 24 

[P-Vlan-interface20] mpls enable 

[P-Vlan-interface20] mpls ldp enable 

[P-Vlan-interface20] quit 

# Configure VLAN-interface 30 (the interface connected to PE 2), and enable LDP on the 
interface. 
[P] interface vlan-interface 30 

[P-Vlan-interface30] ip address 10.2.2.2 24 

[P-Vlan-interface30] mpls enable 

[P-Vlan-interface30] mpls ldp enable 

[P-Vlan-interface30] quit 

# Configure OSPF for LDP to create LSPs. 
[P] ospf 

[P-ospf-1] area 0 

[P-ospf-1-area-0.0.0.0] network 10.1.1.2 0.0.0.255 

[P-ospf-1-area-0.0.0.0] network 10.2.2.2 0.0.0.255 

[P-ospf-1-area-0.0.0.0] network 192.4.4.4 0.0.0.0 

[P-ospf-1-area-0.0.0.0] quit 
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[P-ospf-1] quit 

5. Configure PE 2: 
# Configure an LSR ID. 
<PE2> system-view 

[PE2] interface loopback 0 

[PE2-LoopBack0] ip address 192.3.3.3 32 

[PE2-LoopBack0] quit 

[PE2] mpls lsr-id 192.3.3.3 

# Enable L2VPN. 
[PE2] l2vpn enable 

# Enable global LDP. 
[PE2] mpls ldp 

[PE2-ldp] quit 

# Configure VLAN-interface 30 (the interface connected to the P device), and enable LDP on 
the interface. 
[PE2] interface vlan-interface 30 

[PE2-Vlan-interface30] ip address 10.2.2.1 24 

[PE2-Vlan-interface30] mpls enable 

[PE2-Vlan-interface30] mpls ldp enable 

[PE2-Vlan-interface30] quit 

# Configure OSPF for LDP to create LSPs. 
[PE2] ospf 

[PE2-ospf-1] area 0 

[PE2-ospf-1-area-0.0.0.0] network 10.2.2.1 0.0.0.255 

[PE2-ospf-1-area-0.0.0.0] network 192.3.3.3 0.0.0.0 

[PE2-ospf-1-area-0.0.0.0] quit 

[PE2-ospf-1] quit 

# Create VLAN 10 and assign HundredGigE 1/0/1 to the VLAN. 
[PE2] vlan 10 

[PE2-vlan10] port hundredgige 1/0/1 

[PE2-vlan10] quit 

# Create Ethernet service instance 10 on HundredGigE 1/0/1 to match packets with an outer 
VLAN ID of 10. 
[PE2] interface hundredgige 1/0/1 

[PE2-HundredGigE1/0/1] service-instance 10 

[PE2-HundredGigE1/0/1-srv10] encapsulation s-vid 10 

[PE2-HundredGigE1/0/1-srv10] quit 

[PE2-HundredGigE1/0/1] quit 

# Create a cross-connect group named vpna, create a cross-connect named svc in the group, 
and bind Ethernet service instance 10 on HundredGigE 1/0/1 to the cross-connect. 
[PE2] xconnect-group vpna 

[PE2-xcg-vpna] connection svc 

[PE2-xcg-vpna-svc] ac interface hundredgige 1/0/1 service-instance 10 

# Create a static PW for the cross-connect to bind the AC to the PW.  
[PE2-xcg-vpna-svc] peer 192.2.2.2 pw-id 3 in-label 200 out-label 100 

[PE2-xcg-vpna-svc-192.2.2.2-3] quit 

[PE2-xcg-vpna-svc] quit 

[PE2-xcg-vpna] quit 
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6. Configure CE 2. 
<CE2> system-view 

[CE2] interface vlan-interface 10 

[CE2-Vlan-interface10] ip address 100.1.1.2 24 

[CE2-Vlan-interface10] quit 

Verifying the configuration 
# Verify that a static PW has been established on PE 1.  
[PE1] display l2vpn pw 

Flags: M - main, B - backup, H - hub link, S - spoke link, N - no split horizon 

Total number of PWs: 1 

1 up, 0 blocked, 0 down, 0 defect, 0 idle, 0 duplicate 

 

Xconnect-group Name: vpna 

Peer            PW ID/Rmt Site    In/Out Label    Proto  Flag  Link ID    State 

192.3.3.3       3                 100/200         Static M     0          Up 

# Verify that a static PW has been established on PE 2. 
[PE2] display l2vpn pw 

Flags: M - main, B - backup, H - hub link, S - spoke link, N - no split horizon 

Total number of PWs: 1 

1 up, 0 blocked, 0 down, 0 defect, 0 idle, 0 duplicate 

 

Xconnect-group Name: vpna 

Peer            PW ID/Rmt Site    In/Out Label    Proto  Flag  Link ID    State 

192.2.2.2       3                 200/100         Static M     0          Up 

# Verify that CE 1 and CE 2 can ping each other. (Details not shown.) 

Configuring an LDP PW 

Network requirements 
Create an LDP PW between PE 1 and PE 2, and use flexible mode to match packets from each AC 
to allow communication between CE 1 and CE 2 within VLAN 10 without consuming VLAN resources 
on PEs. 

Figure 20 Network diagram 
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Table 17 Interface and IP address assignment 

Device Interface IP address Device Interface IP address 
CE 1 Vlan-int10 100.1.1.1/24 P Loop0 192.4.4.4/32 

PE 1 Loop0 192.2.2.2/32  Vlan-int23 23.1.1.2/24 

 Vlan-int23 23.1.1.1/24  Vlan-int26 26.2.2.2/24 

CE 2 Vlan-int10 100.1.1.2/24 PE 2 Loop0 192.3.3.3/32 

    Vlan-int26 26.2.2.1/24 
 

Configuration procedure 
1. Configure VLANs and add ports to VLANs on each switch. (Details not shown.) 
2. Configure CE 1. 

<CE1> system-view 

[CE1] interface vlan-interface 10 

[CE1-Vlan-interface10] ip address 100.1.1.1 24 

[CE1-Vlan-interface10] quit 

3. Configure PE 1: 
# Configure an LSR ID. 
<PE1> system-view 

[PE1] interface loopback 0 

[PE1-LoopBack0] ip address 192.2.2.2 32 

[PE1-LoopBack0] quit 

[PE1] mpls lsr-id 192.2.2.2 

# Enable L2VPN. 
[PE1] l2vpn enable 

# Enable global LDP. 
[PE1] mpls ldp 

[PE1-ldp] quit 

# Configure VLAN-interface 23 (the interface connected to the P device), and enable LDP on 
the interface. 
[PE1] interface vlan-interface 23 

[PE1-Vlan-interface23] ip address 23.1.1.1 24 

[PE1-Vlan-interface23] mpls enable 

[PE1-Vlan-interface23] mpls ldp enable 

[PE1-Vlan-interface23] quit 

# Configure OSPF for LDP to create LSPs. 
[PE1] ospf 

[PE1-ospf-1] area 0 

[PE1-ospf-1-area-0.0.0.0] network 23.1.1.1 0.0.0.255 

[PE1-ospf-1-area-0.0.0.0] network 192.2.2.2 0.0.0.0 

[PE1-ospf-1-area-0.0.0.0] quit 

[PE1-ospf-1] quit 

# Create Ethernet service instance 1000 on HundredGigE 1/0/1 (the interface connected to CE 
1).  
[PE1] interface hundredgige 1/0/1 

[PE1-HundredGigE1/0/1] service-instance 1000 

[PE1-HundredGigE1/0/1-srv1000] encapsulation s-vid 10 
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[PE1-HundredGigE1/0/1-srv1000] quit 

[PE1-HundredGigE1/0/1] quit 

# Create a cross-connect group named vpn1, create a cross-connect named ldp in the group, 
and bind Ethernet service instance 1000 on HundredGigE 1/0/1 to the cross-connect. 
[PE1] xconnect-group vpn1 

[PE1-xcg-vpn1] connection ldp 

[PE1-xcg-vpn1-ldp] ac interface hundredgige 1/0/1 service-instance 1000 

# Create an LDP PW for the cross-connect to bind the AC to the PW. 
[PE1-xcg-vpn1-ldp] peer 192.3.3.3 pw-id 1000 

[PE1-xcg-vpn1-ldp-192.3.3.3-1000] quit 

[PE1-xcg-vpn1-ldp] quit 

[PE1-xcg-vpn1] quit 

4. Configure the P device: 
# Configure an LSR ID. 
<P> system-view 

[P] interface loopback 0 

[P-LoopBack0] ip address 192.4.4.4 32 

[P-LoopBack0] quit 

[P] mpls lsr-id 192.4.4.4 

# Enable global LDP. 
[P] mpls ldp 

[P-ldp] quit 

# Configure VLAN-interface 23 (the interface connected to PE 1), and enable LDP on the 
interface. 
[P] interface vlan-interface 23 

[P-Vlan-interface23] ip address 23.1.1.2 24 

[P-Vlan-interface23] mpls enable 

[P-Vlan-interface23] mpls ldp enable 

[P-Vlan-interface23] quit 

# Configure VLAN-interface 26 (the interface connected to PE 2), and enable LDP on the 
interface. 
[P] interface vlan-interface 26 

[P-Vlan-interface26] ip address 26.2.2.2 24 

[P-Vlan-interface26] mpls enable 

[P-Vlan-interface26] mpls ldp enable 

[P-Vlan-interface26] quit 

# Configure OSPF for LDP to create LSPs. 
[P] ospf 

[P-ospf-1] area 0 

[P-ospf-1-area-0.0.0.0] network 23.1.1.2 0.0.0.255 

[P-ospf-1-area-0.0.0.0] network 26.2.2.2 0.0.0.255 

[P-ospf-1-area-0.0.0.0] network 192.4.4.4 0.0.0.0 

[P-ospf-1-area-0.0.0.0] quit 

[P-ospf-1] quit 

5. Configure PE 2: 
# Configure an LSR ID. 
<PE2> system-view 

[PE2] interface loopback 0 



 

232 

[PE2-LoopBack0] ip address 192.3.3.3 32 

[PE2-LoopBack0] quit 

[PE2] mpls lsr-id 192.3.3.3 

# Enable L2VPN. 
[PE2] l2vpn enable 

# Enable global LDP. 
[PE2] mpls ldp 

[PE2-ldp] quit 

# Configure VLAN-interface 26 (the interface connected to the P device), and enable LDP on 
the interface. 
[PE2] interface vlan-interface 26 

[PE2-Vlan-interface26] ip address 26.2.2.1 24 

[PE2-Vlan-interface26] mpls enable 

[PE2-Vlan-interface26] mpls ldp enable 

[PE2-Vlan-interface26] quit 

# Configure OSPF for LDP to create LSPs. 
[PE2] ospf 

[PE2-ospf-1] area 0 

[PE2-ospf-1-area-0.0.0.0] network 192.3.3.3 0.0.0.0 

[PE2-ospf-1-area-0.0.0.0] network 26.2.2.0 0.0.0.255 

[PE2-ospf-1-area-0.0.0.0] quit 

[PE2-ospf-1] quit 

# Create Ethernet service instance 1000 on HundredGigE 1/0/1 (the interface connected to CE 
2). 
[PE2] interface hundredgige 1/0/1 

[PE2-HundredGigE1/0/1] service-instance 1000 

[PE2-HundredGigE1/0/1-srv1000] encapsulation s-vid 10 

[PE2-HundredGigE1/0/1-srv1000] quit 

[PE2-HundredGigE1/0/1] quit 

# Create a cross-connect group named vpn1, create a cross-connect named ldp in the group, 
and bind Ethernet service instance 1000 on HundredGigE 1/0/1 to the cross-connect. 
[PE2] xconnect-group vpn1 

[PE2-xcg-vpn1] connection ldp 

[PE2-xcg-vpn1-ldp] ac interface hundredgige 1/0/1 service-instance 1000 

# Create an LDP PW for the cross-connect to bind the AC to the PW. 
[PE2-xcg-vpn1-ldp] peer 192.2.2.2 pw-id 1000 

[PE2-xcg-vpn1-ldp-192.2.2.2-1000] quit 

[PE2-xcg-vpn1-ldp] quit 

[PE2-xcg-vpn1] quit 

6. Configure CE 2. 
<CE2> system-view 

[CE2] interface vlan-interface 10 

[CE2-Vlan-interface10] ip address 100.1.1.2 24 

[CE2-Vlan-interface10] quit 

Verifying the configuration 
# Verify that an LDP PW has been established on PE 1. 
[PE1] display l2vpn pw 
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Flags: M - main, B - backup, H - hub link, S - spoke link, N - no split horizon 

Total number of PWs: 1 

1 up, 0 blocked, 0 down, 0 defect, 0 idle, 0 duplicate 

 

Xconnect-group Name: vpn1 

Peer            PW ID/Rmt Site    In/Out Label    Proto  Flag  Link ID    State 

192.3.3.3       1000              1151/1279       LDP    M     1          Up 

# Verify that an LDP PW has been established on PE 2. 
[PE2] display l2vpn pw 

Flags: M - main, B - backup, H - hub link, S - spoke link, N - no split horizon 

Total number of PWs: 1 

1 up, 0 blocked, 0 down, 0 defect, 0 idle, 0 duplicate 

 

Xconnect-group Name: vpn1 

Peer            PW ID/Rmt Site    In/Out Label    Proto  Flag  Link ID    State 

192.2.2.2       1000              1279/1151       LDP    M     1          Up 

# Verify that CE 1 and CE 2 can ping each other. (Details not shown.) 

Configuring a BGP PW 

Network requirements 
Create a BGP PW between PE 1 and PE 2 to allow communication between CE 1 and CE 2 within 
VLAN 10. 

Create Ethernet service instance 10 on HundredGigE 1/0/1 to match packets with an outer VLAN ID 
of 10 on each PE. 

Figure 21 Network diagram 
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Configuration procedure 
1. Configure VLANs and add ports to VLANs on each switch. (Details not shown.) 
2. Configure CE 1. 

<CE1> system-view 

[CE1] interface vlan-interface 10 

[CE1-Vlan-interface10] ip address 100.1.1.1 24 

[CE1-Vlan-interface10] quit 

3. Configure PE 1: 
# Configure an LSR ID. 
<PE1> system-view 

[PE1] interface loopback 0 

[PE1-LoopBack0] ip address 192.2.2.2 32 

[PE1-LoopBack0] quit 

[PE1] mpls lsr-id 192.2.2.2 

# Enable L2VPN. 
[PE1] l2vpn enable 

# Enable LDP globally. 
[PE1] mpls ldp 

[PE1-ldp] quit 

# Configure VLAN-interface 20 (the interface connected to the P device), and enable LDP on 
the interface.  
[PE1] interface vlan-interface 20 

[PE1-Vlan-interface20] ip address 10.1.1.1 24 

[PE1-Vlan-interface20] mpls enable 

[PE1-Vlan-interface20] mpls ldp enable 

[PE1-Vlan-interface20] quit 

# Enable OSPF for LSP establishment. 
[PE1] ospf 

[PE1-ospf-1] area 0 

[PE1-ospf-1-area-0.0.0.0] network 10.1.1.1 0.0.0.255 

[PE1-ospf-1-area-0.0.0.0] network 192.2.2.2 0.0.0.0 

[PE1-ospf-1-area-0.0.0.0] quit 

[PE1-ospf-1] quit 

# Create an IBGP connection to PE 2, and enable BGP to advertise L2VPN information to PE 2. 
[PE1] bgp 100 

[PE1-bgp-default] peer 192.3.3.3 as-number 100 

[PE1-bgp-default] peer 192.3.3.3 connect-interface loopback 0 

[PE1-bgp-default] address-family l2vpn 

[PE1-bgp-default-l2vpn] peer 192.3.3.3 enable 

[PE1-bgp-default-l2vpn] quit 

[PE1-bgp-default] quit 

# Create VLAN 10 and assign HundredGigE 1/0/1 to the VLAN. 
[PE1] vlan 10 

[PE1-vlan10] port hundredgige 1/0/1 

[PE1-vlan10] quit 

# Create Ethernet service instance 10 on HundredGigE 1/0/1 to match packets with an outer 
VLAN ID of 10. 
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[PE1] interface hundredgige 1/0/1 

[PE1-HundredGigE1/0/1] service-instance 10 

[PE1-HundredGigE1/0/1-srv10] encapsulation s-vid 10 

[PE1-HundredGigE1/0/1-srv10] quit 

[PE1-HundredGigE1/0/1] quit 

# Create a cross-connect group named vpnb, create a local site named site 1, and create a 
BGP PW from site 1 to remote site site 2.  
[PE1] xconnect-group vpnb 

[PE1-xcg-vpnb] auto-discovery bgp 

[PE1-xcg-vpnb-auto] route-distinguisher 2:2 

[PE1-xcg-vpnb-auto] vpn-target 2:2 export-extcommunity 

[PE1-xcg-vpnb-auto] vpn-target 2:2 import-extcommunity 

[PE1-xcg-vpnb-auto] site 1 range 10 default-offset 0 

[PE1-xcg-vpnb-auto-1] connection remote-site-id 2 

# Bind Ethernet service instance 10 on HundredGigE 1/0/1 to the PW.  
[PE1-xcg-vpnb-auto-1-2] ac interface hundredgige 1/0/1 service-instance 10 

[PE1-xcg-vpnb-auto-1-2] return 

4. Configure the P device: 
# Configure an LSR ID. 
<P> system-view 

[P] interface loopback 0 

[P-LoopBack0] ip address 192.4.4.4 32 

[P-LoopBack0] quit 

[P] mpls lsr-id 192.4.4.4 

# Enable LDP globally.  
[P] mpls ldp 

[P-ldp] quit 

# Configure VLAN-interface 20 (the interface connected to PE 1), and enable LDP on the 
interface. 
[P] interface vlan-interface 20 

[P-Vlan-interface20] ip address 10.1.1.2 24 

[P-Vlan-interface20] mpls enable 

[P-Vlan-interface20] mpls ldp enable 

[P-Vlan-interface20] quit 

# Configure VLAN-interface 30 (the interface connected to PE 2), and enable LDP on the 
interface. 
[P] interface vlan-interface 30 

[P-Vlan-interface30] ip address 10.2.2.2 24 

[P-Vlan-interface30] mpls enable 

[P-Vlan-interface30] mpls ldp enable 

[P-Vlan-interface30] quit 

# Enable OSPF for LSP establishment. 
[P] ospf 

[P-ospf-1] area 0 

[P-ospf-1-area-0.0.0.0] network 10.1.1.2 0.0.0.255 

[P-ospf-1-area-0.0.0.0] network 10.2.2.2 0.0.0.255 

[P-ospf-1-area-0.0.0.0] network 192.4.4.4 0.0.0.0 

[P-ospf-1-area-0.0.0.0] quit 
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[P-ospf-1] quit 

5. Configure PE 2: 
# Configure an LSR ID. 
<PE2> system-view 

[PE2] interface loopback 0 

[PE2-LoopBack0] ip address 192.3.3.3 32 

[PE2-LoopBack0] quit 

[PE2] mpls lsr-id 192.3.3.3 

# Enable L2VPN. 
[PE2] l2vpn enable 

# Enable LDP globally. 
[PE2] mpls ldp 

[PE2-ldp] quit 

# Configure VLAN-interface 30 (the interface connected to the P device), and enable LDP on 
the interface. 
[PE2] interface vlan-interface 30 

[PE2-Vlan-interface30] ip address 10.2.2.1 24 

[PE2-Vlan-interface30] mpls enable 

[PE2-Vlan-interface30] mpls ldp enable 

[PE2-Vlan-interface30] quit 

# Enable OSPF for LSP establishment. 
[PE2] ospf 

[PE2-ospf-1] area 0 

[PE2-ospf-1-area-0.0.0.0] network 192.3.3.3 0.0.0.0 

[PE2-ospf-1-area-0.0.0.0] network 10.2.2.0 0.0.0.255 

[PE2-ospf-1-area-0.0.0.0] quit 

[PE2-ospf-1] quit 

# Create an IBGP connection to PE 1, and enable BGP to advertise L2VPN information to PE 1. 
[PE2] bgp 100 

[PE2-bgp-default] peer 192.2.2.2 as-number 100 

[PE2-bgp-default] peer 192.2.2.2 connect-interface loopback 0 

[PE2-bgp-default] address-family l2vpn 

[PE2-bgp-default-l2vpn] peer 192.2.2.2 enable 

[PE2-bgp-default-l2vpn] quit 

[PE2-bgp-default] quit 

# Create VLAN 10 and assign HundredGigE 1/0/1 to the VLAN. 
[PE2] vlan 10 

[PE2-vlan10] port hundredgige 1/0/1 

[PE2-vlan10] quit 

# Create Ethernet service instance 10 on HundredGigE 1/0/1 to match packets with an outer 
VLAN ID of 10. 
[PE2] interface hundredgige1/0/1 

[PE2-HundredGigE1/0/1] service-instance 10 

[PE2-HundredGigE1/0/1-srv10] encapsulation s-vid 10 

[PE2-HundredGigE1/0/1-srv10] quit 

[PE2-HundredGigE1/0/1] quit 

# Create a cross-connect group named vpnb, create a local site named site 2, and create a 
BGP PW from site 2 to remote site site 1. 
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[PE2] xconnect-group vpnb 

[PE2-xcg-vpnb] auto-discovery bgp 

[PE2-xcg-vpnb-auto] route-distinguisher 2:2 

[PE2-xcg-vpnb-auto] vpn-target 2:2 export-extcommunity 

[PE2-xcg-vpnb-auto] vpn-target 2:2 import-extcommunity 

[PE2-xcg-vpnb-auto] site 2 range 10 default-offset 0 

[PE2-xcg-vpnb-auto-2] connection remote-site-id 1 

# Bind Ethernet service instance 10 on HundredGigE 1/0/1 to the PW. 
[PE2-xcg-vpnb-auto-2-1] ac interface hundredgige 1/0/1 service-instance 10 

[PE2-xcg-vpnb-auto-2-1] return 

6. Configure CE 2. 
<CE2> system-view 

[CE2] interface vlan-interface 10 

[CE2-Vlan-interface10] ip address 100.1.1.2 24 

[CE2-Vlan-interface10] quit 

Verifying the configuration 
# Verify that a BGP PW has been established on PE 1.  
<PE1> display l2vpn pw 

Flags: M - main, B - backup, H - hub link, S - spoke link, N - no split horizon 

Total number of PWs: 1 

1 up, 0 blocked, 0 down, 0 defect, 0 idle, 0 duplicate 

 

Xconnect-group Name: vpnb 

Peer            PW ID/Rmt Site    In/Out Label    Proto   Flag  Link ID  State 

192.3.3.3       2                 1036/1025       BGP     M     1        Up 

# Verify that a BGP PW has been established on PE 2. 
<PE2> display l2vpn pw 

Flags: M - main, B - backup, H - hub link, S - spoke link, N - no split horizon 

Total number of PWs: 1 

1 up, 0 blocked, 0 down, 0 defect, 0 idle, 0 duplicate 

 

Xconnect-group Name: vpnb 

Peer            PW ID/Rmt Site    In/Out Label    Proto   Flag  Link ID  State 

192.2.2.2       1                 1025/1036       BGP     M     1        Up 

# Verify that CE 1 and CE 2 can ping each other. (Details not shown.) 

Configuring a remote CCC connection 

Network requirements 
Create a remote CCC connection between PE 1 and PE 2 to allow communication between CE 1 
and CE 2 within VLAN 10. 

Create Ethernet service instance 10 on HundredGigE 1/0/1 to match packets with an outer VLAN ID 
of 10 on each PE. 



 

238 

Figure 22 Network diagram 

 
 

Table 19 Interface and IP address assignment 

Device Interface IP address Device Interface IP address 
CE 1 Vlan-int10 100.1.1.1/24 P Loop0 192.4.4.4/32 

PE 1 Loop0 192.2.2.2/32  Vlan-int20 10.1.1.2/24 

 Vlan-int20 10.1.1.1/24  Vlan-int30 10.2.2.2/24 

CE 2 Vlan-int10 100.1.1.2/24 PE 2 Loop0 192.3.3.3/32 

    Vlan-int30 10.2.2.1/24 
 

Configuration procedure 
1. Configure VLANs and add ports to VLANs on each switch. (Details not shown.) 
2. Configure CE 1. 

<CE1> system-view 

[CE1] interface vlan-interface 10 

[CE1-Vlan-interface10] ip address 100.1.1.1 24 

[CE1-Vlan-interface10] quit 

3. Configure PE 1: 
# Configure an LSR ID. 
<PE1> system-view 

[PE1] interface loopback 0 

[PE1-LoopBack0] ip address 192.2.2.2 32 

[PE1-LoopBack0] quit 

[PE1] mpls lsr-id 192.2.2.2 

# Enable L2VPN. 
[PE1] l2vpn enable 

# Configure VLAN-interface 20 (the interface connected to the P device), and enable MPLS on 
the interface. 
[PE1] interface vlan-interface 20 

[PE1-Vlan-interface20] ip address 10.1.1.1 24 

[PE1-Vlan-interface20] mpls enable 

[PE1-Vlan-interface20] quit 

# Create VLAN 10 and assign HundredGigE 1/0/1 to the VLAN. 
[PE1] vlan 10 

[PE1-vlan10] port hundredgige 1/0/1 
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[PE1-vlan10] quit 

# Create Ethernet service instance 10 on HundredGigE 1/0/1 to match packets with an outer 
VLAN ID of 10. 
[PE1] interface hundredgige 1/0/1 

[PE1-HundredGigE1/0/1] service-instance 10 

[PE1-HundredGigE1/0/1-srv10] encapsulation s-vid 10 

[PE1-HundredGigE1/0/1-srv10] quit 

[PE1-HundredGigE1/0/1] quit 

# Create a cross-connect group named ccc, and create a remote CCC connection that has 
incoming label 101, outgoing label 201, and next hop 10.1.1.2. 
[PE1] xconnect-group ccc 

[PE1-xcg-ccc] connection ccc 

[PE1-xcg-ccc-ccc] ccc in-label 101 out-label 201 nexthop 10.1.1.2 

# Bind Ethernet service instance 10 on HundredGigE 1/0/1 to the CCC connection. 
[PE1-xcg-ccc-ccc] ac interface hundredgige 1/0/1 service-instance 10 

[PE1-xcg-ccc-ccc] quit 

[PE1-xcg-ccc] quit 

4. Configure the P device: 
# Configure an LSR ID. 
<P> system-view 

[P] interface loopback 0 

[P-LoopBack0] ip address 192.4.4.4 32 

[P-LoopBack0] quit 

[P] mpls lsr-id 192.4.4.4 

# Configure VLAN-interface 20 (the interface connected to PE 1), and enable MPLS on the 
interface. 
[P] interface vlan-interface 20 

[P-Vlan-interface20] ip address 10.1.1.2 24 

[P-Vlan-interface20] mpls enable 

[P-Vlan-interface20] quit 

# Configure VLAN-interface 30 (the interface connected to PE 2), and enable MPLS on the 
interface. 
[P] interface vlan-interface 30 

[P-Vlan-interface30] ip address 10.2.2.2 24 

[P-Vlan-interface30] mpls enable 

[P-Vlan-interface30] quit 

# Configure a static LSP to forward packets from PE 1 to PE 2. 
[P] static-lsp transit pe1-pe2 in-label 201 nexthop 10.2.2.1 out-label 202 

# Configure a static LSP to forward packets from PE 2 to PE 1. 
[P] static-lsp transit pe2-pe1 in-label 102 nexthop 10.1.1.1 out-label 101 

5. Configure PE 2: 
# Configure an LSR ID. 
<PE2> system-view 

[PE2] interface loopback 0 

[PE2-LoopBack0] ip address 192.3.3.3 32 

[PE2-LoopBack0] quit 

[PE2] mpls lsr-id 192.3.3.3 

# Enable L2VPN. 
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[PE2] l2vpn enable 

# Configure VLAN-interface 30 (the interface connected to the P device), and enable MPLS on 
the interface. 
[PE2] interface vlan-interface 30 

[PE2-Vlan-interface30] ip address 10.2.2.1 24 

[PE2-Vlan-interface30] mpls enable 

[PE2-Vlan-interface30] quit 

# Create VLAN 10 and assign HundredGigE 1/0/1 to the VLAN. 
[PE2] vlan 10 

[PE2-vlan10] port hundredgige 1/0/1 

[PE2-vlan10] quit 

# Create Ethernet service instance 10 on HundredGigE 1/0/1 to match packets with an outer 
VLAN ID of 10. 
[PE2] interface hundredgige 1/0/1 

[PE2-HundredGigE1/0/1] service-instance 10 

[PE2-HundredGigE1/0/1-srv10] encapsulation s-vid 10 

[PE2-HundredGigE1/0/1-srv10] quit 

[PE2-HundredGigE1/0/1] quit 

# Create a cross-connect group named ccc, and create a remote CCC connection that has 
incoming label 202, outgoing label 102, and next hop 10.2.2.2. 
[PE2] xconnect-group ccc 

[PE2-xcg-ccc] connection ccc 

[PE2-xcg-ccc-ccc] ccc in-label 202 out-label 102 nexthop 10.2.2.2 

# Bind Ethernet service instance 10 on HundredGigE 1/0/1 to the CCC connection. 
[PE2-xcg-ccc-ccc] ac interface hundredgige 1/0/1 service-instance 10 

[PE2-xcg-ccc-ccc] quit 

[PE2-xcg-ccc] quit 

6. Configure CE 2. 
<CE2> system-view 

[CE2] interface vlan-interface 10 

[CE2-Vlan-interface10] ip address 100.1.1.2 24 

[CE2-Vlan-interface10] quit 

Verifying the configuration 
# Verify that a remote CCC connection (identified by PW ID/Rmt Site "-" and Proto Static) has been 
established on PE 1.  
[PE1] display l2vpn pw 

Flags: M - main, B - backup, H - hub link, S - spoke link, N - no split horizon 

Total number of PWs: 1 

1 up, 0 blocked, 0 down, 0 defect, 0 idle, 0 duplicate 

 

Xconnect-group Name: ccc 

Peer            PW ID/Rmt Site    In/Out Label    Proto   Flag  Link ID  State 

10.1.1.2        -                 101/201         Static  M     0        Up 

# Verify that a remote CCC connection has been established on PE 2. 
[PE2] display l2vpn pw 

Flags: M - main, B - backup, H - hub link, S - spoke link, N - no split horizon 

Total number of PWs: 1 

1 up, 0 blocked, 0 down, 0 defect, 0 idle, 0 duplicate 
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Xconnect-group Name: ccc                                                         

Peer            PW ID/Rmt Site    In/Out Label    Proto   Flag  Link ID  State   

10.2.2.2        -                 202/102         Static  M     0        Up      

# Verify that CE 1 and CE 2 can ping each other. (Details not shown.) 

Configuring LDP PW redundancy 

Network requirements 
Create two LDP PWs to implement PW redundancy between CE 1 and CE 2. The primary PW goes 
through PE 1—PE 2. The backup PW goes through PE 1—PE 3. When the primary PW fails, CE 1 
and CE 2 communicate through the backup PW.  

Figure 23 Network diagram 

 
 

Table 20 Interface and IP address assignment 

Device Interface IP address Device Interface IP address 
CE 1 Vlan-int10 100.1.1.1/24 PE 2 Loop0 2.2.2.2/32 

PE 1 Loop0 1.1.1.1/32  Vlan-int12 12.1.1.2/24 

 Vlan-int12 12.1.1.1/24 PE 3 Loop0 3.3.3.3/32 

 Vlan-int13 13.1.1.1/24  Vlan-int13 13.1.1.3/24 

CE 2 Vlan-int10 100.1.1.2/24    
 

Configuration procedure 
Before configuration, perform the following tasks on the switches: 
• Configure VLANs and add ports to VLANs. 
• Disable the spanning tree feature globally or map each VLAN to an MSTI. For more information, 

see Layer 2—LAN Switching Configuration Guide. 
1. Configure CE 1. 

<CE1> system-view 

[CE1] interface vlan-interface 10 

[CE1-Vlan-interface10] ip address 100.1.1.1 24 
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[CE1-Vlan-interface10] quit 

2. Configure PE 1: 
# Configure an LSR ID. 
<PE1> system-view 

[PE1] interface loopback 0 

[PE1-LoopBack0] ip address 1.1.1.1 32 

[PE1-LoopBack0] quit 

[PE1] mpls lsr-id 1.1.1.1 

# Enable global MPLS LDP. 
[PE1] mpls ldp 

[PE1-ldp] quit 

# Configure VLAN interface 12 (the interface connected to PE 2) and VLAN interface 13 (the 
interface connected to PE 3), and enable LDP for the interfaces. 
[PE1] interface vlan-interface 12 

[PE1-Vlan-interface12] ip address 12.1.1.1 24 

[PE1-Vlan-interface12] mpls enable 

[PE1-Vlan-interface12] mpls ldp enable 

[PE1-Vlan-interface12] quit 

[PE1] interface vlan-interface 13 

[PE1-Vlan-interface13] ip address 13.1.1.1 24 

[PE1-Vlan-interface13] mpls enable 

[PE1-Vlan-interface13] mpls ldp enable 

[PE1-Vlan-interface13] quit 

# Configure OSPF for LDP to create LSPs. 
[PE1] ospf 

[PE1-ospf-1] area 0 

[PE1-ospf-1-area-0.0.0.0] network 1.1.1.1 0.0.0.0 

[PE1-ospf-1-area-0.0.0.0] network 12.1.1.0 0.0.0.255 

[PE1-ospf-1-area-0.0.0.0] network 13.1.1.0 0.0.0.255 

[PE1-ospf-1-area-0.0.0.0] quit 

[PE1-ospf-1] quit 

# Enable L2VPN. 
[PE1] l2vpn enable 

# Create Ethernet service instance 10 on HundredGigE 1/0/1 to match packets with an outer 
VLAN ID of 10. 
[PE1] interface hundredgige 1/0/1 

[PE1-HundredGigE1/0/1] port link-type trunk 

[PE1-HundredGigE1/0/1] port trunk permit vlan 10 

[PE1-HundredGigE1/0/1] service-instance 10 

[PE1-HundredGigE1/0/1-srv10] encapsulation s-vid 10 

[PE1-HundredGigE1/0/1-srv10] quit 

[PE1-HundredGigE1/0/1] quit 

# Create a cross-connect group named vpna, create a cross-connect named ldp in the group, 
and bind Ethernet service instance 10 on HundredGigE 1/0/1 to the cross-connect. 
[PE1] xconnect-group vpna 

[PE1-xcg-vpna] connection ldp 

[PE1-xcg-vpna-ldp] ac interface hundredgige 1/0/1 service-instance 10 
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# Create primary and backup LDP PWs for the cross-connect to bind the AC to the PWs and to 
implement PW redundancy. 
[PE1-xcg-vpna-ldp] peer 2.2.2.2 pw-id 20 

[PE1-xcg-vpna-ldp-2.2.2.2-20] backup-peer 3.3.3.3 pw-id 30 

[PE1-xcg-vpna-ldp-3.3.3.3-30-backup] quit  

[PE1-xcg-vpna-ldp-2.2.2.2-20] quit 

[PE1-xcg-vpna-ldp] quit 

[PE1-xcg-vpna] quit 

[PE1] quit 

3. Configure PE 2: 
# Configure LSR ID. 
<PE2> system-view 

[PE2] interface loopback 0 

[PE2-LoopBack0] ip address 2.2.2.2 32 

[PE2-LoopBack0] quit 

[PE2] mpls lsr-id 2.2.2.2 

# Enable global MPLS LDP. 
[PE2] mpls ldp 

[PE2-ldp] quit 

# Configure VLAN interface 12 (the interface connected to PE 1), and enable LDP on it. 
[PE2] interface vlan-interface 12 

[PE2-Vlan-interface12] ip address 12.1.1.2 24 

[PE2-Vlan-interface12] mpls enable 

[PE2-Vlan-interface12] mpls ldp enable 

[PE2-Vlan-interface12] quit 

# Configure OSPF for LDP to create LSPs. 
[PE2] ospf 

[PE2-ospf-1] area 0 

[PE2-ospf-1-area-0.0.0.0] network 12.1.1.0 0.0.0.255 

[PE2-ospf-1-area-0.0.0.0] network 2.2.2.2 0.0.0.0 

[PE2-ospf-1-area-0.0.0.0] quit 

[PE2-ospf-1] quit 

# Enable L2VPN. 
[PE2] l2vpn enable 

# Create Ethernet service instance 10 on HundredGigE 1/0/1 to match packets with an outer 
VLAN ID of 10. 
[PE2] interface hundredgige 1/0/1 

[PE2-HundredGigE1/0/1] port link-type trunk 

[PE2-HundredGigE1/0/1] port trunk permit vlan 10 

[PE2-HundredGigE1/0/1] service-instance 10 

[PE2-HundredGigE1/0/1-srv10] encapsulation s-vid 10 

[PE2-HundredGigE1/0/1-srv10] quit 

[PE2-HundredGigE1/0/1] quit 

# Create a cross-connect group named vpna, create a cross-connect named ldp in the group, 
and bind Ethernet service instance 10 on HundredGigE 1/0/1 to the cross-connect. 
[PE2] xconnect-group vpna 

[PE2-xcg-vpna] connection ldp 

[PE2-xcg-vpna-ldp] ac interface hundredgige 1/0/1 service-instance 10 



 

244 

# Create an LDP PW for the cross-connect to bind the AC to the PW. 
[PE2-xcg-vpna-ldp] peer 1.1.1.1 pw-id 20 

[PE2-xcg-vpna-ldp-1.1.1.1-20] quit 

[PE2-xcg-vpna-ldp] quit 

[PE2-xcg-vpna] quit 

4. Configure PE 3: 
# Configure an LSR ID. 
<PE3> system-view 

[PE3] interface loopback 0 

[PE3-LoopBack0] ip address 3.3.3.3 32 

[PE3-LoopBack0] quit 

[PE3] mpls lsr-id 3.3.3.3 

# Enable global MPLS LDP. 
[PE3] mpls ldp 

[PE3-ldp] quit 

# Configure VLAN interface 13 (the interface connected to PE 1), and enable LDP on it.  
[PE3] interface vlan-interface 13 

[PE3-Vlan-interface13] ip address 13.1.1.3 24 

[PE3-Vlan-interface13] mpls enable 

[PE3-Vlan-interface13] mpls ldp enable 

[PE3-Vlan-interface13] quit 

# Configure OSPF on PE 3 for LDP to create LSPs. 
[PE3] ospf 

[PE3-ospf-1] area 0 

[PE3-ospf-1-area-0.0.0.0] network 13.1.1.0 0.0.0.255 

[PE3-ospf-1-area-0.0.0.0] network 3.3.3.3 0.0.0.0 

[PE3-ospf-1-area-0.0.0.0] quit 

[PE3-ospf-1] quit 

# Enable L2VPN. 
[PE3] l2vpn enable 

# Create Ethernet service instance 10 on HundredGigE 1/0/1 to match packets with an outer 
VLAN ID of 10. 
[PE3] interface hundredgige 1/0/1 

[PE3-HundredGigE1/0/1] port link-type trunk 

[PE3-HundredGigE1/0/1] port trunk permit vlan 10 

[PE3-HundredGigE1/0/1] service-instance 10 

[PE3-HundredGigE1/0/1-srv10] encapsulation s-vid 10 

[PE3-HundredGigE1/0/1-srv10] quit 

[PE3-HundredGigE1/0/1] quit 

# Create a cross-connect group named vpna, create a cross-connect named ldp in the group, 
and bind Ethernet service instance 10 on HundredGigE 1/0/1 to the cross-connect. 
[PE3] xconnect-group vpna 

[PE3-xcg-vpna] connection ldp 

[PE3-xcg-vpna-ldp] ac interface hundredgige 1/0/1 service-instance 10 

# Create an LDP PW for the cross-connect to bind the AC to the PW. 
[PE3-xcg-vpna-ldp] peer 1.1.1.1 pw-id 30 

[PE3-xcg-vpna-ldp-1.1.1.1-30] quit 

[PE3-xcg-vpna-ldp] quit 
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[PE3-xcg-vpna] quit 

5. Configure CE 2. 
<CE2> system-view 

[CE2] interface vlan-interface 10 

[CE2-Vlan-interface10] ip address 100.1.1.2 24 

[CE2-Vlan-interface10] quit 

Verifying the configuration 
# Verify that two LDP PWs have been established on PE 1. 
<PE1> display l2vpn pw 

Flags: M - main, B - backup, H - hub link, S - spoke link, N - no split horizon 

Total number of PWs: 2 

1 up, 1 blocked, 0 down, 0 defect, 0 idle, 0 duplicate 

 

Xconnect-group Name: vpna 

Peer            PW ID/Rmt Site    In/Out Label    Proto  Flag  Link ID    State 

2.2.2.2         20                1151/1279       LDP    M     1          Up 

3.3.3.3         30                1150/1279       LDP    B     1          Blocked 

# Display detailed information about the primary and backup PWs on PE 1.  
<PE1> display l2vpn pw verbose 

Xconnect-group Name: vpna 

 Connection: ldp 

  Peer: 2.2.2.2          PW ID: 20 

    Signaling Protocol  : LDP 

    Link ID             : 1          PW State : Up 

    In Label            : 1151       Out Label: 1279 

    Wait to Restore Time: 0 sec 

    MTU                 : 1500 

    PW Attributes       : Main 

    VCCV CC             : - 

    VCCV BFD            : - 

    Tunnel Group ID     : 0x260000002 

    Tunnel NHLFE IDs    : 1025 

  Peer: 3.3.3.3          PW ID: 30 

    Signaling Protocol  : LDP 

    Link ID             : 1          PW State : Blocked 

    In Label            : 1150       Out Label: 1279 

    MTU                 : 1500 

    PW Attributes       : Backup 

    VCCV CC             : - 

    VCCV BFD            : - 

    Tunnel Group ID     : 0x360000003  

    Tunnel NHLFE IDs    : 1027 

# Verify that an LDP PW has been established on PE 2. 
[PE2] display l2vpn pw 

Flags: M - main, B - backup, H - hub link, S - spoke link, N - no split horizon 

Total number of PWs: 1 

1 up, 0 blocked, 0 down, 0 defect, 0 idle, 0 duplicate 
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Xconnect-group Name: vpna 

Peer            PW ID/Rmt Site    In/Out Label    Proto  Flag  Link ID    State 

1.1.1.1         20                1279/1151       LDP    M     1          Up 

# Verify that an LDP PW has been established on PE 3. 
[PE3] display l2vpn pw 

Flags: M - main, B - backup, H - hub link, S - spoke link, N - no split horizon 

Total number of PWs: 1 

1 up, 0 blocked, 0 down, 0 defect, 0 idle, 0 duplicate 

 

Xconnect-group Name: vpna 

Peer            PW ID/Rmt Site    In/Out Label    Proto  Flag  Link ID    State 

1.1.1.1         30                1279/1150       LDP    M     1          Up 

# Verify that CE 1 and CE 2 can ping each other. (Details not shown.) 

# Manually switch to the backup PW on PE 1.  
<PE1> l2vpn switchover peer 2.2.2.2 pw-id 20 

# Verify that the PW switchover is successful on PE 1.  
<PE1> display l2vpn pw 

Flags: M - main, B - backup, H - hub link, S - spoke link, N - no split horizon 

Total number of PWs: 2 

1 up, 1 blocked, 0 down, 0 defect, 0 idle, 0 duplicate 

 

Xconnect-group Name: vpna 

Peer            PW ID/Rmt Site    In/Out Label    Proto  Flag  Link ID    State 

2.2.2.2         20                1151/1279       LDP    M     1          Blocked 

3.3.3.3         30                1150/1279       LDP    B     1          Up 

# Verify that CE 1 and CE 2 can ping each other. (Details not shown.) 

Configuring an intra-domain multi-segment PW 

Network requirements 
As shown in Figure 24, there is no public tunnel between PE 1 and PE 2, and there is an MPLS TE 
tunnel between PE 1 and P, and an MPLS TE tunnel between P and PE 2.  

Configure a multi-segment PW within the backbone to allow communication between CE 1 and CE 
2. The multi-segment PW includes a PW between PE 1 and P, and a PW between P and PE 2. The 
two PWs are concatenated on P. 
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Figure 24 Network diagram 

 
 

Table 21 Interface and IP address assignment 

Device Interface  IP address Device Interface  IP address 
CE 1 Vlan-int10 100.1.1.1/24 P Loop0 192.4.4.4/32 

PE 1 Loop0 192.2.2.2/32  Vlan-int23 23.1.1.2/24 

 Vlan-int23 23.1.1.1/24  Vlan-int26 26.2.2.2/24 

CE 2 Vlan-int10 100.1.1.2/24 PE 2 Loop0 192.3.3.3/32 

    Vlan-int26 26.2.2.1/24 
 

Configuration procedure 
1. Configure VLANs and add ports to VLANs on each switch. (Details not shown.) 
2. Configure CE 1. 

<CE1> system-view 

[CE1] interface vlan-interface 10 

[CE1-Vlan-interface10] ip address 100.1.1.1 24 

[CE1-Vlan-interface10] quit 

3. Configure PE 1: 
# Configure an LSR ID. 
<PE1> system-view 

[PE1] interface loopback 0 

[PE1-LoopBack0] ip address 192.2.2.2 32 

[PE1-LoopBack0] quit 

[PE1] mpls lsr-id 192.2.2.2 

# Enable L2VPN. 
[PE1] l2vpn enable 

# Enable LDP globally. 
[PE1] mpls ldp 

[PE1-ldp] quit 

# Configure MPLS TE to establish an MPLS TE tunnel between PE 1 and P. For more 
information, see MPLS Configuration Guide. 
# Create Ethernet service instance 1000 on HundredGigE 1/0/1 (the interface connected to CE 
1). 
[PE1] interface hundredgige 1/0/1 

[PE1-HundredGigE1/0/1] service-instance 1000 
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[PE1-HundredGigE1/0/1-srv1000] encapsulation s-vid 10 

[PE1-HundredGigE1/0/1-srv1000] quit 

[PE1-HundredGigE1/0/1] quit 

# Create a cross-connect group named vpn1, create a cross-connect named ldp in the group, 
and bind Ethernet service instance 1000 on HundredGigE 1/0/1 to the cross-connect. 
[PE1] xconnect-group vpn1 

[PE1-xcg-vpn1] connection ldp 

[PE1-xcg-vpn1-ldp] ac interface hundredgige 1/0/1 service-instance 1000 

# Create an LDP PW for the cross-connect to bind the AC to the PW. 
[PE1-xcg-vpn1-ldp] peer 192.4.4.4 pw-id 1000 

[PE1-xcg-vpn1-ldp-192.4.4.4-1000] quit 

[PE1-xcg-vpn1-ldp] quit 

[PE1-xcg-vpn1] quit 

4. Configure the P device: 
# Configure an LSR ID. 
<P> system-view 

[P] interface loopback 0 

[P-LoopBack0] ip address 192.4.4.4 32 

[P-LoopBack0] quit 

[P] mpls lsr-id 192.4.4.4 

# Enable L2VPN. 
[P] l2vpn enable 

# Enable LDP globally. 
[P] mpls ldp 

[P-ldp] quit 

# Configure MPLS TE to establish an MPLS TE tunnel between PE 1 and P, and between P and 
PE 2. For more information, see MPLS Configuration Guide. 
# Create a cross-connect group named vpn1, create a cross-connect named ldpsvc in the 
group, and create an LDP PW and a static PW for the cross-connect to form a multi-segment 
PW. 
[P] xconnect-group vpn1 

[P-xcg-vpn1] connection ldpsvc 

[P-xcg-vpn1-ldpsvc] peer 192.2.2.2 pw-id 1000 

[P-xcg-vpn1-ldpsvc-192.2.2.2-1000] quit 

[P-xcg-vpn1-ldpsvc] peer 192.3.3.3 pw-id 1000 in-label 100 out-label 200 

[P-xcg-vpn1-ldpsvc-192.3.3.3-1000] quit 

[P-xcg-vpn1-ldpsvc] quit 

[P-xcg-vpn1] quit  

5. Configure PE 2: 
# Configure an LSR ID. 
<PE2> system-view 

[PE2] interface loopback 0 

[PE2-LoopBack0] ip address 192.3.3.3 32 

[PE2-LoopBack0] quit 

[PE2] mpls lsr-id 192.3.3.3 

# Enable L2VPN. 
[PE2] l2vpn enable 
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# Configure MPLS TE to establish an MPLS TE tunnel between P and PE 2. For more 
information, see MPLS Configuration Guide. 
# Create Ethernet service instance 1000 on HundredGigE 1/0/1 (the interface connected to CE 
2).  
[PE2] interface hundredgige 1/0/1 

[PE2-HundredGigE1/0/1] service-instance 1000 

[PE2-HundredGigE1/0/1-srv1000] encapsulation s-vid 10 

[PE2-HundredGigE1/0/1-srv1000] quit 

[PE2-HundredGigE1/0/1] quit 

# Create a cross-connect group named vpn1, create a cross-connect named svc in the group, 
and bind Ethernet service instance 1000 on HundredGigE 1/0/1 to the cross-connect. 
[PE2] xconnect-group vpn1 

[PE2-xcg-vpn1] connection svc 

[PE2-xcg-vpn1-svc] ac interface hundredgige 1/0/1 service-instance 1000 

# Create a static PW for the cross-connect to bind the AC to the PW. 
[PE2-xcg-vpn1-svc] peer 192.4.4.4 pw-id 1000 in-label 200 out-label 100 

[PE2-xcg-vpn1-svc-192.4.4.4-1000] quit 

[PE2-xcg-vpn1-svc] quit 

[PE2-xcg-vpn1] quit 

6. Configure CE 2. 
<CE2> system-view 

[CE2] interface vlan-interface 10 

[CE2-Vlan-interface10] ip address 100.1.1.2 24 

[CE2-Vlan-interface10] quit 

Verifying the configuration 
# Verify that two PWs have been created to form a multi-segment PW on the P device.  
[P] display l2vpn pw 

Flags: M - main, B - backup, H - hub link, S - spoke link, N - no split horizon 

Total number of PWs: 2 

2 up, 0 blocked, 0 down, 0 defect, 0 idle, 0 duplicate 

 

Xconnect-group Name: vpn1 

Peer            PW ID/Rmt Site    In/Out Label    Proto  Flag  Link ID    State 

192.2.2.2       1000              1279/1150       LDP    M     0          Up 

192.3.3.3       1000              100/200         Static M     1          Up 

# Verify that a PW has been created on PE 1. 
[PE1] display l2vpn pw 

Flags: M - main, B - backup, H - hub link, S - spoke link, N - no split horizon 

Total number of PWs: 1 

1 up, 0 blocked, 0 down, 0 defect, 0 idle, 0 duplicate 

 

Xconnect-group Name: vpn1 

Peer            PW ID/Rmt Site    In/Out Label    Proto  Flag  Link ID    State 

192.4.4.4       1000              1150/1279       LDP    M     1          Up 

# Verify that a PW has been created on PE 2. 
[PE2] display l2vpn pw 

Flags: M - main, B - backup, H - hub link, S - spoke link, N - no split horizon 
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Total number of PWs: 1 

1 up, 0 blocked, 0 down, 0 defect, 0 idle, 0 duplicate 

 

Xconnect-group Name: vpn1 

Peer            PW ID/Rmt Site    In/Out Label    Proto  Flag  Link ID    State 

192.4.4.4       1000              200/100         Static M     1          Up 

# Verify that CE 1 and CE 2 can ping each other. (Details not shown.) 

Configuring an inter-domain multi-segment PW 

Network requirements 
PE 1 and ASBR 1 belong to AS 100. PE 2 and ASBR 2 belong to AS 200. 

Set up an inter-domain multi-segment PW (a method for inter-AS Option B networking) within the 
backbone to allow communication between CE 1 and CE 2. 

Configure the inter-domain multi-segment PW as follows: 
• Configure LDP PWs between PE 1 and ASBR 1, and between PE 2 and ASBR 2, and configure 

public tunnels through LDP to carry the PWs. 
• Configure an LDP PW between ASBR 1 and ASBR 2. Advertise labeled IPv4 routes between 

ASBR 1 and ASBR 2 through BGP to set up the public tunnel to carry the LDP PW. 
• Concatenate the two PWs on ASBR 1. 
• Concatenate the two PWs on ASBR 2. 

Figure 25 Network diagram 
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Device Interface IP address Device Interface IP address 
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Configuration procedure 
1. Configure VLANs and add ports to VLANs on each switch. (Details not shown.) 
2. Configure CE 1. 

<CE1> system-view 

[CE1] interface vlan-interface 10 

[CE1-Vlan-interface10] ip address 100.1.1.1 24 

[CE1-Vlan-interface10] quit 

3. Configure PE 1: 
# Configure an LSR ID. 
<PE1> system-view 

[PE1] interface loopback 0 

[PE1-LoopBack0] ip address 192.1.1.1 32 

[PE1-LoopBack0] quit 

[PE1] mpls lsr-id 192.1.1.1 

# Enable L2VPN. 
[PE1] l2vpn enable 

# Enable global LDP. 
[PE1] mpls ldp 

[PE1-ldp] quit 

# Configure VLAN-interface 23 (the interface connected to ASBR 1), and enable LDP on the 
interface. 
[PE1] interface vlan-interface 23 

[PE1-Vlan-interface23] ip address 23.1.1.1 24 

[PE1-Vlan-interface23] mpls enable 

[PE1-Vlan-interface23] mpls ldp enable 

[PE1-Vlan-interface23] quit 

# Configure OSPF for LDP to create LSPs. 
[PE1] ospf 

[PE1-ospf-1] area 0 

[PE1-ospf-1-area-0.0.0.0] network 23.1.1.1 0.0.0.255 

[PE1-ospf-1-area-0.0.0.0] network 192.1.1.1 0.0.0.0 

[PE1-ospf-1-area-0.0.0.0] quit 

[PE1-ospf-1] quit 

# Create Ethernet service instance 1000 on HundredGigE 1/0/1 (the interface connected to CE 
1). 
[PE1] interface hundredgige 1/0/1 

[PE1-HundredGigE1/0/1] service-instance 1000 

[PE1-HundredGigE1/0/1-srv1000] encapsulation s-vid 10 

[PE1-HundredGigE1/0/1-srv1000] quit 

[PE1-HundredGigE1/0/1] quit 

# Create a cross-connect group named vpn1, create a cross-connect named ldp in the group, 
and bind Ethernet service instance 1000 on HundredGigE 1/0/1 to the cross-connect. 
[PE1] xconnect-group vpn1 

[PE1-xcg-vpn1] connection ldp 

[PE1-xcg-vpn1-ldp] ac interface hundredgige 1/0/1 service-instance 1000 

# Create an LDP PW for the cross-connect to bind the AC to the PW. 
[PE1-xcg-vpn1-ldp] peer 192.2.2.2 pw-id 1000 

[PE1-xcg-vpn1-ldp-192.2.2.2-1000] quit 
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[PE1-xcg-vpn1-ldp] quit 

[PE1-xcg-vpn1] quit 

4. Configure ASBR 1: 
# Configure an LSR ID. 
<ASBR1> system-view 

[ASBR1] interface loopback 0 

[ASBR1-LoopBack0] ip address 192.2.2.2 32 

[ASBR1-LoopBack0] quit 

[ASBR1] mpls lsr-id 192.2.2.2 

# Enable L2VPN. 
[ASBR1] l2vpn enable 

# Enable global LDP. 
[ASBR1] mpls ldp 

[ASBR1-ldp] quit 

# Configure VLAN-interface 23 (the interface connected to PE 1), and enable LDP on the 
interface. 
[ASBR1] interface vlan-interface 23 

[ASBR1-Vlan-interface23] ip address 23.1.1.2 24 

[ASBR1-Vlan-interface23] mpls enable 

[ASBR1-Vlan-interface23] mpls ldp enable 

[ASBR1-Vlan-interface23] quit 

# Configure VLAN-interface 26 (the interface connected to ASBR 2), and enable MPLS on the 
interface. 
[ASBR1] interface vlan-interface 26 

[ASBR1-Vlan-interface26] ip address 26.2.2.2 24 

[ASBR1-Vlan-interface26] mpls enable 

[ASBR1-Vlan-interface26] quit 

# Configure OSPF for LDP to create LSPs. 
[ASBR1] ospf 

[ASBR1-ospf-1] area 0 

[ASBR1-ospf-1-area-0.0.0.0] network 23.1.1.2 0.0.0.255 

[ASBR1-ospf-1-area-0.0.0.0] network 192.2.2.2 0.0.0.0 

[ASBR1-ospf-1-area-0.0.0.0] quit 

[ASBR1-ospf-1] quit 

# Configure BGP to advertise labeled routes on ASBR1. 
[ASBR1] bgp 100 

[ASBR1-bgp-default] peer 26.2.2.3 as-number 200 

[ASBR1-bgp-default] address-family ipv4 unicast 

[ASBR1-bgp-default-ipv4] import-route direct 

[ASBR1-bgp-default-ipv4] peer 26.2.2.3 enable 

[ASBR1-bgp-default-ipv4] peer 26.2.2.3 route-policy policy1 export 

[ASBR1-bgp-default-ipv4] peer 26.2.2.3 label-route-capability 

[ASBR1-bgp-default-ipv4] quit 

[ASBR1-bgp-default] quit 

[ASBR1] route-policy policy1 permit node 1 

[ASBR1-route-policy-policy1-1] apply mpls-label 

[ASBR1-route-policy-policy1-1] quit 
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# Create a cross-connect group named vpn1, create a cross-connect named ldp in the group, 
and create two LDP PWs for the cross-connect to form a multi-segment PW. 
[ASBR1] xconnect-group vpn1 

[ASBR1-xcg-vpn1] connection ldp 

[ASBR1-xcg-vpn1-ldp] peer 192.1.1.1 pw-id 1000 

[ASBR1-xcg-vpn1-ldp-192.1.1.1-1000] quit 

[ASBR1-xcg-vpn1-ldp] peer 192.3.3.3 pw-id 1000 

[ASBR1-xcg-vpn1-ldp-192.3.3.3-1000] quit 

[ASBR1-xcg-vpn1-ldp] quit 

[ASBR1-xcg-vpn1] quit  

5. Configure ASBR 2: 
# Configure an LSR ID. 
<ASBR2> system-view 

[ASBR2] interface loopback 0 

[ASBR2-LoopBack0] ip address 192.3.3.3 32 

[ASBR2-LoopBack0] quit 

[ASBR2] mpls lsr-id 192.3.3.3 

# Enable L2VPN. 
[ASBR2] l2vpn enable 

# Enable global LDP. 
[ASBR2] mpls ldp 

[ASBR2-ldp] quit 

# Configure VLAN-interface 22 (the interface connected to PE 2), and enable LDP on the 
interface. 
[ASBR2] interface vlan-interface 22 

[ASBR2-Vlan-interface22] ip address 22.2.2.3 24 

[ASBR2-Vlan-interface22] mpls enable 

[ASBR2-Vlan-interface22] mpls ldp enable 

[ASBR2-Vlan-interface22] quit 

# Configure VLAN-interface 26 (the interface connected to ASBR 1), and enable MPLS on the 
interface. 
[ASBR2] interface vlan-interface 26 

[ASBR2-Vlan-interface26] ip address 26.2.2.3 24 

[ASBR2-Vlan-interface26] mpls enable 

[ASBR2-Vlan-interface26] quit 

# Configure OSPF for LDP to create LSPs. 
[ASBR2] ospf 

[ASBR2-ospf-1] area 0 

[ASBR2-ospf-1-area-0.0.0.0] network 22.2.2.3 0.0.0.255 

[ASBR2-ospf-1-area-0.0.0.0] network 192.3.3.3 0.0.0.0 

[ASBR2-ospf-1-area-0.0.0.0] quit 

[ASBR2-ospf-1] quit 

# Configure BGP to advertise labeled routes on ASBR 2. 
[ASBR2] bgp 200 

[ASBR2-bgp-default] peer 26.2.2.2 as-number 100 

[ASBR2-bgp-default] address-family ipv4 unicast 

[ASBR2-bgp-default-ipv4] import-route direct 

[ASBR2-bgp-default-ipv4] peer 26.2.2.2 enable 
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[ASBR2-bgp-default-ipv4] peer 26.2.2.2 route-policy policy1 export 

[ASBR2-bgp-default-ipv4] peer 26.2.2.2 label-route-capability 

[ASBR2-bgp-default-ipv4] quit 

[ASBR2-bgp-default] quit 

[ASBR2] route-policy policy1 permit node 1 

[ASBR2-route-policy-policy1-1] apply mpls-label 

[ASBR2-route-policy-policy1-1] quit 

# Create a cross-connect group named vpn1, create a cross-connect named ldp in the group, 
and create two LDP PWs for the cross-connect to form a multi-segment PW. 
[ASBR2] xconnect-group vpn1 

[ASBR2-xcg-vpn1] connection ldp 

[ASBR2-xcg-vpn1-ldp] peer 192.2.2.2 pw-id 1000 

[ASBR2-xcg-vpn1-ldp-192.2.2.2-1000] quit 

[ASBR2-xcg-vpn1-ldp] peer 192.4.4.4 pw-id 1000 

[ASBR2-xcg-vpn1-ldp-192.4.4.4-1000] quit 

[ASBR2-xcg-vpn1-ldp] quit 

[ASBR2-xcg-vpn1] quit  

6. Configure PE 2: 
# Configure an LSR ID. 
<PE2> system-view 

[PE2] interface loopback 0 

[PE2-LoopBack0] ip address 192.4.4.4 32 

[PE2-LoopBack0] quit 

[PE2] mpls lsr-id 192.4.4.4 

# Enable L2VPN. 
[PE2] l2vpn enable 

# Enable global LDP. 
[PE2] mpls ldp 

[PE2-ldp] quit 

# Configure VLAN-interface 22 (the interface connected to ASBR 1), and enable LDP on the 
interface. 
[PE2] interface vlan-interface 22 

[PE2-Vlan-interface22] ip address 22.2.2.1 24 

[PE2-Vlan-interface22] mpls enable 

[PE2-Vlan-interface22] mpls ldp enable 

[PE2-Vlan-interface22] quit 

# Configure OSPF for LDP to create LSPs. 
[PE2] ospf 

[PE2-ospf-1] area 0 

[PE2-ospf-1-area-0.0.0.0] network 192.4.4.4 0.0.0.0 

[PE2-ospf-1-area-0.0.0.0] network 22.2.2.1 0.0.0.255 

[PE2-ospf-1-area-0.0.0.0] quit 

[PE2-ospf-1] quit 

# Create Ethernet service instance 1000 on HundredGigE 1/0/1 (the interface connected to CE 
2). 
[PE2] interface hundredgige 1/0/1 

[PE2-HundredGigE1/0/1] service-instance 1000 

[PE2-HundredGigE1/0/1-srv1000] encapsulation s-vid 10 
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[PE2-HundredGigE1/0/1-srv1000] quit 

[PE2-HundredGigE1/0/1] quit 

# Create a cross-connect group named vpn1, create a cross-connect named ldp in the group, 
and bind Ethernet service instance 1000 on HundredGigE 1/0/1 to the cross-connect. 
[PE2] xconnect-group vpn1 

[PE2-xcg-vpn1] connection ldp 

[PE2-xcg-vpn1-ldp] ac interface hundredgige 1/0/1 service-instance 1000 

# Create an LDP PW for the cross-connect to bind the AC to the PW. 
[PE2-xcg-vpn1-ldp] peer 192.3.3.3 pw-id 1000 

[PE2-xcg-vpn1-ldp-192.3.3.3-1000] quit 

[PE2-xcg-vpn1-ldp] quit 

[PE2-xcg-vpn1] quit 

7. Configure CE 2. 
<CE2> system-view 

[CE2] interface vlan-interface 10 

[CE2-Vlan-interface10] ip address 100.1.1.2 24 

[CE2-Vlan-interface10] quit 

Verifying the configuration 
# Verify that a PW has been created on PE 1. 
[PE1] display l2vpn pw 

Flags: M - main, B - backup, H - hub link, S - spoke link, N - no split horizon 

Total number of PWs: 1 

1 up, 0 blocked, 0 down, 0 defect, 0 idle, 0 duplicate 

 

Xconnect-group Name: vpn1 

Peer            PW ID/Rmt Site    In/Out Label    Proto  Flag  Link ID    State 

192.2.2.2       1000              1151/1279       LDP    M     1          Up 

# Verify that two PWs have been created to form a multi-segment PW on ASBR 1. 
[ASBR1] display l2vpn pw 

Flags: M - main, B - backup, H - hub link, S - spoke link, N - no split horizon 

Total number of PWs: 2 

2 up, 0 blocked, 0 down, 0 defect, 0 idle, 0 duplicate 

 

Xconnect-group Name: vpn1 

Peer            PW ID/Rmt Site    In/Out Label    Proto  Flag  Link ID    State 

192.1.1.1       1000              1279/1151       LDP    M     0          Up 

192.3.3.3       1000              1278/1151       LDP    M     1          Up 

# Verify that two PWs have been created to form a multi-segment PW on ASBR 2. 
[ASBR2] display l2vpn pw 

Flags: M - main, B - backup, H - hub link, S - spoke link, N - no split horizon 

Total number of PWs: 2 

2 up, 0 blocked, 0 down, 0 defect, 0 idle, 0 duplicate 

 

Xconnect-group Name: vpn1 

Peer            PW ID/Rmt Site    In/Out Label    Proto  Flag  Link ID    State 

192.2.2.2       1000              1151/1278       LDP    M     0          Up 

192.4.4.4       1000              1150/1279       LDP    M     1          Up 
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# Verify that a PW has been created on PE 2. 
[PE2] display l2vpn pw 

Flags: M - main, B - backup, H - hub link, S - spoke link, N - no split horizon 

Total number of PWs: 1 

1 up, 0 blocked, 0 down, 0 defect, 0 idle, 0 duplicate 

 

Xconnect-group Name: vpn1 

Peer            PW ID/Rmt Site    In/Out Label    Proto  Flag  Link ID    State 

192.3.3.3       1000              1279/1150       LDP    M     1          Up 

# Verify that CE 1 and CE 2 can ping each other. (Details not shown.) 

Command reference 

ac interface 

Use ac interface to bind an Ethernet service instance to a cross-connect. 

Use undo ac interface to remove the binding. 

Syntax 
ac interface interface-type interface-number service-instance instance-id [ access-mode 
{ ethernet | vlan } ] [ track track-entry-number&<1-3> ] 

undo ac interface interface-type interface-numberservice-instance instance-id  

Default 
No Ethernet service instance is bound to a cross-connect. 

Views 
Cross-connect view 

Auto-discovery cross-connect view 

Predefined user roles 
network-admin 

Parameters 
interface-type interface-number: Specifies an interface by its type and number. 

service-instance instance-id: Specifies an Ethernet service instance by its ID in the range of 1 to 
4096. 

access-mode: Specifies the access mode. This keyword is configurable only when the AC is an 
Ethernet service instance, and the default access mode is VLAN. 
• ethernet: Specifies the Ethernet access mode. 
• vlan: Specifies the VLAN access mode.  

track track-entry-number&<1-3>: Specifies a space-separated list of up to three track entry numbers 
in the range of 1 to 1024. The AC is up only if a minimum of one associated track entry is in positive 
state. 

Usage guidelines 
After you execute this command, packets matching the Ethernet service instance are forwarded to 
the bound PW or another AC. 

The Ethernet service instance specified in this command must have a packet match criterion 
configured by the encapsulation command. 
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The following features are mutually exclusive with one another on a Layer 2 Ethernet interface or 
Layer 2 aggregate interface: 
• EVB. 
• VLAN mapping. 
• Binding an Ethernet service instance to a VSI or an MPLS L2VPN cross-connect. 

Do not configure these features simultaneously on the same interface. Otherwise, the features 
cannot take effect. 

The access mode determines how the PE treats the VLAN tag in Ethernet frames received from the 
AC. It also determines how the PE forwards Ethernet frames to the AC. 
• VLAN access mode—Ethernet frames received from the AC must carry a VLAN tag in the 

Ethernet header. The VLAN tag is called a P-tag assigned by the service provider. Ethernet 
frames sent to the AC must also carry the P-tag.  

• Ethernet access mode—If Ethernet frames from the AC have a VLAN tag in the header, the 
VLAN tag is called a U-tag, and the PE ignores it. Ethernet frames sent to the AC do not carry 
the P-tag.  

Examples 
# Configure Ethernet service instance 200 on HundredGigE 1/0/1 to match packets with an outer 
VLAN tag of 200. Bind the Ethernet service instance to cross-connect actopw in cross-connect 
group vpn1. 
<Sysname> system-view 

[Sysname] interface hundredgige 1/0/1 

[Sysname-HundredGigE1/0/1] service-instance 200 

[Sysname-HundredGigE1/0/1-srv200] encapsulation s-vid 200 

[Sysname-HundredGigE1/0/1-srv200] quit 

[Sysname-HundredGigE1/0/1] quit 

[Sysname] xconnect-group vpn1 

[Sysname-xcg-vpn1] connection actopw 

[Sysname-xcg-vpn1-actopw] ac interface hundredgige 1/0/1 service-instance 200 

# Configure Ethernet service instance 200 on HundredGigE 1/0/1 to match packets with an outer 
VLAN tag of 200. Bind the Ethernet service instance to the auto-discovery cross-connect in 
cross-connect group vpwsbgp. 
<Sysname> system-view 

[Sysname] interface hundredgige 1/0/1 

[Sysname-HundredGigE1/0/1] service-instance 200 

[Sysname-HundredGigE1/0/1-srv200] encapsulation s-vid 200 

[Sysname-HundredGigE1/0/1-srv200] quit 

[Sysname-HundredGigE1/0/1] quit 

[Sysname] xconnect-group vpwsbgp 

[Sysname-xcg-vpwsbgp] auto-discovery bgp 

[Sysname-xcg-vpwsbgp-auto] site 1 range 10 default-offset 0 

[Sysname-xcg-vpwsbgp-auto-1] connection remote-site-id 2 

[Sysname-xcg-vpwsbgp-auto-1-2] ac interface hundredgige 1/0/1 service-instance 200 

Related commands 
connection 
display l2vpn service-instance 
encapsulation 
pw-type 
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address-family l2vpn 

Use address-family l2vpn to create the BGP L2VPN address family and enter its view, or enter the 
view of the existing BGP L2VPN address family view.  

Use undo address-family l2vpn to delete the BGP L2VPN address family and all settings from 
BGP L2VPN address family view. 

Syntax 
address-family l2vpn 
undo address-family l2vpn 

Default 
No BGP L2VPN address family exists. 

Views 
BGP instance view 

Predefined user roles 
network-admin 

Usage guidelines 
To establish a BGP PW to a remote PE, you must execute the peer enable command in BGP L2VPN 
address family view to enable the remote PE. 

Examples 
# Create the BGP L2VPN address family and enter BGP L2VPN address family view. 
<Sysname> system-view 

[Sysname] bgp 100 

[Sysname-bgp-default] address-family l2vpn 

[Sysname-bgp-default-l2vpn] 

Related commands 
peer enable (Layer 3—IP Routing Command Reference) 

auto-discovery 

Use auto-discovery to enable a cross-connect group to automatically discover neighbors and 
create PWs through BGP, and enter auto-discovery cross-connect group view. 

Use undo auto-discovery to restore the default. 

Syntax 
auto-discovery bgp 
undo auto-discovery 

Default 
A cross-connect group does not use BGP to automatically discover neighbors and create PWs. 

Views 
Cross-connect group view 

Predefined user roles 
network-admin 
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Parameters 
bgp: Enables the cross-connect group to automatically discover neighbors and create PWs through 
BGP. 

Usage guidelines 
In auto-discovery cross-connect group view, you can configure parameters such as the local site, 
remote site, and route target for BGP. The local PE can use BGP to discover remote PEs and create 
PWs.  

Examples 
# Enable cross-connect group bbb to automatically discover neighbors and create PWs through 
BGP, and enter auto-discovery cross-connect group view. 
<Sysname> system-view 

[Sysname] xconnect-group bbb 

[Sysname-xcg-bbb] auto-discovery bgp 

[Sysname-xcg-bbb-auto] 

Related commands 
display l2vpn pw 
display l2vpn xconnect-group 

backup-peer 

Use backup-peer to configure a backup PW for a cross-connect and enter cross-connect backup 
PW view, or enter the view of an existing cross-connect backup PW. 

Use undo backup-peer to restore the default. 

Syntax 
backup-peer ip-address pw-id pw-id [ in-label label-value out-label label-value ] [ pw-class 
class-name | tunnel-policy tunnel-policy-name ] * 
undo backup-peer ip-address pw-id pw-id 

Default 
No backup PW exists for a cross-connect. 

Views 
Cross-connect PW view 

Predefined user roles 
network-admin 

Parameters 
ip-address: Specifies the LSR ID of the peer PE on the backup PW. 

pw-id pw-id: Specifies a PW ID for the backup PW, in the range of 1 to 4294967295. 
in-label label-value: Specifies the incoming label for the backup PW. The value range is 16 to 1023. 

out-label label-value: Specifies the outgoing label for the backup PW. The value range is 16 to 1023. 
pw-class class-name: Specifies a PW class by its name, a case-sensitive string of 1 to 19 
characters. You can specify a PW class to configure the PW data encapsulation type and control 
word for the backup PW. If you do not specify a PW class, the PW data encapsulation type is 
determined by the link type of the interface. The control word feature is not supported for PW data 
encapsulation types that do not require using control word.  
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tunnel-policy tunnel-policy-name: Specifies a tunnel policy by its name, a case-sensitive string of 1 
to 19 characters. If you do not specify a tunnel policy, the default tunnel policy is used.  

Usage guidelines 
This command configures a backup PW to implement PW redundancy. The backup PW is used 
when the primary PW fails. 

To configure a backup static PW, you must specify the in-label and out-label. To configure a backup 
LDP PW, you do not need to specify the in-label and out-label. 

The peer LSR ID and PW ID for a backup PW must be different from those for an existing VPLS PW 
or PW bound to a cross-connect. 

PW redundancy is mutually exclusive from the multi-segment PW feature. If you have configured two 
PWs by using the peer command in cross-connect view, you cannot configure a backup PW by using 
the backup-peer command in cross-connect PW view, and vice versa.  

A static PW must have a different incoming label than an existing static LSP or static CRLSP. If they 
are the same, the static PW is not available, even if you change the incoming label of the static LSP 
or the static CRLSP. To make the static PW available, delete the static PW, and reconfigure it with an 
unused incoming label. 

Examples 
# Configure a primary PW and a backup PW for cross-connect pw2pw in cross-connect group vpn2. 
The primary PW is destined to 6.6.6.6 and has a PW ID of 100. The backup PW is destined to 7.7.7.7 
and has a PW ID of 200. 
<Sysname> system-view 

[Sysname] xconnect-group vpn2 

[Sysname-xcg-vpn2] connection pw2pw 

[Sysname-xcg-vpn2-pw2pw] peer 6.6.6.6 pw-id 100 in-label 16 out-label 17 

[Sysname-xcg-vpn2-pw2pw-6.6.6.6-100] backup-peer 7.7.7.7 pw-id 200 in-label 18 out-label 

19 

[Sysname-xcg-vpn2-pw2pw-6.6.6.6-100-backup] 

Related commands 
display l2vpn ldp 
display l2vpn pw 
peer 

ccc 

Use ccc to create a remote Circuit Cross Connect (CCC) connection. 

Use undo ccc to restore the default. 

Syntax 
ccc in-label in-label-value out-label out-label-value { nexthop nexthop | out-interface 
interface-type interface-number } [ pw-class class-name ] 
undo ccc 

Default 
No remote CCC connections exist. 

Views 
Cross-connect view 
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Predefined user roles 
network-admin 

Parameters 
in-label in-label-value: Specifies an incoming label in the range of 16 to 1023. 

out-label out-label-value: Specifies an outgoing label in the range of 16 to 1023. 

nexthop nexthop: Specifies the IP address of the next hop. 

out-interface interface-type interface-number: Specifies the outgoing interface by its type and 
number.  

pw-class class-name: Specifies a PW class by its name, a case-sensitive string of 1 to 19 
characters. You can specify a PW class to configure the PW data encapsulation type and control 
word. If you do not specify a PW class, the PW data encapsulation type is determined by the 
interface type. The control word feature is not supported for PW data encapsulation types that do not 
require using control word. 

Usage guidelines 
A remote CCC connection is a static L2VPN connection that is manually created by specifying the 
incoming and outgoing labels on two PEs. A remote CCC connection does not need a public tunnel, 
but it requires configuring two static LSPs in opposite directions on each P device between the two 
PEs. CCC employs only one level of label to transfer packets. The static LSPs on the P devices 
transfer data only for the CCC connection. 

This command must be configured on both the local and remote PEs to create a remote CCC 
connection. The outgoing label specified on a device must be the same as the incoming label 
specified on the next hop device. 

After you create a remote CCC connection, you must execute the ac interface command to bind an 
Ethernet service instance. The PE can forward packets matching the Ethernet service instance to 
the remote CCC connection.  

Use the out-interface keyword to specify the outgoing interface only on a point-to-point link. On 
other interfaces, for example, Layer 3 Ethernet interfaces, VLAN interfaces, or Layer 3 aggregate 
interfaces, you must use the nexthop keyword to specify the next hop IP address. 

For the PEs to forward packets over a CCC connection, make sure the two PEs have the same CCC 
connection settings such as the encapsulation type and control word feature. 

Examples 
# Create a remote CCC connection that has incoming label 100, outgoing label 200, and next hop 
10.1.1.1, and uses PW class pwc1. 
<Sysname> system-view 

[Sysname] xconnect-group bbb 

[Sysname-xcg-bbb] connection ccc1 

[Sysname-xcg-bbb-ccc1] ccc in-label 100 out-label 200 nexthop 10.1.1.1 pw-class pwc1 

Related commands 
ac interface 
display l2vpn pw 

connection 

Use connection to create a cross-connect and enter its view, or enter the view of an existing 
cross-connect. 

Use undo connection to remove a cross-connect. 
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Syntax 
connection connection-name 

undo connection connection-name 

Default 
No cross-connects exist. 

Views 
Cross-connect group view 

Predefined user roles 
network-admin 

Parameters 
connection-name: Specifies the name of the cross-connect, a case-sensitive string of 1 to 20 
characters, excluding hyphens. 

Usage guidelines 
A cross-connect is a point-to-point connection.  

You can perform the following operations in cross-connect view: 
• Execute ac interface and peer to connect an AC to a PW, so the PE can forward packets 

between the AC and the PW.  
• Execute ac interface twice to connect two ACs, so the PE can forward packets between the 

two ACs. 
• Execute peer twice to connect two PWs to form a multi-segment PW.  
• Execute ac interface and ccc to connect an AC to a remote CCC connection, so the PE can 

forward packets between the AC and the remote CCC connection. 

Examples 
# Create cross-connect ac2pw for cross-connect group vpn1 and enter cross-connect view.  
<Sysname> system-view 

[Sysname] xconnect-group vpn1 

[Sysname-xcg-vpn1] connection ac2pw 

[Sysname-xcg-vpn1-ac2pw] 

connection remote-site-id 

Use connection remote-site-id to create an auto-discovery cross-connect and enter its view, or 
enter the view of an existing auto-discovery cross-connect. 

Use undo connection remote-site-id to remove the auto-discovery cross-connect. 

Syntax 
connection remote-site-id remote-site-id 

undo connection remote-site-id remote-site-id 

Default 
No auto-discovery cross-connects exist. 

Views 
Site view 
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Predefined user roles 
network-admin 

Parameters 
remote-site-id: Specifies a remote site by its ID in the range of 0 to 256. 

Usage guidelines 
This command creates an auto-discovery cross-connect that uses BGP to establish a PW from the 
local site to the specified remote site. 

In auto-discovery cross-connect view, you can execute ac interface to bind an AC to the 
auto-discovery cross-connect. The PE can forward packets between the AC and the PW. 

Examples 
# Create an auto-discovery cross-connect from site 1 to site 3 in site view, and enter auto-discovery 
cross-connect view. 
<Sysname> system-view 

[Sysname] xconnect-group bbb 

[Sysname-xcg-bbb] auto-discovery bgp 

[Sysname-xcg-bbb-auto] site 1 range 10 

[Sysname-xcg-bbb-auto-1] connection remote-site-id 3 

[Sysname-xcg-bbb-auto-1-3] 

control-word enable 

Use control-word enable to enable the control word feature. 

Use undo control-word enable to disable the control word feature. 

Syntax 
control-word enable 
undo control-word enable 

Default 
The control word feature is disabled. 

Views 
PW class view  

Predefined user roles 
network-admin 

Usage guidelines 
The control word field is between the MPLS label stack and the Layer 2 data. It carries control 
information for the Layer 2 frame, for example, the sequence number. 

The control word feature has the following functions: 
• Avoids fragment disorder. In multipath forwarding, fragments received might be disordered. You 

can configure the control word feature so the device reorders the fragments according to the 
sequence number carried in the control word field. 

• Transfers specific Layer 2 frame flags, such as the FECN bit and BECN bit of Frame Relay.  
• Identifies the original payload length for packets that include padding. 

When the PW data encapsulation type is Ethernet or VLAN, the control word field is optional. 
Packets transmitted on the PW carry the control word field only when control word is enabled on both 
PEs. 
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Examples 
# Enable the control word feature for PW class pw100. 
<Sysname> system-view 

[Sysname] pw-class pw100 

[Sysname-pw-pw100] control-word enable 

Related commands 
display l2vpn pw-class 

description 

Use description to configure a description for a cross-connect group. 

Use undo description to restore the default. 

Syntax 
description text 
undo description 

Default 
No description is configured for a cross-connect group. 

Views 
Cross-connect group view 

Predefined user roles 
network-admin 

Parameters 
text: Specifies a description, a case-sensitive string of 1 to 80 characters. 

Examples 
# Configure a description of vpws for vpn2 for cross-connect group vpn2. 
<Sysname> system-view 

[Sysname] xconnect-group vpn2 

[Sysname-xcg-vpn2] description vpws for vpn2 

Related commands 
display l2vpn xconnect-group 

display bgp l2vpn signaling 

Use display bgp l2vpn signaling to display MPLS L2VPN label block information discovered by 
BGP. 

Syntax 
display bgp [ instance instance-name ] l2vpn signaling [ peer ip-address { advertised | 
received } | route-distinguisher route-distinguisher [ site-id site-id [ label-offset label-offset 
[ advertise-info ] ] ] ] 

Views 
Any view 

Predefined user roles 
network-admin 
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network-operator 

Parameters 
instance instance-name: Displays MPLS L2VPN label block information in a BGP instance. The 
instance-name argument specifies the BGP instance name, a case-sensitive string of 1 to 31 
characters. If you do not specify a BGP instance, this command displays MPLS L2VPN label block 
information in the default BGP instance. 

peer ip-address: Displays MPLS L2VPN label block information advertised to or received from a 
BGP peer. The ip-address argument specifies the peer IP address. 

advertised: Displays MPLS L2VPN label block information advertised to the BGP peer. 

received: Displays MPLS L2VPN label block information received from the BGP peer. 

route-distinguisher route-distinguisher: Displays BGP MPLS L2VPN label block information for the 
route distinguisher (RD), which is a string of 3 to 21 characters. You can specify an RD in one of the 
following formats: 
• 16-bit AS number:32-bit user-defined number. For example, 101:3. 
• 32-bit IP address:16-bit user-defined number. For example, 192.168.122.15:1. 
• 32-bit AS number:16-bit user-defined number, where the AS number must be equal to or 

greater than 65536. For example, 65536:1. 

site-id site-id: Displays BGP MPLS L2VPN label block information for a site. The site-id argument 
specifies the site ID. The site ID range is 0 to 65535. 

label-offset label-offset: Displays information about the BGP MPLS L2VPN label block with an 
offset. The label-offset argument specifies the offset in the range of 0 to 65535. 

advertise-info: Displays BGP MPLS L2VPN label block advertisement information. 

Usage guidelines 
If you do not specify any parameters, this command displays brief information about all BGP MPLS 
L2VPN label blocks. 

Examples 
# Display brief information about all BGP MPLS L2VPN label blocks. 
<Sysname> display bgp l2vpn signaling 

 

 BGP local router ID is 192.168.1.135 

 Status codes: * - valid, > - best, d - dampened, h - history, 

               s - suppressed, S - stale, i - internal, e - external 

               Origin: i - IGP, e - EGP, ? - incomplete 

 

 Total number of label blocks: 2 

 

 Route distinguisher: 2:2 

 Total number of label blocks: 2 

 

     Site ID  LB offset  LB range  LB base    Nexthop 

 

* >  1        0          10        1034       0.0.0.0 

* >i 2        0          10        1162       192.3.3.3 
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Table 23 Command output 

Field Description 

Status codes 

Status codes: 
• * – valid—Valid route. 
• > – best—Best route. 
• d – damped—Dampened route. 
• h – history—History route. 
• s – suppressed—Suppressed route. 
• S – Stale—Stale route. 
• i – internal—Internal route. 
• e – external—External route. 

Origin 

Origin of the label block: 
• i – IGP—Originated in the AS. 
• e – EGP—Learned through EGP. 
• ? – incomplete—Unknown origin.  

LB offset Offset of the label block. 

LB range Size of the label block. 

LB base Initial value of the label block. 
 

# Display detailed information about the BGP MPLS L2VPN label block that has RD 2:2, site ID 2, 
and offset 0. 
<Sysname> display bgp l2vpn signaling route-distinguisher 2:2 site-id 2 label-offset 0 

 

 BGP local router ID: 192.168.1.135 

 Local AS number: 100 

 

 Route distinguisher: 2:2 

 Total number of label blocks: 1 

 Paths:   1 available, 1 best 

 

 From            : 192.3.3.3 (192.168.1.140) 

 Original nexthop: 192.3.3.3 

 Ext-Community   : <RT: 2:2>, <L2VPN info: MTU 1500, Encap type VLAN> 

 AS-path         : (null) 

 Origin          : igp 

 Attribute value : localpref 100, pref-val 0 

 Site ID         : 2 

 LB offset       : 0 

 LB base         : 1162 

 LB range        : 10 

 State           : valid, internal, best 

 CSV             : 0x01000ABFFF 
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Table 24 Command output 

Field Description 

Paths 
Number of label block messages: 
• available—Number of available label block messages. 
• best—Number of best label block messages. 

From IP address of the peer from which the label block was received.  

Original nexthop Original next hop. If the label block was obtained from a BGP route update, this 
field displays the next hop address in that BGP route update. 

Ext-Community 

Extended community attribute: 
• RT—Route target. 
• L2VPN info—L2VPN information, including the MTU and encapsulation 

type. 

AS-path AS path attribute, which records all ASs that the label block passed to prevent 
routing loops.  

Origin 

Origin of the label block: 
• igp—Originated in the AS. 
• egp—Learned through EGP. 
• incomplete—Unknown origin.  

Attribute value 

Attribute of the label block: 
• MED—Multi-Exit Discriminator attribute. 
• localpref—Local preference value. 
• pref-val—Preferred value. 
• pre—Preference value.  

LB offset Offset of the label block. 

LB base Initial value of the label block. 

LB range Size of the label block. 

State 

State of the label block: 
• valid. 
• internal. 
• external. 
• local. 
• best. 

CSV Circuit status vector. 
 

# Display BGP advertisement information for the specified MPLS L2VPN label block. 
<Sysname> display bgp l2vpn signaling route-distinguisher 2:2 site-id 1 label-offset 0 

advertise-info 

 

 BGP local router ID: 192.168.1.135 

 Local AS number: 100 

 

 Route distinguisher: 2:2 

 Total number of label blocks: 1 

 Paths:   1 best 

 

 Site ID         : 1 
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 LB offset       : 0 

 LB base         : 1034 

 LB range        : 10 

 CSV             : 0x01000ADFFF 

 Advertised to peers (1 in total): 

    192.3.3.3 

Table 25 Command output 

Field Description 

Paths 
Number of label block messages: 
• available—Number of available label block messages. 
• best—Number of best label block messages. 

LB offset Offset of the label block. 

LB base Initial value of the label block. 

LB range Size of the label block. 

CSV Circuit status vector. 

Advertised to peers (1 in 
total) Peers to which the label block has been advertised. 

 

display l2vpn bgp 

Use display l2vpn bgp to display MPLS L2VPN label block information. 

Syntax 
display l2vpn bgp [ local | peer ip-address ] [ xconnect-group group-name ] [ verbose ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
local: Displays local MPLS L2VPN label block information. 
peer ip-address: Displays MPLS L2VPN label block information received from the remote peer. 

xconnect-group group-name: Displays MPLS L2VPN label block information for a cross-connect 
group. The group-name argument specifies the cross-connect group name, a case-sensitive string 
of 1 to 31 characters. If you do not specify a cross-connect group, this command displays MPLS 
L2VPN label block information for all cross-connect groups. 

verbose: Displays detailed information. If you do not specify this keyword, the command displays 
brief information. 

Usage guidelines 
If you specify a peer, this command displays both the label block received from the peer and the local 
label block that matches the received label block.  

If you do not specify a peer or local, this command displays label blocks received from all peers and 
local label blocks that match the received ones. If no local label block matches the received ones, the 
command only displays the label blocks received from all peers. 
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A local label block matches a received label block if the following condition is met: local label block 
LO ≤ remote site ID ≤ local label block LO + local label block LR – 1. 

Examples 
# Display brief information about label blocks received from all peers.  
<Sysname> display l2vpn bgp 

Total number of BGP PWs: 1, 1 up, 0 down 

 

Xconnect-group Name: vpnb, Site ID:1 

Rmt Site   Offset  RD                    Nexthop          In/Out Label     State 

2          0       2:2                   192.3.3.3        1036/1163        Up 

Table 26 Command output 

Field Description 
Rmt Site ID of the remote site. 

Offset Offset of the label block. 
 

# Display detailed information about label blocks received from all peers. 
<Sysname> display l2vpn bgp verbose 

Xconnect-group Name: vpnb, Site ID:1 

 Remote Site ID     : 2 

 Offset             : 0 

 RD                 : 2:2 

 PW State           : Up 

 Encapsulation      : VLAN 

 MTU                : 1500 

 Nexthop            : 192.3.3.3 

 Local VC Label     : 1036 

 Remote VC Label    : 1163 

 Link ID            : 1 

 Local Label Block  : 1034/10/0 

 Remote Label Block : 1162/10/0 

 Export Route Target: 2:2 

Table 27 Command output 

Field Description 
Local VC Label Incoming label of the PW. 

Remote VC Label Outgoing label of the PW. 

Link ID Link ID of the PW. 

Local Label Block Local label block: label base/label range/Label-block offset. 

Remote Label Block Remote label block: label base/label range/Label-block offset. 

Export Route Target Route target of the remote label block. 
 

# Display brief information about all local label blocks. 
<Sysname> display l2vpn bgp local 

Xconnect-group Name: vpnb 

Site   Offset  Range  Label Base    RD 
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1      0       10     1034          2:2 

# Display detailed information about all local label blocks. 
<Sysname> display l2vpn bgp local verbose 

Xconnect-group Name: vpnb 

 Site ID            : 1 

 Offset             : 0 

 RD                 : 2:2 

 Range              : 10 

 Label Base         : 1034 

 Link ID            : 1 

Table 28 Command output 

Field Description 
Offset Offset of the label block. 

RD RD of the label block. If no RD is configured, this field displays a hyphen (-). 

Range Range of the label block. 

Label Base Initial value of the label block. 

Link ID 
Link ID of the PW established using the label block. 
The link ID is fixed to 1 because an MPLS L2VPN cross-connect can establish 
only one BGP PW.  

 

Related commands 
display l2vpn pw 

display l2vpn forwarding 

Use display l2vpn forwarding to display cross-connect forwarding information. 

Syntax 
display l2vpn forwarding { ac | pw } [ xconnect-group group-name ] [ slot slot-number ] 
[ verbose ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
ac: Displays AC forwarding information. 

pw: Displays PW forwarding information. 
xconnect-group group-name: Displays forwarding information for a cross-connect group. The 
group-name argument specifies the cross-connect group name, a case-sensitive string of 1 to 31 
characters. If you do not specify a group, this command displays forwarding information for all 
cross-connect groups.  

slot slot-number: Specifies an IRF member device by its member ID. If you do not specify a member 
device, this command displays cross-connect forwarding information for the master device.  
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verbose: Displays detailed information. If you do not specify this keyword, the command displays 
brief information.  

Examples 
# Display brief AC forwarding information for all cross-connect groups.  
<Sysname> display l2vpn forwarding ac 

Total number of cross-connections: 3 

Total number of ACs: 3 

 

AC                               Xconnect-group                  Link ID 

HGE1/0/1 srv1                    vpn1                            0 

HGE1/0/2 srv2                    vpn2                            1 

Table 29 Command output 

Field Description 
Total number of 
cross-connections 

Total number of cross-connects, including cross-connects not bound to any 
ACs.  

AC 
AC type: 
Ethernet service instance on a Layer 2 interface. 

 

# Display detailed AC forwarding information for all cross-connect groups.  
<Sysname> display l2vpn forwarding ac verbose 

Xconnect-group: vpws1 

 Connection: actopw 

  Interface: HGE1/0/3  Service Instance: 1 

    Link ID      : 1 

    Access Mode  : VLAN 

    Encapsulation: s-vid 1 to 16 

 Connection: actopw2 

  Interface: HGE1/0/3  Service Instance: 4 

    Link ID      : 1 

    Access Mode  : VLAN 

    Encapsulation: untagged 

Xconnect-group: vpws5 

 Connection: actopw 

  Interface: Vlan14 

    Link ID      : 0 

    Access Mode  : VLAN 

Table 30 Command output 

Field Description 
Xconnect-group Cross-connect group name. 

Connection Cross-connect name. 

Service Instance The field is available only when the AC is an Ethernet service instance on a Layer 2 
interface. 

Access Mode 
AC access mode: 
• VLAN. 
• Ethernet. 
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Field Description 

Encapsulation Match criterion of the Ethernet service instance. This field is displayed only when the 
AC type is Ethernet service instance on a Layer 2 interface.  

 

# Display brief PW forwarding information for all cross-connect groups. 
<Sysname> display l2vpn forwarding pw 

Total number of cross-connections: 1 

Total number of PWs: 2, 2 up, 0 blocked, 0 down 

 

Xconnect-group                  In/Out Label    NID        Link ID    State 

vpn1                            1279/1151       1025       0          Up 

vpn1                            1278/1151       1027       1          Up 

Table 31 Command output 

Field Description 
Total number of 
cross-connections Total number of cross-connects, including those not bound to any PW. 

NID 
NHLFE ID for the public tunnel that carries the PW. 
If equal-cost tunnels are available, this field displays multiple NIDs.  
If no tunnel is available, this field displays None.  

State 
PW state: Up, Down, BFD Defect, or Blocked. 
Blocked indicates that the PW is a backup PW. BFD Defect indicates that 
BFD has detected a defect on the PW. 

 

# Display detailed PW forwarding information for all cross-connect groups. 
<Sysname> display l2vpn forwarding pw verbose 

Xconnect-group: vpn1 

 Connection: ldp 

  Link ID: 0 

    PW Type         : VLAN                  PW State : Up 

    In Label        : 1279                  Out Label: 1151 

    MTU             : 1500 

    PW Attributes   : Main 

    VCCV CC         : Router-Alert 

    VCCV BFD        : Fault Detection with BFD 

    Tunnel Group ID : 0x60000000 

    Tunnel NHLFE IDs: 1025 

  Link ID: 1 

    PW Type         : VLAN                  PW State : Up 

    In Label        : 1278                  Out Label: 1151 

    MTU             : 1500 

    PW Attributes   : Main 

    VCCV CC         : Router-Alert 

    VCCV BFD        : Fault Detection with BFD 

    Tunnel Group ID : 0x160000001 

    Tunnel NHLFE IDs: 1027 
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Table 32 Command output 

Field Description 

PW State 
PW state: Up, Down, BFD Defect, or Blocked. 
Blocked indicates that the PW is a backup PW. BFD Defect indicates that 
BFD has detected a defect on the PW. 

PW Attributes 
PW attribute: 
• Main—The PW is the primary PW.  
• Backup—The PW is the backup PW. 

VCCV CC 

VCCV CC type: 
• Control-Word—Control word.  
• Router-Alert—MPLS Router Alert Label. 
This field displays a hyphen (-) if no VCCV CC type is specified. 

VCCV BFD 

VCCV BFD type: 
Fault Detection with BFD. BFD packets use IP/UDP encapsulation (with 
IP/UDP headers). 
This field displays a hyphen (-) if BFD is not used to verify PW connectivity. 

Tunnel Group ID ID of the tunnel group for the PW. 

Tunnel NHLFE IDs 

NHLFE IDs of the public tunnels that carry the PW. 
If equal-cost tunnels are available, this field displays multiple tunnel NHLFE 
IDs.  
If no tunnel is available, this field displays None. 

 

display l2vpn ldp 

Use display l2vpn ldp to display LDP PW label information. 

Syntax 
display l2vpn ldp [ peer ip-address [ pw-id pw-id ] | xconnect-group group-name ] [ verbose ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
peer ip-address: Displays LDP PW label information advertised by a peer PE. The ip-address 
argument specifies the LSR ID of the peer PE. If you do not specify a peer PE, this command 
displays LDP PW label information advertised by all peer PEs.  

pw-id pw-id: Displays LDP PW label information for a PW. The pw-id argument specifies the PW ID 
in the range of 1 to 4294967295. If you specify peer ip-address without this option, the command 
displays all LDP PW label information advertised by the peer PE. 

xconnect-group group-name: Displays LDP PW label information for a cross-connect group. The 
group-name argument specifies the cross-connect group name, a case-sensitive string of 1 to 31 
characters. If you do not specify a cross-connect group, this command displays LDP PW label 
information for all cross-connect groups.  

verbose: Displays detailed information. If you do not specify this keyword, the command displays 
brief information.  



 

274 

Examples 
# Display brief information about all LDP PW labels. 
<Sysname> display l2vpn ldp 

Total number of LDP PWs: 5, 4 up, 1 down 

 

Peer            PW ID/VPLS ID         In/Out Label    State Owner 

192.3.3.3       1001                  775125/775126   Up    vpws1 

192.3.3.3       1001                  775125/775126   Up    vpws1 

192.3.3.3       1003                  775117/775122   Up    vpws3 

192.3.3.3       1004                  775120/775120   Up    vpws4 

192.4.4.4       1000                  775116/unknown  Down  vpws5 

Table 33 Command output 

Field Description 

PW ID/VPLS ID This field displays the PW ID for FEC 128, and displays the VPLS ID for FEC 129. 
Only VPLS supports FEC 129. 

Owner Cross-connect group of the PW.  
 

# Display detailed information about all LDP PW labels. 
<Sysname> display l2vpn ldp verbose 

Peer: 192.2.2.2        PW ID: 1000 

  Xconnect-group: vpn1 

  Connection    : ldp 

  PW State      : Up 

  PW Status Communication: Notification method 

  PW ID FEC (Local/Remote): 

    PW Type     : VLAN/VLAN 

    Group ID    : 0/0 

    Label       : 1151/1279 

    Control Word: Disabled/Disabled 

    VCCV CC Type: -/- 

    VCCV CV Type: -/- 

    MTU         : 1500/1500 

    PW Status   : PW forwarding/PW forwarding 

Table 34 Command output 

Field Description 
Xconnect-group Cross-connect group of the PW. 

Connection Cross-connect of the PW. 

PW Status 
Communication 

PW state communicate:  
• Notification method—Uses notifications to communicate PW states. 
• Label withdraw method—Assigns a PW label to the PW when the AC is 

up and withdraws the PW label when the AC goes down.  
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Field Description 

VCCV CC Type 

VCCV CC type: 
• Control-Word—Control word. 
• Router-Alert—MPLS Router Alert Label. 
This field displays a hyphen (-) if no VCCV CC type is specified. 
For information about VCCV, see MPLS Configuration Guide. 

VCCV CV Type 

VCCV CV type: 
• LSP Ping—Uses MPLS LSP ping to verify PW connectivity.  
• BFD—Uses BFD to verify PW connectivity. BFD packets use IP/UDP 

encapsulation (with IP/UDP headers). 
This field displays a hyphen (-) if VCCV is not performed on the PW. 

 

display l2vpn pw 

Use display l2vpn pw to display L2VPN PW information. 

Syntax 
display l2vpn pw [ xconnect-group group-name ] [ protocol { bgp | ldp | static } ] [ verbose ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
xconnect-group group-name: Displays L2VPN PW information for a cross-connect group. The 
group-name argument specifies the cross-connect group name, a case-sensitive string of 1 to 31 
characters. If you do not specify a group, this command displays L2VPN PW information for all 
cross-connect groups. 

protocol: Displays L2VPN PW information established by a protocol. If you do not specify a protocol, 
this command displays L2VPN PW information established by all protocols. 

bgp: Displays BGP PW information. 

ldp: Displays LDP PW information. 

static: Displays static PW information, including remote CCC connections. 

verbose: Displays detailed information. If you do not specify this keyword, the command displays 
brief information. 

Examples 
# Display brief information about all L2VPN PWs. 
<Sysname> display l2vpn pw 

Flags: M - main, B - backup, N - no split horizon 

Total number of PWs: 2 

2 up, 0 blocked, 0 down, 0 defect, 0 idle, 0 duplicate 

 

Xconnect-group Name: ldp 

Peer            PW ID/Rmt Site    In/Out Label    Proto   Flag  Link ID  State 

192.3.3.3       500               1299/1299       LDP     M     0        Up 
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Xconnect-group Name: vpnb 

Peer            PW ID/Rmt Site    In/Out Label    Proto   Flag  Link ID  State 

192.3.3.3       2                 1036/1163       BGP     M     1        Up 

Table 35 Command output 

Field Description 
Flags PW flag. 

PW ID/Rmt Site This field displays the PW ID for a static or LDP PW, and displays the remote site 
ID for a BGP PW. 

Proto Protocol that established the PW: LDP, Static, or BGP. 

Link ID Link ID of the PW. 

State 

PW state:  
• Up—The PW is available. 
• Down—The PW is not available. 
• Blocked—The PW is a backup PW. 
• Defect—BFD has detected a defect on the PW. 
• Idle—The incoming label of the PW is not available. 
• Dup—The incoming label of the static PW is used by a static LSP or a static 

CRLSP. 
 

# Display detailed information about all PWs.  
<Sysname> display l2vpn pw verbose 

Xconnect-group Name: ldp 

 Connection Name: ldp 

  Peer: 192.3.3.3        PW ID: 500 

    Signaling Protocol  : LDP 

    Link ID             : 0          PW State : Up 

    In Label            : 1299       Out Label: 1299 

    MTU                 : 1500 

    PW Attributes       : Main 

    VCCV CC             : - 

    VCCV BFD            : - 

    Tunnel Group ID     : 0x800000160000000 

    Tunnel NHLFE IDs    : 1026 

 

Xconnect-group Name: vpnb 

 Connection of auto-discovery: Site 1 

  Peer: 192.3.3.3        Remote Site: 2 

    Signaling Protocol  : BGP 

    Link ID             : 1          PW State : Up 

    In Label            : 1036       Out Label: 1163 

    MTU                 : 1500 

    PW Attributes       : Main 

    VCCV CC             : - 

    VCCV BFD            : - 

    Tunnel Group ID     : 0x800000160000000 

    Tunnel NHLFE IDs    : 1026 
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Table 36 Command output 

Field Description 
Xconnect-group Name  Cross-connect group name. 

Connection Name Cross-connect name, which is displayed for LDP and static PWs. 

Peer IP address of the peer PE of the PW. 

Signaling Protocol Protocol that established the PW: LDP, Static, or BGP. 

PW State 

PW state:  
• Up—The PW is available. 
• Down—The PW is not available. 
• Blocked—The PW is a backup PW. 
• Defect—BFD has detected a defect on the PW. 
• Idle—The incoming label of the PW is not available. 
• Duplicate—The incoming label of the static PW is used by a static LSP or 

a static CRLSP. 

Wait to Restore Time 

Wait time to switch traffic from the backup PW to the primary PW when the 
primary PW recovers, in seconds. If the switchover is disabled, this field 
displays Infinite. 
This field is available when both primary and backup PW exist, and is 
displayed only for the primary PW.  

Remaining Time Remaining wait time for traffic switchover, in seconds.  

PW Attributes 
PW attribute:  
• Main—Primary PW.  
• Backup—Backup PW.  

VCCV CC 

VCCV CC type: 
• Control-Word—Control word.  
• Router-Alert—MPLS Router Alert Label. 
This field displays a hyphen (-) if no VCCV CC type is specified. 

VCCV BFD 

VCCV BFD type: 
• Fault Detection with BFD. BFD packets use IP/UDP encapsulation (with 

IP/UDP headers). 
This field displays a hyphen (-) if BFD is not used to verify PW connectivity. 

Tunnel Group ID ID of the tunnel group for the PW. 

Tunnel NHLFE IDs 

NHLFE IDs of the public tunnels that carry the PW. 
If equal-cost tunnels are available, this field displays multiple tunnel NHLFE 
IDs.  
If no tunnel is available, this field displays None. 

Connection of 
auto-discovery The PW is a BGP PW.  

Site Local site ID.  

Remote site Remote site ID.  
 

display l2vpn pw-class 

Use display l2vpn pw-class to display PW class information. 
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Syntax 
display l2vpn pw-class [ class-name ] [ verbose ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
class-name: Displays information about the PW class specified by its name, a case-sensitive string 
of 1 to 19 characters. If you do not specify a PW class, this command displays information about all 
PW classes. 

verbose: Displays detailed information. If you do not specify this keyword, the command displays 
brief PW class information. 

Examples 
# Display information about all PW classes. 
<Sysname> display l2vpn pw-class  

Total number of PW classes: 2 

 

PW Class Name       PW Type              Control Word   VCCV CC        VCCV BFD 

pw1                 Ethernet             Enabled        Router-Alert   BFD 

pw2                 VLAN                 Disabled       Router-Alert   BFD 

Table 37 Command output 

Field Description 

VCCV CC 

VCCV CC type: 
• Control-Word—Control word.  
• Router-Alert—MPLS Router Alert Label. 
This field displays a hyphen (-) if no VCCV CC type is specified. 

VCCV BFD 
VCCV BFD type: 
BFD—BFD packets use IP/UDP encapsulation (with IP/UDP headers).  
This field displays a hyphen (-) if BFD is not used to verify PW connectivity. 

 

# Display detailed information about all PW classes. 
<Sysname> display l2vpn pw-class verbose 

PW Class Name : pw1 

  PW Type     : Ethernet 

  Control Word: Enabled 

  VCCV CC     : Router-Alert 

  VCCV BFD    : BFD 

 

PW Class Name : pw2 

  PW Type     : VLAN 

  Control Word: Disabled 

  VCCV CC     : Router-Alert 

  VCCV BFD    : BFD 
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Table 38 Command output 

Field Description 
PW Type PW data encapsulation type: Ethernet or VLAN. 

Control Word Whether control word is enabled. 

VCCV CC 

VCCV CC type: 
• Control-Word—Control word.  
• Router-Alert—MPLS Router Alert Label.  
This field displays a hyphen (-) if no VCCV CC type is specified. 

VCCV BFD 
VCCV BFD type: 
BFD—BFD packets use IP/UDP encapsulation (with IP/UDP headers).  
This field displays a hyphen (-) if BFD is not used to verify PW connectivity. 

 

Related commands 
pw-class 

display l2vpn service-instance 

Use display l2vpn service-instance to display Ethernet service instance information. 

Syntax 
display l2vpn service-instance [ interface interface-type interface-number [ service-instance 
instance-id ] ] [ verbose ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
interface interface-type interface-number: Displays Ethernet service instance information for the 
specified Layer 2 Ethernet interface or Layer 2 aggregate interface. If you do not specify an interface, 
this command displays Ethernet service instance information for all Layer 2 Ethernet interfaces and 
Layer 2 aggregate interfaces. 

service-instance instance-id: Displays information about the Ethernet service instance specified by 
its ID. The instance ID is in the range of 1 to 4096. If you specify interface interface-type 
interface-number without this option, the command displays information about all Ethernet service 
instances on the specified Layer 2 Ethernet interface or Layer 2 aggregate interface. 

verbose: Displays detailed information. If you do not specify this keyword, the command displays 
brief information. 

Examples 
# Display brief information about all Ethernet service instances. 
<Sysname> display l2vpn service-instance 

Total number of service-instances: 5, 5 up, 0 down 

Total number of ACs: 2, 2 up, 0 down 

 

Interface                SrvID Owner                           LinkID State Type 

HGE1/0/1                 1     vpws1                           1      Up    VPWS 
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HGE1/0/1                 2     vpws2                           1      Up    VPWS 

Table 39 Command output 

Field Description 
SrvID  Ethernet service instance ID.  

Owner Name of the cross-connect group bound to the Ethernet service instance. This field 
is empty if no cross-connect group is bound. 

Link ID Link ID of the AC. 

State State of the service instance: UP or Down. 

Type L2VPN type. The value can only be VPWS for an MPLS L2VPN network.  
 

# Display detailed information about all Ethernet service instances on Layer 2 Ethernet interface 
HundredGigE 1/0/1.  
<Sysname> display l2vpn service-instance interface hundredgige 1/0/1 verbose 

Interface: HGE1/0/1 

  Service Instance: 1 

    Encapsulation : s-vid 16 

    Xconnect-group: vpws1 

    Connection    : actopw 

    Link ID       : 1 

    State         : Up 

Table 40 Command output 

Field Description 
Interface Layer 2 Ethernet interface or Layer 2 aggregate interface. 

Encapsulation Packet match criterion of the Ethernet service instance. This field is not displayed if 
no packet match criterion is configured. 

Xconnect-group Name of the cross-connect group bound to the Ethernet service instance. 

AD connection Name of the auto-discovery cross-connect bound to the Ethernet service instance, 
identified by the local and remote site IDs. 

Link ID Link ID of the AC. 

State State of the Ethernet service instance: UP or Down. 
 

Related commands 
service-instance 

display l2vpn xconnect-group 

Use display l2vpn xconnect-group to display cross-connect group information. 

Syntax 
display l2vpn xconnect-group [ name group-name ] [ verbose ] 

Views 
Any view 

Predefined user roles 
network-admin 
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network-operator 

Parameters 
name group-name: Displays information about a cross-connect group. The group-name argument 
specifies the cross-connect group name, a case-sensitive sting of 1 to 31 characters. If you do not 
specify a group, this command displays information about all cross-connect groups. 

verbose: Displays detailed information. If you do not specify this keyword, the command displays 
brief information. 

Examples 
# Display brief information about all cross-connect groups. 
<Sysname> display l2vpn xconnect-group 

Total number of cross-connections: 3, 0 up, 3 down, 0 admin down 

 

Xconnect-group Name             Connection ID   MTU    State 

abc                             0               1500   Down 

vpn1                            2               1500   Down 

vpn2                            1               1500   Down 

Table 41 Command output 

Field Description 
Connection ID Cross-connect ID.  

State 
Cross-connect group state: Up, Down, or Admin down. Admin 
down indicates that the cross-connect group has been shut down by 
using the shutdown command. 

 

# Display detailed information about all cross-connect groups.  
<Sysname> display l2vpn xconnect-group verbose 

Xconnect-group Name: ldp 

 Description   : ldp-pw 

 Connection Name   : ldp 

  Connection ID    : 1 

  State            : Down 

  MTU              : 1500 

  LDP PWs: 

    Peer            PW ID            Link ID    State 

    192.3.3.3       200              1          Down 

  ACs: 

    AC                               Link ID    State 

    Vlan10                           0          Up 

 

Xconnect-group Name: vpnb 

 Connection of auto-discovery: Site 1, Remote Site 2 

  Connection ID    : 0 

  State            : Up 

  MTU              : 1500 

  BGP PWs: 

    Peer            Remote Site      Link ID    State 

    192.3.3.3       2                1          Up 

  ACs: 
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    AC                               Link ID    State 

    HGE1/0/4 srv1                    0          Up 

Table 42 Command output 

Field Description 
Xconnect-group Name Cross-connect group name. 

Description Description for the cross-connect group. If no description is configured, this 
field is not displayed. 

Connection Name Cross-connect name. 

Connection of 
auto-discovery Auto-discovery cross-connect. 

Site Local site ID. 

Remote site Remote site ID. 

Connection ID Cross-connect ID. 

State 
Cross-connect group state: Up, Down, or Admin down. Admin down 
indicates that the cross-connect group has been shut down by using the 
shutdown command. 

State PW state: Up, Down, Blocked, or Defect. 

AC AC type: Ethernet service instance on a Layer 2 interface. 
 

Related commands 
xconnect-group 

encapsulation 

Use encapsulation to configure a packet match criterion for an Ethernet service instance. 

Use undo encapsulation to restore the default. 

Syntax 
encapsulation s-vid vlan-id [ only-tagged ] 
encapsulation s-vid vlan-id-list 

encapsulation { default | tagged | untagged } 
undo encapsulation 

Default 
No packet match criterion is configured for an Ethernet service instance. 

Views 
Ethernet service instance view 

Predefined user roles 
network-admin 

Parameters 
s-vid: Matches packets with the specified outer VLAN IDs. 

only-tagged: Matches tagged packets. If the outer VLAN is not the PVID, the matching result does 
not differ, whether or not you specify the only-tagged keyword. If the outer VLAN is the PVID, the 
matching result depends on whether or not the only-tagged keyword is specified. 
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• To match only PVID-tagged packets, specify the only-tagged keyword. 
• To match both untagged packets and PVID-tagged packets, do not specify the only-tagged 

keyword. 

vlan-id: Specifies a VLAN ID in the range of 1 to 4094. 

vlan-id-list: Specifies a space-separated list of up to eight VLAN items. Each item specifies a VLAN 
ID or a range of VLAN IDs in the format of start-VLAN-ID to end-VLAN-ID. The value range for VLAN 
IDs is 1 to 4094. 

default: Matches packets that do not match any other Ethernet service instances on the interface. 
On an interface, you can configure this criterion only in one Ethernet service instance. The Ethernet 
service instance matches all packets if it is the only instance on the interface. 

tagged: Matches any packets that have a VLAN tag. 

untagged: Matches any packets that do not have a VLAN tag. 

Usage guidelines 
The match criteria of different Ethernet service instances cannot overlap on an interface. 

An Ethernet service instance can contain only one match criterion. To change the match criterion, 
first execute the undo encapsulation command to remove the original criterion. When you remove 
the match criterion in an Ethernet service instance, the mapping between the service instance and 
the cross-connect is removed automatically. 

Examples 
# Configure Ethernet service instance 1 on HundredGigE 1/0/1 to match packets that have an outer 
VLAN ID of 111. 
<Sysname> system-view 

[Sysname] interface hundredgige 1/0/1 

[Sysname-HundredGigE1/0/1] service-instance 1 

[Sysname-HundredGigE1/0/1-srv1] encapsulation s-vid 111 

Related commands 
display l2vpn service-instance 

l2vpn enable 

Use l2vpn enable to enable L2VPN. 

Use undo l2vpn enable to disable L2VPN. 

Syntax 
l2vpn enable 
undo l2vpn enable 

Default 
L2VPN is disabled. 

Views 
System view 

Predefined user roles 
network-admin 

Usage guidelines 
You must enable L2VPN before configuring other L2VPN settings. 
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Examples 
# Enable L2VPN. 
<Sysname> system-view 

[Sysname] l2vpn enable 

l2vpn switchover 

Use l2vpn switchover to switch traffic from a PW to its backup or primary PW.  

Syntax 
l2vpn switchover peer ip-address pw-id pw-id 

Views 
User view 

Predefined user roles 
network-admin 

Parameters 
peer ip-address: Specifies the LSR ID of the peer PE. 

pw-id pw-id: Specifies a PW by its ID in the range of 1 to 4294967295. 

Usage guidelines 
The specified LSR ID and PW ID uniquely identify a PW. 

If a PW has a backup PW or primary PW, this command switches traffic from the PW to the backup or 
primary PW. If the PW does not have a backup or primary PW, this command does not perform the 
switchover. 

Examples 
# Switch traffic from PW 100 destined for 3.3.3.3 to its backup PW.  
<Sysname> l2vpn switchover peer 3.3.3.3 pw-id 100 

mtu 

Use mtu to set an MTU for PWs established on a cross-connect or auto-discovery cross-connect.  

Use undo mtu to restore the default.  

Syntax 
mtu size 
undo mtu 

Default 
A PW has an MTU of 1500 bytes. 

Views 
Cross-connect view 

Auto-discovery cross-connect group view 

Predefined user roles 
network-admin 

Parameters 
size: Specifies an MTU value. The value range is 300 to 65535. 
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Usage guidelines 
The specified MTU applies to all PWs established in the cross-connect view or the auto-discovery 
cross-connect group view. 

The MTU specifies the maximum packet length, including the control word, PW label, and network 
layer packet. 

For an LDP PW to come up, the PEs at the two ends of the PW must have the same MTU. 

Examples 
# Set the MTU to 1400 bytes for cross-connect ac2pw in cross-connect group vpn1. 
<Sysname> system-view 

[Sysname] xconnect-group vpn1 

[Sysname-xcg-vpn1] connection ac2pw 

[Sysname-xcg-vpn1-ac2pw] mtu 1400 

# Set the MTU to 1400 bytes for the auto-discovery cross-connect in cross-connect group bbb. 
<Sysname> system-view 

[Sysname] xconnect-group bbb 

[Sysname-xcg-bbb] auto-discovery bgp 

[Sysname-xcg-bbb-auto] mtu 1400 

Related commands 
display l2vpn xconnect-group 

peer 

Use peer to configure a PW for a cross-connect and enter cross-connect PW view, or enter the view 
of an existing cross-connect PW. 

Use undo peer to delete a PW for a cross-connect.  

Syntax 
peer ip-address pw-id pw-id [ in-label label-value out-label label-value ] [ pw-class class-name | 
tunnel-policy tunnel-policy-name ] * 
undo peer ip-address pw-id pw-id 

Default 
No PWs exist for a cross-connect. 

Views 
Cross-connect view 

Predefined user roles 
network-admin 

Parameters 
ip-address: Specifies the LSR ID of the peer PE.  

pw-id pw-id: Specifies a PW ID for the PW, in the range of 1 to 4294967295. 

in-label label-value: Specifies the incoming label of the PW. The value range is 16 to 1023. 

out-label label-value: Specifies the outgoing label of the PW. The value range is 16 to 1023. 

pw-class class-name: Specifies a PW class by its name, a case-sensitive string of 1 to 19 
characters. You can specify a PW class to configure the PW data encapsulation type and control 
word. If you do not specify a PW class, the PW data encapsulation type is determined by the 
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interface type. The control word feature is not supported for PW data encapsulation types that do not 
require using control word. 

tunnel-policy tunnel-policy-name: Specifies a tunnel policy by its name, a case-sensitive string of 1 
to 19 characters. If you do not specify a tunnel policy, the default tunnel policy is used.  

Usage guidelines 
To create a static PW, you must specify the incoming and outgoing labels. To enter the view of an 
existing static PW, you do not need to specify the incoming and outgoing labels. 

If you do not specify the incoming and outgoing labels when you create a new PW, LDP is used to 
create the PW. 

The PW ID for a PW must be the same on the PEs at the ends of the PW. 

On a PE, the LSR ID of the peer PE and the PW ID uniquely identify a PW. The peer LSR ID and PW 
ID combination of a PW must be unique among all VPLS PWs and cross-connect PWs. 

PW redundancy is mutually exclusive with the multi-segment PW feature. If you have configured two 
PWs by using the peer command in cross-connect view, you cannot configure a backup PW by using 
the backup-peer command in cross-connect PW view, and vice versa. 

A static PW must have a different incoming label than an existing static LSP or static CRLSP. If they 
are the same, the static PW is not available, even if you change the incoming label of the static LSP 
or the static CRLSP. To make the static PW available, delete the static PW, and reconfigure it with an 
unused incoming label. 

Examples 
# Configure an LDP PW destined to 4.4.4.4 for cross-connect pw2pw in cross-connect group vpn1 
and enter cross-connect PW view. The PW ID is 200. 
<Sysname> system-view 

[Sysname] xconnect-group vpn1 

[Sysname-xcg-vpn1] connection pw2pw 

[Sysname-xcg-vpn1-pw2pw] peer 4.4.4.4 pw-id 200 

[Sysname-xcg-vpn1-pw2pw-4.4.4.4-200] 

# Configure a static PW destined to 5.5.5.5 for cross-connect pw2pw in cross-connect group vpn1 
and enter cross-connect PW view. The static PW has an ID of 200, an incoming label of 100, and an 
outgoing label of 200. 
<Sysname> system-view 

[Sysname] xconnect-group vpn1 

[Sysname-xcg-vpn1] connection pw2pw 

[Sysname-xcg-vpn1-pw2pw] peer 5.5.5.5 pw-id 200 in-label 100 out-label 200 

[Sysname-xcg-vpn1-pw2pw-5.5.5.5-200] 

Related commands 
display l2vpn ldp 
display l2vpn pw 
pw-class 
tunnel-policy 

peer signaling 

Use peer signaling to enable BGP to exchange label block information with the specified peer or 
peer group. 

Use undo peer signaling to disable BGP to exchange label block information with the specified 
peer or peer group.  
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Syntax 
peer { group-name | ip-address [ mask-length ] } signaling [ non-standard ] 
undo peer { group-name | ip-address [ mask-length ] } signaling 

Default 
BGP can exchange label block information with an L2VPN peer or peer group through RFC 4761 
MP_REACH_NLRI. 

Views 
BGP L2VPN address family view 

Predefined user roles 
network-admin 

Parameters 
group-name: Specifies a peer group by its name, a case-sensitive string of 1 to 47 characters. The 
specified peer group must have been created. 

ip-address: Specifies a peer by its IP address. The specified peer must have been created.  

mask-length: Specifies a mask length in the range of 0 to 32. You can use the ip-address and 
mask-length arguments together to specify a subnet. If you specify a subnet, this command enables 
BGP to exchange label block information with all dynamic peers in the subnet. 

non-standard: Uses draft-kompella-ppvpn-l2vpn-03 MP_REACH_NLRI to exchange label block 
information. If you do not specify this keyword, RFC 4761 MP_REACH_NLRI is used to exchange 
label block information.  

Usage guidelines 
L2VPN uses MP-BGP to exchange label blocks when creating a BGP PW.  

To enable BGP to exchange label blocks with the specified peers through RFC 4761 
MP_REACH_NLRI, you can also use the peer enable command in BGP L2VPN address family 
view. To disable the capability, use the undo peer signaling command. 

Examples 
# Enable BGP to exchange label block information with the peer 3.3.3.9 through 
draft-kompella-ppvpn-l2vpn-03 MP_REACH_NLRI. 
<Sysname> system-view 

[Sysname] bgp 100 

[Sysname-bgp-default] address-family l2vpn 

[Sysname-bgp-default-l2vpn] peer 3.3.3.9 signaling non-standard 

Related commands 
display bgp l2vpn signaling 

policy vpn-target 

Use policy vpn-target to enable route target-based filtering of incoming BGP L2VPN information. 

Use undo policy vpn-target to disable route target-based filtering of incoming BGP L2VPN 
information. 

Syntax 
policy vpn-target 
undo policy vpn-target 
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Default 
Route target-based filtering of incoming BGP L2VPN information is enabled. 

Views 
BGP L2VPN address family view 

Predefined user roles 
network-admin 

Usage guidelines 
If route target-based filtering is enabled, L2VPN accepts only the incoming BGP L2VPN information 
whose export route target attribute matches the local import route target attribute. 

On an inter-AS VPN option B network, an ASBR needs to store all BGP L2VPN information (label 
block information) and advertises the information to the remote ASBR. To meet this need, execute 
the undo policy vpn-target command on the ASBR to accept all incoming BGP L2VPN information. 

For more information about an inter-AS VPN option B network, see MPLS Configuration Guide. 

Examples 
# Disable route target-based filtering of incoming BGP L2VPN information. 
<Sysname> system-view 

[Sysname] bgp 100 

[Sysname-bgp-default] address-family l2vpn 

[Sysname-bgp-default-l2vpn] undo policy vpn-target 

pw-class (auto-discovery cross-connect group view) 

Use pw-class to specify a PW class for an auto-discovery cross-connect group. 

Use undo pw-class to restore the default. 

Syntax 
pw-class class-name 
undo pw-class 

Default 
No PW class is specified.  

Views 
Auto-discovery cross-connect group view 

Predefined user roles 
network-admin 

Parameters 
class-name: Specifies a PW class by its name, a case-sensitive string of 1 to 19 characters.  

Usage guidelines 
The specified PW class will be used to establish all PWs in the auto-discovery cross-connect group. 

Examples 
# Specify a PW class named pw100 for auto-discovery cross-connect group bbb. 
<Sysname> system-view 

[Sysname] pw-class pw100 

[Sysname-pw-pw100] quit 
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[Sysname] xconnect-group bbb 

[Sysname-xcg-bbb] auto-discovery bgp 

[Sysname-xcg-bbb-auto] pw-class pw100 

Related commands 
control-word enable 
display l2vpn pw-class 
pw-class 
pw-type 

pw-class (system view) 

Use pw-class to create a PW class and enter its view, or enter the view of an existing PW class. 

Use undo pw-class to delete a PW class.  

Syntax 
pw-class class-name 
undo pw-class class-name 

Default 
No PW classes exist. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
class-name: Specifies a name for the PW class, a case-sensitive string of 1 to 19 characters.  

Usage guidelines 
In PW class view, you can configure PW attributes such as the PW data encapsulation type and 
whether to enable control word. You can configure PWs to use the same PW class to simplify PW 
attribute configuration.  

Examples 
# Create a PW class named pw100 and enter PW view.  
<Sysname> system-view 

[Sysname] pw-class pw100 

[Sysname-pw-pw100]  

Related commands 
control-word enable 
display l2vpn pw-class 
pw-type 

pw-type 

Use pw-type to specify a PW data encapsulation type for a PW class.  

Use undo pw-type to restore the default.  
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Syntax 
pw-type { ethernet | vlan } 

undo pw-type 

Default 
The PW data encapsulation type is VLAN. 

Views 
PW class view 

Predefined user roles 
network-admin 

Parameters 
ethernet: Specifies the PW data encapsulation type as Ethernet. 

vlan: Specifies the PW data encapsulation type as VLAN. 

Usage guidelines 
This command takes effect only when the AC type is Ethernet. 
When the PW data encapsulation type is Ethernet, P-tag is not transferred on a PW. 
• For a packet from a CE: 

 If the packet contains a P-tag, the PE removes the P-tag, and adds a PW label and an outer 
tag into the packet before forwarding it. 

 If the packet contains no P-tag, the PE directly adds a PW label and an outer tag into the 
packet before forwarding it. 

• For a packet to a CE: 
 If the access mode is configured as VLAN by using the ac interface command, the PE adds 

a P-tag into the packet before sending it to the CE. 
 If the access mode is configured as Ethernet by using the ac interface command, the PE 

directly sends the packet to the CE. 
You cannot rewrite or remove existing tags. 

When the PW data encapsulation type is VLAN, packets transmitted over a PW must carry a P-tag. 
• For a packet from a CE: 

 If the peer PE does not require the ingress to rewrite the P-tag, the PE keeps the P-tag 
unchanged for the packet, and then encapsulates the packet. If the packet contains no 
P-tag, the PE adds a null label (the label value is 0) into the packet, and then encapsulates 
the packet. 

 If the peer PE requires the ingress to rewrite the P-tag, the PE changes the P-tag to the 
expected VLAN tag (the tag value might be 0), and then adds a PW label and an outer tag 
into the packet. If the packet contains no P-tag, the PE adds a VLAN tag expected by the 
peer PE (the tag value might be 0), and then adds a PW label and an outer tag into the 
packet. 

• For a packet to a CE: 
 If the access mode is configured as VLAN by using the ac interface command, the PE 

rewrites or retains the P-tag before forwarding the packet. 
 If the access mode is configured as Ethernet by using the ac interface command, the PE 

removes the P-tag before forwarding the packet. 

Examples 
# Configure the PW data encapsulation type as Ethernet. 
<Sysname> system-view 
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[Sysname] pw-class pw100 

[Sysname-pw-pw100] pw-type ethernet 

Related commands 
ac-interface 
display l2vpn pw-class 

revertive 

Use revertive to specify the switchover mode and set the switchover wait time. 

Use undo revertive to restore the default. 

Syntax 
revertive { wtr wtr-time | never } 
undo revertive { wtr | never } 

Default 
The switchover mode is revertive and the switchover wait time is 0 seconds. When the primary PW 
recovers, traffic is immediately switched from the backup PW to the primary PW. 

Views 
Cross-connect view 

Predefined user roles 
network-admin 

Parameters 
wtr wtr-time: Specifies the switchover mode as revertive and specifies the wait time in the range of 0 
to 3600 seconds. When the primary PW recovers, the PE waits for the specified time before 
switching traffic from the backup PW to the primary PW. 

never: Specifies the switchover mode as non-revertive. After the primary PW recovers, traffic is not 
switched from the backup PW to the primary PW. 

Examples 
# Specify the revertive mode and set the switchover wait time to 120 seconds for cross-connect 
ac2pw in cross-connect group vpn1. 
<Sysname> system-view 

[Sysname] xconnect-group vpn1 

[Sysname-xcg-vpn1] connection ac2pw 

[Sysname-xcg-vpn1-ac2pw] revertive wtr 120 

Related commands 
display l2vpn pw 

route-distinguisher 

Use route-distinguisher to configure a route distinguisher (RD) for a BGP cross-connect group. 

Use undo route-distinguisher to restore the default. 

Syntax 
route-distinguisher route-distinguisher 

undo route-distinguisher 
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Default 
No RD is configured for a BGP cross-connect group. 

Views 
Auto-discovery cross-connect group view 

Predefined user roles 
network-admin 

Parameters 
route-distinguisher: Specifies an RD, a string of 3 to 21 characters. An RD can be in one of the 
following formats: 
• 16-bit AS number:32-bit user-defined number. For example, 101:3. 
• 32-bit IP address:16-bit user-defined number. For example, 192.168.122.15:1. 
• 32-bit AS number:16-bit user-defined number, where the AS number must be equal to or 

greater than 65536. For example, 65536:1. 

Usage guidelines 
MPLS L2VPN uses RDs to differentiate the sites with the same site ID but in different VPNs.  

BGP adds the configured RD before the site ID. The RD and the site ID uniquely identify a VPN site.  

You cannot configure the same RD for different BGP cross-connect groups. 

To modify an RD, execute the undo route-distinguisher command to remove the RD, and then 
execute the route-distinguisher command. 

Examples 
# Configure the RD 22:2 for BGP cross-connect group bbb. 
<Sysname> system-view 

[Sysname] xconnect-group bbb 

[Sysname-xcg-bbb] auto-discovery bgp 

[Sysname-xcg-bbb-auto] route-distinguisher 22:2 

rr-filter 

Use rr-filter to create a route reflector (RR) reflection policy. 

Use undo rr-filter to restore the default. 

Syntax 
rr-filter ext-comm-list-number 
undo rr-filter 

Default 
An RR does not filter reflected L2VPN information. 

Views 
BGP L2VPN address family view 

Predefined user roles 
network-admin 

Parameters 
ext-comm-list-number: Specifies an extended community list number in the range of 1 to 199. 
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Usage guidelines 
After this command is executed, only the L2VPN information that is permitted by the specified 
extended community list is reflected. 

By configuring different RR reflection policies on RRs in a cluster, you can implement load balancing 
among the RRs. 

For more information about extended community lists, see Layer 3—IP Routing Configuration Guide. 

Examples 
# Configure the RR to reflect only the BGP L2VPN information that is permitted by extended 
community list 10. 
<Sysname> system-view 

[Sysname] bgp 100 

[Sysname-bgp-default] address-family l2vpn 

[Sysname-bgp-default-l2vpn] rr-filter 10 

Related commands 
ip extcommunity-list (Layer 3—IP Routing Command Reference) 

service-instance 

Use service-instance to create an Ethernet service instance on an interface and enter its view, or 
enter the view of an existing Ethernet service instance. 

Use undo service-instance to delete an Ethernet service instance on an interface. 

Syntax 
service-instance instance-id 

undo service-instance instance-id 

Default 
No Ethernet service instances exist. 

Views 
Layer 2 Ethernet interface view 

Layer 2 aggregate interface view 

Predefined user roles 
network-admin 

Parameters 
instance-id: Specifies an ID for the Ethernet service instance, in the range of 1 to 4096. 

Examples 
# Create Ethernet service instance 1 on Layer 2 Ethernet interface HundredGigE 1/0/1, and enter 
Ethernet service instance 1 view.  
<Sysname> system-view 

[Sysname] interface hundredgige 1/0/1 

[Sysname-HundredGigE1/0/1] service-instance 1 

[Sysname-HundredGigE1/0/1-srv1] 

Related commands 
display l2vpn service-instance 
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shutdown 

Use shutdown to disable a cross-connect group. 

Use undo shutdown to enable a cross-connect group. 

Syntax 
shutdown 
undo shutdown 

Default 
A cross-connect group is enabled. 

Views 
Cross-connect group view 

Predefined user roles 
network-admin 

Usage guidelines 
After you disable a cross-connect group, all cross-connects in the group cannot provide L2VPN 
services.  

Use the shutdown command when you want to temporarily disable L2VPN. When a cross-connect 
group is disabled, you can still configure the cross-connect group. After the configuration, use the 
undo shutdown command to enable the cross-connect group. The cross-connect group will provide 
L2VPN services using the new settings. 

Examples 
# Disable cross-connect group vpn2. 
<Sysname> system-view 

[Sysname] xconnect-group vpn2 

[Sysname-xcg-vpn2] shutdown 

Related commands 
display l2vpn xconnect-group 

site 

Use site to create a local site and enter its view, or enter the view of an existing local site. 

Use undo site to delete a local site. 

Syntax 
site site-id [ range range-value ] [ default-offset defalut-offset ] 
undo site site-id 

Default 
No sites exist. 

Views 
Auto-discovery cross-connect group view 

Predefined user roles 
network-admin 
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Parameters 
site-id: Specifies a local site ID in the range of 0 to 256. 

range range-value: Specifies the maximum number of sites in a VPN, in the range of 2 to 257. The 
default value is 10. 

default-offset default-offset: Specifies the start site ID, 0 or 1. The default value is 0. 

Usage guidelines 
The range range-value and default-offset default-offset options determine the label block of the 
site.  
• If you execute the site command with the range-value of range1, a label block with LR of 

range1 and LO of default-offset is assigned to the site.  
• If you execute another site command with range-value of range2 (range2 is larger than 

range1), a second label block with LR of range2 to range1 and LO being range1 + default-offset 
is assigned to the site.  

For example, if you execute the following commands, three label blocks LB1/0/10, LB2/10/12, and 
LB3/22/14 are assigned to site 1. LB1, LB2, and LB3 are automatically selected. 
site 1 range 10 default-offset 0 

site 1 range 22 

site 1 range 36 

You can create multiple local sites for a cross-connect group. 

You can use the site command to increase the range value for an existing site. You cannot decrease 
the range value for an existing site with the site command. To decrease the range value, execute the 
undo site command to delete the site and then execute the site command. 

Select a large range value to reduce future modifications for VPN expansion. 

You cannot modify the default-offset for a site with the site command. To modify it, execute the undo 
site command to delete the site and then execute the site command. 

Examples 
# Create site 1, configure the VPN to contain a maximum of 30 sites, set the start site ID to 0 for 
cross-connect group bbb, and enter site view. 
<Sysname> system-view 

[Sysname] xconnect-group bbb 

[Sysname-xcg-bbb] auto-discovery bgp 

[Sysname-xcg-bbb-auto] site 1 range 30 default-offset 0 

[Sysname-xcg-bbb-auto-1] 

Related commands 
display l2vpn pw 
display l2vpn xconnect-group 

snmp-agent trap enable l2vpn 

Use snmp-agent trap enable l2vpn to enable SNMP notifications for L2VPN PW. 

Use undo snmp-agent trap enable l2vpn to disable SNMP notifications for L2VPN PW. 

Syntax 
snmp-agent trap enable l2vpn [ pw-delete | pw-switch | pw-up-down ] * 
undo snmp-agent trap enable l2vpn [ pw-delete | pw-switch | pw-up-down ] * 
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Default 
SNMP notifications for L2VPN PW are disabled. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
pw-delete: Enables PW deletion notifications. 

pw-switch: Enables PW primary/backup switchover notifications. 

pw-up-down: Enables PW up-down notifications. 

Usage guidelines 
This feature enables L2VPN to generate SNMP notifications when PW deletions, PW status 
changes, or PW switchovers occur. For L2VPN event notifications to be sent correctly, you must also 
configure SNMP on the device. For more information about SNMP configuration, see the network 
management and monitoring configuration guide for the device. 

If you do not specify a notification type, this command enables all types of notifications for L2VPN 
PW. 

Examples 
# Enable PW up-down notifications. 
<Sysname> system-view 

[Sysname] snmp-agent trap enable l2vpn pw-up-down 

Related commands 
display snmp-agent trap-list (Network Management and Monitoring Command Reference) 

tunnel-policy (auto-discovery cross-connect view) 

Use tunnel-policy to specify a tunnel policy for an auto-discovery cross-connect. 

Use undo tunnel-policy to restore the default. 

Syntax 
tunnel-policy tunnel-policy-name 

undo tunnel-policy 

Default 
No tunnel policy is specified. 

Views 
Auto-discovery cross-connect view 

Predefined user roles 
network-admin 

Parameters 
tunnel-policy-name: Specifies a tunnel policy by its name, a case-sensitive string of 1 to 19 
characters. 
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Usage guidelines 
The PWs on the auto-discovery cross-connect use the specified tunnel policy to select public 
tunnels. 

If you do not specify a tunnel policy or specify a nonexistent tunnel policy, the default tunnel policy 
applies. The default tunnel policy selects only one public tunnel for a PW in this order: LSP tunnel, 
GRE tunnel, CRLSP tunnel. 

Examples 
# Specify tunnel policy policy1 for the auto-discovery cross-connect in cross-connect group bbb. 
<Sysname> system-view 

[Sysname] tunnel-policy policy1 

[Sysname-tunnel-policy-policy1] quit 

[Sysname] xconnect-group bbb 

[Sysname-xcg-bbb] auto-discovery bgp 

[Sysname-xcg-bbb-auto] site 2 range 10 default-offset 0 

[Sysname-xcg-bbb-auto-2] connection remote-site-id 3 

[Sysname-xcg-bbb-auto-2-3] tunnel-policy policy1 

Related commands 
tunnel-policy (system view) 

vpn-target 

Use vpn-target to configure route targets for a cross-connect group. 

Use undo vpn-target to remove the specified or all route targets for a cross-connect group. 

Syntax 
vpn-target vpn-target&<1-8> [ both | export-extcommunity | import-extcommunity ] 

undo vpn-target { vpn-target&<1-8> | all } [ both | export-extcommunity | import-extcommunity ] 

Default 
No route targets are configured for a cross-connect group. 

Views 
Auto-discovery cross-connect group view 

Predefined user roles 
network-admin 

Parameters 
vpn-target&<1-8>: Specifies a space-separated list of a maximum of eight route targets. 

A route target is a string of 3 to 21 characters in one of the following formats: 
• 16-bit AS number:32-bit user-defined number. For example, 101:3. 
• 32-bit IP address:16-bit user-defined number. For example, 192.168.122.15:1. 
• 32-bit AS number:16-bit user-defined number, where the AS number must be equal to or 

greater than 65536. For example, 65536:1. 

both: Uses the specified route targets as both import targets and export targets. The both keyword 
is used when you do not specify any of both, export-extcommunity, and import-extcommunity. 

export-extcommunity: Uses the specified route targets as export targets. 

import-extcommunity: Uses the specified route targets as import targets. 
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all: Removes all route targets. 

Usage guidelines 
A local PE sets the route targets as export targets in BGP update messages when it advertises 
L2VPN information through the update messages to a remote peer. The peer uses its import targets 
to match the received export targets. If a match is found, the peer accepts the L2VPN information. 

Examples 
# Configure import route targets as 10:1 100:1 1000:1 and export route targets as 20:1 200:1 2000:1 
for BGP cross-connect group bbb. 
<Sysname> system-view 

[Sysname] xconnect-group bbb 

[Sysname-xcg-bbb] auto-discovery bgp 

[Sysname-xcg-bbb-auto] vpn-target 10:1 100:1 1000:1 import-extcommunity 

[Sysname-xcg-bbb-auto] vpn-target 20:1 200:1 2000:1 export-extcommunity 

xconnect-group 

Use xconnect-group to create a cross-connect group and enter its view, or enter the view of an 
existing cross-connect group. 

Use undo xconnect-group to delete a cross-connect group. 

Syntax 
xconnect-group group-name 
undo xconnect-group group-name 

Default 
No cross-connect groups exist. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
group-name: Specifies a name for the cross-connect group, a case-sensitive string of 1 to 31 
characters excluding hyphens.  

Usage guidelines 
L2VPN can create multiple LDP, BGP, and static PWs for a cross-connect group. 

Examples 
# Create a cross-connect group named vpn1 and enter cross-connect group view. 
<Sysname> system-view 

[Sysname] xconnect-group vpn1 

[Sysname-xcg-vpn1] 

Related commands 
display l2vpn xconnect-group 
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New feature: VPLS 

Overview 
Virtual Private LAN Service (VPLS) delivers a point-to-multipoint L2VPN service over an MPLS or IP 
backbone. The provider backbone emulates a switch to connect all geographically dispersed sites of 
each customer network. The backbone is transparent to the customer sites. The sites can 
communicate with each other as if they were on the same LAN. 

Basic VPLS architecture 

Figure 26 Basic VPLS architecture 

 
 

As shown in Figure 26, the VPLS architecture mainly includes the following components: 
• CE—A customer edge device is directly connected to the service provider network. 
• PE—A provider edge device connects one or more CEs to the service provider network. A PE 

implements VPN access by mapping and forwarding packets between private networks and 
public network tunnels. A PE can be a UPE or NPE in a hierarchical VPLS. 

• AC—An attachment circuit, physical or virtual, connects a CE and a PE, such as an Ethernet 
link or a VLAN. 

• PW—A pseudowire is a bidirectional virtual connection between two PEs. An MPLS PW 
consists of two unidirectional MPLS LSPs in opposite directions. 

• Tunnel—A tunnel can be an LSP tunnel, an MPLS TE tunnel, or a GRE tunnel. It carries one or 
more PWs over an IP/MPLS backbone. If a PW is carried on an LSP or MPLS TE tunnel, each 
packet on the PW contains two labels. The inner label is the PW label, which identifies the PW 
and ensures that the packet is forwarded to the correct VSI. The outer label is the public LSP or 
MPLS TE tunnel label, which ensures that the packet is correctly forwarded to the remote PE. 

• VPLS instance—A customer network might contain multiple geographically dispersed sites 
(such as site 1 and site 3 in Figure 26.) The service provider uses VPLS to connect all the sites 
to create a single Layer 2 VPN, which is referred to as a VPLS instance. Sites in different VPLS 
instances cannot communicate with each other at Layer 2. 
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• VSI—A virtual switch instance provides Layer 2 switching services for a VPLS instance on a 
PE. A VSI acts as a virtual switch that has all the functions of a conventional Ethernet switch, 
including source MAC address learning, MAC address aging, and flooding. VPLS uses VSIs to 
forward Layer 2 data packets in VPLS instances. 

VPLS implementation 

Creating a PW 
PEs use PWs to forward packets among VPN sites. PWs include static PWs, LDP PWs, BGP PWs, 
and BGP auto-discovery LDP PWs. 
• Static PW 

To create a static PW, specify the address of the remote PE, the incoming label, and the 
outgoing label.  

• LDP PW 
To create an LDP PW, specify the address of the remote PE, and use LDP to advertise the 
PW-label binding to the remote PE. After the two PEs receive the PW-label binding from each 
other, they establish an LDP PW. The FEC type in the LDP message is PWid FEC Element that 
includes the PW ID field (FEC 128). The PW ID identifies the PW bound to the PW label.  

• BGP PW 
To create a BGP PW, configure BGP to advertise label block information to the remote PE. 
After the two PEs receive label block information from each other, they use the label block 
information to calculate the incoming and outgoing labels and create the BGP PW. A PE also 
uses the received label block information to automatically find the remote PE.  

• BGP auto-discovery LDP PW 
To create a BGP auto-discovery LDP PW, configure BGP to automatically find the remote PE, 
and use LDP to advertise the PW-label binding to the remote PE. After the two PEs receive the 
PW-label binding from each other, they establish a BGP auto-discovery LDP PW.  
The information advertised by BGP includes the ID (for example, LSR ID) and VPLS ID of the 
advertising PE. The receiving PE compares the received VPLS ID with its own VPLS ID. If the 
two VPLS IDs are identical, the two PEs use LDP to establish a PW. If not, the PEs do not 
establish a PW. The FEC type in the LDP message is Generalized PWid FEC Element (FEC 
129), which contains the VPLS ID, Source Attachment Individual Identifier (SAII), and Target 
Attachment Individual Identifier (TAII). The SAII is the LSR ID of the advertising PE. The TAII 
identifies the remote PE and is advertised by the remote PE. VPLS ID+SAII+TAII uniquely 
identifies a PW in a VPLS instance. 

MAC address learning, aging, and withdrawal 
VPLS provides reachability through source MAC learning. A PE maintains a MAC address table for 
each VSI. 

As shown in Figure 27, a PE learns source MAC addresses in the following ways: 
• Learning the source MAC addresses of directly connected sites. 

If the source MAC address of a packet from a CE does not exist in the MAC address table, the 
PE learns the source MAC address on the AC connected to the CE. 

• Learning the source MAC addresses of remote sites connected through PWs. 
A VSI regards a PW as a logical Ethernet interface. If the source MAC address of a packet from 
a PW does not exist in the MAC address table, the PE learns the source MAC address on the 
PW of the VSI. 
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Figure 27 Source MAC address learning on a PE 

 
 

The MAC address table uses an aging timer for each dynamic MAC address entry. If no packet is 
received from a MAC address before the aging timer expires, VPLS deletes the MAC address. 

When an AC or a PW goes down, the PE deletes MAC addresses on the AC or PW. Then it sends an 
LDP address withdrawal message to notify all other PEs in the VPLS instance to delete those MAC 
addresses. 

Unicast traffic forwarding and flooding 
After a PE receives a unicast packet from an AC, the PE searches the MAC address table of the VSI 
bound to the AC for packet forwarding. 
• If a match is found, the PE forwards the packet according to the matching entry. If the outgoing 

interface in the entry is a PW, the PE inserts the PW label to the packet, and adds the public 
tunnel header to the packet. It then forwards the packet to the remote PE over the PW. If the 
outgoing interface in the entry is a local interface, the PE directly forwards the packet to the 
local interface. 

• If no match is found, the PE floods the packet to all other ACs and PWs in the VSI. 

After a PE receives a unicast packet from a PW, the PE searches the MAC address table of the VSI 
bound to the PW for packet forwarding. 
• If a match is found, the PE forwards the packet through the outgoing interface in the matching 

entry. 
• If no match is found, the PE floods the packet to all ACs in the VSI. 

Multicast and broadcast traffic forwarding and flooding 
After a PE receives a multicast or broadcast packet from an AC, the PE floods the packet to all other 
ACs and the PWs in the VSI bound to the AC. 

After a PE receives a multicast or broadcast packet from a PW, the PE floods the packet to all ACs in 
the VSI bound to the PW. 
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PW full mesh and split horizon 
A Layer 2 network requires a loop prevention protocol such as STP to avoid loops. However, a loop 
prevention protocol on PEs brings management and maintenance difficulties. Therefore, VPLS uses 
the following methods to prevent loops: 
• Full mesh—Every two PEs in a VPLS instance must establish a PW. The PWs form a full mesh 

among PEs in the VPLS instance. 
• Split horizon—A PE does not forward packets received from a PW to any other PWs in the 

same VSI but only forwards those packets to ACs. 

H-VPLS 

VPLS requires a full mesh of PWs among all PEs in a VPLS instance. In a large-scale network, 
however, a full mesh of PWs causes very high PW signaling overhead and brings difficulties for 
network management and expansion. Hierarchical VPLS (H-VPLS) reduces the number of PWs by 
dividing a VPLS network into a backbone domain and edge domains. 

Only static PWs and LDP PWs support H-VPLS. 

In H-VPLS: 
• An edge domain provides access for a user network to the backbone domain. 
• The Network Provider Edge (NPE) devices are fully meshed in the backbone domain. A PW 

between NPEs is referred to as an N-PW. 
• A User facing-Provider Edge (UPE) device only establishes a PW with the neighboring NPE. A 

PW between a UPE and an NPE is referred to as a U-PW. 

H-VPLS access modes 
H-VPLS supports the following access modes: MPLS access and Ethernet access. 

Figure 28 H-VPLS using MPLS access 

 
 

As shown in Figure 28, the edge domain is an MPLS network. The UPE creates a U-PW with NPE 1. 
The UPE does not create PWs to any remote PEs. After receiving a packet from a CE, the UPE adds 
the label assigned to the U-PW into the packet and forwards the packet to NPE 1 through a public 
tunnel. NPE 1 maps the packet to the VSI that corresponds to the PW label, and searches the MAC 
address table of the VSI to forward the packet. 
 

 NOTE: 
A U-PW created on the NPE must have split horizon disabled because the NPE needs to forward 
packets between U-PW and N-PW. 
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Figure 29 H-VPLS using Ethernet access 

 
 

As shown in Figure 29, the edge domain is an Ethernet network. The UPE and NPE 1 establish a 
point-to-point Ethernet QinQ connection in between. After the UPE receives a packet from a CE, it 
adds an outer VLAN tag into the packet and forwards the packet to NPE 1. NPE 1 regards the outer 
VLAN tag as the service provider VLAN tag. It maps the packet to the VSI that corresponds to the 
VLAN tag and then searches the MAC address table of the VSI to forward the packet. 

UPE dual homing and PW redundancy 
To provide U-PW redundancy for a UPE, you can connect the UPE to two NPEs. Even if a U-PW 
fails, all customer sites connected to the UPE maintain the connectivity. 

In the H-VPLS using MPLS access as shown in Figure 30, the UPE is connected to two NPEs 
through primary and backup U-PWs. The UPE uses the primary U-PW to forward traffic. When the 
primary U-PW fails, the UPE uses the backup U-PW to forward traffic. 

Figure 30 UPE dual homing and redundancy in H-VPLS using MPLS access 

 
 

The backup U-PW is used in the following scenarios: 
• The primary U-PW goes down because the tunnel that carries the primary U-PW is deleted or a 

fault detection mechanism such as BFD detects a tunnel failure. 
• The primary U-PW is deleted by the control plane. For example, the LDP session on the primary 

U-PW link is down, causing the primary U-PW to be deleted. 
• BFD detects a failure of the primary U-PW. 
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• A primary and backup U-PW switchover is triggered by a command. 

Configuration restrictions and guidelines 
A PE does not transmit LACP and LLDP packets through the VPLS network. 

If a PE is enabled with the spanning tree feature, the PE does not transmit BPDUs through the VPLS 
network. To enable the PE to transmit BPDUs through the VPLS network, use the stp transparent 
enable command to enable BPDU transparent transmission for the PE.  

The hardware resources available for MPLS and VXLAN depend on the VXLAN hardware resource 
mode. When you use MPLS, set the VXLAN hardware resource allocation mode to Layer 3 gateway 
as a best practice to guarantee MPLS sufficient hardware resources. For more information about 
VXLAN hardware resource modes, see VXLAN Configuration Guide. 

VPLS configuration task list 
To configure a VPLS network, perform the following tasks: 
• Configure an IGP to ensure IP connectivity within the backbone. 
• Configure basic MPLS, LDP, GRE, or MPLS TE to establish public tunnels on the backbone 

network. 
• Configure VPLS on PEs. For example, configure a VSI, establish a PW, and associate an AC 

and a VSI. 

This chapter describes only VPLS configurations on a PE. For information about other 
configurations, see relevant configuration guides. 

To configure VPLS on a PE, perform the following tasks: 
 

Tasks at a glance Remarks 
(Required.) Enabling L2VPN N/A 

(Required.) Configuring an AC N/A 

(Required.) Configuring a VSI N/A 

Configuring a PW: 
• (Optional.) Configuring a PW class 
• (Required.) Choose either of the following tasks to configure a PW: 

 Configuring a static PW 
 Configuring an LDP PW 
 Configuring a BGP PW 
 Configuring a BGP auto-discovery LDP PW 

Choose a PW configuration 
method depending on the 
VPLS implementation. 

(Required.) Binding an AC to a VSI  

In an H-VPLS using MPLS 
access, do not perform this 
task on the access NPEs of 
the UPEs. 

(Optional.) Configuring UPE dual homing: 
• Configuring static PW redundancy 
• Configuring LDP PW redundancy 

N/A 

(Required.) Configuring MAC address learning N/A 

(Optional.) Enabling SNMP notifications for L2VPN PW N/A 
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Enabling L2VPN 
Before you enable L2VPN, perform the following tasks: 
• Configure an LSR ID for the PE with the mpls lsr-id command.  
• Enable MPLS with the mpls enable command on the backbone interface of the PE.  

To enable L2VPN: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enable L2VPN. l2vpn enable By default, L2VPN is disabled. 
 

Configuring an AC 
When the PE is connected to a CE through a Layer 2 Ethernet or Layer 2 aggregate interface, 
configure an Ethernet service instance on the interface to match packets from the AC. If the match 
criterion is VLAN ID, the VLAN is unique on a per-interface basis rather than on a per-device basis. 
The Ethernet service instance provides flexible methods for matching packets to be forwarded in the 
VSI. 

On a PE, if the interface connected to a PW and the interface connected to an AC reside on different 
IRF member devices, the default VLAN ID configured on the interface connected to the AC and the 
inner VLAN IDs configured in the encapsulation command must be different. The inner VLAN ID 
that is the same as the default VLAN ID will be removed from packets forwarded from the PW to the 
AC. 

To configure an Ethernet service instance: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter Layer 2 Ethernet 
interface view or Layer 2 
aggregate interface view. 

• Enter Layer 2 Ethernet interface 
view: 
interface interface-type 
interface-number 

• Enter Layer 2 aggregate interface 
view: 
interface bridge-aggregation 
interface-number 

N/A 

3. Create an Ethernet service 
instance and enter 
Ethernet service instance 
view. 

service-instance instance-id By default, no Ethernet service 
instances exist. 

4. Configure a packet match 
criterion for the Ethernet 
service instance. 

• encapsulation s-vid vlan-id [ 
only-tagged ] 

• encapsulation s-vid vlan-id-list 
• encapsulation { default | 

tagged | untagged } 

By default, no packet match 
criterion is configured for the 
Ethernet service instance. 

 

Configuring a VSI 

Step Command Remarks 
1. Enter system view. system-view N/A 
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Step Command Remarks 
2. Create a VSI and enter VSI 

view. vsi vsi-name By default, no VSIs exist. 

3. (Optional.) Configure a 
description for the VSI. description text By default, no description is 

configured for a VSI. 

4. (Optional.) Set the default 
PW ID for the VSI. default-pw-id default-pw-id By default, no default PW ID is 

configured for the VSI. 

5. Set an MTU for the VSI. mtu size By default, the MTU of a VSI is 
1500 bytes. 

6. (Optional.) Enable the VSI. undo shutdown By default, a VSI is enabled. 
 

Configuring a PW 

Configuring a PW class 

In a PW class, you can configure PW attributes such as the PW data encapsulation type, and 
whether to enable control word. To simplify PW configuration, you can configure PWs with the same 
attributes by referencing the same PW class. 

To configure a PW class: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Create a PW class and enter 
PW class view.  pw-class class-name By default, no PW classes exist.  

3. (Optional.) Enable control 
word.  control-word enable By default, control word is 

disabled. 

4. (Optional.) Specify the PW 
data encapsulation type.  

pw-type { ethernet | vlan } 
[ force-for-vpls ] 

By default, the PW data 
encapsulation type is VLAN. 

 

Configuring a static PW 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSI view. vsi vsi-name N/A 

3. Specify static signaling 
for PWs, and enter VSI 
static view. 

pwsignaling static By default, no PW signaling protocol 
is specified. 
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Step Command Remarks 

4. Configure a static PW, 
and enter VSI static PW 
view. 

peer ip-address [ pw-id pw-id ] 
in-label label-value out-label 
label-value [ no-split-horizon | 
pw-class class-name | 
tunnel-policy 
tunnel-policy-name ] * 

By default, no static PWs exist. 
If both the default PW ID in the 
default-pw-id command and a PW ID 
in the peer command are configured, 
the PW ID in the peer command is 
used. If only the default PW ID is 
configured, the default PW ID is used. 
If no default PW ID is configured, you 
must provide a PW ID in the peer 
command. 
You must specify the 
no-split-horizon keyword to disable 
split horizon when you configure an 
NPE to establish a U-PW with a UPE. 

 

Configuring an LDP PW 

Before you configure an LDP PW, enable global and interface MPLS LDP on the PE. For information 
about MPLS LDP configuration, see MPLS Configuration Guide. 

To configure an LDP PW: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSI view. vsi vsi-name N/A 

3. Specify LDP signaling 
for PWs, and enter 
VSI LDP signaling 
view. 

pwsignaling ldp By default, no PW signaling protocol is 
specified. 

4. Configure an LDP 
PW, and enter VSI 
LDP PW view. 

peer ip-address [ pw-id pw-id ] 
[ no-split-horizon | pw-class 
class-name | tunnel-policy 
tunnel-policy-name ] * 

By default, no LDP PWs exist. 
If both the default PW ID in the 
default-pw-id command and a PW ID 
in the peer command are configured, 
the PW ID in the peer command is 
used. If only the default PW ID is 
configured, the default PW ID is used. 
If no default PW ID is configured, you 
must provide a PW ID in the peer 
command. 
You must specify the no-split-horizon 
keyword to disable split horizon when 
you configure an NPE to establish a 
U-PW with a UPE. 

 

Configuring a BGP PW 

To configure a BGP PW, perform the following configurations on PEs: 
• Configure BGP to advertise VPLS label block information. 
• Create a BGP PW. 
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Configuring BGP to advertise VPLS label block information 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enable BGP instance and 
enter BGP instance view. 

bgp as-number [ instance 
instance-name ] 
[ multi-session-thread ] 

By default, BGP is disabled.  

3. Configure the remote PE as 
a BGP peer. 

peer { group-name | ip-address 
[ mask-length ] } as-number 
as-number 

By default, no BGP peers exist.  

4. Create the BGP L2VPN 
address family and enter 
BGP L2VPN address family 
view. 

address-family l2vpn By default, no BGP L2VPN 
address family exists. 

5. Enable BGP to exchange 
L2VPN information with the 
specified peer or peer group. 

peer { group-name | ip-address 
[ mask-length ] } enable 

By default, BGP cannot exchange 
L2VPN information with any peer 
or peer group. 

6. Enable BGP to exchange 
label block information with 
the specified peer or peer 
group. 

peer { group-name | ip-address 
[ mask-length ] } signaling 

By default, BGP can exchange 
label block information with a 
BGP L2VPN peer or peer group. 

7. (Optional.) Permit the local 
AS number to appear in 
routes from the specified 
peer or peer group and 
specify the appearance 
times.  

peer { group-name | ip-address 
[ mask-length ] } allow-as-loop 
[ number ] 

By default, the local AS number is 
not allowed in routes from a peer 
or peer group. 

8. (Optional.) Enable route 
target-based filtering of 
incoming BGP L2VPN 
information.  

policy vpn-target 
By default, route target-based 
filtering of incoming BGP L2VPN 
information is enabled. 

9. (Optional.) Configure the 
router as an RR and specify 
a peer or peer group as its 
client. 

peer { group-name | ip-address 
[ mask-length ] } reflect-client 

By default, no RR or client is 
configured.  

10. (Optional.) Enable L2VPN 
information reflection 
between clients. 

reflect between-clients 
By default, L2VPN information 
reflection is enabled between 
clients.  

11. (Optional.) Configure the 
cluster ID of the RR. 

reflector cluster-id { cluster-id | 
ip-address } 

By default, an RR uses its own 
router ID as the cluster ID. 

12. (Optional.) Configure the 
filtering of reflected L2VPN 
information.  

rr-filter ext-comm-list-number By default, the RR does not filter 
reflected L2VPN information. 

13. (Optional.) Return to user 
view. return N/A 

14. (Optional.) Soft-reset L2VPN 
BGP sessions. 

refresh bgp [ instance 
instance-name ] { ip-address 
[ mask-length ] | all | external | 
group group-name | internal } 
{ export | import } l2vpn 

N/A 

15. (Optional.) Reset L2VPN 
BGP sessions. 

reset bgp [ instance 
instance-name ] { as-number | 
ip-address [ mask-length ] | all | 
external | group group-name | 
internal } l2vpn 

N/A 
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For more information about the peer as-number, peer enable, peer allow-as-loop, peer 
reflect-client, reflect between-clients, reflector cluster-id, refresh bgp l2vpn, and reset bgp 
l2vpn commands, see Layer 3—IP Routing Command Reference. 

Creating a BGP PW 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSI view. vsi vsi-name N/A 

3. Configure the VSI to 
automatically discover 
neighbors through BGP and 
enter auto-discovery VSI 
view. 

auto-discovery bgp 
By default, a VSI does not 
automatically discover neighbors 
through BGP. 

4. Configure an RD for the 
auto-discovery VSI. 

route-distinguisher 
route-distinguisher 

By default, no RD is configured 
for the auto-discovery VSI. 

5. Configure route targets for 
the auto-discovery VSI. 

vpn-target vpn-target&<1-8> 
[ both | export-extcommunity | 
import-extcommunity ] 

By default, no route targets are 
configured for the auto-discovery 
VSI. 

6. (Optional.) Specify a PW 
class for the auto-discovery 
VSI. 

pw-class class-name By default, no PW class is 
specified. 

7. (Optional.) Specify a tunnel 
policy for the auto-discovery 
VSI. 

tunnel-policy tunnel-policy-name By default, no tunnel policy is 
specified.  

8. Use BGP to create a PW to 
an automatically discovered 
remote PE and enter 
auto-discovery VSI BGP 
signaling view. 

signaling-protocol bgp By default, no signaling protocol 
is specified. 

9. Create a local site. site site-id [ range range-value ] 
[ default-offset default-offset ] By default, no local sites exist. 

 

Configuring a BGP auto-discovery LDP PW 

Before you perform this configuration, enable MPLS LDP on interfaces and globally. For more 
information, see MPLS Configuration Guide. 

To configure a BGP auto-discovery LDP PW, perform the following configurations on PEs: 
• Configure BGP to advertise VPLS PE information. 
• Use LDP to create a PW. 

Configuring BGP to advertise VPLS PE information 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enable BGP instance and 
enter BGP instance view. 

bgp as-number [ instance 
instance-name ] 
[ multi-session-thread ] 

By default, BGP is disabled.  

3. Configure the remote PE as 
a BGP peer. 

peer { group-name | ip-address 
[ mask-length ] } as-number 
as-number 

By default, no BGP peers exist.  
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Step Command Remarks 
4. Create the BGP L2VPN 

address family and enter 
BGP L2VPN address family 
view. 

address-family l2vpn By default, no BGP L2VPN 
address family exists. 

5. Enable BGP to exchange 
VPLS PE information with 
the specified peer or peer 
group. 

peer { group-name | ip-address 
[ mask-length ] } enable 

By default, BGP cannot exchange 
VPLS PE information with a peer 
or peer group. 

6. Enable BGP to exchange 
VPLS PE information with 
the specified peer or peer 
group. 

peer { group-name | ip-address 
[ mask-length ] } auto-discovery 
[ non-standard ] 

By default, BGP can exchange 
VPLS PE information with a BGP 
L2VPN peer or peer group by 
using RFC 6074 
MP_REACH_NLRI. 

7. (Optional.) Permit the local 
AS number to appear in 
routes from the specified 
peer or peer group and 
specify the appearance 
times.  

peer { group-name | ip-address 
[ mask-length ] } allow-as-loop 
[ number ] 

By default, the local AS number is 
not allowed in routes from a peer 
or peer group. 

8. (Optional.) Enable route 
target-based filtering of 
incoming BGP L2VPN 
information.  

policy vpn-target 
By default, route target-based 
filtering of incoming BGP L2VPN 
information is enabled. 

9. (Optional.) Configure the 
router as an RR and specify 
a peer or peer group as its 
client. 

peer { group-name | ip-address 
[ mask-length ] } reflect-client 

By default, no RR or client is 
configured.  

10. (Optional.) Enable L2VPN 
information reflection 
between clients.  

reflect between-clients 
By default, L2VPN information 
reflection is enabled between 
clients.  

11. (Optional.) Configure the 
cluster ID of the RR. 

reflector cluster-id { cluster-id | 
ip-address } 

By default, an RR uses its own 
router ID as the cluster ID. 

12. (Optional.) Configure the 
filtering of reflected L2VPN 
information.  

rr-filter ext-comm-list-number By default, the RR does not filter 
reflected L2VPN information. 

13. (Optional.) Return to user 
view. return N/A 

14. (Optional.) Soft-reset L2VPN 
BGP sessions. 

refresh bgp [ instance 
instance-name ] { ip-address 
[ mask-length ] | all | external | 
group group-name | internal } 
{ export | import } l2vpn 

N/A 

15. (Optional.) Reset L2VPN 
BGP sessions. 

reset bgp [ instance 
instance-name ] { as-number | 
ip-address [ mask-length ] | all | 
external | group group-name | 
internal } l2vpn 

N/A 

 

For more information about the peer as-number, peer enable, peer allow-as-loop, peer 
reflect-client, reflect between-clients, reflector cluster-id, refresh bgp l2vpn, and reset bgp 
l2vpn commands, see Layer 3—IP Routing Command Reference. 
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Creating a BGP auto-discovery LDP PW 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSI view. vsi vsi-name N/A 

3. Configure the VSI to 
automatically discover 
neighbors through BGP and 
enter auto-discovery VSI 
view. 

auto-discovery bgp 
By default, a VSI does not 
automatically discover neighbors 
through BGP. 

4. Configure an RD for the 
auto-discovery VSI. 

route-distinguisher 
route-distinguisher 

By default, no RD is configured 
for the auto-discovery VSI. 

5. Configure route targets for 
the auto-discovery VSI. 

vpn-target vpn-target&<1-8> 
[ both | export-extcommunity | 
import-extcommunity ] 

By default, no route targets are 
configured for the auto-discovery 
VSI. 

6. (Optional.) Specify a PW 
class for the auto-discovery 
VSI. 

pw-class class-name By default, no PW class is 
specified. 

7. (Optional.) Specify a tunnel 
policy for the auto-discovery 
VSI. 

tunnel-policy tunnel-policy-name By default, no tunnel policy is 
specified. 

8. Use LDP to create a PW to 
an automatically discovered 
remote PE and enter 
auto-discovery VSI LDP 
signaling view. 

signaling-protocol ldp By default, no signaling protocol 
is specified. 

9. Configure a VPLS ID for the 
VSI. vpls-id vpls-id By default, no VPLS ID is 

configured. 
 

Binding an AC to a VSI 
About binding an AC to a VSI 

An AC is an Ethernet service instance on a Layer 2 Ethernet interface or Layer 2 aggregate interface. 
After you bind an Ethernet service instance to a VSI, the Ethernet service instance matches packets 
received on that interface. The matching packets are then forwarded based on the MAC address 
table of the VSI. An Ethernet service instance can match all packets, tagged packets, or untagged 
packets. 

When you bind an AC to a VSI, you can associate Track with the AC. Then, the AC is up only when 
one or more of the associated track entries are positive. 

Associating Track with an AC helps detecting AC failure. For example, when an AC is a VE-L2VPN 
interface, the interface will not go down upon a link failure because the interface is a virtual interface. 
To resolve the problem, you can associate Track with the AC to detect failures on the link that 
connects the PE-agg to the L3VPN or IP backbone. When a failure occurs on the link, the VE-L2VPN 
interface is set to down. Consequently, the PW bound to the AC goes down. If the PW has a backup 
PW, traffic can be switched to the backup PW. For more information about VE-L2VPN interfaces and 
L2VPN access to L3VPN or IP backbone, see MPLS Configuration Guide. 

Restrictions and guidelines 
If a Layer 2 Ethernet interface has been added to a link aggregation group, you cannot bind the 
Ethernet service instance on the Layer 2 interface to a VSI, and vice versa. 

The following features are mutually exclusive with one another on a Layer 2 Ethernet interface or 
Layer 2 aggregate interface: 
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• EVB. 
• VLAN mapping. 
• Binding an Ethernet service instance to a VSI or an MPLS L2VPN cross-connect. 

Do not configure these features simultaneously on the same interface. Otherwise, the features 
cannot take effect. 

Procedure 
To bind an Ethernet service instance to a VSI: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter Layer 2 Ethernet 
interface view or Layer 2 
aggregate interface view. 

• Enter Layer 2 Ethernet 
interface view: 
interface interface-type 
interface-number 

• Enter Layer 2 aggregate 
interface view: 
interface bridge-aggregation 
interface-number 

N/A 

3. Create an Ethernet service 
instance and enter Ethernet 
service instance view. 

service-instance instance-id By default, no Ethernet service 
instances exist. 

4. Bind the Ethernet service 
instance to a VSI. 

xconnect vsi vsi-name 
[ access-mode { ethernet | vlan } ] * 
[ track track-entry-number&<1-3> ] 

By default, an Ethernet service 
instance is not bound to any 
VSI. 

 

Configuring UPE dual homing 
This task includes the following configurations: 
• Create a backup PW for the primary PW. 
• Specify whether to switch traffic from the backup PW to the primary PW when the primary PW 

recovers, and set the wait time for the switchover. 
• Perform a manual PW switchover. 

Configuring static PW redundancy 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSI view. vsi vsi-name N/A 

3. Specify static signaling for 
PWs, and enter VSI static 
view. 

pwsignaling static By default, no PW signaling 
protocol is specified for the VSI. 

4. (Optional.) Specify the 
switchover mode and set the 
wait time for the switchover. 

revertive { wtr wtr-time | never } 
By default, the switchover mode is 
revertive and the switchover wait 
time is 0 seconds. 
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Step Command Remarks 

5. Configure a static PW and 
enter VSI static PW view. 

peer ip-address [ pw-id pw-id ] 
[ in-label label-value out-label 
label-value ] [ no-split-horizon | 
pw-class class-name | 
tunnel-policy 
tunnel-policy-name ] * 

By default, no static PWs exist. 

6. Configure a backup static 
PW and enter VSI static 
backup PW view. 

backup-peer ip-address [ pw-id 
pw-id ] in-label label-value 
out-label label-value [ pw-class 
class-name | tunnel-policy 
tunnel-policy-name ] * 

By default, no backup static PW 
exists. 
If both the default PW ID in the 
default-pw-id command and a 
PW ID in the backup-peer 
command are configured, the PW 
ID in the backup-peer command 
is used. If only the default PW ID is 
configured, the default PW ID is 
used. If no default PW ID is 
configured, you must provide a 
PW ID in the backup-peer 
command. 

7. Return to user view. return N/A 

8. Manually switch traffic of the 
PW to its backup PW. 

l2vpn switchover peer 
ip-address pw-id pw-id N/A 

 

Configuring LDP PW redundancy 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSI view. vsi vsi-name N/A 

3. Specify LDP signaling for 
PWs, and enter VSI LDP 
signaling view. 

pwsignaling ldp By default, no PW signaling 
protocol is specified for the VSI. 

4. (Optional.) Specify the 
switchover mode and set the 
wait time for the switchover. 

revertive { wtr wtr-time | never } 
By default, the switchover mode 
is revertive and the switchover 
wait time is 0 seconds. 

5. Configure an LDP PW and 
enter VSI LDP PW view. 

peer ip-address [ pw-id pw-id ] 
[ no-split-horizon | pw-class 
class-name | tunnel-policy 
tunnel-policy-name ] * 

By default, no LDP PWs exist. 

6. Configure a backup LDP PW 
and enter VSI LDP backup 
PW view. 

backup-peer ip-address [ pw-id 
pw-id ] [ pw-class class-name | 
tunnel-policy 
tunnel-policy-name ] * 

By default, no backup LDP PW 
exists. 
If both the default PW ID in the 
default-pw-id command and a 
PW ID in the backup-peer 
command are configured, the 
PW ID in the backup-peer 
command is used. If only the 
default PW ID is configured, the 
default PW ID is used. If no 
default PW ID is configured, you 
must provide a PW ID in the 
backup-peer command. 

7. Return to user view. return N/A 
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Step Command Remarks 
8. Manually switch traffic of the 

PW to its backup PW. 
l2vpn switchover peer ip-address 
pw-id pw-id N/A 

 

Configuring MAC address learning 
To configure MAC address learning: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSI view. vsi vsi-name N/A 

3. Enable MAC address learning 
for the VSI. mac-learning enable By default, MAC address learning 

is enabled for a VSI. 
 

Enabling SNMP notifications for L2VPN PW 
This feature enables L2VPN to generate SNMP notifications when PW deletions, PW switchovers, or 
PW status changes occur. For L2VPN event notifications to be sent correctly, you must also 
configure SNMP on the device. For more information about SNMP configuration, see the network 
management and monitoring configuration guide for the device. 

To enable SNMP notifications for L2VPN PW: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enable SNMP notifications 
for L2VPN PW. 

snmp-agent trap enable l2vpn 
[ pw-delete | pw-switch | 
pw-up-down ] * 

By default, SNMP notifications for 
L2VPN PW are disabled. 

 

Displaying and maintaining VPLS 
Execute display commands in any view and reset commands in user view. 
 

Task Command 

Display LDP PW label information. display l2vpn ldp [ peer ip-address [ pw-id pw-id | vpls-id 
vpls-id ] | vsi vsi-name ] [ verbose ] 

Display L2VPN forwarding information.  display l2vpn forwarding { ac | pw } [ vsi vsi-name ] [ slot 
slot-number ] [ verbose ] 

Display MAC address table information for 
one or all VSIs. 

display l2vpn mac-address [ vsi vsi-name ] [ dynamic ] 
[ count | verbose ] 

Display L2VPN PW information. display l2vpn pw [ vsi vsi-name ] [ protocol { bgp | ldp | 
static } ] [ verbose ] 

Display PW class information. display l2vpn pw-class [ class-name ] 

Display Ethernet service instance 
information. 

display l2vpn service-instance [ interface interface-type 
interface-number [ service-instance instance-id ] ] 
[ verbose ] 

Display VSI information. display l2vpn vsi [ name vsi-name ] [ verbose ] 
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Task Command 
Display information about automatically 
discovered VPLS PEs. 

display l2vpn auto-discovery [ peer ip-address ] [ vsi 
vsi-name ] 

Display VPLS label block information. display l2vpn bgp [ instance instance-name ] [ peer 
ip-address | local ] [ vsi vsi-name ] [ verbose ] 

Display BGP L2VPN peer group information. display bgp [ instance instance-name ] group l2vpn 
[ group-name group-name ] 

Display VPLS PE information discovered by 
BGP. 

display bgp [ instance instance-name ] l2vpn 
auto-discovery [ peer ip-address { advertised | received } 
| route-distinguisher route-distinguisher [ pe-address 
ip-address [ advertise-info ] ] ] 

Display VPLS label block information 
discovered by BGP. 

display bgp [ instance instance-name ] l2vpn signaling 
[ peer ip-address { advertised | received } | 
route-distinguisher route-distinguisher [ site-id site-id 
[ label-offset label-offset [ advertise-info ] ] ] ] 

Display BGP L2VPN peer information. 
display bgp [ instance instance-name ] peer l2vpn 
[ ip-address mask-length | group-name group-name 
log-info | ip-address { log-info | verbose } | verbose ] 

Display BGP L2VPN update group 
information. 

display bgp [ instance instance-name ] update-group 
l2vpn [ ip-address ] 

Clear MAC address entries for one or all 
VSIs. reset l2vpn mac-address [ vsi vsi-name ] 

Reset L2VPN BGP sessions. reset bgp { as-number | ip-address [ mask-length ] | all | 
external | group group-name | internal } l2vpn 

 

For more information about the display bgp group l2vpn, display bgp peer l2vpn, display bgp 
update-group l2vpn, and reset bgp l2vpn commands, see Layer 3—IP Routing Command 
Reference. 

VPLS configuration examples 

Static PW configuration example 

Network requirements 
Configure a VSI on each PE, and establish static PWs between the PEs to interconnect the CEs. 

Configure an Ethernet service instance on HundredGigE 1/0/1 to match packets with an outer VLAN 
ID of 100 on each PE. Bind the Ethernet service instance to the VSI to forward the matching packets 
through the VSI. 
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Figure 31 Network diagram 

 
 

Configuration procedure 
Before configuration, disable the spanning tree feature globally or map each VLAN to an MSTI. For 
more information, see Layer 2—LAN Switching Configuration Guide. 

This task includes the following configurations: 
• Configure basic MPLS on each PE: configure LSR ID, enable LDP, run IGP (OSPF in this 

example) to establish LSPs. 
• Establish static PWs: enable L2VPN, create static PWs, and specify labels. 
1. Configure PE 1: 

# Configure an LSR ID. 
<PE1> system-view 

[PE1] interface loopback 0 

[PE1-LoopBack0] ip address 1.1.1.9 32 

[PE1-LoopBack0] quit 

[PE1] mpls lsr-id 1.1.1.9 

# Enable L2VPN. 
[PE1] l2vpn enable 

# Enable global LDP. 
[PE1] mpls ldp 

[PE1-ldp] quit 

# Configure VLAN-interface 20 (the interface connected to PE 2), and enable LDP on the 
interface. 
[PE1] interface vlan-interface 20 

[PE1-Vlan-interface20] ip address 20.1.1.1 24 

[PE1-Vlan-interface20] mpls enable 

[PE1-Vlan-interface20] mpls ldp enable 

[PE1-Vlan-interface20] quit 

# Configure VLAN-interface 30 (the interface connected to PE 3), and enable LDP on the 
interface. 
[PE1] interface vlan-interface 30 

[PE1-Vlan-interface30] ip address 30.1.1.1 24 

[PE1-Vlan-interface30] mpls enable 
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[PE1-Vlan-interface30] mpls ldp enable 

[PE1-Vlan-interface30] quit 

# Configure OSPF for LDP to create LSPs. 
[PE1] ospf 

[PE1-ospf-1] area 0 

[PE1-ospf-1-area-0.0.0.0] network 20.1.1.0 0.0.0.255 

[PE1-ospf-1-area-0.0.0.0] network 30.1.1.0 0.0.0.255 

[PE1-ospf-1-area-0.0.0.0] network 1.1.1.9 0.0.0.0 

[PE1-ospf-1-area-0.0.0.0] quit 

[PE1-ospf-1] quit 

# Create a VSI, specify the peer PEs, and establish static PWs to the peer PEs. 
[PE1] vsi svc 

[PE1-vsi-svc] pwsignaling static 

[PE1-vsi-svc-static] peer 2.2.2.9 pw-id 3 in-label 100 out-label 100 

[PE1-vsi-svc-static-2.2.2.9-3] quit 

[PE1-vsi-svc-static] peer 3.3.3.9 pw-id 3 in-label 200 out-label 200 

[PE1-vsi-svc-static-3.3.3.9-3] quit 

[PE1-vsi-svc-static] quit 

[PE1-vsi-svc] quit 

# Create Ethernet service instance 10 on HundredGigE 1/0/1 to match packets with an outer 
VLAN ID of 100, and bind the Ethernet service instance to the VSI svc. 
[PE1] interface hundredgige 1/0/1 

[PE1-HundredGigE1/0/1] service-instance 10 

[PE1-HundredGigE1/0/1-srv10] encapsulation s-vid 100 

[PE1-HundredGigE1/0/1-srv10] xconnect vsi svc 

2. Configure PE 2: 
# Configure an LSR ID. 
<PE2> system-view 

[PE2] interface loopback 0 

[PE2-LoopBack0] ip address 2.2.2.9 32 

[PE2-LoopBack0] quit 

[PE2] mpls lsr-id 2.2.2.9 

# Enable L2VPN. 
[PE2] l2vpn enable 

# Enable global LDP. 
[PE2] mpls ldp 

[PE2-ldp] quit 

# Configure VLAN-interface 20 (the interface connected to PE 1), and enable LDP on the 
interface. 
[PE2] interface vlan-interface 20 

[PE2-Vlan-interface20] ip address 20.1.1.2 24 

[PE2-Vlan-interface20] mpls enable 

[PE2-Vlan-interface20] mpls ldp enable 

[PE2-Vlan-interface20] quit 

# Configure VLAN-interface 40 (the interface connected to PE 3), and enable LDP on the 
interface. 
[PE2] interface vlan-interface 40 

[PE2-Vlan-interface40] ip address 40.1.1.2 24 
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[PE2-Vlan-interface40] mpls enable 

[PE2-Vlan-interface40] mpls ldp enable 

[PE2-Vlan-interface40] quit 

# Configure OSPF for LDP to create LSPs. 
[PE2] ospf 

[PE2-ospf-1] area 0 

[PE2-ospf-1-area-0.0.0.0] network 20.1.1.0 0.0.0.255 

[PE2-ospf-1-area-0.0.0.0] network 40.1.1.0 0.0.0.255 

[PE2-ospf-1-area-0.0.0.0] network 2.2.2.9 0.0.0.0 

[PE2-ospf-1-area-0.0.0.0] quit 

[PE2-ospf-1] quit 

# Create a VSI, specify the peer PEs, and establish static PWs to the peer PEs. 
[PE2] vsi svc 

[PE2-vsi-svc] pwsignaling static 

[PE2-vsi-svc-static] peer 1.1.1.9 pw-id 3 in-label 100 out-label 100 

[PE2-vsi-svc-static-1.1.1.9-3] quit 

[PE2-vsi-svc-static] peer 3.3.3.9 pw-id 3 in-label 300 out-label 300 

[PE2-vsi-svc-static-3.3.3.9-3] quit 

[PE2-vsi-svc-static] quit 

[PE2-vsi-svc] quit 

# Create Ethernet service instance 10 on HundredGigE 1/0/1 to match packets with an outer 
VLAN ID of 100, and bind the Ethernet service instance to the VSI svc. 
[PE2] interface hundredgige 1/0/1 

[PE2-HundredGigE1/0/1] service-instance 10 

[PE2-HundredGigE1/0/1-srv10] encapsulation s-vid 100 

[PE2-HundredGigE1/0/1-srv10] xconnect vsi svc 

3. Configure PE 3: 
# Configure an LSR ID. 
<PE3> system-view 

[PE3] interface loopback 0 

[PE3-LoopBack0] ip address 3.3.3.9 32 

[PE3-LoopBack0] quit 

[PE3] mpls lsr-id 3.3.3.9 

# Enable L2VPN. 
[PE3] l2vpn enable 

# Enable global LDP. 
[PE3] mpls ldp 

[PE3-ldp] quit 

# Configure VLAN-interface 30 (the interface connected to PE 1), and enable LDP on the 
interface. 
[PE3] interface vlan-interface 30 

[PE3-Vlan-interface30] ip address 30.1.1.3 24 

[PE3-Vlan-interface30] mpls enable 

[PE3-Vlan-interface30] mpls ldp enable 

[PE3-Vlan-interface30] quit 

# Configure VLAN-interface 40 (the interface connected to PE 2), and enable LDP on the 
interface. 
[PE3] interface vlan-interface 40 



 

319 

[PE3-Vlan-interface40] ip address 40.1.1.3 24 

[PE3-Vlan-interface40] mpls enable 

[PE3-Vlan-interface40] mpls ldp enable 

[PE3-Vlan-interface40] quit 

# Configure OSPF for LDP to create LSPs. 
[PE3] ospf 

[PE3-ospf-1] area 0 

[PE3-ospf-1-area-0.0.0.0] network 30.1.1.0 0.0.0.255 

[PE3-ospf-1-area-0.0.0.0] network 40.1.1.0 0.0.0.255 

[PE3-ospf-1-area-0.0.0.0] network 3.3.3.9 0.0.0.0 

[PE3-ospf-1-area-0.0.0.0] quit 

[PE3-ospf-1] quit 

# Create a VSI, specify the peer PEs, and establish static PWs to the peer PEs. 
[PE3] vsi svc 

[PE3-vsi-svc] pwsignaling static 

[PE3-vsi-svc-static] peer 1.1.1.9 pw-id 3 in-label 200 out-label 200 

[PE3-vsi-svc-static-1.1.1.9-3] quit 

[PE3-vsi-svc-static] peer 2.2.2.9 pw-id 3 in-label 300 out-label 300 

[PE3-vsi-svc-static-2.2.2.9-3] quit 

[PE3-vsi-svc-static] quit 

[PE3-vsi-svc] quit 

# Create Ethernet service instance 10 on HundredGigE 1/0/1 to match packets with an outer 
VLAN ID of 100, and bind the Ethernet service instance to the VSI svc. 
[PE3] interface hundredgige 1/0/1 

[PE3-HundredGigE1/0/1] service-instance 10 

[PE3-HundredGigE1/0/1-srv10] encapsulation s-vid 100 

[PE3-HundredGigE1/0/1-srv10] xconnect vsi svc 

Verifying the configuration 
# Verify that two static PWs in up state have been established on PE 1. 
[PE1] display l2vpn pw verbose 

VSI Name: svc 

  Peer: 2.2.2.9          PW ID: 3 

    Signaling Protocol  : Static 

    Link ID             : 8          PW State : Up 

    In Label            : 100        Out Label: 100 

    MTU                 : 1500 

    PW Attributes       : Main 

    VCCV CC             : - 

    VCCV BFD            : - 

    Tunnel Group ID     : 0x160000001 

    Tunnel NHLFE IDs    : 1027 

  Peer: 3.3.3.9          PW ID: 3 

    Signaling Protocol  : Static 

    Link ID             : 9          PW State : Up 

    In Label            : 200        Out Label: 200 

    MTU                 : 1500 

    PW Attributes       : Main 

    VCCV CC             : - 
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    VCCV BFD            : - 

    Tunnel Group ID     : 0x260000002 

    Tunnel NHLFE IDs    : 1028 

LDP PW configuration example 

Network requirements 
Configure a VSI on each PE, and establish LDP PWs between the PEs to interconnect the CEs. 

Configure an Ethernet service instance on HundredGigE 1/0/1 to match packets with an outer VLAN 
ID of 100 on each PE. Bind the Ethernet service instance to the VSI to forward the matching packets 
through the VSI. 

Figure 32 Network diagram 

 
 

Configuration procedure 
Before configuration, disable the spanning tree feature globally or map each VLAN to an MSTI. For 
more information, see Layer 2—LAN Switching Configuration Guide. 
1. Configure an IGP and public tunnels on each PE. (Details not shown.) 
2. Configure PE 1: 

# Configure basic MPLS.  
<PE1> system-view 

[PE1] interface loopback 0 

[PE1-LoopBack0] ip address 1.1.1.9 32 

[PE1-LoopBack0] quit 

[PE1] mpls lsr-id 1.1.1.9 

[PE1] mpls ldp 

[PE1-ldp] quit 

# Enable L2VPN. 
[PE1] l2vpn enable 

# Configure VSI aaa that uses LDP as the PW signaling protocol, and establish PWs to PE 2 
and PE 3. 
[PE1] vsi aaa 

[PE1-vsi-aaa] pwsignaling ldp 

[PE1-vsi-aaa-ldp] peer 2.2.2.9 pw-id 500 
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[PE1-vsi-aaa-ldp-2.2.2.9-500] quit 

[PE1-vsi-aaa-ldp] peer 3.3.3.9 pw-id 500 

[PE1-vsi-aaa-ldp-3.3.3.9-500] quit 

[PE1-vsi-aaa-ldp] quit 

[PE1-vsi-aaa] quit 

# Create Ethernet service instance 10 on HundredGigE 1/0/1 to match packets with an outer 
VLAN ID of 100, and bind the Ethernet service instance to the VSI aaa. 
[PE1] interface hundredgige 1/0/1 

[PE1-HundredGigE1/0/1] service-instance 10 

[PE1-HundredGigE1/0/1-srv10] encapsulation s-vid 100 

[PE1-HundredGigE1/0/1-srv10] xconnect vsi aaa 

3. Configure PE 2: 
# Configure basic MPLS.  
<PE2> system-view 

[PE2] interface loopback 0 

[PE2-LoopBack0] ip address 2.2.2.9 32 

[PE2-LoopBack0] quit 

[PE2] mpls lsr-id 2.2.2.9 

[PE2] mpls ldp 

[PE2-ldp] quit 

# Enable L2VPN. 
[PE2] l2vpn enable 

# Configure VSI aaa that uses LDP as the PW signaling protocol, and establish PWs to PE 1 
and PE 3. 
[PE2] vsi aaa 

[PE2-vsi-aaa] pwsignaling ldp 

[PE2-vsi-aaa-ldp] peer 1.1.1.9 pw-id 500 

[PE2-vsi-aaa-ldp-1.1.1.9-500] quit 

[PE2-vsi-aaa-ldp] peer 3.3.3.9 pw-id 500 

[PE2-vsi-aaa-ldp-3.3.3.9-500] quit 

[PE2-vsi-aaa-ldp] quit 

[PE2-vsi-aaa] quit 

# Create Ethernet service instance 10 on HundredGigE 1/0/1 to match packets with an outer 
VLAN ID of 100, and bind the Ethernet service instance to the VSI aaa. 
[PE2] interface hundredgige 1/0/1 

[PE2-HundredGigE1/0/1] service-instance 10 

[PE2-HundredGigE1/0/1-srv10] encapsulation s-vid 100 

[PE2-HundredGigE1/0/1-srv10] xconnect vsi aaa 

4. Configure PE 3: 
# Configure basic MPLS.  
<PE3> system-view 

[PE3] interface loopback 0 

[PE3-LoopBack0] ip address 3.3.3.9 32 

[PE3-LoopBack0] quit 

[PE3] mpls lsr-id 3.3.3.9 

[PE3] mpls ldp 

[PE3-ldp] quit 

# Enable L2VPN. 
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[PE3] l2vpn enable 

# Configure VSI aaa that uses LDP as the PW signaling protocol, and establish PWs to PE 1 
and PE 2. 
[PE3] vsi aaa 

[PE3-vsi-aaa] pwsignaling ldp 

[PE3-vsi-aaa-ldp] peer 1.1.1.9 pw-id 500 

[PE3-vsi-aaa-ldp-1.1.1.9-500] quit 

[PE3-vsi-aaa-ldp] peer 2.2.2.9 pw-id 500 

[PE3-vsi-aaa-ldp-2.2.2.9-500] quit 

[PE3-vsi-aaa-ldp] quit 

[PE3-vsi-aaa] quit 

# Create Ethernet service instance 10 on HundredGigE 1/0/1 to match packets with an outer 
VLAN ID of 100, and bind the Ethernet service instance to the VSI aaa. 
[PE3] interface hundredgige 1/0/1 

[PE3-HundredGigE1/0/1] service-instance 10 

[PE3-HundredGigE1/0/1-srv10] encapsulation s-vid 100 

[PE3-HundredGigE1/0/1-srv10] xconnect vsi aaa 

Verifying the configuration 
# Verify that two LDP PWs in up state have been established on PE 1. 
[PE1] display l2vpn pw verbose 

VSI Name: aaa 

  Peer: 2.2.2.9          PW ID: 500 

    Signaling Protocol  : LDP 

    Link ID             : 8          PW State : Up 

    In Label            : 1279       Out Label: 1279 

    MTU                 : 1500 

    PW Attributes       : Main 

    VCCV CC             : - 

    VCCV BFD            : - 

    Tunnel Group ID     : 0x260000000 

    Tunnel NHLFE IDs    : 1028 

  Peer: 3.3.3.9          PW ID: 500 

    Signaling Protocol  : LDP 

    Link ID             : 9          PW State : Up 

    In Label            : 1278       Out Label: 1277 

    MTU                 : 1500 

    PW Attributes       : Main 

    VCCV CC             : - 

    VCCV BFD            : - 

    Tunnel Group ID     : 0x360000001 

    Tunnel NHLFE IDs    : 1029 

BGP PW configuration example 

Network requirements 
Configure a VSI on each PE, and establish BGP PWs between the PEs to interconnect CEs. 
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Configure an Ethernet service instance on HundredGigE 1/0/1 to match packets with an outer VLAN 
ID of 100 on each PE. Bind the Ethernet service instance to the VSI to forward the matching packets 
through the VSI. 

Figure 33 Network diagram 

 
 

Configuration procedure 
Before configuration, disable the spanning tree feature globally or map each VLAN to an MSTI. For 
more information, see Layer 2—LAN Switching Configuration Guide. 
1. Configure an IGP and public tunnels on each PE. (Details not shown.) 
2. Configure PE 1: 

# Configure basic MPLS. 
<PE1> system-view 

[PE1] interface loopback 0 

[PE1-LoopBack0] ip address 1.1.1.9 32 

[PE1-LoopBack0] quit 

[PE1] mpls lsr-id 1.1.1.9 

[PE1] mpls ldp 

[PE1-ldp] quit 

# Establish IBGP connections to PE 2 and PE 3, and use BGP to advertise VPLS label block 
information. 
[PE1] bgp 100 

[PE1-bgp-default] peer 2.2.2.9 as-number 100 

[PE1-bgp-default] peer 2.2.2.9 connect-interface loopback 0 

[PE1-bgp-default] peer 3.3.3.9 as-number 100 

[PE1-bgp-default] peer 3.3.3.9 connect-interface loopback 0 

[PE1-bgp-default] address-family l2vpn 

[PE1-bgp-default-l2vpn] peer 2.2.2.9 enable 

[PE1-bgp-default-l2vpn] peer 3.3.3.9 enable 

[PE1-bgp-default-l2vpn] quit 

[PE1-bgp-default] quit 

# Enable L2VPN. 
[PE1] l2vpn enable 

# Configure VSI aaa to use BGP to establish BGP PWs to PE 2 and PE 3. 
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[PE1] vsi aaa 

[PE1-vsi-aaa] auto-discovery bgp 

[PE1-vsi-aaa-auto] route-distinguisher 1:1 

[PE1-vsi-aaa-auto] vpn-target 1:1 

[PE1-vsi-aaa-auto] signaling-protocol bgp 

[PE1-vsi-aaa-auto-bgp] site 1 range 10 default-offset 0 

[PE1-vsi-aaa-auto-bgp] quit 

[PE1-vsi-aaa-auto] quit 

[PE1-vsi-aaa] quit 

# Create Ethernet service instance 10 on HundredGigE 1/0/1 to match packets with an outer 
VLAN ID of 100, and bind the Ethernet service instance to the VSI aaa. 
[PE1] interface hundredgige 1/0/1 

[PE1-HundredGigE1/0/1] service-instance 10 

[PE1-HundredGigE1/0/1-srv10] encapsulation s-vid 100 

[PE1-HundredGigE1/0/1-srv10] xconnect vsi aaa 

3. Configure PE 2: 
# Configure basic MPLS. 
<PE2> system-view 

[PE2] interface loopback 0 

[PE2-LoopBack0] ip address 2.2.2.9 32 

[PE2-LoopBack0] quit 

[PE2] mpls lsr-id 2.2.2.9 

[PE2] mpls ldp 

[PE2-ldp] quit 

# Establish IBGP connections to PE 2 and PE 3, and use BGP to advertise VPLS label block 
information. 
[PE2] bgp 100 

[PE2-bgp-default] peer 1.1.1.9 as-number 100 

[PE2-bgp-default] peer 1.1.1.9 connect-interface loopback 0 

[PE2-bgp-default] peer 3.3.3.9 as-number 100 

[PE2-bgp-default] peer 3.3.3.9 connect-interface loopback 0 

[PE2-bgp-default] address-family l2vpn 

[PE2-bgp-default-l2vpn] peer 1.1.1.9 enable 

[PE2-bgp-default-l2vpn] peer 3.3.3.9 enable 

[PE2-bgp-default-l2vpn] quit 

[PE2-bgp-default] quit 

# Enable L2VPN. 
[PE2] l2vpn enable 

# Configure VSI aaa to use BGP to establish BGP PWs to PE 1 and PE 3. 
[PE2] vsi aaa 

[PE2-vsi-aaa] auto-discovery bgp 

[PE2-vsi-aaa-auto] route-distinguisher 1:1 

[PE2-vsi-aaa-auto] vpn-target 1:1 

[PE2-vsi-aaa-auto] signaling-protocol bgp 

[PE2-vsi-aaa-auto-bgp] site 2 range 10 default-offset 0 

[PE2-vsi-aaa-auto-bgp] quit 

[PE2-vsi-aaa-auto] quit 

[PE2-vsi-aaa] quit 
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# Create Ethernet service instance 10 on HundredGigE 1/0/1 to match packets with an outer 
VLAN ID of 100, and bind the Ethernet service instance to the VSI aaa. 
[PE2] interface hundredgige 1/0/1 

[PE2-HundredGigE1/0/1] service-instance 10 

[PE2-HundredGigE1/0/1-srv10] encapsulation s-vid 100 

[PE2-HundredGigE1/0/1-srv10] xconnect vsi aaa 

4. Configure PE 3: 
# Configure basic MPLS. 
<PE3> system-view 

[PE3] interface loopback 0 

[PE3-LoopBack0] ip address 3.3.3.9 32 

[PE3-LoopBack0] quit 

[PE3] mpls lsr-id 3.3.3.9 

[PE3] mpls ldp 

[PE3-ldp] quit 

# Establish IBGP connections to PE 1 and PE 2, and use BGP to advertise VPLS label block 
information. 
[PE3] bgp 100 

[PE3-bgp-default] peer 1.1.1.9 as-number 100 

[PE3-bgp-default] peer 1.1.1.9 connect-interface loopback 0 

[PE3-bgp-default] peer 2.2.2.9 as-number 100 

[PE3-bgp-default] peer 2.2.2.9 connect-interface loopback 0 

[PE3-bgp-default] address-family l2vpn 

[PE3-bgp-default-l2vpn] peer 1.1.1.9 enable 

[PE3-bgp-default-l2vpn] peer 2.2.2.9 enable 

[PE3-bgp-default-l2vpn] quit 

[PE3-bgp-default] quit 

# Enable L2VPN. 
[PE3] l2vpn enable 

# Configure VSI aaa to use BGP to establish BGP PWs to PE 1 and PE 2. 
[PE3] vsi aaa 

[PE3-vsi-aaa] auto-discovery bgp 

[PE3-vsi-aaa-auto] route-distinguisher 1:1 

[PE3-vsi-aaa-auto] vpn-target 1:1 

[PE3-vsi-aaa-auto] signaling-protocol bgp 

[PE3-vsi-aaa-auto-bgp] site 3 range 10 default-offset 0 

[PE3-vsi-aaa-auto-bgp] quit 

[PE3-vsi-aaa-auto] quit 

[PE3-vsi-aaa] quit 

# Create Ethernet service instance 10 on HundredGigE 1/0/1 to match packets with an outer 
VLAN ID of 100, and bind the Ethernet service instance to the VSI aaa. 
[PE3] interface hundredgige 1/0/1 

[PE3-HundredGigE1/0/1] service-instance 10 

[PE3-HundredGigE1/0/1-srv10] encapsulation s-vid 100 

[PE3-HundredGigE1/0/1-srv10] xconnect vsi aaa 

Verifying the configuration 
# Verify that two BGP PWs have been established on PE 1. 
[PE1] display l2vpn pw verbose 
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VSI Name: aaa 

  Peer: 2.2.2.9          Remote Site: 2 

    Signaling Protocol  : BGP 

    Link ID             : 9          PW State : Up 

    In Label            : 1295       Out Label: 1025 

    MTU                 : 1500 

    PW Attributes       : Main 

    VCCV CC             : - 

    VCCV BFD            : - 

    Tunnel Group ID     : 0x800000160000001 

    Tunnel NHLFE IDs    : 1027 

  Peer: 3.3.3.9          Remote Site: 3 

    Signaling Protocol  : BGP 

    Link ID             : 10         PW State : Up 

    In Label            : 1296       Out Label: 1025 

    MTU                 : 1500 

    PW Attributes       : Main 

    VCCV CC             : - 

    VCCV BFD            : - 

    Tunnel Group ID     : 0x800000060000000 

    Tunnel NHLFE IDs    : 1026 

# Display VPLS label block information received from PE 2 and PE 3 on PE 1.  
[PE1] display l2vpn bgp verbose 

VSI Name: aaa 

 Remote Site ID     : 2 

 Offset             : 0 

 RD                 : 1:1 

 PW State           : Up 

 Encapsulation      : BGP-VPLS 

 MTU                : 1500 

 Nexthop            : 2.2.2.9 

 Local VC Label     : 1295 

 Remote VC Label    : 1025 

 Link ID            : 9 

 Local Label Block  : 1293/10/0 

 Remote Label Block : 1024/10/0 

 Export Route Target: 1:1 

 

 Remote Site ID     : 3 

 Offset             : 0 

 RD                 : 1:1 

 PW State           : Up 

 Encapsulation      : BGP-VPLS 

 MTU                : 1500 

 Nexthop            : 3.3.3.9 

 Local VC Label     : 1296 

 Remote VC Label    : 1025 

 Link ID            : 10 
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 Local Label Block  : 1293/10/0 

 Remote Label Block : 1024/10/0 

 Export Route Target: 1:1 

BGP auto-discovery LDP PW configuration example 

Network requirements 
Configure a VSI on each PE. Use BGP to discover remote PEs and use LDP to create PWs among 
PEs so CEs in different sites of VPN 1 can communicate with each other. 

Configure an Ethernet service instance on HundredGigE 1/0/1 to match packets with an outer VLAN 
ID of 100 on each PE. Bind the Ethernet service instance to the VSI to forward the matching packets 
through the VSI. 

Figure 34 Network diagram 

 
 

Configuration procedure 
Before configuration, disable the spanning tree feature globally or map each VLAN to an MSTI. For 
more information, see Layer 2—LAN Switching Configuration Guide. 
1. Configure an IGP and public tunnels on each PE. (Details not shown.) 
2. Configure PE 1:  

# Configure basic MPLS. 
<PE1> system-view 

[PE1] interface loopback 0 

[PE1-LoopBack0] ip address 1.1.1.9 32 

[PE1-LoopBack0] quit 

[PE1] mpls lsr-id 1.1.1.9 

[PE1] mpls ldp 

[PE1-ldp] quit 

# Establish IBGP connections to PE 1 and PE 2, and use BGP to advertise VPLS PE 
information. 
[PE1] bgp 100 

[PE1-bgp-default] peer 2.2.2.9 as-number 100 

[PE1-bgp-default] peer 2.2.2.9 connect-interface loopback 0 

[PE1-bgp-default] peer 3.3.3.9 as-number 100 
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[PE1-bgp-default] peer 3.3.3.9 connect-interface loopback 0 

[PE1-bgp-default] address-family l2vpn 

[PE1-bgp-default-l2vpn] peer 2.2.2.9 enable 

[PE1-bgp-default-l2vpn] peer 3.3.3.9 enable 

[PE1-bgp-default-l2vpn] quit 

[PE1-bgp-default] quit 

# Enable L2VPN. 
[PE1] l2vpn enable 

# Configure VSI aaa to use BGP to discover remote PEs and use LDP to establish LDP PWs to 
PE 2 and PE 3. 
[PE1] vsi aaa 

[PE1-vsi-aaa] auto-discovery bgp 

[PE1-vsi-aaa-auto] route-distinguisher 1:1 

[PE1-vsi-aaa-auto] vpn-target 1:1 

[PE1-vsi-aaa-auto] signaling-protocol ldp 

[PE1-vsi-aaa-auto-ldp] vpls-id 100:100 

[PE1-vsi-aaa-auto-ldp] quit 

[PE1-vsi-aaa-auto] quit 

[PE1-vsi-aaa] quit 

# Create Ethernet service instance 10 on HundredGigE 1/0/1 to match packets with an outer 
VLAN ID of 100, and bind the Ethernet service instance to the VSI aaa. 
[PE1] interface hundredgige 1/0/1 

[PE1-HundredGigE1/0/1] service-instance 10 

[PE1-HundredGigE1/0/1-srv10] encapsulation s-vid 100 

[PE1-HundredGigE1/0/1-srv10] xconnect vsi aaa 

3. Configure PE 2: 
# Configure basic MPLS. 
<PE2> system-view 

[PE2] interface loopback 0 

[PE2-LoopBack0] ip address 2.2.2.9 32 

[PE2-LoopBack0] quit 

[PE2] mpls lsr-id 2.2.2.9 

[PE2] mpls ldp 

[PE2-ldp] quit 

# Establish IBGP connections to PE 1 and PE 3, and use BGP to advertise VPLS PE 
information. 
[PE2] bgp 100 

[PE2-bgp-default] peer 1.1.1.9 as-number 100 

[PE2-bgp-default] peer 1.1.1.9 connect-interface loopback 0 

[PE2-bgp-default] peer 3.3.3.9 as-number 100 

[PE2-bgp-default] peer 3.3.3.9 connect-interface loopback 0 

[PE2-bgp-default] address-family l2vpn 

[PE2-bgp-default-l2vpn] peer 1.1.1.9 enable 

[PE2-bgp-default-l2vpn] peer 3.3.3.9 enable 

[PE2-bgp-default-l2vpn] quit 

[PE2-bgp-default] quit 

# Enable L2VPN. 
[PE2] l2vpn enable 
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# Configure VSI aaa to use BGP to discover remote PEs and use LDP to establish LDP PWs to 
PE 1 and PE 3. 
[PE2] vsi aaa 

[PE2-vsi-aaa] auto-discovery bgp 

[PE2-vsi-aaa-auto] route-distinguisher 1:1 

[PE2-vsi-aaa-auto] vpn-target 1:1 

[PE2-vsi-aaa-auto] signaling-protocol ldp 

[PE2-vsi-aaa-auto-ldp] vpls-id 100:100 

[PE2-vsi-aaa-auto-ldp] quit 

[PE2-vsi-aaa-auto] quit 

[PE2-vsi-aaa] quit 

# Create Ethernet service instance 10 on HundredGigE 1/0/1 to match packets with an outer 
VLAN ID of 100, and bind the Ethernet service instance to the VSI aaa. 
[PE2] interface hundredgige 1/0/1 

[PE2-HundredGigE1/0/1] service-instance 10 

[PE2-HundredGigE1/0/1-srv10] encapsulation s-vid 100 

[PE2-HundredGigE1/0/1-srv10] xconnect vsi aaa 

4. Configure PE 3: 
# Configure basic MPLS. 
<PE3> system-view 

[PE3] interface loopback 0 

[PE3-LoopBack0] ip address 3.3.3.9 32 

[PE3-LoopBack0] quit 

[PE3] mpls lsr-id 3.3.3.9 

[PE3] mpls ldp 

[PE3-ldp] quit 

# Establish IBGP connections to PE 1 and PE 2, and use BGP to advertise VPLS PE 
information. 
[PE3] bgp 100 

[PE3-bgp-default] peer 1.1.1.9 as-number 100 

[PE3-bgp-default] peer 1.1.1.9 connect-interface loopback 0 

[PE3-bgp-default] peer 2.2.2.9 as-number 100 

[PE3-bgp-default] peer 2.2.2.9 connect-interface loopback 0 

[PE3-bgp-default] address-family l2vpn 

[PE3-bgp-default-l2vpn] peer 1.1.1.9 enable 

[PE3-bgp-default-l2vpn] peer 2.2.2.9 enable 

[PE3-bgp-default-l2vpn] quit 

[PE3-bgp-default] quit 

# Enable L2VPN. 
[PE3] l2vpn enable 

# Configure VSI aaa to use BGP to discover remote PEs and use LDP to establish LDP PWs to 
PE 1 and PE 2. 
[PE3] vsi aaa 

[PE3-vsi-aaa] auto-discovery bgp 

[PE3-vsi-aaa-auto] route-distinguisher 1:1 

[PE3-vsi-aaa-auto] vpn-target 1:1 

[PE3-vsi-aaa-auto] signaling-protocol ldp 

[PE3-vsi-aaa-auto-ldp] vpls-id 100:100 

[PE3-vsi-aaa-auto-ldp] quit 
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[PE3-vsi-aaa-auto] quit 

[PE3-vsi-aaa] quit 

# Create Ethernet service instance 10 on HundredGigE 1/0/1 to match packets with an outer 
VLAN ID of 100, and bind the Ethernet service instance to the VSI aaa. 
[PE3] interface hundredgige 1/0/1 

[PE3-HundredGigE1/0/1] service-instance 10 

[PE3-HundredGigE1/0/1-srv10] encapsulation s-vid 100 

[PE3-HundredGigE1/0/1-srv10] xconnect vsi aaa 

Verifying the configuration 
# Verify that two PWs have been established on PE 1. 
[PE1] display l2vpn pw verbose 

VSI Name: aaa 

  Peer: 2.2.2.9          VPLS ID: 100:100 

    Signaling Protocol  : LDP 

    Link ID             : 8          PW State : Up 

    In Label            : 1555       Out Label: 1555 

    MTU                 : 1500 

    PW Attributes       : Main 

    VCCV CC             : - 

    VCCV BFD            : - 

    Tunnel Group ID     : 0x800000060000000 

    Tunnel NHLFE IDs    : 1029 

  Peer: 3.3.3.9          VPLS ID: 100:100 

    Signaling Protocol  : LDP 

    Link ID             : 9          PW State : Up 

    In Label            : 1554       Out Label: 1416 

    MTU                 : 1500 

    PW Attributes       : Main 

    VCCV CC             : - 

    VCCV BFD            : - 

    Tunnel Group ID     : 0x800000160000001 

    Tunnel NHLFE IDs    : 1030 

# Display LDP PW label information on PE 1. 
[PE1] display l2vpn ldp verbose 

Peer: 2.2.2.9          VPLS ID: 100:100 

  VSI Name: aaa 

  PW State: Up 

  PW Status Communication: Notification method 

  PW ID FEC (Local/Remote): 

    Local AII   : (1.1.1.9, 2.2.2.9) 

    Remote AII  : (2.2.2.9, 1.1.1.9) 

    PW Type     : VLAN/VLAN 

    Group ID    : 0/0 

    Label       : 1555/1555 

    Control Word: Disabled/Disabled 

    VCCV CV Type: -/- 

    VCCV CC Type: -/- 

    MTU         : 1500/1500 
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    PW Status   : PW forwarding/PW forwarding 

 

Peer: 3.3.3.9          VPLS ID: 100:100 

  VSI Name: aaa 

  PW State: Up 

  PW Status Communication: Notification method 

  PW ID FEC (Local/Remote): 

    Local AII   : (1.1.1.9, 3.3.3.9) 

    Remote AII  : (3.3.3.9, 1.1.1.9) 

    PW Type     : VLAN/VLAN 

    Group ID    : 0/0 

    Label       : 1554/1416 

    Control Word: Disabled/Disabled 

    VCCV CV Type: -/- 

    VCCV CC Type: -/- 

    MTU         : 1500/1500 

    PW Status   : PW forwarding/PW forwarding 

H-VPLS using MPLS access configuration example 

Network requirements 
Configure an H-VPLS network using MPLS access to avoid full-mesh PW configuration. The 
H-VPLS uses LDP as the PW signaling protocol. 

Figure 35 Network diagram 

 
 

Configuration procedure 
Before configuration, disable the spanning tree feature globally or map each VLAN to an MSTI. For 
more information, see Layer 2—LAN Switching Configuration Guide. 
1. Configure an IGP and public tunnels on each PE. (Details not shown.) 
2. Configure UPE: 

# Configure basic MPLS.  
<UPE> system-view 

[UPE] interface loopback 0 
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[UPE-LoopBack0] ip address 1.1.1.9 32 

[UPE-LoopBack0] quit 

[UPE] mpls lsr-id 1.1.1.9 

[UPE] mpls ldp 

[UPE-ldp] quit 

# Enable L2VPN. 
[UPE] l2vpn enable 

# Configure VSI aaa to use LDP to establish a U-PW to NPE 1. 
[UPE] vsi aaa 

[UPE-vsi-aaa] pwsignaling ldp 

[UPE-vsi-aaa-ldp] peer 2.2.2.9 pw-id 500 

[UPE-vsi-aaa-ldp-2.2.2.9-500] quit 

[UPE-vsi-aaa-ldp] quit 

[UPE-vsi-aaa] quit 

# Create Ethernet service instance 10 on HundredGigE 1/0/1 to match packets with an outer 
VLAN ID of 100, and bind the Ethernet service instance to the VSI aaa. 
[UPE] interface hundredgige 1/0/1 

[UPE-HundredGigE1/0/1] service-instance 10 

[UPE-HundredGigE1/0/1-srv10] encapsulation s-vid 100 

[UPE-HundredGigE1/0/1-srv10] xconnect vsi aaa 

3. Configure NPE 1: 
# Configure basic MPLS.  
<NPE1> system-view 

[NPE1] interface loopback 0 

[NPE1-LoopBack0] ip address 2.2.2.9 32 

[NPE1-LoopBack0] quit 

[NPE1] mpls lsr-id 2.2.2.9 

[NPE1] mpls ldp 

[NPE1–ldp] quit 

# Enable L2VPN. 
[NPE1] l2vpn enable 

# Configure VSI aaa that uses LDP as the PW signaling protocol, establish a U-PW to the UPE, 
and establish N-PWs to NPE 2 and NPE 3.  
[NPE1] vsi aaa 

[NPE1-vsi-aaa] pwsignaling ldp 

[NPE1-vsi-aaa-ldp] peer 1.1.1.9 pw-id 500 no-split-horizon 

[NPE1-vsi-aaa-ldp-1.1.1.9-500] quit 

[NPE1-vsi-aaa-ldp] peer 3.3.3.9 pw-id 500 

[NPE1-vsi-aaa-ldp-3.3.3.9-500] quit 

[NPE1-vsi-aaa-ldp] peer 4.4.4.9 pw-id 500 

[NPE1-vsi-aaa-ldp-4.4.4.9-500] quit 

[NPE1-vsi-aaa-ldp] quit 

[NPE1-vsi-aaa] quit 

4. Configure NPE 2: 
# Configure basic MPLS.  
<NPE2> system-view 

[NPE2] interface loopback 0 

[NPE2-LoopBack0] ip address 3.3.3.9 32 
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[NPE2-LoopBack0] quit 

[NPE2] mpls lsr-id 3.3.3.9 

[NPE2] mpls ldp 

[NPE2–ldp] quit 

# Enable L2VPN. 
[NPE2] l2vpn enable 

# Configure VSI aaa that uses LDP as the PW signaling protocol, and establish N-PWs to NPE 
1 and NPE 3. 
[NPE2] vsi aaa 

[NPE2-vsi-aaa] pwsignal ldp 

[NPE2-vsi-aaa-ldp] peer 2.2.2.9 pw-id 500 

[NPE2-vsi-aaa-ldp-2.2.2.9-500] quit 

[NPE2-vsi-aaa-ldp] peer 4.4.4.9 pw-id 500 

[NPE2-vsi-aaa-ldp-4.4.4.9-500] quit 

[NPE2-vsi-aaa-ldp] quit 

[NPE2-vsi-aaa] quit 

# Create Ethernet service instance 10 on HundredGigE 1/0/1 to match packets with an outer 
VLAN ID of 100, and bind the Ethernet service instance to the VSI aaa. 
[NPE2] interface hundredgige 1/0/1 

[NPE2-HundredGigE1/0/1] service-instance 10 

[NPE2-HundredGigE1/0/1-srv10] encapsulation s-vid 100 

[NPE2-HundredGigE1/0/1-srv10] xconnect vsi aaa 

[NPE2-HundredGigE1/0/1-srv10] quit 

[NPE2-HundredGigE1/0/1] quit 

5. Configure NPE 3: 
# Configure basic MPLS.  
<NPE3> system-view 

[NPE3] interface loopback 0 

[NPE3-LoopBack0] ip address 4.4.4.9 32 

[NPE3-LoopBack0] quit 

[NPE3] mpls lsr-id 4.4.4.9 

[NPE3] mpls ldp 

[NPE3–ldp] quit 

# Enable L2VPN. 
[NPE3] l2vpn enable 

# Configure VSI aaa that uses LDP as the PW signaling protocol, and establish N-PWs to NPE 
1 and NPE 2. 
[NPE3] vsi aaa 

[NPE3-vsi-aaa] pwsignal ldp 

[NPE3-vsi-aaa-ldp] peer 2.2.2.9 pw-id 500 

[NPE3-vsi-aaa-ldp-2.2.2.9-500] quit 

[NPE3-vsi-aaa-ldp] peer 3.3.3.9 pw-id 500 

[NPE3-vsi-aaa-ldp-3.3.3.9-500] quit 

[NPE3-vsi-aaa-ldp] quit 

[NPE3-vsi-aaa] quit 

# Create Ethernet service instance 10 on HundredGigE 1/0/1 to match packets with an outer 
VLAN ID of 100, and bind the Ethernet service instance to the VSI aaa. 
[NPE3] interface hundredgige 1/0/1 
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[NPE3-HundredGigE1/0/1] service-instance 10 

[NPE3-HundredGigE1/0/1-srv10] encapsulation s-vid 100 

[NPE3-HundredGigE1/0/1-srv10] xconnect vsi aaa 

[NPE3-HundredGigE1/0/1-srv10] quit 

[NPE3-HundredGigE1/0/1] quit 

Verifying the configuration 
# Verify that PWs in up state have been established on each PE. 
[UPE] display l2vpn pw verbose 

VSI Name: aaa 

  Peer: 2.2.2.9          PW ID: 500 

    Signaling Protocol  : LDP 

    Link ID             : 8          PW State : Up 

    In Label            : 1277       Out Label: 1277 

    MTU                 : 1500 

    PW Attributes       : Main 

    VCCV CC             : - 

    VCCV BFD            : - 

    Tunnel Group ID     : 0x460000000 

    Tunnel NHLFE IDs    : 1030 

[NPE1] display l2vpn pw verbose 

VSI Name: aaa 

  Peer: 1.1.1.9          PW ID: 500 

    Signaling Protocol  : LDP 

    Link ID             : 8          PW State : Up 

    In Label            : 1277       Out Label: 1277 

    MTU                 : 1500 

    PW Attributes       : Main, No-split-horizon 

    VCCV CC             : - 

    VCCV BFD            : - 

    Tunnel Group ID     : 0x460000000 

    Tunnel NHLFE IDs    : 1030 

  Peer: 3.3.3.9          PW ID: 500 

    Signaling Protocol  : LDP 

    Link ID             : 9          PW State : Up 

    In Label            : 1276       Out Label: 1275 

    MTU                 : 1500 

    PW Attributes       : Main 

    VCCV CC             : - 

    VCCV BFD            : - 

    Tunnel Group ID     : 0x560000001 

    Tunnel NHLFE IDs    : 1031 

  Peer: 4.4.4.9          PW ID: 500 

    Signaling Protocol  : LDP 

    Link ID             : 10          PW State : Up 

    In Label            : 1278       Out Label: 1279 

    MTU                 : 1500 

    PW Attributes       : Main 

    VCCV CC             : - 
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    VCCV BFD            : - 

    Tunnel Group ID     : 0x570000001 

    Tunnel NHLFE IDs    : 1032 

[NPE2] display l2vpn pw verbose 

VSI Name: aaa 

  Peer: 2.2.2.9          PW ID: 500 

    Signaling Protocol  : LDP 

    Link ID             : 8          PW State : Up 

    In Label            : 1275       Out Label: 1276 

    MTU                 : 1500 

    PW Attributes       : Main 

    VCCV CC             : - 

    VCCV BFD            : - 

    Tunnel Group ID     : 0x660000000 

    Tunnel NHLFE IDs    : 1031 

  Peer: 4.4.4.9          PW ID: 500 

    Signaling Protocol  : LDP 

    Link ID             : 9          PW State : Up 

    In Label            : 1277       Out Label: 1277 

    MTU                 : 1500 

    PW Attributes       : Main 

    VCCV CC             : - 

    VCCV BFD            : - 

    Tunnel Group ID     : 0x670000000 

    Tunnel NHLFE IDs    : 1032 

[NPE3] display l2vpn pw verbose 

VSI Name: aaa 

  Peer: 2.2.2.9          PW ID: 500 

    Signaling Protocol  : LDP 

    Link ID             : 8          PW State : Up 

    In Label            : 1279       Out Label: 1278 

    MTU                 : 1500 

    PW Attributes       : Main 

    VCCV CC             : - 

    VCCV BFD            : - 

    Tunnel Group ID     : 0x660000000 

    Tunnel NHLFE IDs    : 1031 

  Peer: 3.3.3.9          PW ID: 500 

    Signaling Protocol  : LDP 

    Link ID             : 9          PW State : Up 

    In Label            : 1277       Out Label: 1277 

    MTU                 : 1500 

    PW Attributes       : Main 

    VCCV CC             : - 

    VCCV BFD            : - 

    Tunnel Group ID     : 0x670000000 

    Tunnel NHLFE IDs    : 1032 
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Ethernet service instance and VSI binding configuration example 

Network requirements 
As shown in Figure 36, CE 1, CE 2, and CE 3 access PE 1, PE 2, and PE 3 in VLAN mode. 

Configure a VSI on each PE, and establish LDP PWs between the PEs to interconnect the CEs. 

Configure an Ethernet service instance on HundredGigE 1/0/1 of each PE to match packets with 
VLAN ID 100. Bind the Ethernet service instance to the VSI to forward the matching packets through 
the VSI. 

Figure 36 Network diagram 

 
 

Configuration procedure 
Before configuration, disable the spanning tree feature globally or map each VLAN to an MSTI. For 
more information, see Layer 2—LAN Switching Configuration Guide. 
1. Configure an IGP and public tunnels on each PE. (Details not shown.) 
2. Configure PE 1: 

# Configure basic MPLS.  
<PE1> system-view 

[PE1] interface loopback 0 

[PE1-LoopBack0] ip address 1.1.1.9 32 

[PE1-LoopBack0] quit 

[PE1] mpls lsr-id 1.1.1.9 

[PE1] mpls ldp 

[PE1-ldp] quit 

# Enable L2VPN. 
[PE1] l2vpn enable 

# Configure VSI aaa that uses LDP as the PW signaling protocol, and establish PWs to PE 2 
and PE 3. 
[PE1] vsi aaa 

[PE1-vsi-aaa] pwsignaling ldp 

[PE1-vsi-aaa-ldp] peer 3.3.3.9 pw-id 500 

[PE1-vsi-aaa-ldp-3.3.3.9-500] quit 

[PE1-vsi-aaa-ldp] peer 2.2.2.9 pw-id 500 

[PE1-vsi-aaa-ldp-2.2.2.9-500] quit 
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[PE1-vsi-aaa-ldp] quit 

[PE1-vsi-aaa] quit 

# Create Ethernet service instance 1000 on HundredGigE 1/0/1 (the interface connected to CE 
1), and bind the Ethernet service instance to the VSI aaa. 
[PE1] interface hundredgige 1/0/1 

[PE1-HundredGigE1/0/1] service-instance 1000 

[PE1-HundredGigE1/0/1-srv1000] encapsulation s-vid 100 

[PE1-HundredGigE1/0/1-srv1000] xconnect vsi aaa 

[PE1-HundredGigE1/0/1-srv1000] quit 

[PE1-HundredGigE1/0/1] quit 

3. Configure PE 2: 
# Configure basic MPLS.  
<PE2> system-view 

[PE2] interface loopback 0 

[PE2-LoopBack0] ip address 2.2.2.9 32 

[PE2-LoopBack0] quit 

[PE2] mpls lsr-id 2.2.2.9 

[PE2] mpls ldp 

[PE2-ldp] quit 

# Enable L2VPN. 
[PE2] l2vpn enable 

# Configure VSI aaa that uses LDP as the PW signaling protocol, and establish PWs to PE 1 
and PE 3. 
[PE2] vsi aaa 

[PE2-vsi-aaa] pwsignal ldp 

[PE2-vsi-aaa-ldp] peer 1.1.1.9 pw-id 500 

[PE2-vsi-aaa-ldp-1.1.1.9-500] quit 

[PE2-vsi-aaa-ldp] peer 3.3.3.9 pw-id 500 

[PE2-vsi-aaa-ldp-3.3.3.9-500] quit 

[PE2-vsi-aaa-ldp] quit 

[PE2-vsi-aaa] quit 

# Create Ethernet service instance 1000 on HundredGigE 1/0/1 (the interface connected to CE 
2), and bind the Ethernet service instance to the VSI aaa. 
[PE2] interface hundredgige 1/0/1 

[PE2-HundredGigE1/0/1] service-instance 1000 

[PE2-HundredGigE1/0/1-srv1000] encapsulation s-vid 100 

[PE2-HundredGigE1/0/1-srv1000] xconnect vsi aaa 

[PE2-HundredGigE1/0/1-srv1000] quit 

[PE2-HundredGigE1/0/1] quit 

4. Configure PE 3: 
# Configure basic MPLS.  
<PE3> system-view 

[PE3] interface loopback 0 

[PE3-LoopBack0] ip address 3.3.3.9 32 

[PE3-LoopBack0] quit 

[PE3] mpls lsr-id 3.3.3.9 

[PE3] mpls ldp 

[PE3-ldp] quit 
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# Enable L2VPN. 
[PE3] l2vpn enable 

# Configure VSI aaa that uses LDP as the PW signaling protocol, and establish PWs to PE 1 
and PE 2. 
[PE3] vsi aaa 

[PE3-vsi-aaa] pwsignal ldp 

[PE3-vsi-aaa-ldp] peer 1.1.1.9 pw-id 500 

[PE3-vsi-aaa-ldp-1.1.1.9-500] quit 

[PE3-vsi-aaa-ldp] peer 2.2.2.9 pw-id 500 

[PE3-vsi-aaa-ldp-2.2.2.9-500] quit 

[PE3-vsi-aaa-ldp] quit 

[PE3-vsi-aaa] quit 

# Create Ethernet service instance 1000 on HundredGigE 1/0/1 (the interface connected to CE 
3), and bind the Ethernet service instance to the VSI aaa. 
[PE3] interface hundredgige 1/0/1 

[PE3-HundredGigE1/0/1] service-instance 1000 

[PE3-HundredGigE1/0/1-srv1000] encapsulation s-vid 100 

[PE3-HundredGigE1/0/1-srv1000] xconnect vsi aaa 

[PE3-HundredGigE1/0/1-srv1000] quit 

[PE3-HundredGigE1/0/1] quit 

Verifying the configuration 
# Verify that PWs in up state have been established on each PE. 
[PE1] display l2vpn pw verbose 

VSI Name: aaa 

  Peer: 3.3.3.9          PW ID: 500 

    Signaling Protocol  : LDP 

    Link ID             : 8          PW State : Up 

    In Label            : 1275       Out Label: 1272 

    MTU                 : 1500 

    PW Attributes       : Main 

    VCCV CC             : - 

    VCCV BFD            : - 

    Tunnel Group ID     : 0x660000000 

    Tunnel NHLFE IDs    : 1032 

  Peer: 2.2.2.9          PW ID: 500 

    Signaling Protocol  : LDP 

    Link ID             : 9          PW State : Up 

    In Label            : 1274       Out Label: 1274 

    MTU                 : 1500 

    PW Attributes       : Main 

    VCCV CC             : - 

    VCCV BFD            : - 

    Tunnel Group ID     : 0x760000001 

    Tunnel NHLFE IDs    : 1033 

[PE2] display l2vpn pw verbose 

VSI Name: aaa 

  Peer: 1.1.1.9          PW ID: 500 

    Signaling Protocol  : LDP 
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    Link ID             : 8          PW State : Up 

    In Label            : 1274       Out Label: 1274 

    MTU                 : 1500 

    PW Attributes       : Main 

    VCCV CC             : - 

    VCCV BFD            : - 

    Tunnel Group ID     : 0x760000000 

    Tunnel NHLFE IDs    : 1033 

  Peer: 3.3.3.9          PW ID: 500 

    Signaling Protocol  : LDP 

    Link ID             : 9          PW State : Up 

    In Label            : 1273       Out Label: 1271 

    MTU                 : 1500 

    PW Attributes       : Main 

    VCCV CC             : - 

    VCCV BFD            : - 

    Tunnel Group ID     : 0x860000001 

    Tunnel NHLFE IDs    : 1034 

[PE3] display l2vpn pw verbose 

VSI Name: aaa 

  Peer: 1.1.1.9          PW ID: 500 

    Signaling Protocol  : LDP 

    Link ID             : 8          PW State : Up 

    In Label            : 1272       Out Label: 1275 

    MTU                 : 1500 

    PW Attributes       : Main 

    VCCV CC             : - 

    VCCV BFD            : - 

    Tunnel Group ID     : 0x960000000 

    Tunnel NHLFE IDs    : 1034 

  Peer: 2.2.2.9          PW ID: 500 

    Signaling Protocol  : LDP 

    Link ID             : 9          PW State : Up 

    In Label            : 1271       Out Label: 1273 

    MTU                 : 1500 

    PW Attributes       : Main 

    VCCV CC             : - 

    VCCV BFD            : - 

    Tunnel Group ID     : 0xa60000001 

    Tunnel NHLFE IDs    : 1035 

H-VPLS UPE dual homing configuration example 

Network requirements 
To improve reliability of the H-VPLS network, the UPE establishes a U-PW with NPE 1 and NPE 2. 
The U-PW between UPE and NPE 1 is the primary PW and that between UPE and NPE 2 is the 
backup PW. The backup PW works only when the primary PW fails. 

The H-VPLS uses LDP as the PW signaling protocol. 
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Figure 37 Network diagram 

 
 

Configuration procedure 
Before configuration, disable the spanning tree feature globally or map each VLAN to an MSTI. For 
more information, see Layer 2—LAN Switching Configuration Guide. 
1. Configure an IGP and public tunnels on each PE. (Details not shown.) 
2. Configure UPE: 

# Configure basic MPLS.  
<UPE> system-view 

[UPE] interface loopback 0 

[UPE-LoopBack0] ip address 1.1.1.1 32 

[UPE-LoopBack0] quit 

[UPE] mpls lsr-id 1.1.1.1 

[UPE] mpls ldp 

[UPE-ldp] quit 

# Enable L2VPN. 
[UPE] l2vpn enable 

# Configure VSI aaa that uses LDP as the PW signaling protocol, and establish the primary PW 
to NPE 1 and the backup PW to NPE 2. 
[UPE] vsi aaa 

[UPE-vsi-aaa] pwsignaling ldp 

[UPE-vsi-aaa-ldp] peer 2.2.2.2 pw-id 500 

[UPE-vsi-aaa-ldp-2.2.2.2-500] backup-peer 3.3.3.3 pw-id 500 

[UPE-vsi-aaa-ldp-3.3.3.3-500-backup] quit 

[UPE-vsi-aaa-ldp-2.2.2.2-500] quit 

[UPE-vsi-aaa-ldp] quit 

[UPE-vsi-aaa] quit 

# Create Ethernet service instance 1000 on HundredGigE 1/0/1 (the interface connected to CE 
1), and bind the Ethernet service instance to the VSI aaa. 
[UPE] interface hundredgige 1/0/1 

[UPE-HundredGigE1/0/1] service-instance 1000 

CE 3NPE 3

NPE 1

CE 1

CE 2
NPE 2

UPE

HGE1/0/1
VLAN 11

HGE1/0/2
VLAN 10

Vlan-int12
12.1.1.1/24

Vlan-int13
13.1.1.1/24

Vlan-int16
16.1.1.1/24

Vlan-int15
15.1.1.1/24

HGE1/0/1
VLAN 10

Loop0
2.2.2.2/32

Loop0
3.3.3.3/32

Loop0
4.4.4.4/32

Vlan-int16
16.1.1.2/24

Vlan-int15
15.1.1.2/24

Vlan-int13
13.1.1.2/24

Vlan-int12
12.1.1.2/24

Loop0
1.1.1.1/32

Backbone 
domain

Vlan-int17
17.1.1.1/24

Vlan-int17
17.1.1.2/24

Edge 
domain



 

341 

[UPE-HundredGigE1/0/1-srv1000] encapsulation s-vid 10 

[UPE-HundredGigE1/0/1-srv1000] xconnect vsi aaa 

[UPE-HundredGigE1/0/1-srv1000] quit 

# Create Ethernet service instance 1000 on HundredGigE 1/0/2 (the interface connected to CE 
2), and bind the Ethernet service instance to the VSI aaa. 
[UPE] interface hundredgige 1/0/2 

[UPE-HundredGigE1/0/2] service-instance 1000 

[UPE-HundredGigE1/0/2-srv1000] encapsulation s-vid 11 

[UPE-HundredGigE1/0/2-srv1000] xconnect vsi aaa 

[UPE-HundredGigE1/0/2-srv1000] quit 

3. Configure NPE 1: 
# Configure basic MPLS.  
<NPE1> system-view 

[NPE1] interface loopback 0 

[NPE1-LoopBack0] ip address 2.2.2.2 32 

[NPE1-LoopBack0] quit 

[NPE1] mpls lsr-id 2.2.2.2 

[NPE1] mpls ldp 

[NPE1–ldp] quit 

# Enable L2VPN. 
[NPE1] l2vpn enable 

# Configure VSI aaa that uses LDP as the PW signaling protocol, and establish PWs to UPE, 
NPE 2, and NPE 3. 
[NPE1] vsi aaa 

[NPE1-vsi-aaa] pwsignaling ldp 

[NPE1-vsi-aaa-ldp] peer 1.1.1.1 pw-id 500 no-split-horizon 

[NPE1-vsi-aaa-ldp-1.1.1.1-500] quit 

[NPE1-vsi-aaa-ldp] peer 3.3.3.3 pw-id 500 

[NPE1-vsi-aaa-ldp-3.3.3.3-500] quit 

[NPE1-vsi-aaa-ldp] peer 4.4.4.4 pw-id 500 

[NPE1-vsi-aaa-ldp-4.4.4.4-500] quit 

[NPE1-vsi-aaa-ldp] quit 

[NPE1-vsi-aaa] quit 

4. Configure NPE 2: 
# Configure basic MPLS.  
<NPE2> system-view 

[NPE2] interface loopback 0 

[NPE2-LoopBack0] ip address 3.3.3.3 32 

[NPE2-LoopBack0] quit 

[NPE2] mpls lsr-id 3.3.3.3 

[NPE2] mpls ldp 

[NPE2–ldp] quit 

# Enable L2VPN. 
[NPE2] l2vpn enable 

# Configure VSI aaa that uses LDP as the PW signaling protocol, and establish PWs to UPE, 
NPE 2, and NPE 3. 
[NPE2] vsi aaa 

[NPE2-vsi-aaa] pwsignaling ldp 
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[NPE2-vsi-aaa-ldp] peer 1.1.1.1 pw-id 500 no-split-horizon 

[NPE2-vsi-aaa-ldp-1.1.1.1-500] quit 

[NPE2-vsi-aaa-ldp] peer 2.2.2.2 pw-id 500 

[NPE2-vsi-aaa-ldp-2.2.2.2-500] quit 

[NPE2-vsi-aaa-ldp] peer 4.4.4.4 pw-id 500 

[NPE2-vsi-aaa-ldp-4.4.4.4-500] quit 

[NPE2-vsi-aaa-ldp] quit 

[NPE2-vsi-aaa] quit 

5. Configure NPE 3: 
# Configure basic MPLS.  
<NPE3> system-view 

[NPE3] interface loopback 0 

[NPE3-LoopBack0] ip address 4.4.4.4 32 

[NPE3-LoopBack0] quit 

[NPE3] mpls lsr-id 4.4.4.4 

[NPE3] mpls ldp 

[NPE3–ldp] quit 

# Enable L2VPN. 
[NPE3] l2vpn enable 

# Configure VSI aaa that uses LDP as the PW signaling protocol, and establish PWs to NPE 1 
and NPE 2. 
[NPE3] vsi aaa 

[NPE3-vsi-aaa] pwsignaling ldp 

[NPE3-vsi-aaa-ldp] peer 2.2.2.2 pw-id 500 

[NPE3-vsi-aaa-ldp-2.2.2.2-500] quit 

[NPE3-vsi-aaa-ldp] peer 3.3.3.3 pw-id 500 

[NPE3-vsi-aaa-ldp-3.3.3.3-500] quit 

[NPE3-vsi-aaa-ldp] quit 

[NPE3-vsi-aaa] quit 

# Create Ethernet service instance 1000 on HundredGigE 1/0/1 (the interface connected to CE 
3), and bind the Ethernet service instance to the VSI aaa. 
[NPE3] interface hundredgige 1/0/1 

[NPE3-HundredGigE1/0/1] service-instance 1000 

[NPE3-HundredGigE1/0/1-srv1000] encapsulation s-vid 10 

[NPE3-HundredGigE1/0/1-srv1000] xconnect vsi aaa 

[NPE3-HundredGigE1/0/1-srv1000] quit 

Verifying the configuration 
# Verify that PWs in up state have been established on each PE. 
[UPE] display l2vpn pw verbose 

VSI Name: aaa 

  Peer: 2.2.2.2          PW ID: 500 

    Signaling Protocol  : LDP 

    Link ID             : 8          PW State : Up 

    In Label            : 1151       Out Label: 1279 

    Wait to Restore Time: 0 sec 

    MTU                 : 1500 

    PW Attributes       : Main 

    VCCV CC             : - 
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    VCCV BFD            : - 

    Tunnel Group ID     : 0x260000002 

    Tunnel NHLFE IDs    : 1027 

  Peer: 3.3.3.3          PW ID: 500 

    Signaling Protocol  : LDP 

    Link ID             : 8          PW State : Blocked 

    In Label            : 1150       Out Label: 1279 

    MTU                 : 1500 

    PW Attributes       : Backup 

    VCCV CC             : - 

    VCCV BFD            : - 

    Tunnel Group ID     : 0x360000003 

    Tunnel NHLFE IDs    : 1025 

[NPE1] display l2vpn pw verbose 

VSI Name: aaa 

  Peer: 1.1.1.1          PW ID: 500 

    Signaling Protocol  : LDP 

    Link ID             : 8          PW State : Up 

    In Label            : 1279       Out Label: 1151 

    MTU                 : 1500 

    PW Attributes       : Main, No-split-horizon 

    VCCV CC             : - 

    VCCV BFD            : - 

    Tunnel Group ID     : 0x60000000 

    Tunnel NHLFE IDs    : 1026 

  Peer: 3.3.3.3          PW ID: 500 

    Signaling Protocol  : LDP 

    Link ID             : 9          PW State : Up 

    In Label            : 1280       Out Label: 1290 

    MTU                 : 1500 

    PW Attributes       : Main 

    VCCV CC             : - 

    VCCV BFD            : - 

    Tunnel Group ID     : 0x160000005 

    Tunnel NHLFE IDs    : 1027 

  Peer: 4.4.4.4          PW ID: 500 

    Signaling Protocol  : LDP 

    Link ID             : 10         PW State : Up 

    In Label            : 1278       Out Label: 1279 

    MTU                 : 1500 

    PW Attributes       : Main 

    VCCV CC             : - 

    VCCV BFD            : - 

    Tunnel Group ID     : 0x160000001 

    Tunnel NHLFE IDs    : 1028 

[NPE2] display l2vpn pw verbose 

VSI Name: aaa 

  Peer: 1.1.1.1          PW ID: 500 
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    Signaling Protocol  : LDP 

    Link ID             : 8          PW State : Up 

    In Label            : 1279       Out Label: 1150 

    MTU                 : 1500 

    PW Attributes       : Main, No-split-horizon 

    VCCV CC             : - 

    VCCV BFD            : - 

    Tunnel Group ID     : 0x60000000 

    Tunnel NHLFE IDs    : 1026 

  Peer: 2.2.2.2          PW ID: 500 

    Signaling Protocol  : LDP 

    Link ID             : 9          PW State : Up 

    In Label            : 1290       Out Label: 1280 

    MTU                 : 1500 

    PW Attributes       : Main 

    VCCV CC             : - 

    VCCV BFD            : - 

    Tunnel Group ID     : 0x160000008 

    Tunnel NHLFE IDs    : 1027 

  Peer: 4.4.4.4          PW ID: 500 

    Signaling Protocol  : LDP 

    Link ID             : 10         PW State : Up 

    In Label            : 1278       Out Label: 1278 

    MTU                 : 1500 

    PW Attributes       : Main 

    VCCV CC             : - 

    VCCV BFD            : - 

    Tunnel Group ID     : 0x160000001 

    Tunnel NHLFE IDs    : 1028 

[NPE3] display l2vpn pw verbose 

VSI Name: aaa 

  Peer: 2.2.2.2          PW ID: 500 

    Signaling Protocol  : LDP 

    Link ID             : 8          PW State : Up 

    In Label            : 1279       Out Label: 1278 

    MTU                 : 1500 

    PW Attributes       : Main 

    VCCV CC             : - 

    VCCV BFD            : - 

    Tunnel Group ID     : 0x60000000 

    Tunnel NHLFE IDs    : 1026 

  Peer: 3.3.3.3          PW ID: 500 

    Signaling Protocol  : LDP 

    Link ID             : 9          PW State : Up 

    In Label            : 1278       Out Label: 1278 

    MTU                 : 1500 

    PW Attributes       : Main 

    VCCV CC             : - 
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    VCCV BFD            : - 

    Tunnel Group ID     : 0x160000001 

    Tunnel NHLFE IDs    : 1027 

Command reference 

address-family l2vpn 

Use address-family l2vpn to create the BGP L2VPN address family and enter its view, or enter the 
view of the existing BGP L2VPN address family. 

Use undo address-family l2vpn to delete the BGP L2VPN address family and all settings from 
BGP L2VPN address family view. 

Syntax 
address-family l2vpn 
undo address-family l2vpn 

Default 
No BGP L2VPN address family exists. 

Views 
BGP instance view 

Predefined user roles 
network-admin 

Usage guidelines 
To establish a BGP PW to a remote PE, you must execute the peer enable command in BGP L2VPN 
address family view to enable the remote PE. 

Examples 
# Create the BGP L2VPN address family and enter BGP L2VPN address family view. 
<Sysname> system-view 

[Sysname] bgp 100 

[Sysname-bgp-default] address-family l2vpn 

[Sysname-bgp-default-l2vpn] 

# Create the BGP L2VPN address family and enter BGP L2VPN address family view. 
<Sysname> system-view 

[Sysname] bgp 100 instance abc 

[Sysname-bgp-abc] address-family l2vpn 

[Sysname-bgp-abc-l2vpn] 

Related commands 
peer enable (Layer 3—IP Routing Command Reference) 

auto-discovery 

Use auto-discovery to enable a VSI to automatically discover neighbors through BGP and enter 
auto-discovery VSI view. 

Use undo auto-discovery to restore the default. 
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Syntax 
auto-discovery bgp 
undo auto-discovery 

Default 
A VSI does not use BGP to automatically discover neighbors. 

Views 
VSI view 

Predefined user roles 
network-admin 

Parameters 
bgp: Enables the VSI to automatically discover neighbors through BGP. 

Usage guidelines 
After the remote PEs are discovered through BGP, you can use the signaling-protocol command to 
specify the signaling protocol (LDP or BGP) to establish PWs to the discovered remote PEs. 

Examples 
# Enable VSI aaa to automatically discover neighbors through BGP and enter auto-discovery VSI 
view. 
<Sysname> system-view 

[Sysname] vsi aaa 

[Sysname-vsi-aaa] auto-discovery bgp 

[Sysname-vsi-aaa-auto] 

Related commands 
display l2vpn pw 
display l2vpn vsi 

backup-peer 

Use back-peer in VSI LDP PW view to configure a VSI LDP backup PW and enter its view, or enter 
the view of an existing VSI LDP backup PW. 

Use back-peer in VSI static PW view to configure a VSI static backup PW and enter its view, or enter 
the view of an existing VSI static backup PW. 

Use undo backup-peer to restore the default. 

Syntax 
VSI LDP PW view: 
backup-peer ip-address [ pw-id pw-id ] [ pw-class class-name | tunnel-policy tunnel-policy-name ] 
* 
undo backup-peer ip-address pw-id pw-id 

VSI static PW view: 

backup-peer ip-address [ pw-id pw-id ] in-label label-value out-label label-value [ pw-class 
class-name | tunnel-policy tunnel-policy-name ] * 
undo backup-peer ip-address pw-id pw-id 

Default 
No backup PWs exist for VPLS. 
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Views 
VSI LDP PW view 

VSI static PW view 

Predefined user roles 
network-admin 

Parameters 
ip-address: Specifies the LSR ID of the peer PE on the backup PW. 

pw-id pw-id: Specifies a PW ID for the backup PW, in the range of 1 to 4294967295. 
in-label label-value: Specifies the incoming label for the backup PW. The value range is 16 to 1023. 

out-label label-value: Specifies the outgoing label for the backup PW. The value range is 16 to 1023. 
pw-class class-name: Specifies a PW class by its name, a case-sensitive string of 1 to 19 
characters. You can specify a PW class to configure the PW data encapsulation type and control 
word for the backup PW. If you do not specify a PW class, the PW data encapsulation type of the 
backup PW is VLAN and the backup PW does not support control word. 

tunnel-policy tunnel-policy-name: Specifies a tunnel policy by its name, a case-insensitive string of 
1 to 19 characters. If you do not specify a tunnel policy, the backup PW uses the default tunnel policy. 

Usage guidelines 
This command configures a backup PW for a PW to implement PW redundancy. The backup PW is 
used when the primary PW fails. 

You must assign the backup PW a different peer LSR ID and PW ID than any existing VPLS PWs or 
cross-connect PWs. 

A backup PW has the same no-split-horizon attributes as its primary PW. 

If both the default PW ID in the default-pw-id command and a PW ID in the backup-peer command 
are configured, the PW ID in the backup-peer command is used. If only the default PW ID is 
configured, the default PW ID is used. If no default PW ID is configured, you must provide a PW ID in 
the backup-peer command. 

A static PW must have a different incoming label than an existing static LSP or static CRLSP. If they 
are the same, the static PW is not available, even if you change the incoming label of the static LSP 
or the static CRLSP. To make the static PW available, delete the static PW, and reconfigure it with an 
unused incoming label. 

Examples 
# Configure a primary and a backup LDP PW for VSI vpn1, and specify the peer PE address and PW 
ID of the primary PW as 4.4.4.4 and 100, and those of the backup PW as 5.5.5.5 and 200. 
<Sysname> system-view 

[Sysname] vsi vpn1 

[Sysname-vsi-vpn1] pwsignaling ldp 

[Sysname-vsi-vpn1-ldp] peer 4.4.4.4 pw-id 100 

[Sysname-vsi-vpn1-ldp-4.4.4.4-100] backup-peer 5.5.5.5 pw-id 200 

[Sysname-vsi-vpn1-ldp-4.4.4.4-100-backup] 

Related commands 
default-pw-id 
display l2vpn ldp 
display l2vpn pw 
peer 



 

348 

control-word enable 

Use control-word enable to enable the control word feature. 

Use undo control-word enable to disable the control word feature. 

Syntax 
control-word enable 
undo control-word enable 

Default 
Control word is disabled. 

Views 
PW class view 

Predefined user roles 
network-admin 

Usage guidelines 
The control word field is between the MPLS label stack and the Layer 2 data. It carries extra control 
information about the Layer 2 frame, for example, the sequence number. The control word feature 
has the following functions: 
• Avoids fragment disorder. In multipath forwarding, fragments received might be disordered. You 

can configure the control word feature on the device, so the device can reorder the fragments 
according to the sequence number carried in the control word field. 

• Identifies the original payload length for packets that include padding. 

 

Packets transmitted on a PW to carry the control word field only when control word is enabled on 
both PEs. 

Examples 
# Enable control word for PW class pw100. 
<Sysname> system-view 

[Sysname] pw-class pw100 

[Sysname-pw-pw100] control-word enable 

Related commands 
display l2vpn pw-class 

default-pw-id 

Use default-pw-id to set the default PW ID for a VSI. 

Use undo default-pw-id to restore the default. 

Syntax 
default-pw-id default-pw-id 
undo default-pw-id 

Default 
No default PW ID is set for a VSI. 

Views 
VSI view 
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Predefined user roles 
network-admin 

Parameters 
default-pw-id: Specifies the default PW ID for the VSI, in the range of 1 to 4294967295.  

Usage guidelines 
After you set the default PW ID for a VSI, you do not need to provide a PW ID in the backup-peer 
and peer commands. 

Examples 
# Set the default PW ID to 200 for VSI vpn1. 
<Sysname> system-view 

[Sysname] vsi vpn1 

[Sysname-vsi-vpn1] default-pw-id 200 

Related commands 
backup-peer 
peer 

description 

Use description to configure a description for a VSI. 

Use undo description to restore the default. 

Syntax 
description text 
undo description 

Default 
No description is configured for a VSI. 

Views 
VSI view 

Predefined user roles 
network-admin 

Parameters 
text: Specifies a description, a case-sensitive string of 1 to 80 characters. 

Examples 
# Configure a description of vsi for vpn1 for VSI vpn1. 
<Sysname> system-view 

[Sysname] vsi vpn1 

[Sysname-vsi-vpn1] description vsi for vpn1 

Related commands 
display l2vpn vsi 

display bgp l2vpn auto-discovery 

Use display bgp l2vpn auto-discovery to display VPLS PE information discovered by BGP. 
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Syntax 
display bgp [ instance instance-name ] l2vpn auto-discovery [ peer ip-address { advertised | 
received } | route-distinguisher route-distinguisher [ pe-address ip-address [ advertise-info ] ] ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
instance instance-name: Displays VPLS PE information in a BGP instance. The instance-name 
argument specifies the BGP instance name, a case-sensitive string of 1 to 31 characters. If you do 
not specify a BGP instance, this command displays VPLS PE information in the default BGP 
instance. 

peer ip-address: Displays VPLS PE information advertised to or received from a BGP peer specified 
by its IP address. 

advertised: Displays VPLS PE information advertised to the BGP peer. 

received: Displays VPLS PE information received from the BGP peer. 

route-distinguisher route-distinguisher: Displays BGP VPLS PE information for the route 
distinguisher (RD), which is a string of 3 to 21 characters. You can specify an RD in one of the 
following formats: 
• 16-bit AS number:32-bit user-defined number. For example, 101:3. 
• 32-bit IP address:16-bit user-defined number. For example, 192.168.122.15:1. 
• 32-bit AS number:16-bit user-defined number, where the AS number must be equal to or 

greater than 65536. For example, 65536:1. 

pe-address ip-address: Displays BGP VPLS PE information for a PE. The ip-address argument 
specifies the PE address. 

advertise-info: Displays BGP VPLS PE advertisement information.  

Usage guidelines 
If you do not specify any parameters, this command displays brief information about all VPLS PEs 
discovered by BGP. 

Examples 
# Display brief information about all VPLS PEs discovered by BGP in the default BGP instance. 
<Sysname> display bgp l2vpn auto-discovery 

 

 BGP local router ID is 192.168.1.140 

 Status codes: * - valid, > - best, d - dampened, h - history, 

               s - suppressed, S - stale, i - internal, e - external 

               Origin: i - IGP, e - EGP, ? - incomplete 

 

 Total number of automatically discovered PEs: 3 

 

 Route distinguisher: 2:2 

 Total number of automatically discovered PEs: 3 

 

     PE address      Nexthop         VPLS ID 
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* >  1.1.1.9         0.0.0.0         100:100 

* >i 2.2.2.9         2.2.2.9         100:100 

* >i 3.3.3.9         3.3.3.9         100:100 

Table 43 Command output 

Field Description 

Status codes 

Status codes: 
• * – valid—Valid route. 
• > – best—Best route. 
• d – damped—Dampened route. 
• h – history—History route. 
• s – suppressed—Suppressed route. 
• S – Stale—Stale route. 
• i – internal—Internal route. 
• e – external—External route. 

Origin 

Origin of the label block: 
• i – IGP—Originated in the AS. 
• e – EGP—Learned through EGP. 
• ? – incomplete—Unknown origin.  

 

# Display detailed information about the VPLS PE that has RD 2:2 and IP address 2.2.2.9 in the 
default BGP instance. 
<Sysname> display bgp l2vpn auto-discovery route-distinguisher 2:2 pe-address 2.2.2.9 

 

 BGP local router ID: 192.168.1.140 

 Local AS number: 100 

 

 Route distinguisher: 2:2 

 Total number of automatically discovered PEs: 1 

 Paths:   1 available, 1 best 

 

 From            : 2.2.2.9 (192.168.1.135) 

 Original nexthop: 2.2.2.9 

 Ext-Community   : <RT: 2:2>, <VPLS ID: 100:100> 

 AS-path         : (null) 

 Origin          : igp 

 Attribute value : localpref 100, pref-val 0 

 PE address      : 2.2.2.9 

 State           : valid, internal, best 

Table 44 Command output 

Field Description 

Original nexthop Original next hop. If the VPLS PE information was obtained from a BGP 
update, this field displays the next hop address in the received update. 

Ext-Community 
Extended community attribute: 
• RT—Route Target. 
• VPLS ID—VPLS instance identifier.  
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Field Description 

AS-path AS path attribute, which records all ASs that the VPLS PE information passed 
to prevent routing loops.  

Origin 

Origin of the label block: 
• igp—Originated in the AS. 
• egp—Learned through EGP. 
• incomplete—Unknown origin.  

Attribute value 

Attribute of the VPLS PE information: 
• MED—Multi-Exit Discriminator attribute. 
• localpref—Local preference value. 
• pref-val—Preferred value. 
• pre—Preference value.  

State 

State of the VPLS PE information: 
• valid. 
• internal. 
• external. 
• local. 
• best. 

 

# Display BGP advertisement information for the specified VPLS PE in the default BGP instance. 
<Sysname> display bgp l2vpn auto-discovery route-distinguisher 2:2 pe-address 1.1.1.9 

advertise-info 

 

 BGP local router ID: 192.168.1.140 

 Local AS number: 100 

 

 Route distinguisher: 2:2 

 Total number of automatically discovered PEs: 1 

 Paths:   1 best 

 

 VPLS ID         : 100:100 

 PE address      : 1.1.1.9 

 Advertised to peers (2 in total): 

    2.2.2.9 

    3.3.3.9 

display bgp l2vpn signaling 

Use display bgp l2vpn signaling to display VPLS label block information maintained by BGP. 

Syntax 
display bgp [ instance instance-name ] l2vpn signaling [ peer ip-address { advertised | 
received } | route-distinguisher route-distinguisher [ site-id site-id [ label-offset label-offset 
[ advertise-info ] ] ] ] 

Views 
Any view 

Predefined user roles 
network-admin 
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network-operator 

Parameters 
instance instance-name: Displays VPLS label block information in a BGP instance. The 
instance-name argument specifies the BGP instance name, a case-sensitive string of 1 to 31 
characters. If you do not specify a BGP instance, this command displays VPLS label block 
information in the default BGP instance. 

peer ip-address: Displays VPLS label block information advertised to or received from a BGP peer. 
The ip-address argument specifies the peer address. 

advertised: Displays VPLS label block information advertised to the BGP peer. 

received: Displays VPLS label block information received from the BGP peer. 

route-distinguisher route-distinguisher: Displays BGP VPLS label block information for the route 
distinguisher (RD), which is a string of 3 to 21 characters. You can specify an RD in one of the 
following formats: 
• 16-bit AS number:32-bit user-defined number. For example, 101:3. 
• 32-bit IP address:16-bit user-defined number. For example, 192.168.122.15:1. 
• 32-bit AS number:16-bit user-defined number, where the AS number must be equal to or 

greater than 65536. For example, 65536:1. 

site-id site-id: Displays BGP VPLS label block information for a site. The site-id argument specifies 
the site ID. The site ID range is 0 to 65535. 

label-offset label-offset: Displays information about the BGP VPLS label block with an offset. The 
label-offset argument specifies the offset in the range of 0 to 65535. 

advertise-info: Displays BGP VPLS label block advertisement information.  

Usage guidelines 
If you do not specify any parameters, this command displays brief information about all BGP VPLS 
label blocks. 

Examples 
# Display brief information about all BGP VPLS label blocks in the default BGP instance. 
<Sysname> display bgp l2vpn signaling 

 

 BGP local router ID is 192.168.1.135 

 Status codes: * - valid, > - best, d - dampened, h - history, 

               s - suppressed, S - stale, i - internal, e - external 

               Origin: i - IGP, e - EGP, ? - incomplete 

 

 Total number of label blocks: 2 

 

 Route distinguisher: 2:2 

 Total number of label blocks: 2 

 

     Site ID  LB offset  LB range  LB base    Nexthop 

 

* >  1        0          10        1034       192.1.1.1 

* >i 2        0          10        1162       192.3.3.3 
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Table 45 Command output 

Field Description 

Status codes 

Status codes: 
• * – valid—Valid route. 
• > – best—Best route. 
• d – damped—Dampened route. 
• h – history—History route. 
• s – suppressed—Suppressed route. 
• S – Stale—Stale route. 
• i – internal—Internal route. 
• e – external—External route. 

Origin 

Origin of the label block: 
• i – IGP—Originated in the AS. 
• e – EGP—Learned through EGP. 
• ? – incomplete—Unknown origin.  

LB offset Offset of the label block. 

LB range Size of the label block. 

LB base Initial value of the label block. 
 

# Display detailed information about the BGP VPLS label block that has RD 1:1, site ID 2, and offset 
0 in the default BGP instance.  
<Sysname> display bgp l2vpn signaling route-distinguisher 1:1 site-id 2 label-offset 0 

 

 BGP local router ID: 192.168.1.140 

 Local AS number: 100 

 

 Route distinguisher: 1:1 

 Total number of label blocks: 1 

 Paths:   1 available, 1 best 

 

 From            : 2.2.2.9 (192.168.1.135) 

 Original nexthop: 2.2.2.9 

 Ext-Community   : <RT: 1:1>, <L2VPN info: MTU 1500, Encap type BGP VPLS> 

 AS-path         : (null) 

 Origin          : igp 

 Attribute value : localpref 100, pref-val 0 

 Site ID         : 2 

 LB offset       : 0 

 LB base         : 1418 

 LB range        : 10 

 State           : valid, internal, best 

Table 46 Command output 

Field Description 

Original nexthop 
Original next hop. If the label block was obtained from a BGP route 
update, this field displays the next hop address in that BGP route 
update. 
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Field Description 

Ext-Community 

Extended community attribute: 
• RT—Route target. 
• L2VPN info—L2VPN information, including the MTU and 

encapsulation type. 

AS-path AS path attribute, which records all ASs that the label block passed to 
prevent routing loops.  

Origin 

Origin of the label block: 
• igp—Originated in the AS. 
• egp—Learned through EGP. 
• incomplete—Unknown origin.  

Attribute value 

Attribute of the label block: 
• MED—Multi-Exit Discriminator attribute. 
• localpref—Local preference value. 
• pref-val—Preferred value. 
• pre—Preference value.  

LB offset Offset of the label block. 

LB base Initial value of the label block. 

LB range Size of the label block. 

State 

State of the label block: 
• valid. 
• internal. 
• external. 
• local. 
• best. 

 

# Display BGP advertisement information for the specified VPLS label block in the default BGP 
instance. 
<Sysname> display bgp l2vpn signaling route-distinguisher 1:1 site-id 1 label-offset 0 

advertise-info 

 

 BGP local router ID: 192.168.1.140 

 Local AS number: 100 

 

 Route distinguisher: 1:1 

 Total number of label blocks: 1 

 Paths:   1 best 

 

 Site ID         : 1 

 LB offset       : 0 

 LB base         : 1418 

 LB range        : 10 

 Advertised to peers (2 in total): 

    2.2.2.9 

    3.3.3.9 
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Table 47 Command output 

Field Description 
LB offset Offset of the label block. 

LB base Initial value of the label block. 

LB range Size of the label block. 
 

display l2vpn auto-discovery 

Use display l2vpn auto-discovery to display information about automatically discovered VPLS 
PEs.  

Syntax 
display l2vpn auto-discovery [ peer ip-address ] [ vsi vsi-name ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
peer ip-address: Displays information about the specified VPLS PE. If you do not specify a PE, this 
command displays information about all automatically discovered VPLS PEs. 

vsi vsi-name: Displays automatically discovered VPLS PEs for a VSI. The vsi-name argument 
specifies the VSI name, a case-sensitive string of 1 to 31 characters. If you do not specify a VSI, this 
command displays automatically discovered VPLS PEs for all VSIs. 

Examples 
# Display information about all automatically discovered VPLS PEs. 
<Sysname> display l2vpn auto-discovery 

Total number of automatically discovered peers: 2 

 

VSI Name: bbb 

RD                    PE_address      VPLS ID               Nexthop 

2:2                   1.1.1.9         100:100               1.1.1.9 

2:2                   3.3.3.9         100:100               3.3.3.9 

Related commands 
route-distinguisher 
vpls-id 

display l2vpn bgp 

Use display l2vpn bgp to display VPLS label block information. 

Syntax 
display l2vpn bgp [ local | peer ip-address ] [ vsi vsi-name ] [ verbose ] 
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Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
local: Displays local VPLS label block information. 
peer ip-address: Displays VPLS label block information received from a remote peer. The ip-address 
argument specifies the peer address. 

vsi vsi-name: Displays VPLS label block information for a VSI. The vsi-name argument specifies the 
VSI name, a case-sensitive string of 1 to 31 characters. If you do not specify a VSI, this command 
displays VPLS label block information for all VSIs. 

verbose: Displays detailed information. If you do not specify this keyword, the command displays 
brief information. 

Usage guidelines 
If you specify a peer, this command displays both the label block received from the peer and the local 
label block that matches the received label block.  

If you do not specify a peer or local, this command displays label blocks received from all peers and 
local label blocks that match the received ones. 

A local label block matches a received label block if the following condition is met: local label block 
LO ≤ remote site ID ≤ local label block LO + local label block LR – 1. 

Examples 
# Display brief information about label blocks received from all peers. 
<Sysname> display l2vpn bgp 

Total number of BGP PWs: 2, 2 up, 0 down 

 

VSI Name: aaa 

Rmt Site   Offset  RD                    Nexthop          In/Out Label     State 

1          0       1:1                   1.1.1.9          1419/1420        Up 

3          0       1:1                   3.3.3.9          1421/1282        Up 

Table 48 Command output 

Field Description 
Rmt Site ID of the remote site. 

Offset Offset of the label block. 
 

# Display detailed information about label blocks received from all peers. 
<Sysname> display l2vpn bgp verbose 

VSI Name: aaa 

 Remote Site ID     : 1 

 Offset             : 0 

 RD                 : 1:1 

 PW State           : Up 

 Encapsulation      : BGP-VPLS 

 MTU                : 1500 
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 Nexthop            : 1.1.1.9 

 Local VC Label     : 1419 

 Remote VC Label    : 1420 

 Link ID            : 9 

 Local Label Block  : 1418/10/0 

 Remote Label Block : 1418/10/0 

 Export Route Target: 1:1 

Table 49 Command output 

Field Description 
Local VC Label Incoming label of the PW. 

Remote VC Label Outgoing label of the PW. 

Link ID Link ID of the PW. 

Local Label Block Local label block: label base/label range/label-block offset. 

Remote Label Block Remote label block: label base/label range/label-block offset. 

Export Route Target Route target of the remote label block. 
 

# Display brief information about all local label blocks. 
<Sysname> display l2vpn bgp local 

VSI Name: aaa 

Site   Offset  Range  Label Base    RD 

2      0       10     1418          1:1 

Table 50 Command output 

Field Description 
Offset Offset of the label block.  

Range Range of the label block. 

Label Base Initial value of the label block.  

RD RD of the label block. If no RD is configured, this field displays a hyphen (-).  
 

# Display detailed information about all local label blocks. 
<Sysname> display l2vpn bgp local verbose 

VSI Name: aaa 

 Site ID            : 2 

 Offset             : 0 

 RD                 : 1:1 

 Range              : 10 

 Label Base         : 1418 

 Link ID            : 8,9,10,11,12,13,14,15,16 

Table 51 Command output 

Field Description 
Offset Offset of the label block.  

RD RD of the label block. If no RD is configured, this field displays a hyphen (-).  
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Field Description 
Range Range of the label block. 

Label Base Initial value of the label block.  

Link ID Link IDs of the PWs established using the label block.  
 

Related commands 
display l2vpn pw 

display l2vpn forwarding 

Use display l2vpn forwarding to display L2VPN forwarding information. 

Syntax 
display l2vpn forwarding { ac | pw } [ vsi vsi-name ] [ slot slot-number ] [ verbose ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
ac: Displays AC forwarding information. 

pw: Displays PW forwarding information. 
vsi vsi-name: Displays L2VPN forwarding information for a VSI. The vsi-name argument specifies 
the VSI name, a case-sensitive string of 1 to 31 characters. If you do not specify a VSI, this command 
displays L2VPN forwarding information for all VSIs. 

slot slot-number: Specifies an IRF member device by its member ID. If you do not specify a member 
device, this command displays L2VPN forwarding information for the master device.  

verbose: Displays detailed information. If you do not specify this keyword, the command displays 
brief information. 

Examples 
# Display brief AC forwarding information for all VSIs.  
<Sysname> display l2vpn forwarding ac 

Total number of VSIs: 1 

Total number of ACs: 3 

 

AC                               VSI Name                        Link ID 

HGE1/0/1 srv1                    test                            3 

HGE1/0/1 srv2                    test                            4 

Table 52 Command output 

Field Description 
Total number of VSIs Total number of VSIs, including VSIs that are not bound to any ACs. 

AC AC type: Layer 2 interface and Ethernet service instance. 

Link ID Link ID of the AC in the VSI. 
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# Display detailed AC forwarding information for all VSIs.  
<Sysname> display l2vpn forwarding ac verbose 

VSI Name: vpls1 

  Interface: Vlan10 

    Link ID      : 0 

    Access Mode  : VLAN 

  Interface: Vlan11 

    Link ID      : 1 

    Access Mode  : VLAN 

 

VSI Name: vpls2 

  Interface: HGE1/0/3  Service Instance: 4 

    Link ID      : 1 

    Access Mode  : VLAN 

    Encapsulation: s-vid 10 

    Type         : Dynamic (MAC-based) 

    MAC address  : 1-1-1 

Table 53 Command output 

Field Description 

Service Instance Ethernet service instance ID. This field is displayed only when the AC is an Ethernet 
service instance. 

Link ID Link ID of the AC in the VSI. 

Access Mode 
AC access mode: 
• VLAN. 
• Ethernet. 

Encapsulation Match criterion of the Ethernet service instance. This field is displayed only when the 
AC is an Ethernet service instance on a Layer 2 interface. 

Type 

Ethernet service instance type and packet matching method: 
• Dynamic (MAC-based)—The Ethernet service instance is dynamically created 

and the MAC address matching method is used. 
• Dynamic (VLAN-based)—The Ethernet service instance is dynamically 

created and the VLAN matching method is used. 
• Manual—The Ethernet service instance is manually created and the VLAN 

matching method is used. 
This field can only be Manual for VPLS VSIs. 

MAC address 
Matching MAC address. 
Only VXLAN VSIs support this field. 

 

# Display brief PW forwarding information for all VSIs. 
<Sysname> display l2vpn forwarding pw 

Total number of VSIs: 1 

Total number of PWs: 2, 2 up, 0 blocked, 0 down 

 

VSI Name                        In/Out Label    NID        Link ID    State 

aaa                             1272/1275       1034       8          Up 

aaa                             1271/1273       1035       9          Up 
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Table 54 Command output 

Field Description 
Total number of VSIs Total number of VSIs, including VSIs that do not contain PWs. 

NID 
NHLFE ID for the public tunnel that carries the PW. 
If equal-cost tunnels are available, this field displays multiple NIDs. 
If no tunnel is available, this field displays None. 

Link ID Link ID of the PW in the VSI. 

State 
PW state: Up, Down, BFD Defect, or Blocked. 
Blocked indicates that the PW is blocked. BFD Defect indicates that BFD has 
detected a defect on the PW. 

 

# Display detailed PW forwarding information for all VSIs. 
<Sysname> display l2vpn forwarding pw verbose 

VSI Name: aaa 

  Link ID: 8 

    PW Type         : VLAN                  PW State : Up 

    In Label        : 1272                  Out Label: 1275 

    MTU             : 1500 

    PW Attributes   : Main 

    VCCV CC         : Router-Alert 

    VCCV BFD        : Fault Detection with BFD 

    Tunnel Group ID : 0x960000000 

    Tunnel NHLFE IDs: 1034 

Table 55 Command output 

Field Description 
Link ID Link ID of the PW in the VSI. 

PW Type Data encapsulation type of the PW. 

PW State 
PW state: Up, Down, BFD Defect, or Blocked. 
Blocked indicates that the PW is blocked. BFD Defect indicates that BFD has 
detected a defect on the PW. 

PW Attributes 

PW attribute: 
• Main—The PW is the primary PW. 
• Backup—The PW is the backup PW. 
• No-split-horizon—Split horizon forwarding is disabled. 

VCCV CC 

VCCV CC type: 
• Control-Word—Control word. 
• Router-Alert—MPLS Router Alert Label.  
This field displays a hyphen (-) if no VCCV CC type is specified. 

VCCV BFD 

VCCV BFD type: 
Fault Detection with BFD—BFD packets use IP/UDP encapsulation (with 
IP/UDP headers).  
This field displays a hyphen (-) if BFD is not used to verify PW connectivity. 

Tunnel Group ID ID of the tunnel group for the PW. 
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Field Description 

Tunnel NHLFE IDs 
NHLFE ID of the public tunnel that carries the PW. 
If equal-cost tunnels are available, this field displays multiple NIDs. 
If no tunnel is available, this field displays None. 

 

display l2vpn ldp 

Use display l2vpn ldp to display LDP PW label information. 

Syntax 
display l2vpn ldp [ peer ip-address [ pw-id pw-id | vpls-id vpls-id ] | vsi vsi-name ] [ verbose ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
peer ip-address: Displays information about PW labels advertised by a peer PE through LDP. The 
ip-address argument specifies the LSR ID of the peer PE. If you do not specify a peer PE, this 
command displays information about LDP PW labels advertised by all peer PEs. 

pw-id pw-id: Displays FEC 128 LDP PW label information for a PW. The pw-id argument specifies 
the PW ID in the range of 1 to 4294967295. If you specify the peer ip-address option without the 
pw-id pw-id option, this command displays all LDP PW label information advertised by the specified 
peer PE. 

vpls-id vpls-id: Displays FEC 129 LDP PW label information for a VPLS instance. The vpls-id 
argument specifies the VPLS instance ID, a string of 3 to 21 characters. You can specify a VPLS ID 
in one of the following formats: 
• 16-bit AS number:32-bit user-defined number. For example, 101:3. 
• 32-bit IP address:16-bit user-defined number. For example, 192.168.122.15:1. 
• 32-bit AS number:16-bit user-defined number, where the AS number must be equal to or 

greater than 65536. For example, 65536:1. 

vsi vsi-name: Displays LDP PW label information for a VSI. The vsi-name argument specifies the 
VSI name, a case-sensitive string of 1 to 31 characters. If you do not specify a VSI, this command 
displays LDP PW label information for all VSIs. 

verbose: Displays detailed information. If you do not specify this keyword, the command displays 
brief information. 

Usage guidelines 
LDP advertises FEC-to-PW label bindings in the following ways: 
• After you specify a remote PE with the peer command, LDP advertises an FEC 128-to-PW 

label binding to the remote PE. 
• After BGP discovers a remote PE, LDP advertises an FEC 129-to-PW label binding to the 

remote PE. 

This command can display PW labels as follows: 
• If you specify the pw-id pw-id option, this command displays PW labels for FEC 128.  
• If you specify the vpls-id vpls-id option, this command displays PW labels for FEC 129.  
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• If you do not specify pw-id pw-id or vpls-id vpls-id, this command displays PW labels for both 
FEC 128 and FEC 129.  

Examples 
# Display brief information about all PW labels advertised by LDP. 
<Sysname> display l2vpn ldp 

Total number of LDP PWs: 2, 2 up, 0 down 

 

Peer            PW ID/VPLS ID         In/Out Label    State Owner 

192.3.3.3       1001                  775125/775126   Up    vpls1 

192.3.3.3       1003                  775117/775122   Up    vpls3 

Table 56 Command output 

Field Description 
PW ID/VPLS ID PW ID for FEC 128, or VPLS ID of the PE for FEC 129. 

State PW state: Up or Down. 

Owner Name of the VSI to which the PW belongs. 
 

# Display detailed information about all PW labels advertised by LDP. 
<Sysname> display l2vpn ldp verbose 

Peer: 2.2.2.9          PW ID: 500 

  VSI Name: ccc 

  PW State: Up 

  PW Status Communication: Notification method 

  PW ID FEC (Local/Remote): 

    PW Type     : VLAN/VLAN 

    Group ID    : 0/0 

    Label       : 1552/1552 

    Control Word: Disabled/Disabled 

    VCCV CV Type: -/- 

    VCCV CC Type: -/- 

    MTU         : 1500/1500 

    PW Status   : PW forwarding/PW forwarding 

 

Peer: 2.2.2.9          VPLS ID: 100:100 

  VSI Name: bbb 

  PW State: Up 

  PW Status Communication: Notification method 

  PW ID FEC (Local/Remote): 

    Local AII   : (1.1.1.9, 2.2.2.9) 

    Remote AII  : (2.2.2.9, 1.1.1.9) 

    PW Type     : VLAN/VLAN 

    Group ID    : 0/0 

    Label       : 1553/1553 

    Control Word: Disabled/Disabled 

    VCCV CV Type: -/- 

    VCCV CC Type: -/- 

    MTU         : 1500/1500 
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    PW Status   : PW forwarding/PW forwarding 

Table 57 Command output 

Field Description 

PW Status 
Communication 

PW status communication method: 
• Notification method—Notifies the PW status through Notification 

messages. 
• Label withdraw method—Assigns a PW label to the PW when the AC 

associated with PW comes up, and withdraws the PW label when the AC 
goes down. 

PW ID FEC 
(Local/Remote) 

PW ID FEC information advertised from the local PE to the peer PE/PW ID 
FEC information advertised from the peer PE to the local PE. 

VCCV CV Type 

VCCV CV type: 
• LSP Ping—Uses MPLS LSP ping to verify PW connectivity.  
• BFD—Uses BFD to verify PW connectivity. BFD packets use IP/UDP 

encapsulation (with IP/UDP headers). 
• Raw-BFD—Uses BFD to verify PW connectivity. BFD packets use 

PW-ACH encapsulation (without IP/UDP headers).  
This field displays a hyphen (-) if VCCV is not performed on the PW. 

VCCV CC Type 

VCCV CC type: 
• Control-Word—Control word. 
• Router-Alert—MPLS Router Alert Label. 
This field displays a hyphen (-) if no VCCV CC type is specified. 
VCCV is an MPLS OAM technology. For more information about VCCV, see 
MPLS Configuration Guide. 

MTU Maximum transmission unit of the VSI. 

PW Status 

PW status: 
• PW forwarding—PW is ready for packet forwarding. 
• PW not forwarding—PW is not ready for packet forwarding. 
• AC receive fault—AC cannot receive packets. 
• AC transmit fault—AC cannot send packets. 
• PW receive fault—PW cannot receive packets. 
• PW transmit fault—PW cannot send packets. 

VPLS ID ID of the VPLS instance. 

Local AII Source Attachment Individual Identifier (SAII) and Target Attachment 
Individual Identifier (TAII) advertised to the remote PE. 

Remote AII SAII and TAII received from the remote PE. 
 

display l2vpn mac-address 

Use display l2vpn mac-address to display MAC address table information for VSIs. 

Syntax 
display l2vpn mac-address [ vsi vsi-name ] [ dynamic ] [ count | verbose ] 

Views 
Any view 

Predefined user roles 
network-admin 
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network-operator 

Parameters 
vsi vsi-name: Displays MAC address table information for a VSI. The vsi-name argument specifies 
the VSI name, a case-sensitive string of 1 to 31 characters. If you do not specify a VSI, this command 
displays MAC address table information for all VSIs. 

dynamic: Displays dynamically generated MAC address entries. If you do not specify this keyword, 
the command displays all types of MAC address entries. The device supports only dynamic MAC 
address entries in the current software version. 

count: Displays the number of the MAC address entries. If you do not specify this keyword, the 
command displays detailed information about the MAC address entries. 

verbose: Displays detailed MAC address table information for VSIs. If you do not specify this 
keyword, the command displays brief MAC address table information. 

Examples 
# Display MAC address table information for all VSIs. 
<Sysname> display l2vpn mac-address 

MAC Address      State    VSI Name                         Link ID/Name  Aging 

0000-0000-000a   Dynamic  vpn1                             1             Aging 

0000-0000-0009   Dynamic  vpn1                             2             Aging  

--- 2 mac address(es) found  ---      

# Display the total number of MAC address entries of all VSIs. 
<Sysname> display l2vpn mac-address count 

2 mac address(es) found 

Table 58 Command output 

Field Description 

State 
MAC address type. The MAC address type can only be Dynamic in the 
current software version, which indicates that the MAC address is 
dynamically learned. 

Link ID/Name 

For a local site's MAC address, this field displays the name of the 
interface on which the Ethernet service instance is created. 
For a remote site's MAC address, this field displays the link ID of the PW 
from which the MAC address is learned. 

Aging Whether the MAC address entry will be aged. 

XX mac address(es) found Total number of MAC address entries of the VSI. 
 

# Display detailed MAC address table information for all VSIs. 
<Sysname> display l2vpn mac-address verbose 

MAC Address : 0000-0000-000b 

VSI Name    : vpn1 

VXLAN ID    : - 

Interface   : HGE1/0/1 

Link ID     : 1 

State       : Dynamic 

Aging       : Aging 
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Table 59 Command output 

Field Description 
VXLAN ID VPLS does not support this field. 

Interface 
For a local site's MAC address, this field displays the name of the 
interface on which the Ethernet service instance is created. 
For a remote site's MAC address, this field displays a hyphen (-). 

Link ID Link ID of the PW or AC from which the MAC address is learned. 

State 
MAC address state. 
VPLS supports only dynamic MAC address learning. 

Aging Whether the MAC address entry will be aged. 
 

Related commands 
reset l2vpn mac-address 

display l2vpn pw 

Use display l2vpn pw to display L2VPN PW information. 

Syntax 
display l2vpn pw [ vsi vsi-name ] [ protocol { bgp | ldp | static } ] [ verbose ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
vsi vsi-name: Displays L2VPN PW information for a VSI. The vsi-name argument specifies the VSI 
name, a case-sensitive string of 1 to 31 characters. If you do not specify a VSI, this command 
displays L2VPN PW information for all VSIs. 

protocol: Displays PWs created by a signaling protocol. If you do not specify a protocol, this 
command displays PWs created by all protocols. 

bgp: Displays BGP PW information. 

ldp: Displays LDP PW information, including PWs for FEC 128 (LDP PWs) and FEC 129 (BGP 
auto-discovery LDP PWs). 

static: Displays static PW information. 

verbose: Displays detailed information. If you do not specify this keyword, the command displays 
brief information. 

Examples 
# Display brief information about all PWs. 
<Sysname> display l2vpn pw 

Flags: M - main, B - backup, H - hub link, S - spoke link, N - no split horizon 

Total number of PWs: 5 

5 up, 0 blocked, 0 down, 0 defect, 0 idle, 0 duplicate 

 

VSI Name: aaa 
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Peer            PW ID/Rmt Site    In/Out Label    Proto   Flag  Link ID  State 

2.2.2.9         2                 1420/1419       BGP     M     9        Up 

3.3.3.9         3                 1421/1281       BGP     M     10       Up 

 

VSI Name: bbb 

Peer            PW ID/Rmt Site    In/Out Label    Proto   Flag  Link ID  State 

2.2.2.9         -                 1553/1553       LDP     M     8        Up 

3.3.3.9         -                 1554/1416       LDP     M     9        Up 

 

VSI Name: ccc 

Peer            PW ID/Rmt Site    In/Out Label    Proto   Flag  Link ID  State 

2.2.2.9         500               1552/1552       LDP     M     8        Up 

Table 60 Command output 

Field Description 

PW ID/Rmt Site 

This field displays the following: 
• PW ID for an LDP PW (FEC 128) or a static PW. 
• A hyphen (-) for a BGP auto-discovery LDP PW (FEC 129). 
• Remote site ID for a BGP PW. 

Proto Protocol used to establish the PW: LDP, Static, or BGP. 

Flag 

PW attribute flag: 
• M—Primary PW. 
• B—Backup PW. 
• N—Split horizon forwarding is disabled. 

Link ID Link ID of the PW in the VSI. 

State 

PW state:  
• Up—The PW is available. 
• Down—The PW is not available. 
• Blocked—The PW is a backup PW. 
• Defect—BFD has detected a defect on the PW. 
• Idle—The incoming label of the PW is not available. 
• Dup—The incoming label of the static PW is occupied by a static LSP or a 

static CRLSP. 
 

# Display detailed information about all L2VPN PWs. 
<Sysname> display l2vpn pw verbose 

VSI Name: aaa 

  Peer: 2.2.2.9          Remote Site: 2 

    Signaling Protocol  : BGP 

    Link ID             : 9          PW State : Up 

    In Label            : 1420       Out Label: 1419 

    MTU                 : 1500 

    PW Attributes       : Main 

    VCCV CC             : - 

    VCCV BFD            : - 

    Tunnel Group ID     : 0x800000960000000 

    Tunnel NHLFE IDs    : 1038 
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VSI Name: bbb 

  Peer: 2.2.2.9          VPLS ID: 100:100 

    Signaling Protocol  : LDP 

    Link ID             : 8          PW State : Up 

    In Label            : 1553       Out Label: 1553 

    MTU                 : 1500 

    PW Attributes       : Main 

    VCCV CC             : - 

    VCCV BFD            : - 

    Tunnel Group ID     : 0x800000960000000 

    Tunnel NHLFE IDs    : 1038 

 

VSI Name: ccc 

  Peer: 2.2.2.9          PW ID: 500 

    Signaling Protocol  : LDP 

    Link ID             : 8          PW State : Up 

    In Label            : 1552       Out Label: 1552 

    MTU                 : 1500 

    PW Attributes       : Main 

    VCCV CC             : - 

    VCCV BFD            : - 

    Tunnel Group ID     : 0x800000960000000 

    Tunnel NHLFE IDs    : 1038 

Table 61 Command output 

Field Description 
Peer IP address of the peer PE to which the PW is destined. 

Signaling Protocol Protocol used to establish the PW: LDP, Static, or BGP. 

Link ID Link ID of the PW in the VSI. 

PW State 

PW state:  
• Up—The PW is available. 
• Down—The PW is not available. 
• Blocked—The PW is a backup PW. 
• Defect—BFD has detected a defect on the PW. 
• Idle—The incoming label of the PW is not available. 
• Duplicate—The incoming label of the static PW is occupied by a static LSP or 

a static CRLSP. 

Wait to Restore Time 

Wait time to switch traffic from the backup PW to the primary PW when the primary 
PW recovers, in seconds. If the switchover is disabled, this field displays Infinite. 
This field is available when both primary and backup PW exist, and is displayed only 
for the primary PW. 

Remaining Time Remaining wait time for traffic switchover, in seconds. This field is displayed after 
the switchover wait timer is started. 

MTU Negotiated MTU of the PW. 

PW Attributes 

PW attribute: 
• Main—The PW is the primary PW. 
• Backup—The PW is the backup PW. 
• No-split-horizon—Split horizon forwarding is disabled. 
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Field Description 

VCCV CC 

VCCV CC type: 
• Control-Word—Control word. 
• Router-Alert—MPLS Router Alert Label. 
This field displays a hyphen (-) if no VCCV CC type is specified. 

VCCV BFD 

VCCV BFD type: 
Fault Detection with BFD—BFD packets use IP/UDP encapsulation (with IP/UDP 
headers).  
This field displays a hyphen (-) if BFD is not used to verify PW connectivity. 

Tunnel Group ID ID of the tunnel group for the PW. 

Tunnel NHLFE IDs 
NHLFE ID of the public tunnel that carries the PW. 
If equal-cost tunnels are available, this field displays multiple NIDs. 
If no tunnel is available, this field displays None. 

VPLS ID ID of the VPLS instance. 

Remote Site ID of the remote site. 
 

display l2vpn pw-class 

Use display l2vpn pw-class to display PW class information. 

Syntax 
display l2vpn pw-class [ class-name ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
class-name: Displays information about the PW class specified by its name, a case-sensitive string 
of 1 to 19 characters. If you do not specify a PW class, this command displays information about all 
PW classes. 

Examples 
# Display information about all PW classes. 
<Sysname> display l2vpn pw-class  

Total number of PW classes: 2 

 

PW Class Name       PW Type              Control Word   VCCV CC        VCCV BFD 

pw1                 Ethernet             Enabled        Control-Word   BFD 

pw2                 VLAN                 Disabled       Control-Word   BFD 
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Table 62 Command output 

Field Description 

VCCV CC 

VCCV CC type: 
• Control-Word—Control word. 
• Router-Alert—MPLS Router Alert Label. 
This field displays a hyphen (-) if no VCCV CC type is specified. 

VCCV BFD 

VCCV BFD type: 
Fault Detection with BFD—BFD packets use IP/UDP encapsulation (with IP/UDP 
headers).  
This field displays a hyphen (-) if BFD is not used to verify PW connectivity. 

 

Related commands 
pw-class 

display l2vpn service-instance 

Use display l2vpn service-instance to display Ethernet service instance information. 

Syntax 
display l2vpn service-instance [ interface interface-type interface-number [ service-instance 
instance-id ] ] [ verbose ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
interface interface-type interface-number: Displays Ethernet service instance information for the 
specified Layer 2 Ethernet interface or Layer 2 aggregate interface. If you do not specify an interface, 
this command displays Ethernet service instance information for all Layer 2 Ethernet interfaces and 
Layer 2 aggregate interfaces. 

service-instance instance-id: Displays information about the Ethernet service instance specified by 
its ID. The instance ID is in the range of 1 to 4096. If you specify interface interface-type 
interface-number without this option, the command displays information about all Ethernet service 
instances on the specified Layer 2 Ethernet interface or Layer 2 aggregate interface. 

verbose: Displays detailed information. If you do not specify this keyword, the command displays 
brief information. 

Examples 
# Display brief information about all Ethernet service instances. 
<Sysname> display l2vpn service-instance 

Total number of service-instances: 8, 8 up, 0 down 

Total number of ACs: 2, 2 up, 0 down 

 

Interface                SrvID Owner                           LinkID State Type 

HGE1/0/3                 1     vpls1                           1      Up    VSI 

HGE1/0/3                 2     vpls2                           1      Up    VSI 
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Table 63 Command output 

Field Description 
Interface Layer 2 Ethernet interface or Layer 2 aggregate interface. 

SrvID  Ethernet service instance ID. 

Owner Name of the VSI bound to the Ethernet service instance. This field is 
empty if no VSI is bound. 

LinkID Link ID of the AC in the VSI. 

State Ethernet service instance state. 

Type L2VPN type of the Ethernet service instance: VSI or VPWS. 
 

# Display detailed information about all Ethernet service instances on Layer 2 Ethernet interface 
HundredGigE 1/0/3. 
<Sysname> display l2vpn service-instance interface hundredgige 1/0/3 verbose 

Interface: HGE1/0/3 

  Service Instance: 1 

    Type          : Manual 

    Encapsulation : s-vid 16 

    VSI Name      : vpls1 

    Link ID       : 1 

    State         : Up 

Table 64 Command output 

Field Description 
Interface Layer 2 Ethernet interface or Layer 2 aggregate interface. 

Service Instance Ethernet service instance ID. 

Type 

Ethernet service instance type and packet matching method: 
• Dynamic (MAC-based)—The Ethernet service instance is dynamically 

created and the MAC address matching method is used. 
• Dynamic (VLAN-based)—The Ethernet service instance is dynamically 

created and the VLAN matching method is used. 
• Manual—The Ethernet service instance is manually created and the VLAN 

matching method is used. 
This field can only be Manual for VPLS VSIs. 

Encapsulation Match criteria of the Ethernet service instance. If no match criteria are configured, 
the field is not displayed. 

VSI Name Name of the VSI bound to the Ethernet service instance. 

Link ID Link ID of the AC in the VSI. 

State Ethernet service instance state: Up and Down. 
 

Related commands 
service-instance 

display l2vpn vsi 

Use display l2vpn vsi to display VSI information. 
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Syntax 
display l2vpn vsi [ name vsi-name ] [ verbose ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
name vsi-name: Displays information about a VSI. The vsi-name argument specifies the VSI name, 
a case-sensitive string of 1 to 31 characters. If you do not specify a VSI, this command displays 
information about all VSIs. 

verbose: Displays detailed information. If you do not specify this keyword, the command displays 
brief information. 

Examples 
# Display brief information about all VSIs. 
<Sysname> display l2vpn vsi 

Total number of VSIs: 2, 1 up, 1 down, 0 admin down 

 

VSI Name                        VSI Index       MTU    State 

vpls1                           0               1500   Up 

vpls2                           1               1500   Down 

Table 65 Command output 

Field Description 

State 

VSI state: 
• Up. 
• Down. 
• Admin down—The VSI is manually brought down by using the 

shutdown command. 
 

# Display detailed information about all VSIs.  
<Sysname> display l2vpn vsi verbose 

VSI Name: vpls1 

  VSI Index               : 0 

  VSI Description         : vsi for vpls1 

  VSI State               : Up 

  MTU                     : 1500 

  Bandwidth               : - 

  Broadcast Restrain      : Unlimited 

  Multicast Restrain      : Unlimited 

  Unknown Unicast Restrain: Unlimited 

  MAC Learning            : Enabled 

  MAC Learning rate       : -  

  MAC Table Limit         : - 

  Drop Unknown            : - 

  Flooding                : Enabled 

  Statistics              : Disabled 
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  VXLAN ID                : -      

  LDP PWs: 

    Peer            PW ID            Link ID    State 

    192.3.3.3       1                8          Up 

  BGP PWs: 

    Peer            Remote Site      Link ID    State 

    192.4.4.4       1                9          Up 

  ACs: 

    AC                               Link ID  State       Type                   

    HGE1/0/3 srv2                    0        Up          Manual 

Table 66 Command output 

Field Description 
VSI Description If no description is configured for the VSI, this field is not displayed. 

VSI State 

VSI state: 
• Up. 
• Down. 
• Admin down—The VSI is manually brought down by using the 

shutdown command. 

Bandwidth 
This field is not supported in the current software version. 
Maximum bandwidth for known unicast traffic in the VSI, in kbps. 

Broadcast Restrain 
This field is not supported in the current software version. 
Broadcast suppression bandwidth for the VSI, in kbps. 

Multicast Restrain 
This field is not supported in the current software version. 
Multicast suppression bandwidth for the VSI, in kbps. 

Unknown Unicast Restrain 
This field is not supported in the current software version. 
Unknown unicast suppression bandwidth for the VSI, in kbps. 

MAC Table Limit 

This field is not supported in the current software version. 
Maximum number of MAC addresses that the VSI can learn. 
This field displays Unlimited if no limit is set on the number of MAC 
addresses that the VSI can learn. 

MAC Learning rate 
This field is not supported in the current software version. 
Rate at which the VSI learns MAC addresses. 

Drop Unknown 

This field is not supported in the current software version. 
Whether the VSI drops packets with unknown source MAC addresses after it 
has leaned the maximum number of MAC addresses: 
• Enabled—Drops packets with unknown source MAC addresses. 
• Disabled—Forwards packets with unknown source MAC addresses. 

Flooding 
Whether flooding is enabled. 
VPLS does not support this field. 

Statistics 
This field is not supported in the current software version. 
Statistics of the VSI. 

State PW state: Up, Down, Blocked, or BFD Defect. 

AC AC type: Layer 2 interface and Ethernet service instance. 
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Related commands 
vsi 

encapsulation 

Use encapsulation to configure a packet match criterion for an Ethernet service instance. 

Use undo encapsulation to restore the default. 

Syntax 
encapsulation s-vid vlan-id [ only-tagged ] 
encapsulation s-vid vlan-id-list 

encapsulation { default | tagged | untagged } 
undo encapsulation 

Default 
No packet match criterion is configured for an Ethernet service instance. 

Views 
Ethernet service instance view 

Predefined user roles 
network-admin 

Parameters 
s-vid: Matches packets with the specified outer VLAN IDs.  

only-tagged: Matches tagged packets. If the outer VLAN is not the PVID, the matching result does 
not differ, whether or not you specify the only-tagged keyword. If the outer VLAN is the PVID, the 
matching result depends on whether or not the only-tagged keyword is specified. 
• To match only PVID-tagged packets, specify the only-tagged keyword. 
• To match both untagged packets and PVID-tagged packets, do not specify the only-tagged 

keyword. 

vlan-id: Specifies a VLAN ID in the range of 1 to 4094.  

vlan-id-list: Specifies a space-separated list of up to eight VLAN items. Each item specifies a VLAN 
ID or a range of VLAN IDs in the format of start-VLAN-ID to end-VLAN-ID. The value range for VLAN 
IDs is 1 to 4094.  

default: Matches packets that do not match any other Ethernet service instances on the interface. 
On an interface, you can configure this criterion only in one Ethernet service instance. The Ethernet 
service instance matches all packets if it is the only instance on the interface. 

tagged: Matches any packets that have a VLAN tag.  

untagged: Matches any packets that do not have a VLAN tag. 

Usage guidelines 
The match criteria of different Ethernet service instances cannot overlap on an interface. 

An Ethernet service instance can contain only one match criterion. To change the match criterion, 
first execute the undo encapsulation command to remove the original criterion. When you remove 
the match criterion in an Ethernet service instance, the mapping between the service instance and 
the VSI is removed automatically.  

Examples 
# Configure Ethernet service instance 1 on Layer 2 Ethernet interface HundredGigE 1/0/1 to match 
packets that have an outer VLAN ID of 111. 
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<Sysname> system-view 

[Sysname] interface hundredgige 1/0/1 

[Sysname-HundredGigE1/0/1] service-instance 1 

[Sysname-HundredGigE1/0/1-srv1] encapsulation s-vid 111 

Related commands 
display l2vpn service-instance 

l2vpn enable 

Use l2vpn enable to enable L2VPN. 

Use undo l2vpn enable to disable L2VPN. 

Syntax 
l2vpn enable 
undo l2vpn enable 

Default 
L2VPN is disabled. 

Views 
System view 

Predefined user roles 
network-admin 

Usage guidelines 
You must enable L2VPN before configuring other L2VPN settings. 

Examples 
# Enable L2VPN. 
<Sysname> system-view 

[Sysname] l2vpn enable 

l2vpn switchover 

Use l2vpn switchover to switch traffic from a PW to its backup or primary PW. 

Syntax 
l2vpn switchover peer ip-address pw-id pw-id 

Views 
User view 

Predefined user roles 
network-admin 

Parameters 
peer ip-address: Specifies the LSR ID of the peer PE. 

pw-id pw-id: Specifies a PW by its ID in the range of 1 to 4294967295. 

Usage guidelines 
The specified LSR ID and PW ID uniquely identify a PW. 
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If a PW has a backup PW or primary PW, this command switches traffic from the PW to the backup or 
primary PW. If the PW does not have a backup or primary PW, this command does not perform the 
switchover. 

Examples 
# Switch traffic from PW 100 destined for 3.3.3.3 to its backup PW. 
<Sysname> l2vpn switchover peer 3.3.3.3 pw-id 100 

mac-learning enable 

Use mac-learning enable to enable MAC address learning for a VSI. 

Use undo mac-learning enable to disable MAC address learning for a VSI. 

Syntax 
mac-learning enable 
undo mac-learning enable 

Default 
MAC address learning is enabled for a VSI. 

Views 
VSI view 

Predefined user roles 
network-admin 

Usage guidelines 
If MAC address learning is disabled for a VSI, the VSI does not learn the source MAC addresses of 
received packets. 

Examples 
# Disable MAC address learning for VSI vpn1. 
<Sysname> system-view 

[Sysname] vsi vpn1 

[Sysname-vsi-vpn1] undo mac-learning enable 

Related commands 
display l2vpn vsi 

mtu 

Use mtu to set an MTU for a VSI. 

Use undo mtu to restore the default. 

Syntax 
mtu size 
undo mtu 

Default 
A VSI has an MTU of 1500 bytes. 

Views 
VSI view 
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Predefined user roles 
network-admin 

Parameters 
size: Specifies an MTU value. The value range is 300 to 65535. 

Usage guidelines 
The VSI MTU specifies the maximum length of a packet transmitted on a PW, including the control 
word, PW label, and network layer packet. 

When LDP is used to create PWs, all PEs in a VPLS instance must have the same MTU configured 
for the VSI. 

Examples 
# Set the MTU to 1400 bytes for VSI vpn1. 
<Sysname> system-view 

[Sysname] vsi vpn1 

[Sysname-vsi-vpn1] mtu 1400 

Related commands 
display l2vpn vsi 

peer 

Use peer in VSI LDP signaling view to configure a VSI LDP PW and enter its view, or enter the view 
of an existing VSI LDP PW. 

Use peer in VSI static configuration view to configure a VSI static PW and enter its view, or enter the 
view of an existing VSI static PW. 

Use undo peer to delete a VPLS PW. 

Syntax 
VSI LDP signaling view: 
peer ip-address [ pw-id pw-id ] [ no-split-horizon | pw-class class-name | tunnel-policy 
tunnel-policy-name ] * 
undo peer ip-address pw-id pw-id 

VSI static configuration view: 
peer ip-address [ pw-id pw-id ] [ in-label label-value out-label label-value [ no-split-horizon | 
pw-class class-name | tunnel-policy tunnel-policy-name ] * ] 
undo peer ip-address pw-id pw-id 

Default 
No PWs exist for VPLS. 

Views 
VSI LDP signaling view 

VSI static configuration view 

Predefined user roles 
network-admin 

Parameters 
ip-address: Specifies the LSR ID of the peer PE.  
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pw-id pw-id: Specifies a PW ID for the PW, in the range of 1 to 4294967295.  

in-label label-value: Specifies the incoming label of the PW. The value range is 16 to 1023.  

out-label label-value: Specifies the outgoing label of the PW. The value range is 16 to 1023. 

no-split-horizon: Disables split horizon forwarding for the PW. By default, a PW must use the split 
horizon forwarding scheme to forward packets. 

pw-class class-name: Specifies a PW class by its name, a case-sensitive string of 1 to 19 
characters. You can specify a PW class to configure the PW data encapsulation type and control 
word. If you do not specify a PW class, the PW data encapsulation type is VLAN and the PW does 
not support control word. 

tunnel-policy tunnel-policy-name: Specifies a tunnel policy by its name, a case-insensitive string of 
1 to 19 characters. If you do not specify a tunnel policy, the PW uses the default tunnel policy. 

Usage guidelines 
To create a static PW, you must specify the incoming and outgoing labels. To enter VSI static PW 
view of an existing static PW, you do not need to specify the incoming and outgoing labels. 

The PW ID for a PW must be the same on the PEs at the ends of the PW. 

On a PE, the LSR ID of the peer PE and the PW ID uniquely identify a PW. The peer LSR ID and PW 
ID combination of a PW must be unique among all VPLS PWs and cross-connect PWs. 

If both the default PW ID in the default-pw-id command and a PW ID in the peer command are 
configured, the PW ID in the peer command is used. If only the default PW ID is configured, the 
default PW ID is used. If no default PW ID is configured, you must provide a PW ID in the peer 
command. 

A static PW must have a different incoming label than an existing static LSP or static CRLSP. If they 
are the same, the static PW is not available, even if you change the incoming label of the static LSP 
or the static CRLSP. To make the static PW available, delete the static PW, and reconfigure it with an 
unused incoming label. 

Examples 
# Configure an LDP PW for VSI vpn1 and enter VSI LDP PW view: specify the peer PE address as 
4.4.4.4, set the PW ID to 200, and disable split horizon forwarding for the PW. 
<Sysname> system-view 

[Sysname] vsi vpn1 

[Sysname-vsi-vpn1] pwsignaling ldp 

[Sysname-vsi-vpn1-ldp] peer 4.4.4.4 pw-id 200 no-split-horizon 

[Sysname-vsi-vpn1-ldp-4.4.4.4-200]  

# Configure a static PW for VSI vpn1 and enter VSI static PW view: specify the peer PE address as 
5.5.5.5, set the PW ID to 200, incoming label to 100, and outgoing label to 200, and disable split 
horizon forwarding for the PW. 
<Sysname> system-view 

[Sysname] vsi vpn1 

[Sysname-vsi-vpn1] pwsignaling static 

[Sysname-vsi-vpn1-static] peer 5.5.5.5 pw-id 200 in-label 100 out-label 200 

no-split-horizon 

[Sysname-vsi-vpn1-static-5.5.5.5-200]  

Related commands 
default-pw-id 
display l2vpn ldp 
display l2vpn pw 
pw-class 
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tunnel-policy 

peer auto-discovery 

Use peer auto-discovery to enable BGP to exchange VPLS PE information with the specified 
peers. 

Use undo peer auto-discovery to disable BGP from exchanging VPLS PE information with the 
specified peers. 

Syntax 
peer { group-name | ip-address [ mask-length ] } auto-discovery [ non-standard ] 

undo peer { group-name | ip-address [ mask-length ] } auto-discovery 

Default 
BGP can exchange VPLS PE information with a BGP L2VPN peer or peer group through RFC 6074 
MP_REACH_NLRI. 

Views 
BGP L2VPN address family view 

Predefined user roles 
network-admin 

Parameters 
group-name: Specifies a peer group by its name, a case-sensitive string of 1 to 47 characters. The 
specified peer group must have been created. 

ip-address: Specifies a peer by its IP address. The specified peer must have been created.  

mask-length: Specifies a mask length in the range of 0 to 32. You can use the ip-address and 
mask-length arguments together to specify a subnet. If you specify a subnet, this command enables 
BGP to exchange VPLS PE information with all dynamic peers in the subnet. 

non-standard: Uses non-standard MP_REACH_NLRI to exchange VPLS PE information. If you do 
not specify this keyword, RFC 6074 MP_REACH_NLRI is used to exchange VPLS PE information. 

Usage guidelines 
L2VPN can use MP-BGP to exchange VPLS PE information and find remote PEs in the same VPLS 
instance.  

To enable BGP to exchange VPLS PE information with the specified peers through RFC 6074 
MP_REACH_NLRI, you can also use the peer enable command in BGP L2VPN address family 
view. To disable the capability, use the undo peer auto-discovery command. 

Examples 
# Enable BGP to exchange VPLS PE information with the peer 3.3.3.9 through RFC 6074 
MP_REACH_NLRI. 
<Sysname> system-view 

[Sysname] bgp 100 

[Sysname-bgp-default] address-family l2vpn 

[Sysname-bgp-default-l2vpn] peer 3.3.3.9 auto-discovery 

Related commands 
display bgp l2vpn auto-discovery 
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peer signaling 

Use peer signaling to enable BGP to exchange label block information with the specified peers. 

Use undo peer signaling to disable BGP to exchange label block information with the specified 
peers.  

Syntax 
peer { group-name | ip-address [ mask-length ] } signaling 
undo peer { group-name | ip-address [ mask-length ] } signaling 

Default 
BGP can exchange label block information with a BGP L2VPN peer or peer group. 

Views 
BGP L2VPN address family view  

Predefined user roles 
network-admin 

Parameters 
group-name: Specifies a peer group by its name, a case-sensitive string of 1 to 47 characters. The 
specified peer group must have been created. 

ip-address: Specifies a peer by its IP address. The specified peer must have been created.  

mask-length: Specifies a mask length in the range of 0 to 32. You can use the ip-address and 
mask-length arguments together to specify a subnet. If you specify a subnet, this command enables 
BGP to exchange label block information with all dynamic peers in the subnet. 

Usage guidelines 
L2VPN uses MP-BGP to exchange label blocks when creating a BGP PW.  

To enable BGP to exchange label block information with the specified peers, you can also use the 
peer enable command in BGP L2VPN address family view. To disable the capability, use the undo 
peer signaling command. 

Examples 
# Enable BGP to exchange label block information with peer 3.3.3.9. 
<Sysname> system-view 

[Sysname] bgp 100 

[Sysname-bgp-default] address-family l2vpn 

[Sysname-bgp-default-l2vpn] peer 3.3.3.9 signaling 

Related commands 
display bgp l2vpn signaling 

policy vpn-target 

Use policy vpn-target to enable route target-based filtering of incoming BGP L2VPN information. 

Use undo policy vpn-target to disable route target-based filtering of incoming BGP L2VPN 
information. 

Syntax 
policy vpn-target 
undo policy vpn-target 
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Default 
Route target-based filtering of incoming BGP L2VPN information is enabled. 

Views 
BGP L2VPN address family view 

Predefined user roles 
network-admin 

Usage guidelines 
If route target-based filtering is enabled, L2VPN accepts only the incoming BGP L2VPN information 
whose export route target attribute matches the local import route target attribute. 

On an inter-AS VPN option B network, an ASBR needs to store all BGP L2VPN information 
(BGP-discovered VPLS PE and label block information) and advertises the information to the remote 
ASBR. To meet this need, execute the undo policy vpn-target command on the ASBR to accept all 
incoming BGP L2VPN information.  

For more information about an inter-AS VPN option B network, see MPLS Configuration Guide. 

Examples 
# Disable route target-based filtering of incoming BGP L2VPN information. 
<Sysname> system-view 

[Sysname] bgp 100 

[Sysname-bgp-default] address-family l2vpn 

[Sysname-bgp-default-l2vpn] undo policy vpn-target 

pw-class (auto-discovery VSI view) 

Use pw-class to specify a PW class for an auto-discovery VSI. 

Use undo pw-class to restore the default. 

Syntax 
pw-class class-name 
undo pw-class class-name 

Default 
No PW class is specified. 

Views 
Auto-discovery VSI view 

Predefined user roles 
network-admin 

Parameters 
class-name: Specifies a PW class by its name, a case-sensitive string of 1 to 19 characters.  

Usage guidelines 
The specified PW class will be used to establish all PWs on the auto-discovery VSI.  

Examples 
# Specify a PW class named pw100 for auto-discovery VSI aaa. 
<Sysname> system-view 

[Sysname] pw-class pw100 
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[Sysname-pw-pw100] quit 

[Sysname] vsi aaa 

[Sysname-vsi-aaa] auto-discovery bgp 

[Sysname-vsi-aaa-auto] pw-class pw100 

Related commands 
control-word enable 
display l2vpn pw-class 
pw-type 

pw-class (system view) 

Use pw-class to create a PW class and enter its view, or enter the view of an existing PW class. 

Use undo pw-class to delete a PW class. 

Syntax 
pw-class class-name 
undo pw-class 

Default 
No PW classes exist. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
class-name: Specifies a name for the PW class, a case-sensitive string of 1 to 19 characters. 

Usage guidelines 
In PW class view, you can configure PW attributes such as the PW data encapsulation type and 
whether to enable control word. A PW class simplifies PW attribute configuration for PWs that have 
the same PW attributes. You can configure the PW attributes in a PW class, and specify the PW 
class for the PWs. 

Examples 
# Create a PW class named pw100 and enter PW class view. 
<Sysname> system-view 

[Sysname] pw-class pw100 

[Sysname-pw-pw100]  

Related commands 
control-word enable 
display l2vpn pw-class 
pw-type 

pwsignaling 

Use pwsignaling to specify a PW signaling protocol for a VSI, and enter the VSI signaling protocol 
view. 
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Use undo pwsignaling to remove the specified PW signaling protocol for a VSI. 

Syntax 
pwsignaling { ldp | static } 
undo pwsignaling { ldp | static } 

Default 
No PW signaling protocol is specified for a VSI. 

Views 
VSI view 

Predefined user roles 
network-admin 

Parameters 
ldp: Establishes PWs through LDP (FEC 128) and enters VSI LDP signaling view. 

static: Establishes PWs statically and enters VSI static configuration view. 

Examples 
# Configure VSI vpn1 to use LDP to establish LDP PWs, and enter VSI LDP signaling view. 
<Sysname> system-view 

[Sysname] vsi vpn1 

[Sysname-vsi-vpn1] pwsignaling ldp 

[Sysname-vsi-vpn1-ldp]  

Related commands 
display l2vpn pw 

pw-type 

Use pw-type to specify a PW data encapsulation type for a PW class. 

Use undo pw-type to restore the default. 

Syntax 
pw-type { ethernet | vlan } [ force-for-vpls ] 
undo pw-type 

Default 
The PW data encapsulation type for a PW class is VLAN. 

Views 
PW class view 

Predefined user roles 
network-admin 

Parameters 
ethernet: Specifies the PW data encapsulation type as Ethernet. 

vlan: Specifies the PW data encapsulation type as VLAN. 

force-for-vpls: Forces VPLS to use and advertise the specified encapsulation type (Ethernet or 
VLAN). Use this keyword on a Comware 7 device when the device establishes a BGP PW with a 
Comware 5 device that uses the Ethernet or VLAN encapsulation type. If you do not specify this 
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keyword for a Comware 7 device, the Comware 7 device always advertises the BGP-VPLS 
encapsulation type (type value 19) for BGP PW establishment. 

Usage guidelines 
When the PW data encapsulation type is Ethernet, the PE encapsulates packets forwarded between 
the AC and PW as follows: 
• Traffic from the AC to the PW cannot carry the P-tag assigned by the service provider. 

 If traffic from the AC has the P-tag, the PE removes the P-tag, and adds a PW label and an 
outer tag into the packet before forwarding it. 

 If traffic from the AC does not have the P-tag, the PE adds a PW label and an outer tag into 
the packet before forwarding it. 

• For traffic received from the PW: 
 If the AC access mode is VLAN, the PE adds the P-tag and forwards the traffic through the 

AC. 
 If the AC access mode is Ethernet, the PE directly forwards the traffic through the AC. The 

PE cannot modify or delete the P-tag for the traffic from the PW. 

When the PW data encapsulation type is VLAN, the PE encapsulates packets forwarded between 
the AC and PW as follows: 
• Traffic from the AC to the PW must carry the P-tag. 

 If traffic from the AC has the P-tag, the PE performs one of the following operations: 
− Keeps the P-tag when the peer PE does not require the ingress to modify the P-tag. 
− Changes the P-tag to the expected value (which can be zero) when the peer PE 

requires the ingress to modify the P-tag. Then, the PE adds a PW label and an outer tag 
into the packet before forwarding it. 

 If traffic from the AC does not have the P-tag, the PE performs one of the following 
operations: 
− Adds a P-tag of 0 when the peer PE does not require the ingress to modify the P-tag. 
− Adds the expected P-tag (which can be zero) when the peer PE requires the ingress to 

modify the P-tag. Then, the PE adds a PW label and an outer tag into the packet before 
forwarding it. 

• For traffic received from the PW: 
 If the AC access mode is VLAN, the PE modifies or keeps the P-tag and forwards the traffic 

through the AC. 
 If the AC access mode is Ethernet, the PE removes the P-tag and forwards the traffic 

through the AC. 

To ensure the PW establishment, all devices in the same VPLS instance must be configured with the 
same encapsulation type. 

Examples 
# Configure the PW data encapsulation type as Ethernet. 
<Sysname> system-view 

[Sysname] pw-class pw100 

[Sysname-pw-pw100] pw-type ethernet 

Related commands 
display l2vpn pw-class 

reset l2vpn mac-address 

Use reset l2vpn mac-address to clear MAC address entries for VSIs. 
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Syntax 
reset l2vpn mac-address [ vsi vsi-name ] 

Views 
User view 

Predefined user roles 
network-admin 

Parameters 
vsi vsi-name: Specifies a VSI by its name, a case-sensitive string of 1 to 31 characters. If you do not 
specify a VSI, this command clears MAC address entries for all VSIs.  

Usage guidelines 
When a VSI learns wrong MAC addresses or has learned the maximum number of MAC addresses, 
use this command to clear MAC addresses for the VSI. Then, the VSI can learn MAC addresses 
again. 

Examples 
# Clear MAC address entries for VSI vpn1. 
<Sysname> reset l2vpn mac-address vsi vpn1 

Related commands 
display l2vpn mac-address vsi 

revertive 

Use revertive to specify the switchover mode and set the switchover wait time. 

Use undo revertive to restore the default. 

Syntax 
revertive { wtr wtr-time | never } 
undo revertive { wtr | never } 

Default 
The switchover mode is revertive and the switchover wait time is 0 seconds. When the primary PW 
recovers, traffic is immediately switched back from the backup PW to the primary PW. 

Views 
VSI LDP signaling view 

VSI static configuration view 

Predefined user roles 
network-admin 

Parameters 
wtr wtr-time: Specifies the switchover mode as revertive and specifies the wait time in the range of 0 
to 3600 seconds. When the primary PW recovers, the PE waits for the specified time before 
switching traffic from the backup PW to the primary PW. 

never: Specifies the switchover mode as non-revertive. After the primary PW recovers, traffic is not 
switched from the backup PW to the primary PW. 

Examples 
# Specify the revertive mode and set the switchover wait time to 120 seconds for static PWs in VSI 
vpn1. 
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<Sysname> system-view 

[Sysname] vsi vpn1 

[Sysname-vsi-vpn1] pwsignaling static 

[Sysname-vsi-vpn1-static] revertive wtr 120 

Related commands 
display l2vpn pw 

route-distinguisher 

Use route-distinguisher to configure a route distinguisher (RD) for an auto-discovery VSI. 

Use undo route-distinguisher to restore the default. 

Syntax 
route-distinguisher route-distinguisher 

undo route-distinguisher 

Default 
No RD is configured for an auto-discovery VSI. 

Views 
Auto-discovery VSI view 

Predefined user roles 
network-admin 

Parameters 
route-distinguisher: Specifies an RD, a string of 3 to 21 characters. An RD can be in one of the 
following formats: 
• 16-bit AS number:32-bit user-defined number. For example, 101:3. 
• 32-bit IP address:16-bit user-defined number. For example, 192.168.122.15:1. 
• 32-bit AS number:16-bit user-defined number, where the AS number must be equal to or 

greater than 65536. For example, 65536:1. 

Usage guidelines 
VPLS uses RDs to differentiate the sites with the same site ID but in different VPNs. 

BGP adds the configured RD before the site ID. The RD and the site ID uniquely identify a VPN site.  

The configured RD applies to both BGP neighbor auto-discovery and VPLS label block 
advertisement. 

You cannot configure the same RD for different BGP VSIs. 

To modify an RD, execute the undo route-distinguisher command to remove the RD and then 
execute the route-distinguisher command. 

Examples 
# Configure RD 22:1 for BGP VSI aaa. 
<Sysname> system-view 

[Sysname] vsi aaa 

[Sysname-vsi-aaa] auto-discovery bgp 

[Sysname-vsi-aaa-auto] route-distinguisher 22:1 
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rr-filter 

Use rr-filter to create a route reflector (RR) reflection policy. 

Use undo rr-filter to restore the default.  

Syntax 
rr-filter ext-comm-list-number 
undo rr-filter 

Default 
An RR does not filter reflected L2VPN information. 

Views 
BGP L2VPN address family view 

Predefined user roles 
network-admin 

Parameters 
ext-comm-list-number: Specifies an extended community list number in the range of 1 to 199. 

Usage guidelines 
After this command is executed, only the L2VPN information that is permitted by the specified 
extended community list is reflected. 

By configuring different RR reflection policies on RRs in a cluster, you can implement load balancing 
among the RRs. 

For more information about extended community lists, see Layer 3—IP Routing Configuration Guide. 

Examples 
# Configure the RR to reflect only the BGP L2VPN information that is permitted by extended 
community list 10. 
<Sysname> system-view 

[Sysname] bgp 100 

[Sysname-bgp-default] address-family l2vpn 

[Sysname-bgp-default-l2vpn] rr-filter 10 

Related commands 
ip extcommunity-list (Layer 3—IP Routing Command Reference) 

service-instance 

Use service-instance to create an Ethernet service instance on an interface and enter its view, or 
enter the view of an existing Ethernet service instance. 

Use undo service-instance to delete an Ethernet service instance on an interface. 

Syntax 
service-instance instance-id 

undo service-instance instance-id 

Default 
No Ethernet service instances exist. 
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Views 
Layer 2 Ethernet interface view 

Layer 2 aggregate interface view 

Predefined user roles 
network-admin 

Parameters 
instance-id: Specifies an ID for the Ethernet service instance, in the range of 1 to 4096. 

Examples 
# Create Ethernet service instance 1 on Layer 2 Ethernet interface HundredGigE 1/0/1, and enter 
Ethernet service instance 1 view. 
<Sysname> system-view 

[Sysname] interface hundredgige 1/0/1 

[Sysname-HundredGigE1/0/1] service-instance 1 

[Sysname-HundredGigE1/0/1-srv1] 

Related commands 
display l2vpn service-instance 

shutdown 

Use shutdown to disable a VSI. 

Use undo shutdown to enable a VSI. 

Syntax 
shutdown 
undo shutdown 

Default 
A VSI is enabled. 

Views 
VSI view 

Predefined user roles 
network-admin 

Usage guidelines 
After you disable a VSI, the VSI cannot provide VPLS services.  

Use the shutdown command when you want to temporarily disable VPLS. When a VSI is disabled, 
you can still configure the VSI. After the configuration, use the undo shutdown command to enable 
the VSI. The VSI will provide VPLS services using the new settings. 

Examples 
# Disable VSI vpn1. 
<Sysname> system-view 

[Sysname] vsi vpn1 

[Sysname-vsi-vpn1] shutdown 

Related commands 
display l2vpn vsi 
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signaling-protocol 

Use signaling-protocol to specify a signaling protocol and enter the specified signaling view. The 
specified signaling protocol is used to establish PWs to the automatically discovered remote PEs. 

Use undo signaling-protocol to restore the default. 

Syntax 
signaling-protocol { bgp | ldp } 
undo signaling-protocol 

Default 
No signaling protocol is specified.  

Views 
Auto-discovery VSI view 

Predefined user roles 
network-admin 

Parameters 
bgp: Specifies the signaling protocol as BGP and enters auto-discovery VSI BGP signaling view.  

ldp: Specifies the signaling protocol as LDP and enters auto-discovery VSI LDP signaling view. 

Usage guidelines 
You can specify only one signaling protocol in the same auto-discovery VSI view. To modify the 
signaling protocol, execute the undo signaling-protocol command to remove the signaling protocol 
and then execute the signaling-protocol command. 

Examples 
# Use LDP (FEC 129) to establish a PW to a remote PE discovered by BGP and enter auto-discovery 
VSI LDP signaling view. 
<Sysname> system-view 

[Sysname] vsi aaa 

[Sysname-vsi-aaa] auto-discovery bgp 

[Sysname-vsi-aaa-auto] signaling-protocol ldp 

[Sysname-vsi-aaa-auto-ldp] 

Related commands 
display l2vpn pw 
display l2vpn vsi 

site 

Use site to create a local site. 

Use undo site to delete a local site. 

Syntax 
site site-id [ range range-value ] [ default-offset default-offset ] 
undo site site-id 

Default 
No sites exist. 
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Views 
Auto-discovery VSI BGP signaling view 

Predefined user roles 
network-admin 

Parameters 
site-id: Specifies a local site ID. The value range is 0 to 256.  

range range-value: Specifies the maximum number of sites in a VPLS instance, in the range of 2 to 
1 + the maximum number of site-id. The default value is 10. 

default-offset default-offset: Specifies the start site ID, 0 or 1. The default value is 0. 

Usage guidelines 
You can create multiple local sites for a VSI. 

You can use the site command to increase the range value for an existing site. You cannot decrease 
the range value for an existing site with the site command. To decrease the range value, execute the 
undo site command to delete the site and then execute the site command. 

You cannot modify the default-offset for a site with the site command. To modify it, execute the undo 
site command to delete the site and then execute the site command. 

Examples 
# Create site 1, configure the VPLS instance to contain a maximum of 30 sites, and set the start site 
ID to 0 for VSI aaa. 
<Sysname> system-view 

[Sysname] vsi aaa 

[Sysname-vsi-aaa] auto-discovery bgp 

[Sysname-vsi-aaa-auto] signaling-protocol bgp 

[Sysname-vsi-aaa-auto-bgp] site 1 range 30 default-offset 0 

Related commands 
display l2vpn pw 
display l2vpn vsi 

snmp-agent trap enable l2vpn 

Use snmp-agent trap enable l2vpn to enable SNMP notifications for L2VPN PW. 

Use undo snmp-agent trap enable l2vpn to disable SNMP notifications for L2VPN PW. 

Syntax 
snmp-agent trap enable l2vpn [ pw-delete | pw-switch | pw-up-down ] * 
undo snmp-agent trap enable l2vpn [ pw-delete | pw-switch | pw-up-down ] * 

Default 
SNMP notifications for L2VPN PW are disabled. 

Views 
System view 

Predefined user roles 
network-admin 
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Parameters 
pw-delete: Enables PW deletion notifications. 

pw-switch: Enables PW primary/backup switchover notifications. 
pw-up-down: Enables PW up-down notifications. 

Usage guidelines 
This feature enables L2VPN to generate SNMP notifications when PW deletions, PW status 
changes, or PW switchovers occur. For L2VPN event notifications to be sent correctly, you must also 
configure SNMP on the device. For more information about SNMP configuration, see the network 
management and monitoring configuration guide for the device. 

If you do not specify a notification type, this command enables all types of notifications for L2VPN 
PW. 

Examples 
# Enable PW up-down SNMP notifications. 
<Sysname> system-view 

[Sysname] snmp-agent trap enable l2vpn pw-up-down 

Related commands 
display snmp-agent trap-list (Network Management and Monitoring Command Reference) 

tunnel-policy (auto-discovery VSI view) 

Use tunnel-policy to specify a tunnel policy for an auto-discovery VSI. 

Use undo tunnel-policy to restore the default. 

Syntax 
tunnel-policy tunnel-policy-name 

undo tunnel-policy 

Default 
No tunnel policy is specified. 

Views 
Auto-discovery VSI view 

Predefined user roles 
network-admin 

Parameters 
tunnel-policy-name: Specifies a tunnel policy by its name, a case-sensitive string of 1 to 19 
characters. 

Usage guidelines 
The PWs on the auto-discovery VSI use the specified tunnel policy to select public tunnels. 

If you do not specify a tunnel policy or specify a nonexistent tunnel policy, the default tunnel policy 
applies. The default tunnel policy selects only one public tunnel for a PW in this order: LSP tunnel, 
GRE tunnel, CRLSP tunnel. 

Examples 
# Specify tunnel policy policy1 for auto-discovery VSI aaa. 
<Sysname> system-view 

[Sysname] tunnel-policy policy1 
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[Sysname-tunnel-policy-policy1] quit 

[Sysname] vsi aaa 

[Sysname-vsi-aaa] auto-discovery bgp 

[Sysname-vsi-aaa-auto] tunnel-policy policy1 

Related commands 
tunnel-policy (system view) 

vpls-id 

Use vpls-id to set the VPLS ID for a VSI. 

Use undo vpls-id to restore the default. 

Syntax 
vpls-id vpls-id 

undo vpls-id 

Default 
No VPLS ID is specified for a VSI. 

Views 
Auto-discovery VSI LDP signaling view 

Predefined user roles 
network-admin 

Parameters 
vpls-id: Specifies a VPLS ID, a string of 3 to 21 characters. You can specify a VPLS ID in one of the 
following formats: 
• 16-bit AS number:32-bit user-defined number. For example, 101:3. 
• 32-bit IP address:16-bit user-defined number. For example, 192.168.122.15:1. 
• 32-bit AS number:16-bit user-defined number, where the AS number must be equal to or 

greater than 65536. For example, 65536:1. 

Usage guidelines 
A VPLS ID uniquely identifies a VPLS instance. Two PEs must have the same VPLS ID to establish 
a PW. 

VPLS IDs are used in the scenarios where BGP is used to find remote PEs and where FEC 129 LDP 
is used to establish PWs to the remote PEs. 

The local PE advertises a BGP update that includes the configured VPLS ID as an extended 
community attribute to the remote PE. The remote PE compares the received VPLS ID with its own 
VPLS ID. If the two VPLS IDs are identical, the two PEs use FEC 129 LDP to establish a PW. If not, 
the PEs do not establish a PW. 

To change a VPLS ID, execute the undo vpls-id command to remove the VPLS ID and then execute 
the vpls-id command. 

Examples 
# Configure the VPLS ID 100:1 for VSI aaa.  
<Sysname> system-view 

[Sysname] vsi aaa 

[Sysname-vsi-aaa] auto-discovery bgp 

[Sysname-vsi-aaa-auto] signaling-protocol ldp 
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[Sysname-vsi-aaa-auto-ldp] vpls-id 100:1 

Related commands 
display l2vpn pw 
display l2vpn vsi 

vpn-target 

Use vpn-target to configure route targets for an auto-discovery VSI. 

Use undo vpn-target to remove route targets for an auto-discovery VSI. 

Syntax 
vpn-target vpn-target&<1-8> [ both | export-extcommunity | import-extcommunity ] 

undo vpn-target { vpn-target&<1-8> | all } [ both | export-extcommunity | import-extcommunity ] 

Default 
No route targets are configured for an auto-discovery VSI. 

Views 
Auto-discovery VSI view 

Predefined user roles 
network-admin 

Parameters 
vpn-target&<1-8>: Specifies a space-separated list of a maximum of eight route targets. 

A route target is a string of 3 to 21 characters in one of the following formats: 
• 16-bit AS number:32-bit user-defined number. For example, 101:3. 
• 32-bit IP address:16-bit user-defined number. For example, 192.168.122.15:1. 
• 32-bit AS number:16-bit user-defined number, where the AS number must be equal to or 

greater than 65536. For example, 65536:1. 

both: Uses the specified route targets as both import targets and export targets. The both keyword 
is used when you do not specify any of both, export-extcommunity, and import-extcommunity. 

export-extcommunity: Uses the specified route targets as export targets. 

import-extcommunity: Uses the specified route targets as import targets. 

all: Removes all route targets. 

Usage guidelines 
A local PE sets the route targets as export targets in BGP update messages when it advertises 
L2VPN information through the update messages to a remote peer. The peer uses its import targets 
to match the received export targets. If a match is found, the peer accepts the L2VPN information.  

Examples 
# Configure import route targets as 10:1 100:1 1000:1 and export route targets as 20:1 200:1 2000:1 
for auto-discovery VSI aaa.  
<Sysname> system-view 

[Sysname] vsi aaa 

[Sysname-vsi-aaa] auto-discovery bgp 

[Sysname-vsi-aaa-auto] vpn-target 10:1 100:1 1000:1 import-extcommunity 

[Sysname-vsi-aaa-auto] vpn-target 20:1 200:1 2000:1 export-extcommunity 
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vsi 

Use vsi to create a VSI and enter its view, or enter the view of an existing VSI. 

Use undo vsi to delete a VSI. 

Syntax 
vsi vsi-name 
undo vsi vsi-name 

Default 
No VSIs exist. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
vsi-name: Specifies a name for the VSI, a case-sensitive string of 1 to 31 characters.  

Usage guidelines 
You can create multiple PWs for a VSI manually, or by using LDP or BGP. 

Examples 
# Create a VSI named vpls1 and enter VSI view. 
<Sysname> system-view 

[Sysname] vsi vpls1 

[Sysname-vsi-vpls1]  

Related commands 
display l2vpn vsi 

xconnect vsi 

Use xconnect vsi to bind an Ethernet service instance to a VSI. 

Use undo xconnect vsi to restore the default. 

Syntax 
xconnect vsi vsi-name [ access-mode { ethernet | vlan } ] [ track track-entry-number&<1-3> ]  
undo xconnect vsi 

Default 
An Ethernet service instance is not bound to any VSI. 

Views 
Ethernet service instance view 

Predefined user roles 
network-admin 

Parameters 
vsi-name: Specifies the name of a VSI, a case-sensitive string of 1 to 31 characters.  

access-mode: Specifies the AC access mode. The default access mode is VLAN. 
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ethernet: Specifies the access mode as Ethernet.  

vlan: Specifies the access mode as VLAN.  

track track-entry-number&<1-3>: Specifies a space-separated list of up to three track entry numbers 
in the range of 1 to 1024. The AC is up only if a minimum of one associated track entry is in positive 
state. 

Usage guidelines 
After you bind an Ethernet service instance to a VSI, packets matching the service instance are 
forwarded according to the MAC address table of the VSI. 

The following features are mutually exclusive with one another on a Layer 2 Ethernet interface or 
Layer 2 aggregate interface: 
• EVB. 
• VLAN mapping. 
• Binding an Ethernet service instance to a VSI or an MPLS L2VPN cross-connect. 

Do not configure these features simultaneously on the same interface. Otherwise, the features 
cannot take effect. 

The Ethernet service instance specified in this command must have a packet match criterion 
configured by the encapsulation command. 

The AC access mode determines how the PE considers the VLAN tag in Ethernet frames received 
from the AC and how the PE forwards Ethernet frames to the AC. 
• VLAN access mode—Ethernet frames received from the AC must carry a VLAN tag in the 

Ethernet header. The PE considers the VLAN tag as a P-tag assigned by the service provider. 
Ethernet frames sent to the AC must also carry the P-tag. 

• Ethernet access mode—If Ethernet frames from the AC have a VLAN tag in the header, the 
PE considers it as a U-tag and ignores it. Ethernet frames sent to the AC do not carry the P-tag. 

Examples 
# Configure Ethernet service instance 200 on HundredGigE 1/0/1 to match packets with outer VLAN 
tag 200, and bind the Ethernet service instance to VSI vpn1. Associate the Ethernet service instance 
with track entries 1, 2, and 3.  
<Sysname> system-view 

[Sysname] vsi vpn1 

[Sysname-vsi-vpn1] quit 

[Sysname] interface hundredgige 1/0/1 

[Sysname-HundredGigE1/0/1] service-instance 200 

[Sysname-HundredGigE1/0/1-srv200] encapsulation s-vid 200 

[Sysname-HundredGigE1/0/1-srv200] xconnect vsi vpn1 track 1 2 3 

Related commands 
display l2vpn service-instance 
encapsulation 
vsi 

New feature: MACsec 

Overview 
Media Access Control Security (MACsec) secures data communication on IEEE 802 LANs. MACsec 
provides services such as data encryption, frame integrity check, and data origin validation for 
frames on the MAC sublayer of the Data Link Layer. 
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Basic concepts 

CA 
Connectivity association (CA) is a group of participants that use the same key and key algorithm. 
The encryption key used by the CA participants is called a connectivity association key (CAK). The 
following types of CAKs are available:  
• Pairwise CAK—Used by CAs that have two participants. 
• Group CAK—Used by CAs that have more than two participants. 

The pairwise CAK is used most often because MACsec is typically applied to point-to-point 
networks.  

A CAK can be an encryption key generated during 802.1X authentication or a user-configured 
preshared key. The user-configured preshared key takes precedence over the 802.1X-generated 
key. 

SA 
Secure association (SA) is an agreement negotiated by CA participants. The agreement includes a 
cipher suite and keys for integrity check. 

A secure channel can contain more than one SA. Each SA uses a unique secure association key 
(SAK). The SAK is generated from the CAK, and MACsec uses the SAK to encrypt data transmitted 
along the secure channel. 

MACsec Key Agreement (MKA) limits the number of packets that can be encrypted by an SAK. 
When the limit is exceeded, the SAK will be refreshed. For example, when packets with the minimum 
size are sent on a 10-Gbps link, an SAK rekey occurs about every 300 seconds. 

MACsec services 

MACsec provides the following services: 
• Data encryption—Enables a port to encrypt outbound frames and decrypt MACsec-encrypted 

inbound frames. 
• Integrity check—Performs integrity check when the device receives a MACsec-encrypted 

frame. The integrity check uses the following process: 
a. Uses a key negotiated by MKA to calculate an integrity check value (ICV) for the frame. 
b. Compares the calculated ICV with the ICV in the frame trailer. 

− If the ICVs are the same, the device verifies the frame as legal. 
− If the ICVs are different, the device determines whether to drop the frame based on the 

validation mode. 
• MACsec replay protection—When MACsec frames are transmitted over the network, frame 

disorder might occur. MACsec replay protection allows the device to accept the out-of-order 
packets within the replay protection window size and drop other out-of-order packets. 

MACsec applications 

MACsec supports the following application modes: 
• Client-oriented mode—Secures data transmission between the client and the access device. 

The client is a user terminal seeking access to the LAN. In this mode, the authentication server 
generates and distributes the CAK to the client and the access device. In this mode, MACsec 
must operate with 802.1X authentication. 
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Figure 38 Client-oriented mode 

 
 

 NOTE: 
In client-oriented mode, an MKA-enabled port on the access device must perform port-based 
802.1X access control. The authentication method must be EAP relay. 

 

• Device-oriented mode—Secures data transmission between devices. Unlike the 
client-oriented mode, in this mode, the devices do not perform identity authentication, and the 
same preshared key must be configured on the MACsec ports that connect the devices. The 
devices use the configured preshared key as the CAK. 

Figure 39 Device-oriented mode 

 
 

MACsec operating mechanism 

Operating mechanism for client-oriented mode 
Figure 40 illustrates how MACsec operates in client-oriented mode. 

Authentication serverClient Device

Device BDevice A
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Figure 40 MACsec interactive process in client-oriented mode 

 
 

The following shows the MACsec process: 
1. After the client passes 802.1X authentication, the RADIUS server distributes the generated 

CAK to the client and the access device. 
2. After receiving the CAK, the client and the access device exchange EAPOL-MKA packets. 

The client and the access device exchange the MACsec capability and required parameters for 
session establishment. The parameters include MKA key server priority and MACsec desire. 
During the negotiation process, the access device automatically becomes the key server. The 
key server generates an SAK from the CAK for packet encryption, and it distributes the SAK to 
the client. 

3. The client and the access device use the SAK to encrypt packets, and they send and receive 
the encrypted packets in secure channels. 

4. When the access device receives a logoff request from the client, it immediately removes the 
associated secure session from the port. The remove operation prevents an unauthorized client 
from using the secure session established by the previous authorized client to access the 
network. 

The MKA protocol also defines a session keepalive timer. If one participant does not receive any 
MKA packets from the peer after the timer expires, the participant removes the established secure 
session. The keepalive time is 6 seconds. 
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Operating mechanism for device-oriented mode 
As shown in Figure 41, the devices use the configured preshared keys to start the session 
negotiation. 

In this mode, the session negotiation, secure communication, and session termination processes are 
the same as the processes in client-oriented mode. However, MACsec performs a key server 
selection in this mode. The port with higher MKA key server priority becomes the key server, which is 
responsible for the generation and distribution of SAKs. 

Figure 41 MACsec interactive process in device-oriented mode 

 
 

Protocols and standards 

• IEEE 802.1X-2010, Port-Based Network Access Control 
• IEEE 802.1X-2006, Media Access Control (MAC) Security 

Feature and hardware compatibility 
This feature is supported only on the ports described in Table 67. 

Table 67 Supported ports 

Switch models Supported ports 

HPE FlexFabric 5950 4-slot Switch (JH404A) 

• 24 SFP+ ports on the HPE LSWM124XG2Q 
expansion interface card (JH181A). 

• 24 10GBase-T ports on the HPE 
LSWM124XGT2Q expansion interface card 
(JH182A). 

 

MACsec configuration task list 
In device-oriented mode, the MACsec configuration takes effect on Layer 2 and Layer 3 Ethernet 
ports. In client-oriented mode, the MACsec configuration takes effect only on 802.1X-enabled ports. 

EAPOL
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To configure MACsec, perform the following tasks: 
 

Tasks at a glance Remarks 
(Required.) Enabling MKA N/A 

(Optional.) Enabling MACsec desire N/A 

(Optional.) Configuring a preshared key This task is required in device-oriented mode. 

(Optional.) Configuring the MKA key server priority N/A 

(Optional.) Use one of the following methods to 
configure MACsec protection parameters: 
• Configuring MACsec protection parameters in 

interface view: 
 Configuring the MACsec confidentiality 

offset 
 Configuring MACsec replay protection 
 Configuring the MACsec validation mode 

• Configuring MACsec protection parameters by 
MKA policy: 
 Configuring an MKA policy 
 Applying an MKA policy 

N/A 

 

Enabling MKA 
MKA establishes and manages MACsec secure channels on a port. It also negotiates keys used by 
MACsec. 

You cannot enable MKA on a MACsec-incapable port. 

To enable MKA: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter interface view. interface interface-type 
interface-number N/A 

3. Enable MKA. mka enable By default, MKA is disabled on the 
port. 

 

Enabling MACsec desire 
The MACsec desire feature expects MACsec protection for outbound frames. The key server 
determines whether MACsec protects the outbound frames. 

MACsec protects the outbound frames of a port when the following requirements are met: 
• The key server is MACsec capable. 
• Both the local participant and its peer are MACsec capable. 
• A minimum of one participant is enabled with MACsec desire. 

To enable MACsec desire: 
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Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter interface view. interface interface-type 
interface-number N/A 

3. Enable MACsec desire. macsec desire 
By default, the port does not 
expect MACsec protection for 
outbound frames. 

 

Configuring a preshared key 
In device-oriented mode, configure a preshared key as the CAK to be used during MKA negotiation. 
To successfully establish an MKA session between two devices, make sure the connected MACsec 
ports are configured with the same preshared key. 

A user-configured preshared key has higher priority than the 802.1X-generated CAK. To ensure a 
successful MKA session establishment, do not configure a preshared key in client-oriented mode. 

To configure a preshared key: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter interface view. interface interface-type 
interface-number N/A 

3. Set a preshared key. mka psk ckn name cak { cipher | 
simple } string 

By default, no MKA preshared key 
exists. 
The MACsec cipher suite 
supported by the device requires 
that the CKN and CAK each must 
be 32 characters long. If the 
configured CKN or CAK is not 32 
characters long, the system 
performs the following operations 
when it runs the cipher suite: 
• Automatically increases the 

length of the CKN or CAK by 
zero padding if the CKN or 
CAK contains less than 32 
characters. 

• Uses only the first 32 
characters if the CKN or CAK 
contains more than 32 
characters. 

 

Configuring the MKA key server priority 
Configure an MKA key server priority for key server selection. The lower the priority value, the higher 
the priority. 

In client-oriented mode, the access device port automatically becomes the key server. You do not 
have to configure the MKA key server priority. 

In device-oriented mode, the port that has higher priority becomes the key server. If a port and its 
peers have the same priority, MACsec compares the secure channel identifier (SCI) values on the 
ports. The port with the lowest SCI value (a combination of MAC address and port ID) becomes the 
key server. 
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A port with priority 255 cannot become the key server. For a successful key server selection, make 
sure a minimum of one participant's key server priority is not 255. 

To configure the MKA key server priority: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter interface view. interface interface-type 
interface-number N/A 

3. Set the MKA key server 
priority. mka priority priority-value The default setting is 0. 

 

Configuring MACsec protection parameters in interface view 
If you configure a parameter in interface view after applying an MKA policy, the configuration in 
interface view overwrites the configuration of the parameter in the MKA policy. Your configuration 
also removes the MKA policy application from the port. However, other parameter settings of the 
MKA policy are effective on the port. 

If the parameter value in interface view is the same as the value in the MKA policy, your configuration 
does not take effect. The policy remains active on the port. 

Configuring the MACsec confidentiality offset 

The MACsec confidentiality offset specifies the number of bytes starting from the frame header. 
MACsec encrypts only the bytes after the offset in a frame. 

MACsec uses the confidentiality offset propagated by the key server. 

To configure the MACsec confidentiality offset: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter interface view. interface interface-type 
interface-number N/A 

3. Set the MACsec 
confidentiality offset. 

macsec confidentiality-offset 
offset-value 

The default setting is 0, and the 
entire frame needs to be 
encrypted. 
The offset value can be 0, 30, or 
50. 

 

Configuring MACsec replay protection 

The MACsec replay protection feature allows a MACsec port to accept a number of out-of-order or 
repeated inbound frames. The configured replay protection window size is effective only when 
MACsec replay protection is enabled. 

To configure MACsec replay protection: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter interface view. interface interface-type N/A 
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Step Command Remarks 
interface-number 

3. Enable MACsec replay 
protection. 

macsec replay-protection 
enable 

By default, MACsec replay 
protection is enabled on the port. 

4. Set the MACsec replay 
protection window size. 

macsec replay-protection 
window-size size-value 

The default setting is 0, and 
frames are accepted only in the 
correct order. 

 

Configuring the MACsec validation mode 

The MACsec validation allows a port to perform integrity check based on the following validation 
modes:  
• check—Performs validation only, and does not drop illegal frames. 
• strict—Performs validation, and drops illegal frames. 

To avoid data loss, use the default validation mode check on the MACsec devices in case of MKA 
negotiation failure. After you use the display macsec command to verify that MKA negotiation has 
succeeded, change the validation mode to strict. 

To configure the MACsec validation mode: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter interface view. interface interface-type 
interface-number N/A 

3. Set a MACsec validation 
mode. 

macsec validation mode 
{ check | strict } 

The default setting is check. 
If you execute this command 
multiple times, the most recent 
configuration takes effect. 

 

Configuring MACsec protection parameters by MKA policy 

Configuring an MKA policy 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Create an MKA policy and 
enter its view. mka policy policy-name 

By default, a system-defined MKA 
policy exists. The policy name is 
default-policy. 
The settings for parameters in the 
default policy are the same as the 
default settings for the parameters 
on a port. 
You cannot delete or modify the 
default MKA policy. 
You can create multiple MKA 
policies. 

3. (Optional.) Set the MACsec 
confidentiality offset. 

macsec confidentiality-offset 
offset-value 

The default setting is 0. 
MACsec uses the confidentiality 
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Step Command Remarks 
offset propagated by the key 
server. 

4. (Optional.) Configure 
MACsec replay protection. 

a Enable MACsec replay 
protection: 
replay-protection enable 

b Set the replay protection 
window size: 
replay-protection 
window-size size-value 

By default, MACsec replay 
protection is enabled. 
The default replay protection 
window size is 0. Frames are 
accepted only in the correct order. 

5. Set a MACsec validation 
mode. 

macsec validation mode 
{ check | strict } The default setting is check. 

 

Applying an MKA policy 

MKA policy provides a centralized method to configure MACsec confidentiality offset, replay 
protection, and validation mode. An MKA policy can be applied to a port or multiple ports. When you 
apply an MKA policy to a port, follow these restrictions and guidelines: 
• The MACsec parameter settings configured in the MKA policy overwrite the MACsec 

parameters previously configured on the port. 
• Any modifications to the MKA policy take effect immediately. 
• When you remove an MKA policy application from the port, the MACsec parameter settings on 

the port restore to the default. 
• When you apply a nonexistent MKA policy to the port, the port automatically uses the default 

MKA policy. If you create the policy, the policy will be automatically applied to the port. 

To apply an MKA policy to a port: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter interface view. interface interface-type 
interface-number N/A 

3. Apply an MKA policy. mka apply policy policy-name By default, no MKA policy is 
applied to the port. 

 

Displaying and maintaining MACsec 
Execute display commands in any view and reset commands in user view. 
 

Task Command 

Display MACsec information on ports. display macsec [ interface interface-type 
interface-number ] [ verbose ] 

Display MKA session information. display mka session [ interface interface-type 
interface-number | local-sci sci-id ] [ verbose ] 

Display MKA policy information. display mka { default-policy | policy [ name 
policy-name ] } 

Display MKA statistics on ports. display mka statistics [ interface interface-type 
interface-number ] 

Reset MKA sessions on ports. reset mka session [ interface interface-type 
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Task Command 
interface-number ] 

Clear MKA statistics on ports. reset mka statistics [ interface interface-type 
interface-number ] 

 

MACsec configuration examples 

Client-oriented MACsec configuration example 

Network requirements 
As shown in Figure 42, the host accesses the network through Ten-GigabitEthernet 1/1/1. The 
device performs RADIUS-based 802.1X authentication for the host to control user access to the 
Internet.  

To ensure secure communication between the host and device, perform the following tasks on the 
device: 
• Enable MACsec desire, and configure MKA to negotiate SAKs for packet encryption. 
• Set the MACsec confidentiality offset to 30 bytes. 
• Enable MACsec replay protection, and set the replay protection window size to 100. 
• Set the MACsec validation mode to strict. 
Figure 42 Network diagram 

 
 

Configuration procedure 
1. Configure the RADIUS server to provide authentication, authorization, and accounting 

services. Add a user account for the host. (Details not shown.) 
2. Configure IP addresses for the Ethernet ports. (Details not shown.) 
3. Configure AAA: 

# Enter system view. 
<Device> system-view 

# Configure RADIUS scheme radius1. 
[Device] radius scheme radius1 

[Device-radius-radius1] primary authentication 10.1.1.1 

[Device-radius-radius1] primary accounting 10.1.1.1 

[Device-radius-radius1] key authentication simple name 

[Device-radius-radius1] key accounting simple money 

[Device-radius-radius1] user-name-format without-domain 

Internet

DeviceHost
192.168.1.2/24

XGE1/1/1
192.168.1.1/24

RADIUS server
10.1.1.1/24

XGE1/1/2
10.1.1.10/24
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[Device-radius-radius1] quit 

# Configure authentication domain bbb for 802.1X users. 
[Device] domain bbb 

[Device-isp-bbb] authentication lan-access radius-scheme radius1 

[Device-isp-bbb] authorization lan-access radius-scheme radius1 

[Device-isp-bbb] accounting lan-access radius-scheme radius1 

[Device-isp-bbb] quit 

4. Configure 802.1X: 
# Enable 802.1X on Ten-GigabitEthernet 1/1/1. 
[Device] interface ten-gigabitethernet 1/1/1 

[Device-Ten-GigabitEthernet1/1/1] dot1x 

# Implement port-based access control on Ten-GigabitEthernet 1/1/1. 
[Device-Ten-GigabitEthernet1/1/1] dot1x port-method portbased 

# Specify bbb as the mandatory authentication domain for 802.1X users on 
Ten-GigabitEthernet 1/1/1. 
[Device-Ten-GigabitEthernet1/1/1] dot1x mandatory-domain bbb 

[Device-Ten-GigabitEthernet1/1/1] quit 

# Enable 802.1X globally, and sets the device to relay EAP packets. 
[Device] dot1x 

[Device] dot1x authentication-method eap 

5. Configure MACsec: 
# Create an MKA policy named pls. 
[Device] mka policy pls 

# Set the MACsec confidentiality offset to 30 bytes. 
[Device-mka-policy-pls] confidentiality-offset 30 

# Enable MACsec replay protection. 
[Device-mka-policy-pls] replay-protection enable 

# Set the MACsec replay protection window size to 100. 
[Device-mka-policy-pls] replay-protection window-size 100 

# Set the MACsec validation mode to strict. 
[Device-mka-policy-pls] validation mode strict 

[Device-mka-policy-pls] quit 

# Apply the MKA policy to Ten-GigabitEthernet 1/1/1. 
[Device] interface ten-gigabitethernet 1/1/1 

[Device-Ten-GigabitEthernet1/1/1] mka apply policy pls 

# Configure MACsec desire and enable MKA on Ten-GigabitEthernet 1/1/1. 
[Device-Ten-GigabitEthernet1/1/1] macsec desire 

[Device-Ten-GigabitEthernet1/1/1] mka enable 

[Device-Ten-GigabitEthernet1/1/1] quit 

Verifying the configuration 
# Display MACsec information on Ten-GigabitEthernet 1/1/1. 
[Device] display macsec interface ten-gigabitethernet 1/1/1 verbose 

Interface Ten-GigabitEthernet1/1/1 

  Protect frames         : Yes 

  Active MKA policy      : pls 

  Replay protection      : Enabled 
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  Replay window size     : 100 frames 

  Confidentiality offset : 30 bytes 

  Validation mode        : Strict 

  Included SCI           : No 

  SCI conflict           : No 

  Cipher suite           : GCM-AES-128 

  Transmit secure channel: 

    SCI           : 00E00100000A0006 

      Elapsed time: 00h:02m:07s 

      Current SA  : AN 0        PN 1 

  Receive secure channels: 

    SCI           : 00E0020000000106 

      Elapsed time: 00h:02m:03s 

      Current SA  : AN 0        LPN 1 

      Previous SA : AN N/A      LPN N/A 

# Display MKA session information on Ten-GigabitEthernet 1/1/1 after a user logs in. 
[Device] display mka session interface ten-gigabitethernet 1/1/1 verbose 

Interface Ten-GigabitEthernet1/1/1 

Tx-SCI    : 00E00100000A0006 

Priority  : 0 

Capability: 3 

  CKN for participant: 1234 

    Key server            : Yes 

    MI (MN)               : A1E0D2897596817209CD2307 (2509) 

    Live peers            : 1 

    Potential peers       : 0 

    Principal actor       : Yes 

    MKA session status    : Secured 

    Confidentiality offset: 30 bytes 

    Current SAK status    : Rx & Tx 

    Current SAK AN        : 0 

    Current SAK KI (KN)   : A1E0D2897596817209CD230700000002 (2) 

    Previous SAK status   : N/A 

    Previous SAK AN       : N/A 

    Previous SAK KI (KN)  : N/A 

    Live peer list: 

    MI                        MN         Priority  Capability  Rx-SCI 

    B2CAF896C9BFE2ABFB135E63  2512       0         3           00E0020000000106 

Device-oriented MACsec configuration example 

Network requirements 
As shown in Figure 43, Device A is the MACsec key server. 

To secure data transmission between the two devices by MACsec, perform the following tasks on 
Device A and Device B, respectively: 
• Set the MACsec confidentiality offset to 30 bytes. 
• Enable MACsec replay protection, and set the replay protection window size to 100. 
• Set the MACsec validation mode to strict. 
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• Configure the CAK name (CKN) and the CAK as E9AC and 09DB3EF1, respectively. 

Figure 43 Network diagram 

 
 

Configuration procedure 
1. Configure Device A: 

# Enter system view. 
<DeviceA> system-view 

# Enter Ten-GigabitEthernet 1/1/1 interface view. 
[DeviceA] interface ten-gigabitethernet 1/1/1 

# Enable MACsec desire on Ten-GigabitEthernet 1/1/1. 
[DeviceA-Ten-GigabitEthernet1/1/1] macsec desire 

# Set the MKA key server priority to 5. 
[DeviceA-Ten-GigabitEthernet1/1/1] mka priority 5 

# Configure the CKN as E9AC and the CAK as 09DB3EF1 in plain text. 
[DeviceA-Ten-GigabitEthernet1/1/1] mka psk ckn E9AC cak simple 09DB3EF1 

# Set the MACsec confidentiality offset to 30 bytes. 
[DeviceA-Ten-GigabitEthernet1/1/1] macsec confidentiality-offset 30 

# Enable MACsec replay protection. 
[DeviceA-Ten-GigabitEthernet1/1/1] macsec replay-protection enable 

# Set the MACsec replay protection window size to 100. 
[DeviceA-Ten-GigabitEthernet1/1/1] macsec replay-protection window-size 100 

# Set the MACsec validation mode to strict. 
[DeviceA-Ten-GigabitEthernet1/1/1] macsec validation mode strict 

# Enable MKA on Ten-GigabitEthernet 1/1/1. 
[DeviceA-Ten-GigabitEthernet1/1/1] mka enable 

[DeviceA-Ten-GigabitEthernet1/1/1] quit 

2. Configure Device B: 
# Enter system view. 
<DeviceB> system-view 

# Enter Ten-GigabitEthernet 1/1/1 interface view. 
[DeviceB] interface ten-gigabitethernet 1/1/1 

# Enable MACsec desire on Ten-GigabitEthernet 1/1/1. 
[DeviceB-Ten-GigabitEthernet1/1/1] macsec desire 

# Set the MKA key server priority to 10. 
[DeviceB-Ten-GigabitEthernet1/1/1] mka priority 10 

# Configure the CKN as E9AC and the CAK as 09DB3EF1 in plain text. 
[DeviceB-Ten-GigabitEthernet1/1/1] mka psk ckn E9AC cak simple 09DB3EF1 

# Set the MACsec confidentiality offset to 30 bytes. 
[DeviceB-Ten-GigabitEthernet1/1/1] macsec confidentiality-offset 30 

# Enable MACsec replay protection. 
[DeviceB-Ten-GigabitEthernet1/1/1] macsec replay-protection enable 

# Set the MACsec replay protection window size to 100. 

Device BDevice A

XGE1/1/1 XGE1/1/1
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[DeviceB-Ten-GigabitEthernet1/1/1] macsec replay-protection window-size 100 

# Set the MACsec validation mode to strict. 
[DeviceB-Ten-GigabitEthernet1/1/1] macsec validation mode strict 

# Enable MKA on Ten-GigabitEthernet 1/1/1. 
[DeviceB-Ten-GigabitEthernet1/1/1] mka enable 

[DeviceB-Ten-GigabitEthernet1/1/1] quit 

Verifying the configuration 
# Display MACsec information on Ten-GigabitEthernet 1/1/1 of Device A. 
[DeviceA] display macsec interface ten-gigabitethernet 1/1/1 verbose 

Interface Ten-GigabitEthernet1/1/1 

  Protect frames         : Yes 

  Replay protection      : Enabled 

  Replay window size     : 100 frames 

  Confidentiality offset : 30 bytes 

  Validation mode        : Strict 

  Included SCI           : No 

  SCI conflict           : No 

  Cipher suite           : GCM-AES-128 

  Transmit secure channel: 

    SCI           : 00E00100000A0006 

      Elapsed time: 00h:05m:00s 

      Current SA  : AN 0        PN 1 

  Receive secure channels: 

    SCI           : 00E0020000000106 

      Elapsed time: 00h:03m:18s 

      Current SA  : AN 0        LPN 1 

      Previous SA : AN N/A      LPN N/A 

# Display MKA session information on Ten-GigabitEthernet 1/1/1 of Device A. 
[DeviceA] display mka session interface ten-gigabitethernet 1/1/1 verbose 

Interface Ten-GigabitEthernet1/1/1 

Tx-SCI    : 00E00100000A0006 

Priority  : 5 

Capability: 3 

  CKN for participant: E9AC 

    Key server            : Yes 

    MI (MN)               : 85E004AF49934720AC5131D3 (182) 

    Live peers            : 1 

    Potential peers       : 0 

    Principal actor       : Yes 

    MKA session status    : Secured 

    Confidentiality offset: 30 bytes 

    Current SAK status    : Rx & Tx 

    Current SAK AN        : 0 

    Current SAK KI (KN)   : 85E004AF49934720AC5131D300000003 (3) 

    Previous SAK status   : N/A 

    Previous SAK AN       : N/A 

    Previous SAK KI (KN)  : N/A 
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    Live peer list: 

    MI                        MN         Priority  Capability  Rx-SCI 

    12A1677D59DD211AE86A0128  182        10        3           00E0020000000106 

# Display MACsec information on Ten-GigabitEthernet 1/1/1 of Device B. 
[DeviceB] display macsec interface ten-gigabitethernet 1/1/1 verbose 

Interface Ten-GigabitEthernet1/1/1 

  Protect frames         : Yes 

  Replay protection      : Enabled 

  Replay window size     : 100 frames 

  Confidentiality offset : 30 bytes 

  Validation mode        : Strict 

  Included SCI           : No 

  SCI conflict           : No 

  Cipher suite           : GCM-AES-128 

  Transmit secure channel: 

    SCI           : 00E0020000000106 

      Elapsed time: 00h:05m:36s 

      Current SA  : AN 0        PN 1 

  Receive secure channels: 

    SCI           : 00E00100000A0006 

      Elapsed time: 00h:03m:21s 

      Current SA  : AN 0        LPN 1 

      Previous SA : AN N/A      LPN N/A 

# Display MKA session information on Ten-GigabitEthernet 1/1/1 of Device B. 
[DeviceB] display mka session interface ten-gigabitethernet 1/1/1 verbose 

Interface Ten-GigabitEthernet1/1/1 

Tx-SCI    : 00E0020000000106 

Priority  : 10 

Capability: 3 

  CKN for participant: E9AC 

    Key server            : No 

    MI (MN)               : 12A1677D59DD211AE86A0128 (1219) 

    Live peers            : 1 

    Potential peers       : 0 

    Principal actor       : Yes 

    MKA session status    : Secured 

    Confidentiality offset: 30 bytes 

    Current SAK status    : Rx & Tx 

    Current SAK AN        : 0 

    Current SAK KI (KN)   : 85E004AF49934720AC5131D300000003 (3) 

    Previous SAK status   : N/A 

    Previous SAK AN       : N/A 

    Previous SAK KI (KN)  : N/A 

    Live peer list: 

    MI                        MN         Priority  Capability  Rx-SCI 

    85E004AF49934720AC5131D3  1216       5         3           00E00100000A0006 
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Troubleshooting MACsec 

Cannot establish MKA sessions between MACsec devices 

Symptom 
The devices cannot establish MKA sessions when the following conditions exist: 
• The link connecting the devices is up. 
• The ports at the ends of the link are MACsec capable. 

Analysis 
The symptom might occur for the following reasons: 
• The ports at the link are not enabled with MKA. 
• A port at the link is not configured with a preshared key or configured with a preshared key 

different from the peer. 

Solution 
To resolve the problem: 
1. Enter interface view. 
2. Use the display this command to check the MACsec configuration: 

 If MKA is not enabled on the port, execute the mka enable command. 
 If a preshared key is not configured or the preshared key is different from the peer, use the 

mka psk command to configure a preshared key. Make sure the preshared key is the same 
as the preshared key on the peer. 

3. If the problem persists, contact Hewlett Packard Enterprise Support. 

Command reference 

confidentiality-offset 

Use confidentiality-offset to set the MACsec confidentiality offset in an MKA policy. 

Use undo confidentiality-offset to restore the default. 

Syntax 
confidentiality-offset offset-value 

undo confidentiality-offset 

Default 
The MACsec confidentiality offset is 0. The entire frame is encrypted. 

Views 
MKA policy view 

Predefined user roles 
network-admin 

Parameters 
offset-value: Specifies the confidentiality offset in bytes. The value can be 0, 30 or 50. 

Usage guidelines 
The MACsec confidentiality offset specifies the number of bytes starting from the frame header. 
MACsec encrypts only the bytes after the offset in a frame. 
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When an MKA policy is applied to a port, the MACsec confidentiality offset in the policy overwrites 
the confidentiality offset previously configured on the port. However, MACsec uses the confidentiality 
offset propagated by the key server. 

Examples 
# Set the MACsec confidentiality offset to 30 bytes in MKA policy abcd. 
<Sysname> system-view 

[Sysname] mka policy abcd 

[Sysname-mka-policy-abcd] confidentiality-offset 30 

Related commands 
macsec confidentiality-offset 
mka apply policy 

display macsec 

Use display macsec to display MACsec information on ports. 

Syntax 
display macsec [ interface interface-type interface-number ] [ verbose ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
interface interface-type interface-number: Specifies a port by its type and number. If you do not 
specify a port, this command displays MACsec information on all ports. 

verbose: Displays detailed MACsec information. If you do not specify this keyword, the command 
displays brief MACsec information. 

Examples 
# Display brief MACsec information on Ten-GigabitEthernet 1/1/1. 
<Sysname> display macsec interface ten-gigabitethernet 1/1/1 

Interface Ten-GigabitEthernet1/1/1 

  Protect frames         : Yes 

  Active MKA policy      : PL01 

  Replay protection      : Enabled 

  Replay window size     : 0 frames 

  Confidentiality offset : 0 bytes 

  Validation mode        : Check 

# Display detailed MACsec information on Ten-GigabitEthernet 1/1/1. 
<Sysname> display macsec interface ten-gigabitethernet 1/1/1 verbose 

Interface Ten-GigabitEthernet1/1/1 

  Protect frames         : Yes 

  Active MKA policy      : PL01 

  Replay protection      : Enabled 

  Replay window size     : 0 frames 

  Confidentiality offset : 0 bytes 
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  Validation mode        : Check 

  Included SCI           : No 

  SCI conflict           : No 

  Cipher suite           : GCM-AES-128 

  Transmit secure channel: 

    SCI           : 000C29F6A4380004 

      Elapsed time: 00h:02m:19s 

      Current SA  : AN 0        PN 1 

  Receive secure channels: 

    SCI           : 000C29258D430124 

      Elapsed time: 00h:02m:17s 

      Current SA  : AN 0        LPN 1 

      Previous SA : AN N/A      LPN N/A 

Table 68 Command output 

Field Description 

Protect frames 

Status of MACsec desire on the port: 
• Yes. 
• No. 
If the port does not have an MKA principal actor, this field displays N/A. 

Active MKA policy 

MKA policy applied to the port. 
This field displays N/A if the port is not enabled with MACsec desire. 
This field is not available if the port is enabled with MACsec desire but is not 
applied an MKA policy. 

Replay protection 

Status of replay protection on the port: 
• Enabled. 
• Disabled. 
If the port is not enabled with MACsec desire, this field displays N/A. 

Replay window size 

Replay protection window size in number of frames. 
This field displays N/A in the following situations: 
• The port is not enabled with MACsec desire. 
• The port is not enabled with replay protection. 

Confidentiality offset 
Confidentiality offset in bytes. 
If the port is not enabled with MACsec desire, this field displays N/A. 

Validation mode 

Validation mode: 
• Check. 
• Strict. 
If the port is not enabled with MACsec desire, this field displays N/A. 

Included SCI 

Whether the frame includes SCI tag: 
• Yes. 
• No. 
If the port is not enabled with MACsec desire, this field displays N/A. 

SCI conflict 

Whether the SCI in the received MKA packets is the same as the local SCI: 
• Yes—The SCI in the received MKA packets is the same as the local SCI. 
• No—No MKA packet is received, or the SCI in the received MKA 

packets is different from the local SCI. 

Cipher suite If the port is not enabled with MACsec desire, this field displays N/A. 
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Field Description 

Transmit secure channel 
Information about the secure channel for outbound traffic. 
This field is not available if the port is not enabled with MACsec desire. 

Receive secure channel 
Information about the secure channel for inbound traffic. 
This field is not available if the port is not enabled with MACsec desire. 

Elapsed time Lifetime of the secure channel. 

SCI A hexadecimal string that contains the MAC address and port ID. 

Current SA 
Current SA used by the secure channel. 
If no current SA is available, each of the AN, PN, and LPN fields for the 
current SA displays N/A. 

Previous SA 
Previous SA used by the secure channel. 
If no previous SA is available, each of the AN and LPN fields for the previous 
SA displays N/A. 

PN Packet number for outbound traffic. 

AN SA number. 

LPN The minimum received packet number allowed by SAK. 
 

Related commands 
mka apply policy 

display mka policy 

Use display mka policy to display MKA policy information. 

Syntax 
display mka { default-policy | policy [ name policy-name ] } 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
default-policy: Specifies the system-defined MKA policy. 

policy: Specifies an MKA policy or all MKA policies. 

name policy-name: Specifies an MKA policy by policy name. The policy-name argument represents 
the MKA policy name, a case-sensitive string of 1 to 16 characters. If you do not specify an MKA 
policy, this command displays information about all MKA policies. 

Examples 
# Display information about all MKA policies. 
<Sysname> display mka policy 

PolicyName          ReplayProtection   WindowSize    ConfOffset    Validation 

default-policy      Yes                0             0             Check 

policy1             Yes                0             30            Check 
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policy2             Yes                0             30            Check 

policy3             No                 0             0             Strict 

policy4             Yes                200           50            Check 

policy5             Yes                0             0             Check 

Table 69 Command output 

Field Description 

PolicyName Name of the MKA policy. 

ReplayProtection Whether the replay protection feature is enabled. 

WindowSize Replay protection window size in number of frames. 

ConfOffset Confidentiality offset in bytes. 

Validation 
Validation mode: 
• Check. 
• Strict. 

 

Related commands 
mka policy 

mka apply policy 

display mka session 

Use display mka session to display MKA session information. 

Syntax 
display mka session [ interface interface-type interface-number | local-sci sci-id ] [ verbose ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
interface interface-type interface-number: Specifies a port by its type and number. If you do not 
specify a port, this command displays MKA session information on all ports. 

local-sci sci-id: Specifies a local SCI, a case-insensitive hexadecimal string of 16 characters. 

verbose: Displays detailed MKA session information. If you do not specify this keyword, the 
command displays brief MKA session information. 

Examples 
# Display brief MKA session information on Ten-GigabitEthernet 1/1/1. 
<Sysname> display mka session interface ten-gigabitethernet 1/1/1 

Interface Ten-GigabitEthernet1/1/1 

Tx-SCI    : 000C29F6A4380004 

Priority  : 0 

Capability: 3 

  CKN for participant: ABCD 
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    Key server            : Yes 

    MI (MN)               : D7B00EDA353242704CC6B0DB (7) 

    Live peers            : 1 

    Potential peers       : 0 

    Principal actor       : Yes 

    MKA session status    : Secured 

    Confidentiality offset: 30 bytes 

# Display detailed MKA session information on Ten-GigabitEthernet 1/1/1. 
<Sysname> display mka session interface ten-gigabitethernet 1/1/1 verbose 

Interface Ten-GigabitEthernet1/1/1 

Tx-SCI    : 000C29F6A4380004 

Priority  : 0 

Capability: 3 

  CKN for participant: ABCD 

    Key server            : Yes 

    MI (MN)               : D7B00EDA353242704CC6B0DB (7) 

    Live peers            : 1 

    Potential peers       : 0 

    Principal actor       : Yes 

    MKA session status    : Secured 

    Confidentiality offset: 30 bytes 

    Current SAK status    : Rx & Tx 

    Current SAK AN        : 0 

    Current SAK KI (KN)   : 4273791304C1C26259C94C3400000001 (1) 

    Previous SAK status   : N/A 

    Previous SAK AN       : N/A 

    Previous SAK KI (KN)  : N/A 

    Live peer list: 

    MI                        MN         Priority  Capability  Rx-SCI 

    EA58DC3F8715953DBC6593F0  840        100       3           00E0020000000106 

 

    Potential peer list: 

    MI                        MN         Priority  Capability  Rx-SCI 

    DA58DC3Q4573543DBC6699F0  3          200       3           00E0021200000107 

Table 70 Command output 

Field Description 

Tx-SCI SCI for outbound traffic, in hexadecimal notation. 

Priority  Key server priority, in the range of 0 to 255. 

Capability 

MACsec capability: 
• 0—The port is MACsec incapable. 
• 1—The port supports integrity check only. 
• 2—The port supports integrity check and packet encryption. The 

confidentiality offset must be 0. 
• 3—The port supports integrity check and packet encryption. The 

confidentiality offset can be 0, 30, or 50. 

CKN for participant CAK name of the MKA instance. 
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Field Description 

Key server Whether the local end is the key server. 

MI Member identifier in hexadecimal notation. 

MN Message number. 

Live peers Numbers of peers that have already been learned. 

Potential peers Numbers of peers that are being negotiated. 

Principal actor 

Whether the MKA instance is the principal actor.  
MKA instance refers to the operation entity of the MKA protocol on a port. A 
port might have multiple MKA instances. The principal actor is the MKA 
instance in active state. 

MKA session status 

MKA session status: 
• Unknown. 
• Pending. 
• Unauthenticated—The port has not been authenticated. 
• Authenticated—The port has passed the 802.1X authentication. 
• Secured—The session will be secured. 
If the MKA instance is not the principal actor, this field displays N/A. 

Confidentiality offset 

Confidentiality offset issued by the key server. 
This field displays N/A in the following situations: 
• The packet is transmitted in plain text. 
• The MKA instance is not the principal actor. 

Current SAK status 

Status of the current SAK: 
• Tx—The SAK is used to send packets. 
• Rx—The SAK is used to receive packets. 
This field displays N/A in the following situations: 
• The MKA instance is not the principal actor. 
• The SAK does not exist. 

Current SAK AN 

SA number of the current SAK in use. 
This field displays N/A in the following situations: 
• The MKA instance is not the principal actor. 
• The SAK does not exist. 

Current SAK KI 

Key identifier of the current SAK in use, a string of hexadecimal digits that 
contains the key server's 12-byte MI and KN. 
This field displays N/A in the following situations: 
• The MKA instance is not the principal actor. 
• The SAK does not exist. 

KN 

SAK number. 
This field displays N/A in the following situations: 
• The MKA instance is not the principal actor. 
• The SAK does not exist. 

Previous SAK status 

Status of the previous SAK: 
• Tx—The SAK is used to send packets. 
• Rx—The SAK is used to receive packets. 
This field displays N/A in the following situations: 
• The MKA instance is not the principal actor. 
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Field Description 
• The SAK does not exist. 

Previous SAK AN 

SA number of the previous SAK. 
This field displays N/A in the following situations: 
• The MKA instance is not the principal actor. 
• The SAK does not exist. 

Previous SAK KI 

Key identifier of the previous SAK, a string of hexadecimal digits that contains 
the key server's 12-byte MI and KN. 
This field displays N/A in the following situations: 
• The MKA instance is not the principal actor. 
• The SAK does not exist. 

Live peer list 
List of peers that have participated in the MKA session. 
This field is not available if no live peer exists. 

Potential peer list 
List of peers that are being negotiated. 
This field is not available if no potential peer exists. 

Rx-SCI SCI for inbound traffic, in hexadecimal notation. 
 

Related commands 
reset mka session 

display mka statistics 

Use display mka statistics to display MKA statistics on ports. 

Syntax 
display mka statistics [ interface interface-type interface-number ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
interface interface-type interface-number: Specifies a port by its type and number. If you do not 
specify a port, this command displays MKA statistics on all ports. 

Examples 
# Display MKA statistics on Ten-GigabitEthernet 1/1/1. 
<Sysname> display mka statistics interface ten-gigabitethernet 1/1/1 

Interface Ten-GigabitEthernet1/1/1 statistics 

MKPDUs with invalid CKN : 0 

MKPDUs with invalid ICV : 0 

MKPDUs with Rx error    : 0 

CKN for participant     : ABCD 

  Tx MKPDUs             : 2379 

  Rx MKPDUs             : 2375 

  MKPDUs with invalid MN: 0 
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  MKPDUs with Tx error  : 0 

  SAKs distributed      : 0 

  SAKs received         : 5 

Table 71 Command output 

Field Description 

MKPDUs with invalid CKN Number of received MKA packets with invalid CKNs. 

MKPDUs with invalid ICV Number of MKA packets that failed ICV check. 

MKPDUs with Rx error Number of received error MKA packets. 

CKN for participant CAK name of the MKA instance. 

Tx MKPDUs Number of the MKA packets sent by the MKA instance. 

Rx MKPDUs Number of the MKA packets received by the MKA instance. 

MKPDUs with invalid MN Number of MKA packets with illegal MNs received by the MKA instance. 

MKPDUs with Tx error Number of error MKA packets sent by the MKA instance. 

SAKs distributed Number of SAKs distributed by the MKA instance. 

SAKs received Number of SAKs received by the MKA instance. 
 

Related commands 
reset mka statistics 

macsec confidentiality-offset 

Use macsec confidentiality-offset to set the MACsec confidentiality offset on a port. 

Use undo macsec confidentiality-offset to restore the default. 

Syntax 
macsec confidentiality-offset offset-value 

undo macsec confidentiality-offset 

Default 
The MACsec confidentiality offset on the port is 0. The entire frame is encrypted. 

Views 
Ethernet interface view 

Predefined user roles 
network-admin 

Parameters 
offset-value: Specifies the confidentiality offset in bytes. The value can be 0, 30 or 50. 

Usage guidelines 
The MACsec confidentiality offset specifies the number of bytes starting from the frame header. 
MACsec encrypts only the bytes after the offset in a frame. 

If you execute this command on a port to which an MKA policy has been applied, the configuration 
overwrites the confidentiality offset in the MKA policy. The MKA policy application is removed from 
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the port. However, other settings (settings for parameters except the confidentiality offset) of the 
MKA policy are effective on the port. 

MACsec uses the MACsec confidentiality offset propagated by the key server. 

Examples 
# Set the MACsec confidentiality offset to 30 bytes on Ten-GigabitEthernet 1/1/1. 
<Sysname> system-view 

[Sysname] interface ten-gigabitethernet 1/1/1 

[Sysname-Ten-GigabitEthernet1/1/1] macsec confidentiality-offset 30 

Related commands 
confidentiality-offset 
display macsec 

display mka session 

mka apply policy 

macsec desire 

Use macsec desire to enable MACsec desire. The port expects MACsec protection for outbound 
frames. 

Use undo macsec desire to disable MACsec desire. 

Syntax 
macsec desire 
undo macsec desire 

Default 
MACsec desire is disabled. A port does not expect MACsec protection for outbound frames. 

Views 
Ethernet interface view 

Predefined user roles 
network-admin 

Usage guidelines 
This command allows a MACsec port to expect MACsec protection for outbound frames. The key 
server determines whether MACsec protects the outbound frames. 

MACsec protects the outbound frames of the port when the following requirements are met: 
• The key server is MACsec capable. 
• Both the local participant and its peer are MACsec capable. 
• A minimum of one participant is enabled with the MACsec desire feature. 

Examples 
# Enable MACsec desire on Ten-GigabitEthernet 1/1/1. 
<Sysname> system-view 

[Sysname] interface ten-gigabitethernet 1/1/1 

[Sysname-Ten-GigabitEthernet1/1/1] macsec desire 
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macsec replay-protection enable 

Use macsec replay-protection enable to enable MACsec replay protection on a port. 

Use undo macsec replay-protection enable to disable MACsec replay protection on a port. 

Syntax 
macsec replay-protection enable 
undo macsec replay-protection enable 

Default 
MACsec replay protection is enabled on the port. 

Views 
Ethernet interface view 

Predefined user roles 
network-admin 

Usage guidelines 
This feature allows a MACsec port to accept a number of out-of-order or repeated inbound frames. 

If you execute this command on a port to which an MKA policy has been applied, the configuration 
overwrites the MACsec replay protection configuration in the MKA policy. The MKA policy application 
is removed from the port. However, other settings (settings for parameters except MACsec replay 
protection) of the MKA policy are effective on the port. 

Examples 
# Enable MACsec replay protection on Ten-GigabitEthernet 1/1/1. 
<Sysname> system-view 

[Sysname] interface ten-gigabitethernet 1/1/1 

[Sysname-Ten-GigabitEthernet1/1/1] macsec replay-protection enable 

Related commands 
display macsec 
macsec replay-protection window-size 
mka apply policy 
replay-protection enable 

macsec replay-protection window-size 

Use macsec replay-protection window-size to set the MACsec replay protection window size on a 
port. 

Use undo macsec replay-protection window-size to restore the default. 

Syntax 
macsec replay-protection window-size size-value 
undo macsec replay-protection window-size 

Default 
The MACsec replay protection window size is 0 on a port. Frames are accepted only in the correct 
order. 
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Views 
Ethernet interface view 

Predefined user roles 
network-admin 

Parameters 
size-value: Specifies the replay protection window size, in the range of 0 to 4294967295 frames. 

Usage guidelines 
To allow a MACsec port to accept a number of out-of-order frames, enable replay protection and 
specify a replay protection window size on the port. 

For example, the replay protection window size is a on a port. After the port receives a packet with 
packet number (PN) x, it can accept only packets whose PN is greater than or equal to x-a. 

The replay protection window size takes effect only when the replay protection feature is enabled on 
the port. 

Set a replay protection window size based on the forwarding path of frames. If the frames might be 
forwarded multiple times, set a large replay protection window size. 

If you execute this command on a port to which an MKA policy has been applied, the configuration 
overwrites the replay protection window size in the MKA policy. The MKA policy application is 
removed from the port. However, other settings (settings for parameters except the replay protection 
window size) of the MKA policy are effective on the port. 

Examples 
# Set the MACsec replay protection window size to 100 on Ten-GigabitEthernet 1/1/1. 
<Sysname> system-view 

[Sysname] interface ten-gigabitethernet 1/1/1 

[Sysname-Ten-GigabitEthernet1/1/1] macsec replay-protection window-size 100 

Related commands 
display macsec 
macsec replay-protection enable 
mka apply policy 
replay-protection window-size 

macsec validation mode 

Use macsec validation mode to set a MACsec validation mode on a port. 

Use undo macsec validation mode to restore the default. 

Syntax 
macsec validation mode { check | strict } 
undo macsec validation mode 

Default 
The MACsec validation mode is check on a port. 

Views 
Ethernet interface view 

Predefined user roles 
network-admin 
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Parameters 
check: Performs validation only and does not drop illegal frames. 

strict: Performs validation and drops illegal frames. 

Usage guidelines 
To avoid data loss, use the default validation mode check on the MACsec devices in case of MKA 
negotiation failure. After you use the display macsec command to verify that MKA negotiation has 
succeeded, change the validation mode to strict. 

If you execute this command on a port to which an MKA policy has been applied, the configuration 
overwrites the validation mode in the MKA policy. The MKA policy application is removed from the 
port. However, other settings (settings for parameters except the validation mode) of the MKA policy 
are effective on the port. 

Examples 
# Set the MACsec validation mode to strict on Ten-GigabitEthernet 1/1/1. 
<Sysname> system-view 

[Sysname] interface ten-gigabitethernet 1/1/1 

[Sysname-Ten-GigabitEthernet1/1/1] macsec validation mode strict 

Related commands 
display macsec 
mka apply policy 
validation mode 

mka apply policy 

Use mka apply policy to apply an MKA policy to a port. 

Use undo mka apply policy to remove the MKA policy from a port. 

Syntax 
mka apply policy policy-name 

undo mka apply policy 

Default 
No MKA policy is applied to the port. 

Views 
Ethernet interface view 

Predefined user roles 
network-admin 

Parameters 
policy-name: Specifies the name of an MKA policy, a case-sensitive string of 1 to 16 characters. 

Usage guidelines 
An MKA policy defines MACsec parameters, including confidentiality offset, validation mode, replay 
protection, and replay protection window size.  

When you apply an MKA policy to a port, the MACsec parameter settings in the policy overwrite the 
MACsec parameters previously configured on the port. Any modifications to the MKA policy take 
effect immediately. 
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When you remove the MKA policy from a port, the MACsec parameter settings on the port restore to 
the default. 

When you delete an MKA policy, ports that use the policy automatically use the system-defined MKA 
policy default-policy. 

When you apply a nonexistent MKA policy to a port, the port automatically uses the system-defined 
MKA policy default-policy. After you create the specified policy, the policy will be automatically 
applied to the port. 

Examples 
# Apply MKA policy abcd to Ten-GigabitEthernet 1/1/1. 
<Sysname> system-view 

[Sysname] interface ten-gigabitethernet 1/1/1 

[Sysname-Ten-GigabitEthernet1/1/1] mka apply policy abcd 

Related commands 
confidentiality-offset 
display mka policy 
replay-protection enable 
replay-protection window-size 
validation mode 

mka enable 

Use mka enable to enable MKA on a port. 

Use undo mka enable to disable MKA on a port. 

Syntax 
mka enable 
undo mka enable 

Default 
MKA is disabled on a port. 

Views 
Ethernet interface view 

Predefined user roles 
network-admin 

Usage guidelines 
MKA establishes and manages MACsec secure channels on a port. It also negotiates encryption 
keys used by MACsec. 

The enabling of MKA on a port triggers MKA negotiation. After MKA negotiation succeeds, an MKA 
session is successfully established. 

Examples 
# Enable MKA on Ten-GigabitEthernet 1/1/1. 
<Sysname> system-view 

[Sysname] interface ten-gigabitethernet 1/1/1 

[Sysname-Ten-GigabitEthernet1/1/1] mka enable 
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Related commands 
display mka session 

mka policy 

Use mka policy to create an MKA policy and enter its view, or enter the view of an existing MKA 
policy. 

Use undo mka policy to delete an MKA policy. 

Syntax 
mka policy policy-name 

undo mka policy policy-name 

Default 
A system-defined MKA policy exists. The policy name is default-policy. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
policy-name: Specifies the name of an MKA policy, a case-sensitive string of 1 to 16 characters. 

Usage guidelines 
MKA policy provides a centralized method for configuring MACsec confidentiality offset, validation 
mode, replay protection, and replay protection window size. 

The system supports multiple MKA policies. 

You cannot delete or modify the system-defined MKA policy default-policy. 

Examples 
# Create an MKA policy named abcd and enter its view. 
<Sysname> system-view 

[Sysname] mka policy abcd 

[Sysname-mka-policy-abcd] 

Related commands 
confidentiality-offset 
display mka policy 
mka apply policy 
replay-protection enable 
replay-protection window-size 
validation mode 

mka priority 

Use mka priority to set the MKA key server priority. 

Use undo mka priority to restore the default. 
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Syntax 
mka priority priority-value 

undo mka priority 

Default 
The MKA key server priority is 0. 

Views 
Ethernet interface view 

Predefined user roles 
network-admin 

Parameters 
priority-value: Specifies the priority value, in the range of 0 to 255. The priority is inversely related to 
its value. 

Usage guidelines 
If you use 802.1 X-generated CAK, the access device port automatically becomes the key server. 

If you use a preshared key as the CAK, the port that has higher priority (lower priority value) 
becomes the key server. If the port and its peers have the same priority, MACsec compares the SCI 
values on the ports. The port with the lowest SCI value becomes the key server. 

A port with priority 255 cannot become the key server. For a successful key server selection, make 
sure a minimum of one participant's key server priority is not 255. 

Examples 
# Set the MKA key server priority to 2 on Ten-GigabitEthernet 1/1/1. 
<Sysname> system-view 

[Sysname] interface ten-gigabitethernet 1/1/1 

[Sysname-Ten-GigabitEthernet1/1/1] mka priority 2 

Related commands 
display mka session 

mka psk 

Use mka psk to set a preshared key as the CAK. 

Use undo mka psk to restore the default. 

Syntax 
mka psk ckn name cak { cipher | simple } string 

undo mka psk 

Default 
No preshared key exists. 

Views 
Ethernet interface view 

Predefined user roles 
network-admin 
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Parameters 
ckn name: Specifies the preshared key name, a hexadecimal string with an even number of 
case-insensitive characters. The name length is in the range of 2 to 64 characters. 

cak: Specifies the preshared key. 
cipher: Specifies the preshared key in encrypted form. 
simple: Specifies the preshared key in plaintext form. For security purposes, the preshared key 
specified in plaintext form will be stored in encrypted form. 
string: Specifies the preshared key. The plaintext form of the key is a hexadecimal string with an 
even number of case-insensitive characters, and the key length is in the range of 2 to 64 characters. 
The encrypted form of the key is a case-sensitive string of 2 to 117 characters. 

Usage guidelines 
The CAK can be either generated during 802.1X or manually configured at the CLI. The manually 
configured CAK takes precedence over the 802.1X-generated key.  

When 802.1X is not enabled on MACsec ports, you can execute this command to configure a 
preshared key on each MACsec port. Make sure the local port and peer ports are configured with the 
same key. If the connected ports are configured with different keys, they cannot successfully 
establish MKA sessions. 

To delete the configured keys for MKA sessions that have been established, perform the following 
tasks: 
1. Execute the undo mka psk command on the key server. 
2. Execute the undo mka psk command on the non-key server. 

The deletion operation deletes the established MKA sessions at the same time. 

The MACsec cipher suite supported by the device requires that the configured CKN and CAK each 
must be 32 characters long. If the configured CKN or CAK is not 32 characters long, the system 
performs the following operations when it runs the cipher suite: 
• Automatically increases the length of the CKN or CAK by zero padding if the CKN or CAK 

contains less than 32 characters. 
• Uses only the first 32 characters if the CKN or CAK contains more than 32 characters. 

Examples 
# Configure the CAK name as AB, and set the CAK to 1234 in plain text on Ten-GigabitEthernet 
1/1/1. 
<Sysname> system-view 

[Sysname] interface ten-gigabitethernet 1/1/1 

[Sysname-Ten-GigabitEthernet1/1/1] mka psk ckn AB cak simple 1234 

replay-protection enable 

Use replay-protection enable to enable MACsec replay protection in an MKA policy. 

Use undo replay-protection enable to disable MACsec replay protection in an MKA policy. 

Syntax 
replay-protection enable 
undo replay-protection enable 

Default 
MACsec replay protection is enabled in an MKA policy. 
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Views 
MKA policy view 

Predefined user roles 
network-admin 

Usage guidelines 
This feature allows a MACsec port to accept a number of out-of-order or repeated inbound frames. 

When an MKA policy is applied to a port, the replay protection configuration in the policy overwrites 
the replay protection feature already used by the port. 

Examples 
# Enable MACsec replay protection in MKA policy abcd. 
<Sysname> system-view 

[Sysname] mka policy abcd 

[Sysname-mka-policy-abcd] replay-protection enable 

Related commands 
macsec replay-protection enable 
mka apply policy 
replay-protection window-size 

replay-protection window-size 

Use replay-protection window-size to set the MACsec replay protection window size in an MKA 
policy. 

Use undo replay-protection window-size to restore the default. 

Syntax 
replay-protection window-size size-value 

undo replay-protection window-size 

Default 
The MACsec replay protection window size in an MKA policy is 0. Frames are accepted only in the 
correct order. 

Views 
MKA policy view 

Predefined user roles 
network-admin 

Parameters 
size-value: Specifies the replay protection window size, in the range of 0 to 4294967295 frames. 

Usage guidelines 
The MACsec replay protection window size allows a MACsec port to accept a number of out-of-order 
inbound frames. 

For example, the replay protection window size is a on a port. After the port receives a packet with 
PN x, it can accept only packets whose PN is greater than or equal to x-a. 

The replay protection window size takes effect only when the replay protection feature is enabled on 
the port. 
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Set a replay protection window size based on the forwarding path of frames. If the frames might be 
forwarded multiple times, set a large replay protection window size. 

When an MKA policy is applied to a port, the replay protection window size in the policy overwrites 
the window size already configured on the port. 

Examples 
# Set the MACsec replay protection window size to 100 in MKA policy abcd. 
<Sysname> system-view 

[Sysname] mka policy abcd 

[Sysname-mka-policy-abcd] replay-protection window-size 100 

Related commands 
macsec replay-protection window-size 
macsec replay-protection enable 
mka apply policy 

reset mka session 

Use reset mka session to reset MKA sessions on ports. 

Syntax 
reset mka session [ interface interface-type interface-number ] 

Views 
User view 

Predefined user roles 
network-admin 

Parameters 
interface interface-type interface-number: Specifies a port by its type and number. If you do not 
specify a port, this command resets MKA sessions on all ports. 

Usage guidelines 
This command first clears MKA sessions, and then immediately triggers a new session 
establishment negotiation. 

Examples 
# Reset MKA sessions on Ten-GigabitEthernet 1/1/1. 
<Sysname> reset mka session interface ten-gigabitethernet 1/1/1 

Related commands 
display mka session 

reset mka statistics 

Use reset mka statistics to clear MKA statistics on ports. 

Syntax 
reset mka statistics [ interface interface-type interface-number ] 

Views 
User view 
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Predefined user roles 
network-admin 

Parameters 
interface interface-type interface-number: Specifies a port by its type and number. If you do not 
specify a port, this command clears MKA statistics on all ports. 

Examples 
# Clear MKA statistics on Ten-GigabitEthernet 1/1/1. 
<Sysname> reset mka statistics interface ten-gigabitethernet 1/1/1 

Related commands 
display mka statistics 

validation mode 

Use validation mode to set a MACsec validation mode in an MKA policy. 

Use undo validation mode to restore the default. 

Syntax 
validation mode { check | strict } 
undo validation mode 

Default 
The MACsec validation mode is check. The device performs validation only and does not drop illegal 
frames. 

Views 
MKA policy view 

Predefined user roles 
network-admin 

Parameters 
check: Performs validation only and does not drop illegal frames. 

strict: Performs validation and drops illegal frames. 

Usage guidelines 
To avoid data loss, use the default validation mode check on the MACsec devices in case of MKA 
negotiation failure. After you use the display macsec command to verify that MKA negotiation has 
succeeded, change the validation mode to strict. 

When an MKA policy is applied to a port, the MACsec validation mode in the policy overwrites the 
MACsec validation mode already configured on the port. 

Examples 
# Set the MACsec validation mode to strict in MKA policy abcd. 
<Sysname> system-view 

[Sysname] mka policy abcd 

[Sysname-mka-policy-abcd] validation mode strict 

Related commands 
macsec validation mode 
mka apply policy 
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New feature: Displaying the role of the device in the VCF 
fabric 

Displaying the role of the device in the VCF fabric 
Execute the display vcf-fabric role command in any view to display the roles of the device in the 
VCF fabric, including the default role and the current role. 
 

Task Command 

Display the role of the device in the VCF fabric. display vcf-fabric role 
 

Command reference 

display vcf-fabric role 

Use display vcf-fabric role to display the role of the device in the VCF fabric. 

Syntax 
display vcf-fabric role 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Usage guidelines 
This command displays the default role and the current role of the device in the VCF fabric. To 
change the role of the device, use the vcf-fabric role command. 

Example 
# Display the role of the device in the VCF fabric. 
<Sysname> display vcf-fabric role 

Default role: leaf 

Current role: leaf 

Table 1 Command output 

Field Description 

Default role 

The default role of the device. 
• spine. 
• leaf. 
• access. 

Current role 

The current role of the device. 
• spine. 
• leaf. 
• access. 
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Related commands 
vcf-fabric role 

New feature: Source IPv4 address for the device to 
communicate with RabbitMQ servers 

Specify the source IPv4 address for the device to communicate with 
RabbitMQ servers 

By default, the device automatically selects the source IPv4 address to communicate with RabbitMQ 
servers through the routing protocol. When multiple equal-cost routes exist between the device and 
RabbitMQ servers, the device might use a physical outgoing interface rather than a logical outgoing 
interface as the communication interface. Once the physical interface goes down, the 
communication between the device and the RabbitMQ servers is interrupted and the Neutron service 
is further affected. To avoid this problem, specify the IPv4 address of the logical interface as the 
source IPv4 address. 

To specify the source IPv4 address for the device to communicate with RabbitMQ servers: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enable Neutron and enter 
Neutron view. neutron By default, Neutron is disabled. 

3. Specify the source IPv4 
address for the device to 
communicate with RabbitMQ 
servers 

rabbit source-ip ipv4-address 
[ vpn-instance 
vpn-instance-name ] 

By default, no source IPv4 
address is specified for the 
device to communicate with 
RabbitMQ servers. The device 
automatically selects a source 
IPv4 address through the 
routing protocol to 
communicate with RabbitMQ 
servers. 

 

Command reference 

rabbit source-ip 

Use rabbit source-ip to specify the source IPv4 address for the device to communicate with 
RabbitMQ servers. 

Use undo rabbit source-ip to restore the default. 

Syntax 
rabbit source-ip ipv4-address [ vpn-instance vpn-instance-name ] 

undo rabbit source-ip 

Default 
No source IPv4 address is specified for the device to communicate with RabbitMQ servers. The 
device automatically selects the source IPv4 address to communicate with RabbitMQ servers 
through the routing protocol. 
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Views 
Neutron view 

Predefined user roles 
network-admin 

Parameters 
ipv4-address: Specifies the source IPv4 address with which the device communicates with 
RabbitMQ servers. 

vpn-instance vpn-instance-name: Specifies an MPLS L3VPN instance by its name, a 
case-sensitive string of 1 to 31 characters. If the specified source IPv4 address is on the public 
network, do not specify this option. 

Examples 
# Specify 1.1.1.1 as the source IPv4 address for the device to communicate with RabbitMQ servers. 
<Sysname> system-view 

[sysname] neutron 

[sysname-neutron] rabbit source-ip 1.1.1.1 

New feature: FlexFabric Network Analytics 

Configuring the FlexFabric Network Analytics feature 
The FlexFabric Network Analytics (FNA) feature works with IMC to perform device monitoring and 
analysis. The device acts as an FNA agent, and the IMC server acts as an FNA client.  

In the current software version, this feature supports only data buffer statistics and detection. You 
can view data buffer statistics by using the Microburst function on the IMC server. You can also set 
the buffer usage thresholds for unicast queues and multicast queues on the IMC server. The IMC 
server provides alarms for queues that exceed the set thresholds. 

After you enable this feature on the IMC server, all FNA-related commands are automatically 
deployed by the IMC server to the device. You do not need to configure any of these commands on 
the device. 

At the CLI, fma (short for Fabric Monitor and Analyzer) is used to represent the FNA feature. 

Command reference 

fma agent-ip 

Use fma agent-ip to configure the agent's IP address. 

Syntax 
fma agent-ip agent-ip 

Default 
No IP address is configured for an agent. 

Views 
System view 

Predefined user roles 
network-admin 
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Parameters 
agent-ip: Specifies the IP address. 

fma agent-mac 

Use fma agent-mac to configure the agent's MAC address. 

Syntax 
fma agent-mac agent-mac 

Default 
No MAC address is configured for an agent. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
agent-ip: Specifies the MAC address. 

fma agent-port 

Use fma agent-port to configure the agent's port number. 

Syntax 
fma agent-port agent-port 

Default 
No port number is configured for an agent. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
agent-port: Specifies the port number in the range of 1 to 65535. 

fma client-ip 

Use fma client-ip to specify the client's IP address. 

Syntax 
fma client-ip client-ip 

Default 
No IP address is specified for a client. 

Views 
System view 

Predefined user roles 
network-admin 
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Parameters 
agent-ip: Specifies the IP address. 

fma client-port 

Use fma client-port to specify the client's port number. 

Syntax 
fma client-port client-port 

Default 
No port number is specified for a client. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
agent-port: Specifies the port number in the range of 1 to 65535. 

fma enable 

Use fma enable to enable the FNA feature. 

Use undo fma enable to disable the FNA feature. 

Syntax 
fma enable 
undo fma enable 

Default 
The FNA feature is disabled. 

Views 
System view 

Predefined user roles 
network-admin 

New feature: SPBM 
IEEE 802.1aq Shortest Path Bridging (SPB) enables multipath routing in an Ethernet mesh network 
by using IS-IS as the control protocol. The technology allows all paths to be active, supports equal 
cost paths, and provides shortest path forwarding in an Ethernet mesh network. IEEE 802.1aq SPB 
provides faster convergence, higher link efficiency, and larger Layer 2 topologies than conventional 
spanning tree protocols such as MSTP. 
Shortest path bridging MAC mode (SPBM) is one bridging method of IEEE 802.1aq SPB. This 
method encapsulates Ethernet frames into MAC-in-MAC frames in compliance with IEEE 802.1ah 
PBB.  
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SPBM network model 
As shown in Figure 44, the SPBM network includes backbone edge bridges and backbone core 
bridges.  

Backbone edge bridges connect customer sites to the SPBM network. 

The nodes in the SPBM network run ISIS-SPB to prevent loops and calculate the shortest path for a 
frame. 

Figure 44 SPBM network model 
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B-MAC, B-VLAN 

Backbone MAC addresses (B-MACs) are bridge MAC addresses associated with SPBM bridges. 
Backbone VLANs (B-VLANs) are VLANs assigned by the service provider for transmitting customer 
traffic on the SPBM network. 

For customer frames to be transmitted across an SPBM network, the ingress BEB encapsulates 
them in MAC-in-MAC format. In the outer frame header, the source MAC address is a B-MAC of the 
ingress BEB, and the destination MAC is a B-MAC of the egress BEB. All devices in the SPBM 
network forward the MAC-in-MAC frames based on the destination B-MAC and B-VLAN. 

Customer network port, provider network port 

On a BEB, a customer network port (CNP) connects to a customer site and a provider network port 
(PNP) connects to the SPBM network. 

Ethernet service instance 

An Ethernet service instance provides forwarding service for a set of VLANs. To extend VLANs 
across customer sites over an SPBM network, you must configure Ethernet service instances on 
BEBs' customer edge ports and map them to SPB VSIs. 

For more information about Ethernet service instances, see VPLS in MPLS Configuration Guide. 

I-SID 

A backbone service instance identifier (I-SID) uniquely identifies a MAC-in-MAC service instance 
(also called an "SPB VSI") provided by the service provider. 

ISIS-SPB 

ISIS-SPB is the control protocol for an SPBM network to calculate shortest path trees (SPTs) and 
maintain adjacencies between neighbors. 

LSDB 

A link state database (LSDB) contains the states of all links in an SPBM network. 

MAC-in-MAC 

SPBM encapsulates Ethernet frames into MAC-in-MAC frames by using 802.1ah PBB 
encapsulation. For more information about the MAC-in-MAC frame format, see "SPBM packet 
types." 

Customer frames are encapsulated in MAC-in-MAC format at edges of the SPBM network before 
they are forwarded from one customer site to another. 

PW 

Pseudo wires (PWs) are MAC-in-MAC tunnels established over the SPBM network for transmitting 
customer traffic.  

PWs are established between BEBs. BCBs do not set up PWs. 

On an interface, incoming frames are assigned to the same PW if they match the packet match 
criterion of the same Ethernet service instance. 
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SPB VSI 

An SPB virtual switch instance (SPB VSI) provides MAC-in-MAC tunnel service for Ethernet service 
instances. An SPB VSI acts as a virtual switch. It has all the functionality of a conventional Ethernet 
switch, including source MAC address learning, MAC address aging, and flooding. Each SPB VSI is 
uniquely identified by an I-SID. For more information about VSIs, see VPLS in MPLS Configuration 
Guide.  

System ID 

In the SPBM network, each device is uniquely identified by a 6-byte system ID. The system ID is 
automatically generated by ISIS-SPB. 

SPBM packet types 
SPBM packets include ISIS-SPB control packets and SPBM data packets. 

ISIS-SPB control packets 

ISIS-SPB control packets include hello, LSP, and SNP. All SPBM control packets are encapsulated in 
802.1q. 

Hello 
SPBM neighbors send IS-IS hello (IIH) PDUs to establish and maintain adjacencies. 

LSP 
Adjacent SPBM neighbors send link state PDUs (LSPs) to advertise topology data. 

SNP 
Adjacent SPBM neighbors exchange sequence number PDUs (SNPs) for LSDB synchronization. 

SNPs include complete SNP (CSNP) and partial SNP (PSNP). 
• CSNP—Contains the digest of each LSP in the LSDB. Adjacent routers exchange CSNPs to 

maintain LSDB synchronization. 
• PSNP—Contains the sequence numbers of recently received LSPs. An SPBM node uses a 

PSNP to acknowledge LSPs or to request needed LSPs from a neighbor. 

SPBM data packet 

SPBM data packets use the IEEE 802.1ah MAC-in-MAC frame format, as shown in Figure 45. 

Figure 45 IEEE 802.1ah-compliant MAC-in-MAC frame format 
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Table 72 IEEE 802.1ah encapsulated frame header fields 

Field Description 
B-DA Destination B-MAC that identifies the destination BEB. 

B-SA Source B-MAC. It is a known MAC address of the BEB that encapsulates the 
MAC-in-MAC frame. 

B-Tag B-VLAN tag identifies the VLAN ID and priority of the frame in the SPBM network. The 
TPID in the tag is fixed at 0x8100. 

I-Tag 

Backbone service instance tag contains the following subfields: 
• TPID—A value fixed at 0x88E7 to identify the frame as an 802.1ah encapsulated 

frame. 
• I-PCP—Transmission priority of the frame on the BEB. 
• I-DEI—Drop priority of the frame on the BEB. 
• I-SID—Backbone service instance identifier. 
• C-DA—Customer destination MAC address. 
• C-SA—Customer source MAC address. 

S-Tag This field contains the outer customer VLAN ID and priority. 

C-Tag This field contains the inner customer VLAN ID and priority. 
 

Working mechanisms 
To forward Layer 2 traffic between customer sites across an SPBM network, you must configure 
Ethernet service instances on BEBs' customer network ports, and map Ethernet service instances to 
SPB VSIs. 

SPBM uses ISIS-SPB in the control plane to calculate shortest path trees. It uses IEEE 802.1ah PBB 
encapsulation in the data plane to encapsulate and forward traffic. 

SPBM uses the following generic process to calculate SPTs and forward traffic: 
1. BEBs and BCBs send ISIS-SPB P2P hellos to establish and maintain adjacencies. 
2. Adjacent nodes send LSPs to advertise their respective topology data. Eventually, the LSDBs 

of all nodes are synchronized.  
3. Each node selects the forwarding path:  

a. Each node runs SPF to calculate the shortest path from itself to each of the other nodes.  
b. If equal-cost paths are available, each node runs ECT to choose the best forwarding path.  
c. The nodes populate their respective FDB and FIB tables with the forwarding path. 

4. BEBs establish PWs over the SPBM network for transmitting customer traffic. 

Formation and maintenance of ISIS-SPB adjacencies 

ISIS-SPB only supports point-to-point links within an IS-IS level 1. It sends P2P hellos between 
directly connected nodes to form and maintain adjacencies. To forward traffic on an adjacency, two 
SPBM neighbors must meet the following requirements: 
• The neighbors have the same configuration digest for MSTI 4092.  
• The neighbors have the same B-VLAN to ECT algorithm mapping. 
• The neighbors have valid link metric values. 
 

 NOTE: 
In SPBM, you must map all B-VLANs to MSTI 4092.  
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MAC address learning 

In an SPBM network, BEBs perform typical source MAC learning in the data plane to learn C-MACs, 
but BCBs do not learn C-MACs.  

BCBs forward MAC-in-MAC traffic by destination B-MAC and B-VLAN, which are advertised through 
ISIS-SPB in the control plane. As a result, BCBs do not need to maintain a large MAC address table. 

Data paths 

For the forwarding process for known unicast frames, see "Unicast." 

To avoid loops, SPBM does not support broadcast. BEBs flood broadcast, multicast, and unknown 
unicast frames to the SPBM network as multicast frames. For the flooding process, see "Multicast."  

Unicast 
For an intra-site known unicast frame, the ingress BEB performs typical MAC address table lookup. 

For a known inter-site unicast frame, the following forwarding process takes place, as shown in 
Figure 46: 
1. The ingress BEB performs the following tasks: 

a. Assigns the frame to the correct Ethernet service instance based on the outer VLAN. 
b. Learns the source MAC address. 
c. Looks up the destination MAC address in the Ethernet service instance's Ethernet address 

table. 
2. If the outgoing interface is a provider network port, the ingress BEB performs the following 

tasks: 
a. Encapsulates the frame in IEEE 802.1ah format. 
b. Sends the frame out of the unicast PW to the egress BEB. 
The B-DA field in the outer frame header is the B-MAC of the egress BEB. 

3. Each BCB on the unicast PW forwards the frame based on the B-MAC and B-VLAN in the outer 
frame header until it reaches the egress BEB. 

4. The egress BEB removes the outer frame header and forwards the frame to the destination 
customer MAC address. 

Figure 46 MAC-in-MAC unicast traffic over an SPBM network 
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Multicast 
SPBM floods broadcast, customer multicast, and unknown customer unicast as multicast traffic.  

SPBM supports the following replication methods for multicast:  
• Head-end replication—Replicates frames at the ingress BEB for frames to enter the SPBM 

network. This method is suitable for SPB VSIs that have sparse multicast traffic. It does not 
require BCBs to maintain multicast FDB entries. 

• Tandem replication—Replicates frames only at the node where the shortest path tree forks. 
This method is suitable for SPB VSIs that have dense multicast traffic. It requires BCBs to 
maintain multicast FDB entries. 

In head-end replication, the ingress BEB performs the following tasks, as shown in Figure 47: 
1. Replicates the customer frame for each destination BEB. 
2. Encapsulates each replica in one unicast frame. 
3. Sends the unicast frames to the destination BEBs. 

Figure 47 Head-end replication 
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In tandem replication, the source BEB encapsulates a frame with a B-DA multicast address that 
uniquely identifies itself and the SPBM service. When this frame arrives at the BCB where the 
shortest path tree forks, the BCB replicates one frame for each destination BEB, as shown in Figure 
48. 

Figure 48 Tandem replication 

 
 

SPBM multicast address 

Each SPBM node has a multicast address for each SPB VSI. This multicast address consists of one 
shortest path source identifier (SPSource ID) and one I-SID. The I-SID identifies an SPB VSI, and 
the SPSource ID identifies the node as a multicast source in the SPB VSI.  

Figure 49 SPBM multicast address format 
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Table 73 SPBM multicast address fields 

Field Description 
M 1-bit multicast flag. Its value is fixed at 1. 

L 1-bit local flag bit. Its value is fixed at 1. 

TYP 2-bit SPSource ID type. Its value is fixed at 0. 

SPSource ID 20-bit SPSource ID. 

I-SID 24-bit SPB VSI identifier. 
 

In Figure 49, LSB represents the lower 4 bits of a byte, and MSB represents the higher 4 bits of a 
byte. The first byte of an SPBM multicast address is identical to the combination of the first 4 bits of 
the SPSource ID field, the TYP field, the L field, and the M field. For example, the hexadecimal form 
of the first byte (E3) in the SPBM multicast address E386070006E9 is 11100011. This byte consists 
of 1110 (first 4 bits of SPSource ID), 00 (TYP), 1 (L), and 1 (M). 

Multiple SPB VSIs 
You can use multiple SPB VSIs to transmit traffic for different Ethernet services that span different 
customer sites. Each SPB VSI is identified by a unique I-SID.  

For example, the network in Figure 50 has the following SPB VSIs: 
• I-SID 300 extends traffic to customer sites B, C, and D. 
• I-SID 400 extends traffic to all customer sites. 
• I-SID 500 extends traffic to customer sites A and D.  

All traffic in one SPB VSI is transmitted in one B-VLAN. Different SPB VSIs can use the same 
B-VLAN to transmit traffic. Traffic of different SPB VSIs is isolated by I-SID. 

Figure 50 Multiple SPB VSIs 
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Load balancing 
To balance traffic between forwarding paths, you can map B-VLANs to different ECT algorithms. 
When a path is approaching congestion, you can move part of traffic on one path to another by 
moving an I-SID from one ECT algorithm to another. 

B-VLAN to ECT algorithm mapping 

For balanced traffic distribution, SPBM supports calculating one SPT for a set of B-VLANs by using 
different ECT algorithms. IEEE 802.1aq SPB provides 16 ECT algorithms. Each algorithm 
represents a set of tie-break rules. As a result, you can have up to 16 forwarding paths in an SPBM 
network.  

Figure 51 shows two SPTs that are calculated by using two ECT algorithms. 

Figure 51 Multiple SPTs in an SPBM network 
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Figure 52 ECT migration 

 
 

Loop prevention 
SPBM nodes collect topology data independently to calculate forwarding paths. Transient loops 
might occur during SPT recalculation caused by a network flapping because the latency varies for an 
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 NOTE: 
In this document, "AP" refers to agreement protocol. In other documents, "AP" can also refer to 
access points. 
 

Fast channel for quick spread of LSPs 
The fast channel feature provides a quicker LSP propagation method than conventional LSP 
propagation. This feature spreads ISIS-SPB LSPs in the SPBM network by forwarding LSPs as data 
packets along the SPT in a dedicated SPB VSI. An SPBM node does not need to complete updating 
its LSDB before it propagates the topology change to the next node. 

The I-SID for the fast-channel VSI is 255. To use the fast-channel feature, you must create a VSI and 
assign I-SID 255 to the VSI. 

You cannot associate any Ethernet service instance with the VSI that uses I-SID 255 for data 
transmission. 

Protocols and standards 
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• RFC 6329, IS-IS Extensions Supporting IEEE 802.1aq Shortest Path Bridging 
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Table 74 SPBM and other features compatibility 

Feature Restrictions and guidelines 

IRF 

You must configure the irf mac-address persistent always command to 
prevent the IRF bridge MAC address from changing after the address owner 
leaves. For more information about IRF bridge MAC persistence, see IRF 
Command Reference. 

IS-IS Provider network ports on BEBs and BCBs cannot be used for setting up 
standard IS-IS adjacencies. 

Spanning tree 

The spanning tree mode must be set to MSTP. 
For SPBM neighbors to establish adjacencies, you must map all B-VLANs to 
MSTI 4092, and make sure their in-between links have connectivity.  
To forward traffic on an SPBM network, you must assign all SPBM nodes to the 
same MST region.  
For SPBM to run correctly, make sure MSTI 4092 is not used by RRPP or Smart 
Link. For more information about RRPP and Smart Link, see High Availability 
Configuration Guide. 

Static MAC 
If a B-MAC is the same as a static MAC entry in the MAC address table, remove 
the static MAC entry. The device can forward SPBM packets to the B-MAC only 
after the conflict is removed. 

VLAN 

Do not use B-VLANs for other purposes such as VLAN interfaces. Before 
specifying a VLAN as a B-VLAN, you must remove all features that have been 
configured on the VLAN. 
You must configure the provider network ports on BEBs and BCBs as trunk or 
hybrid ports, and assign them to all B-VLANs as tagged VLAN members. 
ISIS-SPB protocol frames are transmitted untagged on links. To prevent 
SPBM-enabled interfaces from dropping these frames, assign each 
SPBM-enabled interface to the port VLAN (PVID) as an untagged member. 
Make sure the PVIDs have been created on the device. 

 

SPBM configuration task list 

Tasks at a glance Remarks 
(Required.) Configuring basic SPBM settings on BEBs and 
BCBs: 
• Configuring MST region parameters 
• Enabling SPBM 

You must map B-VLANs to MSTI 4092, 
and enable SPBM both globally and on 
the provider network ports in the SPBM 
network. 

(Required.) Configuring customer-side settings on BEBs: 
• Enabling L2VPN 
• Creating an SPB VSI 
• Assigning a B-VLAN to an SPB VSI 
• Configuring Ethernet service instances on BEBs 

Configure customer-side settings to map 
Ethernet service instances to SPB VSIs 
for extending VLANs across different 
sites. 
Each Ethernet service instance 
represents a set of VLANs. 

Configuring SPBM multicast settings: 
• (Required.) Configuring the SPBM multicast replication 

mode on BEBs 
• (Optional.) Setting the SPSource ID 

Make sure the multicast replication mode 
for an SPB VSI is the same across all 
BEBs. 
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Tasks at a glance Remarks 

(Optional.) Optimizing traffic distribution: 
• Setting the bridge priority 
• Setting a link metric value for a provider network port 
• Mapping B-VLANs to an ECT algorithm 
• Performing ECT migration for an SPB VSI 

To obtain a desirable path, you can 
change the bridge priority and link metric 
values. 
By default, all B-VLANs are mapped to 
ECT algorithm 1. To optimize traffic 
distribution, map B-VLANs to different 
ECT algorithms. 

(Optional.) Configuring the AP mode 

Perform this task to prevent temporary 
loops that might occur when the 
topologies of SPBM neighbors do not 
match. 

(Optional.) Optimizing the SPBM network: 
• Enabling dynamic hostname exchange 
• Configuring ISIS-SPB throttling timers: 

 Tuning ISIS-SPB adjacency maintenance settings 
 Tuning ISIS-SPB LSP timers 
 Tuning the SPF calculation timer 
 Setting the LSDB overload bit 

• Configuring the control MAC address for ISIS-SPB 

 IMPORTANT: 
To ensure correct path selection and 
traffic forwarding, make sure B-VLAN to 
ECT algorithm mappings and ISIS-SPB 
timer settings are consistent across the 
network. 
Dynamic hostname exchange enables 
you to identify SPBM nodes with symbolic 
hostnames. 

(Optional.) Configuring ISIS-SPB authentication: 
• Configuring ISIS-SPB adjacency authentication 
• Configuring ISIS-SPB area authentication 

Configure ISIS-SPB authentication to 
improve security in an SPBM network. 

(Optional.) Configuring Graceful Restart for ISIS-SPB 

Enable this feature before you re-enable 
SPBM or perform an active/standby 
switchover. Graceful Restart ensures 
nonstop forwarding while ISIS-SPB 
processes are re-establishing their 
adjacency. 

(Optional.) Enabling NSR for ISIS-SPB 
NSR ensures nonstop services when 
ISIS-SPB has redundant processes on 
multiple MPUs. 

(Optional.) Configuring SNMP notifications and context for 
SPBM 

Configure SNMP notifications for SPBM 
to send SPBM event notifications to an 
NMS. 

(Optional.) Enabling ISIS-SPB adjacency change logging 
Enable this feature to track all adjacency 
changes. To suppress frequent adjacency 
change messages, disable this feature. 

Configuring basic SPBM settings on BEBs and BCBs 
For SPBM to run, you must configure all settings in this section on all BEBs and BCBs. 

Configuring MST region parameters 

 CAUTION: 
Changing MST region settings causes spanning tree recalculation. Make sure you understand the 
impact on your network before you activate the MST region settings. 
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SPBM runs on MSTI 4092. For two SPBM neighbors to establish an adjacency, you must activate 
MSTI 4092 on both neighbors and make sure their in-between link has connectivity. To forward traffic 
on the link, you must also configure the same MST region parameters on the devices, including: 
• Format selector. The value for this parameter is fixed at 0. 
• Region name. 
• Revision level. 
• VLAN-to-MSTI mapping table. 

For more information about MST region configuration commands, see spanning tree commands in 
Layer 2—LAN Switching Command Reference. 

To configure MST region parameters on a BEB or BCB: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter MST region 
view. stp region-configuration N/A 

3. Configure the MST 
region name. region-name name The default MST region name is the MAC 

address of the device. 

4. Set the MSTP revision 
level. revision-level level The default MSTP revision level is 0. 

5. Map B-VLANs to MSTI 
4092. 

instance instance-id vlan 
vlan-id-list 

By default, all VLANs are mapped to the CIST 
(MSTI 0). 
The value for the instance-id argument must 
be 4092. 

6. Activate the MST 
region configuration. 

active 
region-configuration N/A 

 

Enabling SPBM 

You must enable SPBM both globally and on the provider network ports on all BEBs and BCBs in the 
SPBM network. 

To enable SPBM: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enable SPBM globally and 
enter SPBM view. spbm By default, SPBM is disabled 

globally. 

3. Return to system view. quit N/A 

4. Enter Layer 2 Ethernet 
interface view or Layer 2 
aggregate interface view. 

interface interface-type 
interface-number N/A 

5. Enable SPBM on the 
interface. spbm enable By default, SPBM is disabled on 

interfaces. 
 

Configuring customer-side settings on BEBs 
All tasks in this section are required. 
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Enabling L2VPN 

For SPBM settings to take effect, you must enable L2VPN. 

To enable L2VPN: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enable L2VPN. l2vpn enable By default, L2VPN is disabled. 
 

Creating an SPB VSI 

SPBM uses a unique I-SID to identify an SPB VSI. An SPB VSI's I-SID must be the same across the 
SPBM network. 

I-SID 255 is reserved for the fast channel. You cannot associate any Ethernet service instance with 
the VSI that uses I-SID 255. 

To use the fast-channel feature, you must create a VSI and assign I-SID 255 to the VSI.  

To create an SPB VSI: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Create a VSI. vsi vsi-name By default, no VSIs exist. 

3. Assign an SPB I-SID 
to the VSI. spb i-sid i-sid 

By default, a VSI does not have an SPB I-SID. 
You can configure one SPB I-SID and one PBB 
I-SID for one VSI, but the two I-SIDs cannot be 
the same. 
For more information about PBB, see "New 
feature: PBB.". 

 

Assigning a B-VLAN to an SPB VSI 

For an SPB VSI, you must specify the same I-SID and B-VLAN across all BEBs and BCBs. You can 
assign only one B-VLAN to an SPB VSI, but different SPB VSIs can use the same B-VLAN. 

To assign a B-VLAN to an SPB VSI: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSI view. vsi vsi-name N/A 

3. Enter SPB I-SID view. spb i-sid i-sid N/A 

4. Assign a B-VLAN to the SPB 
VSI. b-vlan vlan-id By default, an SPB VSI does not 

have a B-VLAN. 
 

Configuring Ethernet service instances on BEBs 

For a BEB to identify VLANs that must be extended across sites, you must configure Ethernet 
service instances on its customer network ports to map VLANs to SPB VSIs. 
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When you configure Ethernet service instances, follow these restrictions and guidelines: 
• An SPB VSI can be mapped to multiple Ethernet service instances on the same port or different 

ports. 
• For correct traffic processing, do not use the outer VLAN specified with the encapsulation 

command to provide any other services, including Layer 2 and Layer 3 services. 
 

 NOTE: 
The outer VLAN refers to the C-VLAN for a single-tagged frame and the S-VLAN for a 
double-tagged frame. 

 

For more information about Ethernet service instance configuration commands, see "New feature: 
VPLS.". 

To configure an Ethernet service instance on a customer network port: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter Layer 2 Ethernet 
interface view or Layer 2 
aggregate interface 
view. 

interface interface-type 
interface-number N/A 

3. Configure the port link 
type. 

port link-type { access | trunk | 
hybrid } 

The default port link type is 
access. 

4. Assign the port to 
VLANs. 

• Access link type:  
port access vlan vlan-id 

• Trunk link type:  
port trunk permit vlan { vlan-id-list 
| all } 

• Hybrid link type:  
port hybrid vlan vlan-id-list { 
tagged | untagged } 

N/A 

5. Create an Ethernet 
service instance and 
enter its view. 

service-instance instance-id By default, no Ethernet service 
instances exist. 

6. Configure a frame 
match criterion. 

• encapsulation s-vid vlan-id [ 
only-tagged ] 

• encapsulation s-vid vlan-id-list [ 
c-vid vlan-id-list ] 

• encapsulation s-vid vlan-id c-vid { 
vlan-id-list | all } 

• encapsulation { default | tagged | 
untagged } 

Use one of the commands to 
configure a frame match 
criterion. 
By default, an Ethernet service 
instance does not contain a 
frame match criterion. 

7. Map the Ethernet 
service instance to the 
SPB VSI. 

xconnect vsi vsi-name [ access-mode 
{ ethernet | vlan } ] * 

By default, an Ethernet service 
instance is not mapped to any 
SPB VSI. 

 

Configuring SPBM multicast settings 

Configuring the SPBM multicast replication mode on BEBs 

SPBM supports head-end replication and tandem replication for broadcast, multicast, and unknown 
unicast traffic.  
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Head-end replication is suitable for service instances that have sparse multicast traffic. Tandem 
replication is suitable for service instances that have dense multicast traffic. 

Multicast replication mode must be the same across all BEBs. 

To configure the SPBM multicast replication mode: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSI view. vsi vsi-name N/A 

3. Enter I-SID view. spb i-sid i-sid N/A 

4. Configure the SPBM multicast 
mode. 

multicast replicate-mode 
{ head-end | tandem } 

By default, head-end replication 
applies. 

 

Setting the SPSource ID 

An SPSource ID uniquely identifies a device in an SPBM network. By default, the device generates 
an SPSource ID automatically.  

If you set an SPSource ID manually, make sure the ID is unique on the SPBM network. 

To set an SPSource ID for the device: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter SPBM view. spbm N/A 

3. Set SPSource ID. spsource spsource-id By default, the device generates 
an SPSource ID automatically. 

 

Optimizing traffic distribution 

Setting the bridge priority 

In conjunction with the system ID, the SPBM bridge priority forms the SPBM bridge ID. The SPBM 
bridge ID is a tie-breaker used in the ECT algorithms for choosing the forwarding path. 

To set the SPBM bridge priority: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter SPBM view. spbm N/A 

3. Set a bridge priority. bridge-priority priority The default bridge priority is 
32768. 

 

Setting a link metric value for a provider network port 

The following are methods to assign a link metric value to an interface: 
• Set an interface-specific value in interface view. 
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• Set a global value in SPBM view. This global value applies to all SPBM-enabled interfaces. 
• Set a bandwidth reference in SPBM view for the system to calculate a value automatically for 

the interface. 

The system chooses a link metric value for an interface in order of interface-specific value, global 
value, and autocalculated value. 

Setting a port-specific link metric value 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter Layer 2 Ethernet 
interface view or Layer 2 
aggregate interface view. 

interface interface-type 
interface-number N/A 

3. Set a port-specific link metric 
value. spbm cost cost-value By default, automatic link metric 

calculation applies. 
 

Setting the global link metric value 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter SPBM view. spbm N/A 

3. Set a global SPBM link metric 
value. circuit-cost cost-value  By default, no global SPBM link 

metric value is set. 
 

Setting the bandwidth reference for automatic link metric calculation 
ISIS-SPB automatically calculates a link metric value for an interface if both the global and 
interface-specific link metric value are not set.  

The following is the calculation formula: 

Link metric value=(Reference bandwidth/Interface rate)x10 

The value range for the link metric value is 1 to 16777214.  

To set the bandwidth reference for automatic link metric calculation: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter SPBM view. spbm N/A 

3. Set the reference bandwidth 
for automatic link metric 
calculation. 

bandwidth-reference value The default bandwidth reference 
is 40000 Mbps. 

 

Mapping B-VLANs to an ECT algorithm 

An ECT algorithm represents a set of tie-breakers for calculating SPTs.  

To improve link efficiency in an SPBM network, you can distribute B-VLAN traffic along different 
paths by mapping B-VLANs to different ECT algorithms. 

To ensure correct SPT calculation for a B-VLAN, the B-VLAN to ECT algorithm mappings must be 
the same across the SPBM network. 

For more information about the ECT algorithms, see IEEE 802.1aq SPB. 
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To map a list of B-VLANs to an ECT algorithm: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter SPBM view. spbm N/A 

3. Map B-VLANs to an ECT 
algorithm. ect ect-index b-vlan vlan-id-list By default, all B-VLANs are 

mapped to ECT algorithm 1. 
 

Performing ECT migration for an SPB VSI 

To move traffic from an overloaded path to a path that has less traffic, you can change B-VLAN to 
ECT algorithm mappings by using the ect command or by performing ECT migration. ECT migration 
provides more granular traffic control than the ect command. 
• Using the ect command, you can move all traffic of a B-VLAN from one path to another. The 

B-VLAN's traffic is disrupted before you complete B-VLAN to ECT algorithm remapping across 
the SPBM network. 

• Using ECT migration, you can move traffic by I-SID without traffic loss. 

To perform ECT migration: 
1. On all BEBs and BCBs, create a new B-VLAN, assign the B-VLAN to MSTI 4092, and assign 

the provider network port to the B-VLAN: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. (Optional.) Add a new 
B-VLAN. vlan Skip this step if you choose a 

VLAN that already exists. 

3. Return to the system 
view quit N/A 

4. Enter MST region view. stp region-configuration N/A 

5. Assign the VLAN to 
MSTI 4092. 

instance instance-id vlan 
vlan-list 

The value for the instance-id 
argument must be 4092. 

6. Activate the MST region 
configuration. active region-configuration N/A 

7. Return to system view. quit N/A 

8. Enter interface range 
view. 

interface range { interface-type 
interface-number [ to 
interface-type interface-number ] } 
&<1-5> 

Specify all provider network 
ports. 

9. Assign all provider 
network ports to the 
VLAN. 

• Assign trunk ports to the 
VLAN: 
port trunk permit vlan { 
vlan-id-list | all } 

• Assign hybrid ports to the 
VLAN: 
port hybrid vlan vlan-id-list 
tagged 

N/A 

10. Return to system view. quit N/A 
 

2. On all BEBs and BCBs, map the new B-VLAN to a different ECT algorithm than the old B-VLAN: 
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 CAUTION: 
To avoid traffic disruption, you must verify that the new mapping has been added across the 
SPBM network before you proceed to the next task. 

 

Step Command Remarks 

1. Enter SPBM view. spbm Skip this step if you choose a 
VLAN that already exists. 

2. Map the new B-VLAN to 
a new ECT algorithm. ect ect-index b-vlan vlan-id-list 

This ECT algorithm must be 
different from the one mapped to 
the old B-VLAN. 

3. Verify that the mapping 
has been added. display spbm b-vlan [ vlan-id ] N/A 

4. Return to system view. quit N/A 
 

3. Assign the new B-VLAN to the SPB VSI on all BEBs: 
 

Step Command 
1. Enter VSI view. vsi vsi-name 

2. Enter SPB I-SID view. spb i-sid i-sid 

3. Assign the new B-VLAN to the SPB VSI. b-vlan vlan-id 
 

 NOTE: 
The SPB VSI's traffic will not be switched over to the new path until you assign the new B-VLAN 
to the SPB VSI on all BEBs. 

 

Configuring the AP mode 
The Agreement Protocol (AP) prevents temporary loops that might occur when the topologies of 
SPBM neighbors do not match. 

If AP is enabled, SPBM issues forwarding entries to the forwarding plane only if AP declares a 
topology match. 
 

 NOTE: 
In this document, "AP" refers to agreement protocol. In other documents, "AP" can also refer to 
access points. 
 

To configure the AP mode: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter SPBM view. spbm N/A 

3. Configure the AP mode. ap-mode { both | multicast | 
off } 

By default, AP is enabled for both 
multicast and unicast entries. SPBM 
issues a unicast or multicast entry to 
the forwarding plane only if AP 
declares a topology match. 

 



 

455 

Optimizing the SPBM network 
Perform the tasks in this section to optimize an SPBM network for bandwidth efficiency and high 
performance. 

Enabling dynamic hostname exchange 

ISIS-SPB uses a 6-byte system ID to represent a node in the network. This type of ID is difficult for 
administrators to identify devices when they examine ISIS-SPB adjacencies, FDB entries, and LSDB 
entries.  

Dynamic hostname exchange enables you to assign a symbolic hostname to each SPBM node. 
ISIS-SPB advertises this information in the Dynamic hostname TLV in LSPs to remote LSDBs. 

To enable dynamic hostname exchange: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter SPBM view. spbm N/A 

3. Configure a symbolic 
hostname. is-name is-name 

By default, dynamic hostname 
exchange is disabled, and no symbolic 
hostname is configured for the device. 

 

Tuning ISIS-SPB adjacency maintenance settings 

ISIS-SPB uses the ISIS-SPB hello interval and the hello multiplier for adjacency establishment and 
maintenance. 

Adjacency hold time sets the maximum amount of time for one SPBM node to retain the adjacency 
with another. This timer determines the amount of time it takes for an SPBM node to detect a failed 
link. 

The adjacency hold time equals the ISIS-SPB hello interval multiplied by the hello multiplier. 

An SPBM node sends its adjacency hold time in hello packets to update the adjacencies with its 
neighbor. The neighbor removes the adjacency with the advertising node and recalculates routes if it 
does not receive a hello packet before the timer expires. 

Setting the ISIS-SPB hello interval 
ISIS-SPB sends hellos over links to establish and maintain adjacencies between SPBM nodes. 

A short interval improves network convergence time, but it requires more system resources. 

To set the ISIS-SPB hello interval on an interface: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter Layer 2 Ethernet 
interface view or Layer 2 
aggregate interface view. 

interface interface-type 
interface-number N/A 

3. Set the ISIS-SPB hello 
interval. spbm timer hello seconds 

The default hello interval is 10 
seconds.  
The maximum adjacency hold 
time is 65535 seconds. If this 
value is exceeded, the original 
hello interval remains unchanged. 
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Setting the hello multiplier for calculating the adjacency hold time 
To set the multiplier for calculating the adjacency hold time on an interface: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter Layer 2 Ethernet 
interface view or Layer 2 
aggregate interface view. 

interface interface-type 
interface-number N/A 

3. Set the hello multiplier. spbm timer holding-multiplier 
value 

The default multiplier is 3. 
The maximum adjacency hold 
time is 65535 seconds. If this 
value is exceeded, the original 
hello multiplier remains 
unchanged. 

 

Tuning ISIS-SPB LSP timers 

Change LSP timer settings depending on network stability to increase the network convergence 
speed and protect CPU from unnecessary route recalculations. 

Table 75 ISIS-SPB LSP timers 

LSP timer Functionality Tuning guidelines 

Minimum LSP transmit 
interval 

Sets the minimum interval for 
transmitting LSPs out of an 
interface. 
You can also set the number of 
LSPs that can be sent at each 
interval. 

Increase the interval to reduce LSP 
traffic in the network.  
Decrease the interval for quick LSDB 
synchronization. 

LSP lifetime Sets the amount of time that an LSP 
can be retained in an LSDB. 

Set the lifetime to a higher value than 
the LSP refresh interval. 

LSP refresh interval and LSP 
generation timer 

Control the update interval for an 
LSP. 

Increase the interval to protect the 
CPU from frequent LSP generation. 
Decrease the interval for quick 
reaction to topology change events. 

LSP fast-flooding 
Floods the first several LSPs that 
invoke SPF before SPF 
computation is started. 

Enable this feature for quick LSDB 
synchronization.  

 

Setting the minimum LSP transmit interval and the maximum number of LSPs sent at each 
interval 

To control ISIS-SPB traffic on a circuit, set the minimum interval for the device to transmit LSPs out of 
the circuit and the maximum number of LSPs sent at each interval. Before the minimum interval 
expires, newly generated LSP updates must wait in queue before they can be sent out. 

To control ISIS-SPB traffic on the SPBM network: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter Layer 2 Ethernet 
interface view or Layer 2 

interface interface-type 
interface-number N/A 
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Step Command Remarks 
aggregate interface view. 

3. Set the minimum LSP 
transmit interval and the 
maximum number of LSP 
segments sent at each 
interval. 

spbm timer lsp time [ count 
count ] 

By default, the minimum LSP 
transmit interval is 33 
milliseconds. A maximum of five 
LSP segments can be sent at 
each interval. 

 

 NOTE: 
ISIS-SPB requires acknowledgment for each LSP sent on a point-to-point circuit. ISIS-SPB will 
retransmit an LSP at 5-second interval until it receives an acknowledgment for the LSP. This 
retransmission interval is not user configurable. 
 

Setting the LSP lifetime 
The LSP lifetime specifies the maximum amount of time for an LSP to be retained in an LSDB. 

SPBM nodes add a lifetime in each LSP they have advertised. If an SPBM node does not receive an 
update for an LSP before its lifetime expires, the SPBM node performs the following operations:  
• Removes the LSP from the LSDB.  
• Retains the LSP digest for 60 seconds.  
• Sends an update of the LSP with a lifetime of 0. The SPBM neighbors remove the LSP from 

their LSDBs when they receive the LSP update. 

To set the maximum LSP lifetime: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter SPBM view. spbm N/A 

3. Set the maximum LSP 
lifetime. timer lsp-max-age seconds The default maximum LSP 

lifetime is 1200 seconds. 
 

Tuning the LSP refresh interval and LSP generation timer 
To prevent LSPs from age-out and synchronize LSDBs, ISIS-SPB performs periodic and 
event-driven LSP updates: 
• LSP refresh interval—Sets the interval at which ISIS-SPB regularly regenerates an LSP, 

regardless of whether any change has occurred to the LSP. 
• LSP generation timer—Sets the delay for ISIS-SPB to generate a new version of an LSP in 

response to an LSP change. For example, an update occurs because of a change in adjacency, 
interface metric value, system ID, or area address. 

The LSP generation timer is an exponential generation timer. With this timer, ISIS-SPB quickly 
responds to the first events for an LSP and then slows down to protect the CPU from frequent LSP 
generation. 

The LSP generation timer value is derived from the following parameters:  
• minimum-interval—Minimum LSP generation interval. 
• incremental-interval—Base number for the incremental interval.  
• maximum-interval—Maximum LSP generation interval. 

When the network is stable, the LSP generation timer is set to the minimum interval for each LSP 
generation. When the network is unstable, the LSP generation timer increments by 
incremental-interval×2n-2 (n is the number of generation times) for each LSP generation until the 
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maximum interval is reached. If an event triggers LSP generation after the maximum interval is 
reached, the LSP generation timer re-initiates with the minimum interval. 
 

 NOTE: 
The network is considered unstable if the interval between consecutive LSP generation events is 
smaller than two times the maximum interval.  
 

To tune the LSP refresh interval and the LSP regeneration timer parameters: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter SPBM view. spbm N/A 

3. Set the LSP refresh interval. timer lsp-refresh seconds The default refresh interval is 900 
seconds. 

4. Set the LSP generation timer 
parameters. 

timer lsp-generation 
maximum-interval 
[ minimum-interval 
[ incremental-interval ] ] 

Default values for the LSP 
generation timer parameters: 
• maximum-interval—2 

seconds. 
• minimum-interval—10 

milliseconds. 
• incremental-interval—10 

milliseconds. 
The minimum interval and the 
incremental interval must be 
shorter than the maximum 
interval. 

 

Enabling LSP fast-flooding 
LSP fast-flooding enables ISIS-SPB to flood the first several LSPs that invoke SPF before SPF 
computation is started. This mechanism improves ISIS-SPB convergence time. The number of LSPs 
that can be fast flooded is user configurable. 

To configure LSP fast-flooding: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter SPBM view. spbm N/A 

3. Configure LSP fast-flooding. 
flash-flood [ flood-count 
flooding-count | 
max-timer-interval interval ] * 

By default, LSP fast-flooding is 
disabled. 

 

Tuning the SPF calculation timer 

The SPF calculation timer sets the delay between consecutive SPF calculations. You can decrease 
the timer for ISIS-SPB to react quickly to topology changes, and decrease the timer to protect the 
CPU from frequent SPF calculations. 

The SPF timer is an exponential generation timer. With this timer, ISIS-SPB quickly responds to the 
first events that trigger SPF calculation, and then slows down to protect the CPU from frequent SPF 
calculations. 
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The SPF calculation timer value is derived from three parameters: minimum wait time 
(minimum-interval), base number for incremental wait time (incremental-interval), and maximum wait 
time (maximum-interval).  

When the network is stable, the SPF calculation timer is set to the minimum wait time for each SPF 
computation. When the network is unstable, the SPF calculation timer increments by 
incremental-interval×2n-2 (n is the number of calculations) for each SPF calculation until the 
maximum wait time is reached. If an event triggers SPF calculation after the maximum wait time is 
reached, the SPF calculation timer re-initiates with the minimum wait time. 
 

 NOTE: 
The network is considered unstable if the interval between consecutive SPF calculations is smaller 
than two times the maximum wait time.  
 

To tune the SPF calculation timer: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter SPBM view. spbm N/A 

3. Set the SPF calculation 
exponential backoff timers. 

timer spf maximum-interval 
[ minimum-interval 
[ incremental-interval ] ] 

Default values for the SPF 
calculation timer parameters: 
• maximum-interval—5 

seconds. 
• minimum-interval—10 

milliseconds. 
• incremental-interval—10 

milliseconds. 
The minimum interval and the 
incremental interval must be 
shorter than the maximum 
interval. 

 

Setting the LSDB overload bit 

ISIS-SPB sets the overload bit in LSPs to notify its neighbors that it is experiencing an LSDB error 
condition and cannot forward traffic correctly. During path calculation, ISIS-SPB does not choose a 
path as the shortest path if the path includes the device that has the overload bit set. 

You can set the LSDB overload bit when the device cannot record complete topology data in the 
LSDB for memory insufficiency or any other problems. 

To set the LSDB overload bit: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter SPBM view. spbm N/A 

3. Set the LSDB overload bit. 
set-overload [ on-startup 
[ [ start-from-nbr system-id 
[ timeout1 [ nbr-timeout ] ] ] | 
timeout2 ] ] 

By default, ISIS-SPB does not set 
the LSDB overload bit. 
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Configuring the control MAC address for ISIS-SPB 

ISIS-SPB uses a control MAC address for ISIS-SPB peer-to-peer communication. This control MAC 
specifies the destination MAC address for ISIS-SPB protocol frames. Vendors might use different 
control MAC addresses. You can change the ISIS-SPB control MAC for interoperability in a 
multivendor network. 

To configure the control MAC address for ISIS-SPB: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter SPBM view. spbm N/A 

3. Configure the control MAC 
for ISIS-SPB. 

control-address { all-cb | all-is | 
all-l1-is | all-l2-is | all-pb } 

The default control MAC for 
ISIS-SPB is 0180-C200-002E 
(all-pb). 

 

Configuring ISIS-SPB authentication 
ISIS-SPB authentication helps improve security in an SPBM network. It includes adjacency 
authentication and area authentication. 

Configuring ISIS-SPB adjacency authentication 

ISIS-SPB adjacency authentication guarantees that SPBM nodes establish adjacencies only with 
trustworthy neighbors. 

SPBM nodes send adjacency authentication information (including the authentication method and 
password) in ISIS-SPB hello packets. The recipient establishes or maintains an adjacency with the 
sender only if the received authentication settings match its local authentication settings. 

For two devices to establish an adjacency, you must configure the same authentication method and 
password on them. 

To prevent loss of adjacencies, use the following procedure when you modify adjacency 
authentication settings: 
1. Disable adjacency authentication for incoming ISIS-SPB hello packets on the neighbor devices. 
2. Modify the authentication settings on the local end. 
3. Modify the authentication settings on the remote end. 
4. Enable adjacency authentication for incoming ISIS-SPB hello packets on the neighbor devices. 

To configure ISIS-SPB adjacency authentication: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 
2. Enter Layer 2 Ethernet 

interface view or Layer 2 
aggregate interface view. 

interface interface-type 
interface-number N/A 

3. Set an adjacency 
authentication method and 
password. 

spbm authentication-mode 
{ md5 | simple } { cipher | plain } 
string 

By default, adjacency 
authentication is disabled. No 
authentication method or 
password is configured. 

4. (Optional.) Disable 
adjacency authentication for 
incoming IS-IS hello 

spbm authentication send-only 
By default, the device 
authenticates incoming IS-IS 
hello packets if adjacency 
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Step Command Remarks 
packets. authentication is enabled. 

 

Configuring ISIS-SPB area authentication 

ISIS-SPB area authentication guarantees that SPBM nodes learn topology data only from 
trustworthy neighbors. 

ISIS-SPB sends area authentication information (including the authentication method and password) 
in topology advertisement packets (LSP, CSNP, and PSNP). The recipients accept a topology 
advertisement packet only if the authentication settings in the packet match their local authentication 
settings. 

For correct authentication, make sure the authentication method and password is the same across 
the SPBM network. 

To prevent temporary drops of topology advertisement packets, use the following procedure when 
you modify authentication settings: 
1. Disable area authentication for incoming ISIS-SPB topology advertisement packets on the 

neighbor devices. 
2. Modify the authentication settings on the local end. 
3. Modify the authentication settings on the remote end. 
4. Enable area authentication for incoming ISIS-SPB topology advertisement packets on the 

neighbor devices. 

To configure ISIS-SPB area authentication: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter SPBM view. spbm N/A 

3. Set an authentication 
method and password.  

area-authentication-mode { md5 
| simple } { cipher | plain } string 

By default, area authentication is 
disabled. No authentication 
method or password is 
configured. 

4. (Optional.) Disable area 
authentication for incoming 
ISIS-SPB packets. 

area-authentication send-only 
By default, the device 
authenticates incoming ISIS-SPB 
packets if area authentication is 
enabled. 

 

Configuring Graceful Restart for ISIS-SPB 

 IMPORTANT: 
Graceful Restart and IS-IS NSR are mutually exclusive. You cannot use both features on the device.  
 

Graceful Restart ensures nonstop forwarding while ISIS-SPB processes are re-establishing their 
adjacency after SPBM is re-enabled or an active/standby switchover is performed. 

Graceful Restart enables a restarting node (the GR restarter) to quickly recover its SPBM topology, 
routing, and session information from a neighbor (the GR helper). During the GR process, the GR 
helper maintains the adjacency with the GR restarter. 

Typically, you only need to configure Graceful Restart on the GR restarter. As a best practice, 
configure Graceful Restart on an SPBM node if it is the only feature available on the node to ensure 
nonstop forwarding. 
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To configure Graceful Restart for ISIS-SPB: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter SPBM view. spbm N/A 

3. Enable Graceful 
Restart for ISIS-SPB. graceful-restart By default, ISIS-SPB Graceful Restart is 

disabled. 

4. (Optional.) Set the SA 
bit in ISIS-SPB hello 
PDUs. 

undo graceful-restart 
suppress-sa 

By default, the Suppress-Advertisement (SA) 
bit is set.  
Setting the SA bit prevents the neighbor from 
advertising the ISIS-SPB adjacency with the 
GR restarter. This setting prevents route 
blackholes by temporarily excluding the 
restarter from the SPF computation on other 
SPBM nodes. 
If the SA bit is not set, the ISIS-SPB neighbors 
advertise the ISIS-SPB adjacency with the 
device while the device is restarting. 

5. (Optional.) Set the T2 
timer.  graceful-restart t2 t2-value 

The default T2 timer is 300 seconds for 
ISIS-SPB Graceful Restart. 
The device advertises the T2 timer as the 
adjacency hold time to its neighbor during a 
GR process. Before the timer expires, the 
neighbor maintains the adjacency with the 
device. If the device fails to complete the 
restart before this timer expires, the neighbor 
removes the adjacency. 

 

Enabling NSR for ISIS-SPB 

 IMPORTANT: 
Graceful Restart and IS-IS NSR are mutually exclusive. You cannot use both features on the device.  
 

To use NSR for ISIS-SPB, an IRF fabric must have a minimum of two member devices.  

NSR ensures nonstop services when ISIS-SPB has redundant processes on multiple IRF member 
devices. In contrast to Graceful Restart, NSR does not require a neighbor device to recover routing 
information. 

NSR backs up SPBM link state information from the active ISIS-SPB process to the standby 
ISIS-SPB process. The standby ISIS-SPB process takes over when any of the following events 
occurs: 
• The active ISIS-SPB process restarts. 
• The IRF master fails. 
• An ISSU starts on the IRF master. 

To enable NSR for ISIS-SPB: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter SPBM view. spbm N/A 

3. Enable NSR for ISIS-SPB. non-stop-routing By default, NSR is disabled for 
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Step Command Remarks 
ISIS-SPB. 

 

Configuring SNMP notifications and context for SPBM 
To report critical SPBM events to an NMS, enable SNMP notifications for SPBM. For SNMP 
notifications to be sent correctly, you must also configure SNMP on the device. For more information 
about SNMP configuration, see the network management and monitoring configuration guide for the 
device. 

ISIS-SPB shares the standard IS-IS MIB with IS-IS and other protocols that use IS-IS in the control 
plane. For SNMP to correctly identify a protocol's management information in the standard IS-IS 
MIB, you must configure a unique context for each of these protocols. If a protocol supports multiple 
processes, you must assign a unique context to each process. 

The context names must be unique among all the protocols and their processes. 

Context is a method introduced to SNMPv3 for multiple instance managements. For SNMPv1/v2c, 
you must specify a context name as a community name for protocol identification. 

To enable SNMP notifications for SPBM: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enable SNMP 
notifications for SPBM. 

snmp-agent trap enable spbm 
[ adjacency-state-change | 
area-mismatch | authentication | 
authentication-type | b-mac-conflict | 
buffsize-mismatch | id-length-mismatch | 
lsdboverload-state-change | 
lsp-parse-error | lsp-size-exceeded | 
max-seq-exceeded | maxarea-mismatch | 
own-lsp-purge | protocol-support | 
rejected-adjacency | 
skip-sequence-number | 
spsource-conflict | version-skew ] * 

By default, SNMP 
notifications for SPBM are 
enabled. To disable an 
SNMP notification for SPBM, 
use the undo form of the 
command. 

3. Enter SPBM view. spbm N/A 

4. Configure an SNMP 
context for ISIS-SPB. snmp context-name context-name By default, no SNMP context 

is configured for ISIS-SPB. 
 

Enabling ISIS-SPB adjacency change logging 
Adjacency change logging enables ISIS-SPB to send a log message to the information center when 
an adjacency change occurs. With the information center, you can set log message filtering and 
output rules, including output destinations. For more information about using the information center, 
see Network Management and Monitoring Configuration Guide. 

To enable ISIS-SPB adjacency change logging: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter SPBM view. spbm N/A 

3. Enable ISIS-SPB adjacency 
change logging. log-peer-change By default, ISIS-SPB adjacency 

change logging is enabled.  
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Displaying and maintaining SPBM 
Execute display commands in any view and reset commands in user view. 
 

Task Command 

Display MAC-in-MAC connections. display l2vpn minm connection [ vsi vsi-name ] 

Display MAC-in-MAC forwarding entries.  display l2vpn minm forwarding [ vsi vsi-name ] 
[ slot slot-number ] 

Display VSI information. display l2vpn vsi [ name vsi-name ] [ verbose ] 

Display AP information for an ECT algorithm on an 
interface. 

display spbm agreement-protocol status 
interface interface-type interface-number ect 
ect-number 

Display B-VLAN to ECT algorithm mappings by 
B-VLAN. display spbm b-vlan [ vlan-id ] 

Display SPBM bridge information. display spbm bridge 

Display SPBM B-VLAN information.  display spbm bvlan-info [ slot slot-number ] 

Display SPBM B-VLAN statistics.  display spbm bvlan-info statistics [ slot 
slot-number ] 

Display global SPBM statistics.  display spbm common statistics [ slot 
slot-number ] 

Display ECT algorithms and B-VLANs mapped to ECT 
algorithms. display spbm ect [ ect-index ] 

Display ECT migration information for an I-SID. display spbm ect-migration i-sid i-sid 

Display fast-channel statistics. display spbm fast-channel statistics 

Display SPBM Graceful Restart logs.  display spbm graceful-restart event-log slot 
slot-number 

Display the Graceful Restart state of ISIS-SPB. display spbm graceful-restart status 

Display SPBM-enabled interfaces. display spbm interface [ interface-type 
interface-number ] [ verbose ] 

Display the SPBM LSDB. display spbm lsdb [ [ lsp-id lspid | lsp-name 
lspname ] | local | verbose ] * 

Display SPBM multicast FDB entries. display spbm multicast-fdb [ b-vlan vlan-id | 
i-sid i-sid | system-id system-id ] 

Display the number of SPBM multicast FDB entries. display spbm multicast-fdb [ b-vlan vlan-id ] 
count 

Display SPBM multicast FIB entries.  
display spbm multicast-fib [ mac-address 
mac-address [ b-vlan vlan-id ] | b-vlan vlan-id ] 
[ slot slot-number ] [ verbose ] 

Display the number of SPBM multicast FIB entries.  display spbm multicast-fib [ b-vlan vlan-id ] [ slot 
slot-number ] count 

Display SPBM multicast FIB statistics.  display spbm multicast-fib statistics [ slot 
slot-number ] 
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Task Command 

Display SPBM multicast PWs. display spbm multicast-pw [ i-sid i-sid ] [ count ] 

Display SPBM NSR logs.  display spbm non-stop-routing event-log slot 
slot-number 

Display SPBM NSR status. display spbm non-stop-routing status 

Display SPBM neighbor information. display spbm peer [ system-id system-id ] 
[ verbose ] 

Display the SPBM summary. display spbm summary 

Display SPBM unicast FDB entries. display spbm unicast-fdb [ b-mac mac-address | 
b-vlan vlan-id | system-id system-id ]  

Display the number of SPBM unicast FDB entries. display spbm unicast-fdb [ b-mac mac-address | 
b-vlan vlan-id | system-id system-id ] count 

Display SPBM unicast FIB entries.  
display spbm unicast-fib [ b-mac mac-address 
[ b-vlan vlan-id ] | b-vlan vlan-id ] [ slot 
slot-number ] [ verbose ] 

Display the number of SPBM unicast FIB entries.  display spbm unicast-fib [ b-vlan vlan-id ] [ slot 
slot-number ] count 

Display SPBM unicast FIB statistics.  display spbm unicast-fib statistics [ slot 
slot-number ] 

Display SPBM unicast PWs. display spbm unicast-pw [ i-sid i-sid ] [ count ] 

Display information about the unicast SPF tree. display spbm unicast-tree 

Clear SPBM B-VLAN statistics.  reset spbm bvlan-info statistics slot slot-number 

Clear the SPBM database. reset spbm database [ graceful-restart ] 

Clear SPBM Graceful Restart logs.  reset spbm graceful-restart event-log slot 
slot-number 

Clear SPBM multicast FIB statistics.  reset spbm multicast-fib statistics slot 
slot-number 

Clear SPBM NSR logs.  reset spbm non-stop-routing event-log slot 
slot-number 

Clear SPBM unicast FIB statistics.  reset spbm unicast-fib statistics slot 
slot-number 

 

SPBM configuration examples 

Basic SPBM configuration example 

Network requirements 
Deploy an SPBM network as shown in Figure 53.  

Use I-SID 1000 to extend VLAN 100 across customer sites 1, 2, and 3. Configure I-SID 1000, as 
shown in Table 76. 

Table 76 SPBM service requirements 

Item Requirements  
B-VLAN VLAN 10 
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Item Requirements  
ECT algorithm index 3 

Multicast replication Tandem replication 
 

Figure 53 Network diagram 

 
 

Configuration procedure 
1. Configure basic SPBM parameters: 

# Create VLAN 100 and B-VLAN 10. 
<BEB1> system-view 

[BEB1] vlan 100 

[BEB1-vlan100] quit 

[BEB1] vlan 10 

[BEB1-vlan10] quit 

# Configure MST region parameters on BEB 1. Make sure B-VLAN 10 is mapped to MSTI 4092. 
[BEB1] stp region-configuration 

[BEB1-mst-region] region-name spbm 

[BEB1-mst-region] instance 4092 vlan 10 

[BEB1-mst-region] active region-configuration 

[BEB1-mst-region] quit 

# Enable SPBM both globally and on the provider network ports on BEB 1, and assign the 
provider network ports to VLAN 10. 
[BEB1] spbm 

[BEB1-spbm] quit 

[BEB1] interface hundredgige 1/0/1 

[BEB1-HundredGigE1/0/1] spbm enable 

BEB 1

BEB 2 BEB 3

BCB 2

VLAN 100
    Site 2

VLAN 100
   Site 3

VLAN 100
    Site 1

HGE1/0/1

HGE1/0/3 HGE1/0/2

HGE1/0/1

HGE1/0/1

HGE1/0/2

HGE1/0/2 HGE1/0/2

HGE1/0/3

BCB 1

HGE1/0/3

HGE1/0/1

HGE1/0/2 HGE1/0/3

HGE1/0/1

HGE1/0/3SPBM 
network
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[BEB1-HundredGigE1/0/1] port link-type trunk 

[BEB1-HundredGigE1/0/1] port trunk permit vlan 10 

[BEB1-HundredGigE1/0/1] quit 

[BEB1] interface hundredgige 1/0/3 

[BEB1-HundredGigE1/0/3] spbm enable 

[BEB1-HundredGigE1/0/3] port link-type trunk 

[BEB1-HundredGigE1/0/3] port trunk permit vlan 10 

[BEB1-HundredGigE1/0/3] quit 

# Repeat the previous steps to configure the MST parameters and SPBM feature on all other 
BEBs and BCBs. (Details not shown.) 

 

 NOTE: 
On BCBs, you must enable SPBM on all the ports in the SPBM network. 

 

2. Map B-VLAN 10 to ECT algorithm 3: 
# Map B-VLAN 10 to ECT algorithm 3 on BEB 1. 
[BEB1] spbm 

[BEB1-spbm] ect 3 b-vlan 10 

[BEB1-spbm] quit 

# Repeat the previous step to map B-VLAN 10 to ECT algorithm 3 on all other BEBs and BCBs. 
(Details not shown.) 

3. Configure the Ethernet service instance for VLAN 100 on the customer edge port on BEB 1: 
# Enable L2VPN. 
[BEB1] l2vpn enable 

# Create an SPB VSI (I-SID 1000) for VLAN 100 traffic. 
[BEB1] vsi test 

[BEB1-vsi-test] spb i-sid 1000 

# Assign B-VLAN 10 to the SPB VSI. 
[BEB1-vsi-test-1000] b-vlan 10 

# Enable tandem multicast replication mode for the SPB VSI. 
[BEB1-vsi-test-1000] multicast replicate-mode tandem 

[BEB1-vsi-test-1000] quit 

[BEB1-vsi-test] quit 

# Create Ethernet service instance 1, assign VLAN 100 to this instance, and map the service 
instance to the SPB VSI. 
[BEB1] interface hundredgige 1/0/2 

[BEB1-HundredGigE1/0/2] port link-type trunk 

[BEB1-HundredGigE1/0/2] port trunk permit vlan 100 

[BEB1-HundredGigE1/0/2] service-instance 1 

[BEB1-HundredGigE1/0/2-srv1] encapsulation s-vid 100 

[BEB1-HundredGigE1/0/2-srv1] xconnect vsi test 

[BEB1-HundredGigE1/0/2-srv1] quit 

[BEB1-HundredGigE1/0/2] quit 

[BEB1] quit 

# Repeat the previous step to configure the Ethernet service instance for VLAN 100 on all other 
BEBs. (Details not shown.) 
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Verifying the configuration 
Use Table 77 to verify that all the SPBM nodes have correctly established ISIS-SPB adjacencies and 
collected topology data, and that the BEBs have correctly established PWs. 

Table 77 B-MACs of SPBM nodes 

BEB B-MAC BCB B-MAC 
BEB 1 0011.2200.1101 BCB 1 0011.2200.1401 

BEB 2 0011.2200.1201 BCB 2 0011.2200.1501 

BEB 3 0011.2200.1301   
 

1. Verify the configuration on BEBs (for example, BEB 1): 
# Verify that the BEB has ISIS-SPB adjacencies with all its neighbors. 
<BEB1> display spbm peer 

                           Peer information for SPBM 

                           ------------------------- 

 

System ID         Port                        Circuit ID    State    Holdtime 

0011.2200.1401    HGE1/0/1                    1             Up       28s 

0011.2200.1501    HGE1/0/3                    1             Up       28s 

The output shows that BEB 1 has adjacencies with BCB 1 and BCB 2. 
# Verify that ISIS-SPB can collect complete SPBM topology data. 
<BEB1> display spbm lsdb 

                         Database information for SPBM 

                         ----------------------------- 

LSP ID: * - Local LSP 

 

LSP ID                Seq Num      Checksum      Holdtime      Length  Overload 

------------------------------------------------------------------------------- 

0011.2200.1101.00-00* 0x00000002   0x7bf8        1180          93      0 

0011.2200.1101.00-01* 0x00000003   0xe7c8        1180          108     0 

0011.2200.1201.00-00  0x00000002   0xa9e         1186          93      0 

0011.2200.1201.00-01  0x00000003   0x7e23        1186          108     0 

0011.2200.1301.00-00  0x00000002   0xc9e         1186          93      0 

0011.2200.1301.00-01  0x00000003   0x7a21        1186          108     0 

0011.2200.1401.00-00  0x00000002   0xa23b        1190          93      0 

0011.2200.1401.00-01  0x00000003   0xdfb6        1190          108     0 

0011.2200.1501.00-00  0x00000002   0xa23b        1190          93      0 

0011.2200.1501.00-01  0x00000003   0xdfb6        1190          108     0 

# Verify that the BEB has unicast PWs to all other BEBs. 
<BEB1> display spbm unicast-pw 

System ID            I-SID      B-MAC            B-VLAN   Port 

0011.2200.1201       1000       0011-2200-1201   10       HGE1/0/1 

0011.2200.1301       1000       0011-2200-1301   10       HGE1/0/1 

# Verify that the BEB has a multicast PW on B-VLAN 10 for I-SID 1000. 
<BEB1> display spbm multicast-pw 

System ID            I-SID      MAC address      B-VLAN   Port 

0011.2200.1101       1000       0306-4000-03e8   10       HGE1/0/1 
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# Verify that the BEB has created unicast FDB entries for reaching other SPBM neighbors. 
<BEB1> display spbm unicast-fdb 

Flags: E-Egress T-Transit  

 

System ID            B-MAC            B-VLAN   Flags  Port 

0011.2200.1201       0011-2200-1201   10       T      HGE1/0/1 

0011.2200.1301       0011-2200-1301   10       T      HGE1/0/1 

0011.2200.1401       0011-2200-1401   10       T      HGE1/0/1 

0011.2200.1501       0011-2200-1501   10       T      HGE1/0/3 

# Verify that the BEB has created multicast FDB entries with itself as the multicast source. 
<BEB1> display spbm multicast-fdb 

Flags: E-Egress T-Transit  

 

System ID            MAC address      B-VLAN   Flags  Port 

0011.2200.1101       0306-4000-03e8   10       T      HGE1/0/1 

0011.2200.1201       0306-4001-03e8   10       E      N/A 

0011.2200.1301       0306-4002-03e8   10       E      N/A 

2. Verify the configuration on BCBs (for example, BCB 1): 
# Verify that the BCB has ISIS-SPB adjacencies with all its neighbors. 
<BCB1> display spbm peer 

                           Peer information for SPBM 

                           ------------------------- 

 

System ID         Port                        Circuit ID    State    Holdtime 

0011.2200.1101    HGE1/0/1                    1             Up       26s 

0011.2200.1201    HGE1/0/2                    1             Up       26s 

0011.2200.1301    HGE1/0/3                    1             Up       22s 

# Verify that ISIS-SPB can collect complete SPBM topology data. 
<BCB1> display spbm lsdb 

                         Database information for SPBM 

                         ----------------------------- 

LSP ID: * - Local LSP 

 

LSP ID                Seq Num      Checksum      Holdtime      Length  Overload 

------------------------------------------------------------------------------- 

0011.2200.1101.00-00  0x00000002   0x7bf8        1180          93      0 

0011.2200.1101.00-01  0x00000003   0xe7c8        1180          108     0 

0011.2200.1201.00-00  0x00000002   0xa9e         1186          93      0 

0011.2200.1201.00-01  0x00000003   0x7e23        1186          108     0 

0011.2200.1301.00-00  0x00000002   0xc9e         1186          93      0 

0011.2200.1301.00-01  0x00000003   0x7a21        1186          108     0 

0011.2200.1401.00-00* 0x00000002   0xa23b        1190          93      0 

0011.2200.1401.00-01* 0x00000003   0xdfb6        1190          108     0 

0011.2200.1501.00-00  0x00000002   0xa23b        1190          93      0 

0011.2200.1501.00-01  0x00000003   0xdfb6        1190          108     0 

# Verify that the BCB has created unicast FDB entries for reaching all other SPBM nodes. 
<BCB1> display spbm unicast-fdb 

Flags: E-Egress T-Transit 



 

470 

 

System ID            B-MAC            B-VLAN   Flags  Port 

0011.2200.1101       0011-2200-1101   10       T      HGE1/0/1 

0011.2200.1201       0011-2200-1201   10       T      HGE1/0/2 

0011.2200.1301       0011-2200-1301   10       T      HGE1/0/3 

0011.2200.1501       0011-2200-1501   10       T      HGE1/0/1 

# Verify that the BCB has created multicast FDB entries for reaching all other SPBM nodes. 
<BCB1> display spbm multicast-fdb 

Flags: E-Egress T-Transit 

 

System ID            MAC address      B-VLAN   Flags  Port 

0011.2200.1101       0306-4000-03e8   10       T      HGE1/0/2 

                                                      HGE1/0/3 

0011.2200.1201       0306-4001-03e8   10       T      HGE1/0/1 

                                                      HGE1/0/3 

0011.2200.1301       0306-4002-03e8   10       T      HGE1/0/1 

                                                      HGE1/0/2 

SPBM with head-end replication configuration example 

Network requirements 
As shown in Figure 54, deploy an SPBM network to meet the following requirements: 
• Use I-SID 3001 to extend VLAN 100 across customer sites 1, 2, and 3. 
• Use head-end replication (the default) for multicast in the SPBM network.  
• Assign B-VLAN 3001 to I-SID 3001. 

Figure 54 Network diagram 
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# Create VLAN 100 and B-VLAN 3001. 
<BEB1> system-view 

[BEB1] vlan 100 

[BEB1-vlan100] quit 

[BEB1] vlan 3001 

[BEB1-vlan3001] quit 

# Configure MST region parameters on BEB 1. Make sure B-VLAN 3001 is mapped to MSTI 
4092. 
[BEB1] stp region-configuration 

[BEB1-mst-region] region-name spb 

[BEB1-mst-region] instance 4092 vlan 3001 

[BEB1-mst-region] active region-configuration 

[BEB1-mst-region] quit 

# Enable SPBM both globally and on the provider network port on BEB 1. Assign the provider 
network port to B-VLAN 3001. 
[BEB1] spbm 

[BEB1-spbm] quit 

[BEB1] interface hundredgige 1/0/2 

[BEB1-HundredGigE1/0/2] port link-type trunk 

[BEB1-HundredGigE1/0/2] port trunk permit vlan 3001 

[BEB1-HundredGigE1/0/2] spbm enable 

[BEB1-HundredGigE1/0/2] quit 

# Enable L2VPN. 
[BEB1] l2vpn enable 

# Create an SPB VSI (I-SID 3001). 
[BEB1] vsi test 

[BEB1-vsi-test] spb i-sid 3001 

# Assign B-VLAN 3001 to the SPB VSI. 
[BEB1-vsi-test-3001] b-vlan 3001 

[BEB1-vsi-test-3001] quit 

[BEB1-vsi-test] quit 

# Assign customer network port HundredGigE 1/0/1 to VLAN 100. 
[BEB1] interface hundredgige 1/0/1 

[BEB1-HundredGigE1/0/1] port link-type trunk 

[BEB1-HundredGigE1/0/1] port trunk permit vlan 100 

# Configure Ethernet service instance 1 to match VLAN 100, and map the service instance to 
the SPB VSI. 
[BEB1-HundredGigE1/0/1] service-instance 1 

[BEB1-HundredGigE1/0/1-srv1] encapsulation s-vid 100 

[BEB1-HundredGigE1/0/1-srv1] xconnect vsi test 

[BEB1-HundredGigE1/0/1-srv1] quit 

[BEB1-HundredGigE1/0/1] quit 

2. Repeat the previous steps to configure the MST parameters and SPBM feature on BEB 2 and 
BEB 3. (Details not shown.) 

3. Configure the BCB: 
# Create B-VLAN 3001. 
<BCB> system-view 

[BCB] vlan 3001 
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[BCB-vlan3001] quit 

# Configure MST region parameters on the BCB. Make sure B-VLAN 3001 is mapped to MSTI 
4092. 
[BCB] stp region-configuration 

[BCB-mst-region] region-name spb 

[BCB-mst-region] instance 4092 vlan 3001 

[BCB-mst-region] active region-configuration 

[BCB-mst-region] quit 

# Enable SPBM both globally and on the provider network ports on the BCB. Assign the 
provider network ports to B-VLAN 3001. 
[BCB] spbm 

[BCB-spbm] quit 

[BCB] interface hundredgige 1/0/1 

[BCB-HundredGigE1/0/1] port link-type trunk 

[BCB-HundredGigE1/0/1] port trunk permit vlan 3001 

[BCB-HundredGigE1/0/1] spbm enable 

[BCB-HundredGigE1/0/1] quit 

[BCB] interface hundredgige 1/0/2 

[BCB-HundredGigE1/0/2] port link-type trunk 

[BCB-HundredGigE1/0/2] port trunk permit vlan 3001 

[BCB-HundredGigE1/0/2] spbm enable 

[BCB-HundredGigE1/0/2] quit 

Verifying the configuration 
Verify the configuration on BEBs (for example, BEB 1). 
1. Verify that the BEB has ISIS-SPB adjacency with its neighbor. 

[BEB1] display spbm peer 

                           Peer information for SPBM 

                           ------------------------- 

 System ID         Port                        Circuit ID    State    Holdtime 

 0000.eeee.0101    HGE1/0/2                    2             Up       29s 

2. Verify that the BEB has established tunnels to other BEBs. 
[BEB1] display l2vpn vsi name test verbose 

VSI Name: test 

  VSI Index               : 1 

  VSI State               : Up 

  MTU                     : 1500 

  Bandwidth               : - 

  Broadcast Restrain      : Unlimited 

  Multicast Restrain      : Unlimited 

  Unknown Unicast Restrain: Unlimited 

  MAC Learning            : Enabled 

  MAC Table Limit         : - 

  MAC Learning rate       : - 

  Drop Unknown            : - 

  SPB I-SID               : 3001 

  Flooding                : Enabled 

  Statistics              : Disabled 

  VXLAN ID                : - 
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  SPB Connections: 

    BMAC            BVLAN            Link ID    Type 

    0000-eeee-0141  3001             64         Unicast 

    0000-9999-0141  3001             65         Unicast 

  ACs: 

    AC                               Link ID    State    Type 

    HGE1/0/1 srv1                    0          Up       Manual 

SPBM with tandem replication configuration example 

Network requirements 
As shown in Figure 55, deploy an SPBM network to meet the following requirements: 
• Use I-SID 3001 to extend VLAN 100 across customer sites 1, 2, and 3. 
• Use tandem replication for multicast in the SPBM network.  
• Assign B-VLAN 3001 to I-SID 3001. 

Figure 55 Network diagram 
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[BEB1-mst-region] instance 4092 vlan 3001 

[BEB1-mst-region] active region-configuration 

[BEB1-mst-region] quit 

# Enable SPBM both globally and on the provider network port on BEB 1. Assign the provider 
network port to B-VLAN 3001. 
[BEB1] spbm 

[BEB1-spbm] quit 

[BEB1] interface hundredgige 1/0/2 

[BEB1-HundredGigE1/0/2] port link-type trunk 

[BEB1-HundredGigE1/0/2] port trunk permit vlan 3001 

[BEB1-HundredGigE1/0/2] spbm enable 

[BEB1-HundredGigE1/0/2] quit 

# Enable L2VPN. 
[BEB1] l2vpn enable 

# Create an SPB VSI (I-SID 3001). 
[BEB1] vsi test 

[BEB1-vsi-test] spb i-sid 3001 

# Assign B-VLAN 3001 to the SPB VSI. 
[BEB1-vsi-test-3001] b-vlan 3001 

# Enable tandem multicast replication for the SPB VSI. 
[BEB1-vsi-test-3001] multicast replicate-mode tandem 

[BEB1-vsi-test-3001] quit 

[BEB1-vsi-test] quit 

# Assign customer network port HundredGigE 1/0/1 to VLAN 100. 
[BEB1] interface hundredgige 1/0/1 

[BEB1-HundredGigE1/0/1] port link-type trunk 

[BEB1-HundredGigE1/0/1] port trunk permit vlan 100 

# Configure Ethernet service instance 1 to match VLAN 100, and map the service instance to 
the SPB VSI. 
[BEB1-HundredGigE1/0/1] service-instance 1 

[BEB1-HundredGigE1/0/1-srv1] encapsulation s-vid 100 

[BEB1-HundredGigE1/0/1-srv1] xconnect vsi test 

[BEB1-HundredGigE1/0/1-srv1] quit 

[BEB1-HundredGigE1/0/1] quit 

2. Repeat the previous steps to configure the MST parameters and SPBM feature on BEB 2 and 
BEB 3. (Details not shown.) 

3. Configure the BCB: 
# Create B-VLAN 3001. 
<BCB> system-view 

[BCB] vlan 3001 

[BCB-vlan3001] quit 

# Configure MST region parameters on the BCB. Make sure B-VLAN 3001 is mapped to MSTI 
4092 
[BCB] stp region-configuration 

[BCB-mst-region] region-name spb 

[BCB-mst-region] instance 4092 vlan 3001 

[BCB-mst-region] active region-configuration 

[BCB-mst-region] quit 
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# Enable SPBM both globally and on the provider network ports on the BCB. Assign the 
provider network ports to B-VLAN 3001. 
[BCB] spbm 

[BCB-spbm] quit 

[BCB] interface hundredgige 1/0/1 

[BCB-HundredGigE1/0/1] port link-type trunk 

[BCB-HundredGigE1/0/1] port trunk permit vlan 3001 

[BCB-HundredGigE1/0/1] spbm enable 

[BCB-HundredGigE1/0/1] quit 

[BCB] interface hundredgige 1/0/2 

[BCB-HundredGigE1/0/2] port link-type trunk 

[BCB-HundredGigE1/0/2] port trunk permit vlan 3001 

[BCB-HundredGigE1/0/2] spbm enable 

[BCB-HundredGigE1/0/2] quit 

Verifying the configuration 
Verify the configuration on BEBs (for example, BEB 1). 
1. Verify that the BEB has ISIS-SPB adjacency with its neighbor. 

[BEB1] display spbm peer 

                           Peer information for SPBM 

                           ------------------------- 

 System ID         Port                        Circuit ID    State    Holdtime 

 0000.eeee.0101    HGE1/0/2                    2             Up       29s 

2. Verify that the BEB has established tunnels to other BEBs. 
[BEB1] display l2vpn vsi name test verbose 

VSI Name: test 

  VSI Index               : 1 

  VSI State               : Up 

  MTU                     : 1500 

  Bandwidth               : - 

  Broadcast Restrain      : Unlimited 

  Multicast Restrain      : Unlimited 

  Unknown Unicast Restrain: Unlimited 

  MAC Learning            : Enabled 

  MAC Table Limit         : - 

  MAC Learning rate       : - 

  Drop Unknown            : - 

  SPB I-SID               : 3001 

  Flooding                : Enabled 

  Statistics              : Disabled 

  VXLAN ID                : - 

  SPB Connections: 

    BMAC            BVLAN            Link ID    Type 

    0000-eeee-0141  3001             64         Unicast 

    0000-9999-0141  3001             65         Unicast 

    0300-6000-0bb9  3001             -          Multicast 

  ACs: 

    AC                               Link ID    State    Type 

    HGE1/0/1 srv1                    0          Up       Manual 
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The output shows that a multicast tunnel has been established for tandem multicast replication. 

ECT migration by changing B-VLAN example 

Network requirements 
As shown in Figure 56, deploy an SPBM network to meet the following requirements: 
• Use I-SID 3001 to extend VLAN 100 across customer sites 1, 2, and 3. 
• Move I-SID 3001 from the original ECT algorithm to ECT algorithm 9. Change the B-VLAN from 

3001 to 3003 for I-SID 3001. 

Figure 56 Network diagram 
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[BEB1-mst-region] region-name spb 

[BEB1-mst-region] instance 4092 vlan 3001 3003 

[BEB1-mst-region] active region-configuration 

[BEB1-mst-region] quit 

# Enable SPBM globally. 
[BEB1] spbm 

# Map B-VLAN 3003 to ECT algorithm 9. 
[BEB1-spbm] ect 9 b-vlan 3003 

[BEB1-spbm] quit 

# Enable SPBM on the provider network ports on BEB 1. Assign the provider network ports to 
B-VLAN 3001 and B-VLAN 3003. 
[BEB1] interface hundredgige 1/0/2 

[BEB1-HundredGigE1/0/2] port link-type trunk 

[BEB1-HundredGigE1/0/2] port trunk permit vlan 3001 3003 

[BEB1-HundredGigE1/0/2] spbm enable 

[BEB1-HundredGigE1/0/2] quit 

[BEB1] interface hundredgige 1/0/3 

[BEB1-HundredGigE1/0/3] port link-type trunk 

[BEB1-HundredGigE1/0/3] port trunk permit vlan 3001 3003 

[BEB1-HundredGigE1/0/3] spbm enable 

[BEB1-HundredGigE1/0/3] quit 

# Enable L2VPN. 
[BEB1] l2vpn enable 

# Create an SPB VSI (I-SID 3001). 
[BEB1] vsi test 

[BEB1-vsi-test] spb i-sid 3001 

# Assign B-VLAN 3001 to the SPB VSI. 
[BEB1-vsi-test-3001] b-vlan 3001 

[BEB1-vsi-test-3001] quit 

[BEB1-vsi-test] quit 

# Assign customer network port HundredGigE 1/0/1 to VLAN 100. 
[[BEB1] interface hundredgige 1/0/1 

[BEB1-HundredGigE1/0/1] port link-type trunk 

[BEB1-HundredGigE1/0/1] port trunk permit vlan 100 

# Configure Ethernet service instance 1 to match VLAN 100, and map the service instance to 
the SPB VSI. 
[BEB1-HundredGigE1/0/1] service-instance 1 

[BEB1-HundredGigE1/0/1-srv1] encapsulation s-vid 100 

[BEB1-HundredGigE1/0/1-srv1] xconnect vsi test 

[BEB1-HundredGigE1/0/1-srv1] quit 

[BEB1-HundredGigE1/0/1] quit 

2. Repeat the previous steps to configure the MST parameters and SPBM feature on BEB 2. 
(Details not shown.) 

3. Configure BCB 1: 
# Create B-VLAN 3001 and B-VLAN 3003. 
<BCB1> system-view 

[BCB1] vlan 3001 

[BCB1-vlan3001] quit 
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[BCB1] vlan 3003 

[BCB1-vlan3003] quit 

# Configure MST region parameters on BCB 1. Make sure B-VLAN 3001 and B-VLAN 3003 are 
mapped to MSTI 4092. 
[BCB1] stp region-configuration 

[BCB1-mst-region] region-name spb 

[BCB1-mst-region] instance 4092 vlan 3001 3003 

[BCB1-mst-region] active region-configuration 

[BCB1-mst-region] quit 

# Enable SPBM globally. 
[BCB1] spbm 

# Map B-VLAN 3003 to ECT algorithm 9. 
[BCB1-spbm] ect 9 b-vlan 3003 

[BCB1-spbm] quit 

# Enable SPBM on the provider network ports on BCB 1. Assign the provider network ports to 
B-VLAN 3001 and B-VLAN 3003. 
[BCB1] interface hundredgige 1/0/1 

[BCB1-HundredGigE1/0/1] port link-type trunk 

[BCB1-HundredGigE1/0/1] port trunk permit vlan 3001 3003 

[BCB1-HundredGigE1/0/1] spbm enable 

[BCB1-HundredGigE1/0/1] quit 

[BCB1] interface hundredgige 1/0/2 

[BCB1-HundredGigE1/0/2] port link-type trunk 

[BCB1-HundredGigE1/0/2] port trunk permit vlan 3001 3003 

[BCB1-HundredGigE1/0/2] spbm enable 

[BCB1-HundredGigE1/0/2] quit 

4. Configure BCB 2 in the same way you configure BCB 1. (Details not shown.) 
5. Perform ECT migration: 

# On BEB 1, change the B-VLAN to 3003 for the SPB VSI test. 
[BEB1] vsi test 

[BEB1-vsi-test] spb i-sid 3001 

[BEB1-vsi-test-3001] b-vlan 3003 

[BEB1-vsi-test-3001] quit 

[BEB1-vsi-test] quit 

# Configure BEB 2 in the same way you configure BEB 1. (Details not shown.) 

Verifying the configuration 
1. Before you perform ECT migration, verify the configuration on BEBs (for example, BEB 1): 

# Verify that the BEB has ISIS-SPB adjacencies with all its neighbors. 
[BEB1] display spbm peer 

                           Peer information for SPBM 

                           ------------------------- 

 System ID         Port                        Circuit ID    State    Holdtime 

 0000.eeee.0101    HGE1/0/2                    2             Up       29s 

 0000.eeee.0141    HGE1/0/3                    3             Up       29s 

# Verify that the BEB has established a tunnel to the other BEB. 
[BEB1] display l2vpn vsi name test verbose 

VSI Name: test 
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  VSI Index               : 1 

  VSI State               : Up 

  MTU                     : 1500 

  Bandwidth               : - 

  Broadcast Restrain      : Unlimited 

  Multicast Restrain      : Unlimited 

  Unknown Unicast Restrain: Unlimited 

  MAC Learning            : Enabled 

  MAC Table Limit         : - 

  MAC Learning rate       : - 

  Drop Unknown            : - 

  SPB I-SID               : 3001 

  Flooding                : Enabled 

  Statistics              : Disabled 

  VXLAN ID                : - 

  SPB Connections: 

    BMAC            BVLAN            Link ID    Type 

    0000-9999-0141  3001             65         Unicast 

  ACs: 

    AC                               Link ID    State    Type 

    HGE1/0/1 srv1                    0          Up       Manual 

# Verify that I-SID 3001 uses B-VLAN 3001 to transmit customer traffic. 
[BEB1] display spbm ect-migration i-sid 3001 

ECT            B-VLAN    T    R 

00-80-c2-01    3001      1    1 

2. After you perform ECT migration, verify that I-SID 3001 uses B-VLAN 3003 to transmit 
customer traffic (for example, on BEB 1): 
[BEB1] display spbm ect-migration i-sid 3001 

ECT            B-VLAN    T    R 

00-80-c2-09    3003      0    1 

ECT migration by changing ECT algorithm example 

Network requirements 
As shown in Figure 57, move I-SID 1000 from the original ECT algorithm to ECT algorithm 2. Change 
the B-VLAN for I-SID 1000 from VLAN 10 to VLAN 20. 
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Figure 57 Network diagram 

 
 

Configuration procedure 
This example uses BEB 1 to show the configuration procedure. You can configure other SPBM 
devices in the same way you configure BEB 1. 
1. Configure the new B-VLAN (VLAN 20 in this example): 
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[BEB1] stp region-configuration 

[BEB1-mst-region] instance 4092 vlan 20 
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# Assign the provider network ports to VLAN 20. 
[BEB1] interface hundredgige 1/0/1 

[BEB1-HundredGigE1/0/1] port trunk permit vlan 20 

[BEB1-HundredGigE1/0/1] quit 
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[BEB1-HundredGigE1/0/3] quit 

2. Map B-VLAN 20 to ECT algorithm 2. 
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[BEB1-spbm] ect 2 b-vlan 20 

[BEB1-spbm] quit 

3. Assign B-VLAN 20 to I-SID 1000. 
Perform this task on all BEBs in the SPBM network.  
[BEB1] vsi test 

[BEB1-vsi-test] spb i-sid 1000 

[BEB1-vsi-test-1000] b-vlan 20 

[BEB1-vsi-test-1000] quit 

[BEB1-vsi-test] quit 

[BEB1] quit 

Verifying the configuration 
1. Verify the configuration and forwarding states during ECT migration: 

 On BEBs (BEB 1 in this example): 
# Verify the ECT migration configuration for I-SID 1000. 
<BEB1> display spbm ect-migration i-sid 1000  

ECT            B-VLAN    T    R 

00-80-c2-02    20        1    1 

00-80-c2-03    10        1    1 

The output shows that I-SID 1000 is migrating from ECT algorithm 3 to ECT algorithm 2. 
During this period, both B-VLAN 10 and B-VLAN 20 can transmit traffic. 
# Verify that the BEB has set up unicast PWs for I-SID 1000 on both B-VLANs 10 and 20. 
<BEB1> display spbm unicast-pw 

System ID            I-SID      B-MAC            B-VLAN   Port 

0011.2200.1201       1000       0011-2200-1201   10       HGE1/0/1 

                                                 20       HGE1/0/3 

0011.2200.1301       1000       0011-2200-1301   10       HGE1/0/1 

                                                 20       HGE1/0/3 

# Verify that the BEB still uses the original multicast PW established on B-VLAN 10 for I-SID 
1000. 
<BEB1> display spbm multicast-pw 

System ID            I-SID      MAC address      B-VLAN   Port 

0011.2200.1101       1000       0306-4000-03e8   10       HGE1/0/1 

# Verify that the BEB has created unicast FDB entries in both B-VLAN 10 and B-VLAN 20 
for I-SID 1000. 
<BEB1> display spbm unicast-fdb 

Flags: E-Egress T-Transit  

 

System ID            B-MAC            B-VLAN   Flags  Port 

0011.2200.1201       0011-2200-1201   10       T      HGE1/0/1 

0011.2200.1201       0011-2200-1201   20       T      HGE1/0/3 

0011.2200.1301       0011-2200-1301   10       T      HGE1/0/1 

0011.2200.1301       0011-2200-1301   20       T      HGE1/0/3 

0011.2200.1401       0011-2200-1401   10       T      HGE1/0/1 

0011.2200.1401       0011-2200-1401   20       T      HGE1/0/1 

0011.2200.1501       0011-2200-1501   10       T      HGE1/0/3 

0011.2200.1501       0011-2200-1501   20       T      HGE1/0/3 

# Verify that the BEB has created multicast FDB entries in both B-VLAN 10 and B-VLAN 20 
for I-SID 1000. 
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<BEB1> display spbm multicast-fdb 

Flags: E-Egress T-Transit  

 

System ID            MAC address      B-VLAN   Flags  Port 

0011.2200.1101       0306-4000-03e8   10       T      HGE1/0/1 

0011.2200.1101       0306-4000-03e8   20       T      HGE1/0/3 

0011.2200.1201       0306-4001-03e8   10       E      N/A 

0011.2200.1201       0306-4001-03e8   20       E      N/A 

0011.2200.1301       0306-4002-03e8   10       E      N/A 

0011.2200.1301       0306-4002-03e8   20       E      N/A 

 On BCBs (BCB 1 in this example): 
# Verify that the BCB has created unicast FDB entries in both B-VLANs 10 and 20 for I-SID 
1000. 
<BCB1> display spbm unicast-fdb 

Flags: E-Egress T-Transit 

 

System ID            B-MAC            B-VLAN   Flags  Port 

0011.2200.1101       0011-2200-1101   10       T      HGE1/0/1 

0011.2200.1101       0011-2200-1101   20       T      HGE1/0/1 

0011.2200.1201       0011-2200-1201   10       T      HGE1/0/2 

0011.2200.1201       0011-2200-1201   20       T      HGE1/0/2 

0011.2200.1301       0011-2200-1301   10       T      HGE1/0/3 

0011.2200.1301       0011-2200-1301   20       T      HGE1/0/3 

0011.2200.1501       0011-2200-1501   10       T      HGE1/0/1 

0011.2200.1501       0011-2200-1501   20       T      HGE1/0/3 

# Verify that the BCB has created multicast FDB entries in both B-VLANs 10 and 20 for 
I-SID 1000. 
<BCB1> display spbm multicast-fdb 

Flags: E-Egress T-Transit 

 

System ID            MAC address      B-VLAN   Flags  Port 

0011.2200.1101       0306-4000-03e8   10       T      HGE1/0/2 

                                                      HGE1/0/3 

0011.2200.1101       0306-4000-03e8   20       T      HGE1/0/2 

                                                      HGE1/0/3 

0011.2200.1201       0306-4001-03e8   10       T      HGE1/0/1 

                                                      HGE1/0/3 

0011.2200.1201       0306-4001-03e8   20       T      HGE1/0/1 

                                                      HGE1/0/3 

0011.2200.1301       0306-4002-03e8   10       T      HGE1/0/1 

                                                      HGE1/0/2 

0011.2200.1301       0306-4002-03e8   20       T      HGE1/0/1 

                                                      HGE1/0/2 

2. Verify the configuration and forwarding states after ECT migration is complete: 
 On BEBs (BEB 1 in this example): 

# Verify that I-SID 1000 has migrated from ECT algorithm 3 to ECT algorithm 2. SPBM has 
removed the mapping between I-SID 1000 and B-VLAN 10. 
<BEB1> display spbm ect-migration i-sid 1000  
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ECT            B-VLAN    T    R 

00-80-c2-02    20        1    1 

# Verify that the BEB has unicast PWs only on B-VLAN 20 for I-SID 1000. The BEB has 
removed the PWs set up on B-VLAN 10 for I-SID 1000. 
<BEB1> display spbm unicast-pw 

System ID            I-SID      B-MAC            B-VLAN   Port 

0011.2200.1201       1000       0011-2200-1201   20       HGE1/0/3 

0011.2200.1301       1000       0011-2200-1301   20       HGE1/0/3 

# Verify that the BEB has set up a multicast PW on B-VLAN 20 for I-SID 1000. The original 
multicast PW has been removed. 
<BEB1> display spbm multicast-pw 

System ID            I-SID      MAC address      B-VLAN   Port 

0011.2200.1101       1000       0306-4000-03e8   20       HGE1/0/3 

# Verify that the BEB has unicast FDB entries for both B-VLANs 10 and 20. The BEB still 
has unicast FDB entries for B-VLAN 10 because B-VLAN 10 is still on MSTI 4092. 
<BEB1> display spbm unicast-fdb 

Flags: E-Egress T-Transit  

 

System ID            B-MAC            B-VLAN   Flags  Port 

0011.2200.1201       0011-2200-1201   10       T      HGE1/0/1 

0011.2200.1201       0011-2200-1201   20       T      HGE1/0/3 

0011.2200.1301       0011-2200-1301   10       T      HGE1/0/1 

0011.2200.1301       0011-2200-1301   20       T      HGE1/0/3 

0011.2200.1401       0011-2200-1401   10       T      HGE1/0/1 

0011.2200.1401       0011-2200-1401   20       T      HGE1/0/1 

0011.2200.1501       0011-2200-1501   10       T      HGE1/0/3 

0011.2200.1501       0011-2200-1501   20       T      HGE1/0/3 

# Verify that the BEB has multicast FDB entries only in B-VLAN 20. 
<BEB1> display spbm multicast-fdb 

Flags: E-Egress T-Transit  

 

System ID            MAC address      B-VLAN   Flags  Port 

0011.2200.1101       0306-4000-03e8   20       T      HGE1/0/3 

0011.2200.1201       0306-4001-03e8   20       E      N/A 

0011.2200.1301       0306-4002-03e8   20       E      N/A 

 On BCBs (BCB 1 in this example): 
# Verify that the BCB has unicast FDB entries in both B-VLANs 10 and 20 for I-SID 1000. 
<BCB> display spbm unicast-fdb 

Flags: E-Egress T-Transit 

 

System ID            B-MAC            B-VLAN   Flags  Port 

0011.2200.1101       0011-2200-1101   10       T      HGE1/0/1 

0011.2200.1101       0011-2200-1101   20       T      HGE1/0/1 

0011.2200.1201       0011-2200-1201   10       T      HGE1/0/2 

0011.2200.1201       0011-2200-1201   20       T      HGE1/0/2 

0011.2200.1301       0011-2200-1301   10       T      HGE1/0/3 

0011.2200.1301       0011-2200-1301   20       T      HGE1/0/3 

0011.2200.1501       0011-2200-1501   10       T      HGE1/0/1 



 

484 

0011.2200.1501       0011-2200-1501   20       T      HGE1/0/3 

# Verify that the BCB has multicast FDB entries only in B-VLAN 20 for I-SID 1000. 
<BCB> display spbm multicast-fdb 

Flags: E-Egress T-Transit 

 

System ID            MAC address      B-VLAN   Flags  Port 

0011.2200.1101       0306-4000-03e8   20       T      HGE1/0/2 

                                                      HGE1/0/3 

0011.2200.1201       0306-4001-03e8   20       T      HGE1/0/1 

                                                      HGE1/0/3 

0011.2200.1301       0306-4002-03e8   20       T      HGE1/0/1 

                                                      HGE1/0/2 

SPBM NSR configuration example 

Network requirements 
As shown in Figure 58, deploy an SPBM network to meet the following requirements: 
• Use I-SID 1000 to extend VLAN 100 across customer sites 1 and 2. 
• Use tandem replication for multicast in the SPBM network.  
• Assign B-VLAN 10 to I-SID 1000. Map B-VLAN 10 to ECT algorithm 3. 
• Enable NSR for SPBM on the BCB. 

Figure 58 Network diagram 

 
 

Table 78 B-MACs 

BEB B-MAC BCB B-MAC 
BEB 1 0011.2200.1101 BCB 0011.2200.1401 
BEB 2 0011.2200.1201   

 

Configuration procedure 
1. Configure the MST parameters and SPBM feature on BEB 1: 

# Configure MST region parameters. Make sure B-VLAN 10 is mapped to MSTI 4092. 
<BEB1> system-view 

[BEB1] vlan 10 

[BEB1-vlan10] quit 

[BEB1] stp region-configuration 

[BEB1-mst-region] instance 4092 vlan 10 

[BEB1-mst-region] region-name spbm 

[BEB1-mst-region] active region-configuration 

[BEB1-mst-region] quit 

VLAN 100
    Site 1

VLAN 100
    Site 2

BEB 1 BEB 2BCB

HGE1/0/2HGE1/0/2HGE1/0/2 HGE1/0/1

HGE1/0/1 HGE1/0/1

SPBM network
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# Enable SPBM both globally and on the provider network port HundredGigE 1/0/1. Assign the 
provider network port to B-VLAN 10. 
[BEB1] spbm 

[BEB1-spbm] quit 

[BEB1] interface hundredgige 1/0/1 

[BEB1-HundredGigE1/0/1] spbm enable 

[BEB1-HundredGigE1/0/1] port link-type trunk 

[BEB1-HundredGigE1/0/1] port trunk permit vlan 10 

[BEB1-HundredGigE1/0/1] quit 

# Map B-VLAN 10 to ECT algorithm 3. 
[BEB1] spbm 

[BEB1-spbm] ect 3 b-vlan 10 

[BEB1-spbm] quit 

2. Configure the MST parameters and SPBM feature on BEB 2 and the BCB in the same way you 
configure BEB 1. (Details not shown.) 

3. Configure the customer-side settings on BEB 1: 
# Enable L2VPN. 
[BEB1] l2vpn enable 

# Create an SPB VSI (I-SID 1000). 
[BEB1] vsi test 

[BEB1-vsi-test] spb i-sid 1000 

# Assign B-VLAN 10 to the SPB VSI. 
[BEB1-vsi-test-1000] b-vlan 10 

# Enable tandem multicast replication for the SPB VSI. 
[BEB1-vsi-test-1000] multicast replicate-mode tandem 

[BEB1-vsi-test-1000] quit 

[BEB1-vsi-test] quit 

# Assign customer network port HundredGigE 1/0/2 to VLAN 100. 
[BEB1] interface hundredgige 1/0/2 

[BEB1-HundredGigE1/0/2] port link-type trunk 

[BEB1-HundredGigE1/0/2] port trunk permit vlan 100 

# Configure Ethernet service instance 1 to match VLAN 100, and map the service instance to 
the SPB VSI. 
[BEB1-HundredGigE1/0/2] service-instance 1 

[BEB1-HundredGigE1/0/2-srv1] encapsulation s-vid 100 

[BEB1-HundredGigE1/0/2-srv1] xconnect vsi test 

[BEB1-HundredGigE1/0/2-srv1] quit 

[BEB1] quit 

4. Configure the customer-side settings on BEB 2 in the same way you configure BEB 1. (Details 
not shown.) 

5. Enable NSR for SPBM on the BCB. 
<BCB> system-view 

[BCB] spbm 

[BCB-spbm] non-stop-routing 

[BCB-spbm] quit 

Verifying the configuration 
1. Trigger an active/standby switchover on the BCB. (Details not shown.) 
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2. Verify that the BEBs are unaware of the ongoing active/standby switchover: 
# Verify that the BEB has adjacency with the BCB. This example uses BEB 1.  
<BEB1> display spbm peer 

                           Peer information for SPBM 

                           ------------------------- 

 

System ID         Port                        Circuit ID    State    Holdtime 

0011.2200.1401    HGE1/0/1                    1             Up       28s 

# Verify that the network topology information has not changed on the BEB. 
<BEB1> display spbm lsdb 

                         Database information for SPBM 

                         ----------------------------- 

LSP ID: * - Local LSP 

 

LSP ID                Seq Num      Checksum      Holdtime      Length  Overload 

------------------------------------------------------------------------------- 

0011.2200.1101.00-00* 0x00000002   0x7bf8        1180          93      0 

0011.2200.1201.00-00  0x00000002   0xa9e         1186          93      0 

0011.2200.1401.00-00  0x00000002   0xa23b        1190          93      0 

# Verify that the unicast MAC-in-MAC tunnel has not changed between the BEBs. 
<BEB1> display spbm unicast-pw 

System ID            I-SID      B-MAC            B-VLAN   Port 

0011.2200.1201       1000       0011-2200-1201   10       HGE1/0/1 

# Verify that the multicast MAC-in-MAC tunnel has not changed between the BEBs. 
<BEB1> display spbm multicast-pw 

System ID            I-SID      MAC address      B-VLAN   Port 

0011.2200.1101       1000       0306-4000-03e8   10       HGE1/0/1 

# Verify that the unicast routes have not changed on the BEB. 
<BEB1> display spbm unicast-fdb 

Flags: E-Egress T-Transit  

 

System ID            B-MAC            B-VLAN   Flags  Port 

0011.2200.1201       0011-2200-1201   10       T      HGE1/0/1 

0011.2200.1401       0011-2200-1401   10       T      HGE1/0/1 

# Verify that the multicast routes have not changed on the BEB. 
<BEB1> display spbm multicast-fdb 

Flags: E-Egress T-Transit  

 

System ID            MAC address      B-VLAN   Flags  Port 

0011.2200.1101       0306-4000-03e8   10       T      HGE1/0/1 

0011.2200.1201       0306-4001-03e8   10       E      N/A 

Command reference 

ap-mode 

Use ap-mode to configure the agreement protocol (AP) mode. 

Use undo ap-mode to restore the default. 
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Syntax 
ap-mode { both | multicast | off } 
undo ap-mode 

Default 
AP is enabled for both unicast and multicast FDB entries. 

Views 
SPBM view 

Predefined user roles 
network-admin 

Parameters 
both: Enables AP for both unicast and multicast FDB entries. 

multicast: Enables AP only for multicast FDB entries.  

off: Disables AP. 

Usage guidelines 
AP prevents temporary loops that might occur when the topologies of SPBM neighbors do not 
match.  

If AP is enabled, ISIS-SPB issues forwarding entries to the FIB tables in the data plane only if AP 
declares a topology match after LSDB synchronization is complete. 
 

 NOTE: 
In this document, "AP" refers to agreement protocol. In other documents, "AP" can also refer to 
access points. 
 

Examples 
# Enable AP for multicast FDB entries. 
<Sysname> system-view 

[Sysname] spbm 

[Sysname-spbm] ap-mode multicast 

area-authentication send-only 

Use area-authentication send-only to disable authentication for incoming ISIS-SPB topology 
advertisement packets (LSPs, CSNPs, and PSNPs). 

Use undo area-authentication send-only to restore the default. 

Syntax 
area-authentication send-only 
undo area-authentication send-only 

Default 
ISIS-SPB authenticates incoming topology advertisement packets if area authentication 
(area-authentication-mode) is configured. The device accepts a topology advertisement packet 
only if the authentication method and password in the packet match its local authentication settings. 

Views 
SPBM view 
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Predefined user roles 
network-admin 

Usage guidelines 
Before you change area authentication settings for an SPBM network, configure this command to 
prevent temporary authentication setting mismatch from causing topology advertisement packets to 
be dropped. 

For security purposes, restore the default to authenticate incoming topology advertisement packets 
after you change area authentication settings across the SPBM network. 

This command does not affect outgoing topology advertisement packets. When area authentication 
is enabled, outgoing ISIS-SPB topology advertisement packets always contain authentication 
information. 

Examples 
# Disable authentication for incoming ISIS-SPB topology advertisement packets. 
<Sysname> system-view 

[Sysname] spbm 

[Sysname-spbm] area-authentication send-only 

Related commands 
area-authentication-mode 

area-authentication-mode 

Use area-authentication-mode to configure area authentication. 

Use undo area-authentication-mode to restore the default. 

Syntax 
area-authentication-mode { md5 | simple } { cipher | plain } string 

undo area-authentication-mode 

Default 
Area authentication is disabled. No area authentication method or password is configured. 

Views 
SPBM view 

Predefined user roles 
network-admin 

Parameters 
md5: Specifies MD5 authentication. 

simple: Specifies simple authentication. 

cipher: Specifies a password in encrypted form. 

plain: Specifies a password in plaintext form. For security purposes, the password specified in 
plaintext form will be stored in encrypted form. 

string: Specifies the password. The plaintext password is a case-sensitive string of 1 to 16 
characters. The encrypted password is a case-sensitive string of 33 to 53 characters. 

Usage guidelines 
ISIS-SPB area authentication guarantees that SPBM nodes learn topology data only from 
trustworthy neighbors. 
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For correct authentication, make sure the authentication method and password are the same across 
the SPBM network. ISIS-SPB sends these authentication settings in topology advertisement packets 
(LSPs, CSNPs, and PSNPs). The recipients accept a topology advertisement packet only if the 
authentication settings in the packet match their local authentication settings. 

Example 
# Set the area authentication method to simple and the password to 123456 in plain text. 
<Sysname> system-view 

[Sysname] spbm 

[Sysname-spbm] area-authentication-mode simple plain 123456 

Related commands 
area-authentication send-only 

bandwidth-reference 

Use bandwidth-reference to set the bandwidth reference for automatic link metric calculation.  

Use undo bandwidth-reference to restore the default. 

Syntax 
bandwidth-reference value 

undo bandwidth-reference 

Default 
The bandwidth reference is 40000 Mbps. 

Views 
SPBM view 

Predefined user roles 
network-admin 

Parameters 
value: Specifies a bandwidth reference in the range of 1 to 2147483648 Mbps. 

Usage guidelines 
ISIS-SPB automatically calculates a link metric value for an interface if both the global and 
interface-specific link metric values are not set.  

The following is the calculation formula: 

Link metric value=(Reference bandwidth/Interface rate)x10 

The value range for the link metric value is 1 to 16777214. 

Examples 
# Set the bandwidth reference to 200 Mbps. 
<Sysname> system-view 

[Sysname] spbm 

[Sysname-spbm] bandwidth-reference 200 

Related commands 
circuit-cost 
spbm cost 



 

490 

bridge-priority 

Use bridge-priority to set the SPBM bridge priority.  

Use undo bridge-priority to restore the default. 

Syntax 
bridge-priority priority 
undo bridge-priority 

Default 
The SPBM bridge priority is 32768. 

Views 
SPBM view 

Predefined user roles 
network-admin 

Parameters 
priority: Specifies a bridge priority. It must be a multiple of 4096 in the range of 0 to 61440. For 
example, the bridge priority can be 0, 4096, or 8192. A lower value represents higher priority.  

Usage guidelines 
In conjunction with the system ID, the SPBM bridge priority forms the SPBM bridge ID. The SPBM 
bridge ID is a tie-breaker used in the ECT algorithms for choosing shortest paths. 

Examples 
# Set the bridge priority to 4096. 
<Sysname> system-view 

[Sysname] spbm 

[Sysname-spbm] bridge-priority 4096 

b-vlan 

Use b-vlan to assign a B-VLAN to an SPB VSI. 

Use undo b-vlan to restore the default. 

Syntax 
b-vlan vlan-id 
undo b-vlan 

Default 
No SPB VSI is assigned a B-VLAN. 

Views 
SPB I-SID view 

Predefined user roles 
network-admin 

Parameters 
vlan-id: Specifies a B-VLAN ID in the range of 1 to 4094.  
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Usage guidelines 
You can assign only one B-VLAN to an SPBM VSI, but different SPBM VSIs can use the same 
B-VLAN. 

For an SPBM VSI, you must specify the same I-SID and B-VLAN across all BEBs and BCBs. 

Examples 
# Assign B-VLAN 100 to I-SID 256. 
<Sysname> system-view 

[Sysname] vsi vpn1 

[Sysname-vsi-vpn1] spb i-sid 256 

[Sysname-vsi-vpn1-256] b-vlan 100 

circuit-cost 

Use circuit-cost to set a global SPBM link metric value. 

Use undo circuit-cost to restore the default. 

Syntax 
circuit-cost cost-value 

undo circuit-cost 

Default 
No global SPBM link metric value is set. 

Views 
SPBM view 

Predefined user roles 
network-admin 

Parameters 
cost-value: Specifies a link metric value in the range of 1 to 16777215. 

Usage guidelines 
To assign a link metric value to an interface, use one of the following methods: 
• Set an interface-specific value in interface view. 
• Set a global value in SPBM view. This global value applies to all SPBM-enabled interfaces. 
• Set a bandwidth reference for the system to calculate a value automatically for the interface. 

The system chooses a link metric value for an interface in order of interface-specific value, global 
value, and autocalculated value. 

Examples 
# Set the global SPBM link metric value to 11. 
<Sysname> system-view 

[Sysname] spbm 

[Sysname-spbm] circuit-cost 11 

Related commands 
bandwidth-reference 
spbm cost 
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control-address 

Use control-address to configure the control MAC address for ISIS-SPB.  

Use undo control-address to restore the default. 

Syntax 
control-address { all-cb | all-is | all-l1-is | all-l2-is | all-pb } 
undo control-address 

Default 
The control MAC address for ISIS-SPB is 0180-C200-002E (all-pb). 

Views 
SPBM view 

Predefined user roles 
network-admin 

Parameters 
all-cb: Sets the control MAC address for ISIS-SPB to 0180-C200-002F. 

all-is: Sets the control MAC address for ISIS-SPB to 0900-2B00-0005.  

all-l1-is: Sets the control MAC address for ISIS-SPB to 0180-C200-0014.  

all-l2-is: Sets the control MAC address to 0180-C200-0015. 

all-pb: Sets the control MAC address to 0180-C200-002E. 

Usage guidelines 
ISIS-SPB uses a control MAC address for ISIS-SPB peer-to-peer communication. The control MAC 
specifies the destination MAC address for ISIS-SPB protocol frames.  

Vendors might use different control MAC addresses. You can change the ISIS-SPB control MAC for 
interoperability in a multivendor network. 

Examples 
# Set the control MAC address for ISIS-SPB to 0900-2B00-0005 (all-is).  
<Sysname> system-view 

[Sysname] spbm 

[Sysname-spbm] control-address all-is 

display l2vpn minm connection 

Use display l2vpn minm connection to display MAC-in-MAC connections. 

Syntax 
display l2vpn minm connection [ vsi vsi-name ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 
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Parameters 
vsi vsi-name: Specifies a VSI name, a case-sensitive string of 1 to 31 characters. If you do not 
specify a VSI, the command displays MAC-in-MAC connections for all VSIs. 

Examples 
# Display MAC-in-MAC connections for all VSIs. 
<Sysname> display l2vpn minm connection 

Total number of MinM connections: 6 

Types: MC - multicast, UC - unicast 

 

VSI name: 1 

Link ID  I-SID     BMAC            BVLAN  Owner   Type  Interface 

64       10001     9999-8888-7777  1234   SPB     UC    HGE1/0/1 

65       10001     9999-8988-7777  1234   SPB     UC    HGE1/0/1 

-        10001     0011-2222-3333  1234   SPB     MC    HGE1/0/1 

 

VSI name: 2 

Link ID  I-SID     BMAC            BVLAN  Owner   Type  Interface 

68       10002     9999-8888-7777  1234   SPB     UC    HGE1/0/1 

69       10002     9999-8988-7777  1234   SPB     UC    HGE1/0/1 

-        10002     9999-9088-7777  1234   SPB     MC    HGE1/0/1 

                                                        HGE1/0/2 

Table 79 Command output 

Field Description 
Link ID Link ID of the MAC-in-MAC connection. 

I-SID Backbone service instance identifier.  

BMAC Backbone MAC address. 

BVLAN Backbone VLAN. 

Owner 
Entry source: 
• PBB—The connection is set up by PBB. 
• SPB—The connection is set up by SPBM. 

Type 
Type of the MAC-in-MAC connection: 
• MC—The connection is for multicast. 
• UC—The connection is for unicast. 

Interface Outgoing interface. 
 

display l2vpn minm forwarding 

Use display l2vpn minm forwarding to display MAC-in-MAC forwarding entries. 

Syntax 
display l2vpn minm forwarding [ vsi vsi-name ] [ slot slot-number ] 

Views 
Any view 
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Predefined user roles 
network-admin 

network-operator 

Parameters 
vsi vsi-name: Specifies a VSI name, a case-sensitive string of 1 to 31 characters. If you do not 
specify a VSI, the command displays MAC-in-MAC forwarding entries for all VSIs.  

slot slot-number: Specifies an IRF member device. The slot-number argument represents its IRF 
member ID. If you do not specify a member device, the command displays MAC-in-MAC forwarding 
entries on the master device.  

Examples 
# Display all MAC-in-MAC forwarding entries.  
<Sysname> display l2vpn minm forwarding 

Total number of MinM connections: 6 

Types: MC - multicast, UC - unicast 

Status Flag: * - inactive 

 

VSI name: 1 

Link ID I-SID     BMAC            BVLAN Owner Type Interface 

64      10001     9999-8888-7777  1234  SPB   UC   HGE1/0/1 

65      10001     9999-8988-7777  1234  SPB   UC   HGE1/0/1 

-       10001     0011-2222-3333  1234  SPB   MC   HGE1/0/1 

 

VSI name: 2 

Link ID I-SID     BMAC            BVLAN Owner Type Interface 

68      10002     9999-8888-7777  1234  SPB   UC   HGE1/0/1 

69      10002     9999-8988-7777  1234  SPB   UC   HGE1/0/1 

-       10002     9999-9088-7777  1234  SPB   MC   HGE1/0/1 

                                                   HGE1/0/2 

Table 80 Command output 

Field Description 
Link ID Link ID of the MAC-in-MAC connection. 

I-SID Backbone service instance identifier.  

BMAC Backbone MAC address. 

BVLAN Backbone VLAN. 

Owner 
Entry source: 
• PBB—The connection is set up by PBB. 
• SPB—The connection is set up by SPBM. 

Type 
Type of the MAC-in-MAC connection: 
• MC—The connection is for multicast. 
• UC—The connection is for unicast. 

Interface 
Outgoing interface. 
If the entry does not take effect, an asterisk (*) is displayed next to the outgoing 
interface. 
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display l2vpn vsi 

Use display l2vpn vsi to display VSI information. 

Syntax 
display l2vpn vsi [ name vsi-name ] [ verbose ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
name vsi-name: Specifies a VSI name, a case-sensitive string of 1 to 31 characters. If you do not 
specify a VSI, the command displays information about all VSIs. 

verbose: Displays detailed VSI information. If you do not specify this keyword, the command 
displays brief VSI information. 

Examples 
# Display detailed information about all VSIs.  
<Sysname> display l2vpn vsi verbose 

VSI Name: 0 

  VSI Index               : 0 

  VSI State               : Up 

  MTU                     : 1500 

  Bandwidth               : - 

  Broadcast Restrain      : Unlimited 

  Multicast Restrain      : Unlimited 

  Unknown Unicast Restrain: Unlimited 

  MAC Learning            : Enabled 

  MAC Table Limit         : - 

  MAC Learning rate       : - 

  Drop Unknown            : - 

  SPB I-SID               : 10000 

  Flooding                : Enabled 

  Statistics              : Disabled 

  VXLAN ID                : - 

 

VSI Name: 1 

  VSI Index               : 1 

  VSI State               : Up 

  MTU                     : 1500 

  Bandwidth               : - 

  Broadcast Restrain      : Unlimited 

  Multicast Restrain      : Unlimited 

  Unknown Unicast Restrain: Unlimited 

  MAC Learning            : Enabled 

  MAC Table Limit         : - 

  MAC Learning rate       : - 
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  Drop Unknown            : - 

  SPB I-SID               : 10001 

  Flooding                : Enabled 

  Statistics              : Disabled 

  VXLAN ID                : - 

  SPB Connections: 

    BMAC            BVLAN            Link ID    Type 

    9999-8888-7777  1234             64         Unicast 

    9999-8988-7777  1234             65         Unicast 

  ACs: 

    AC                               Link ID    State    Type 

    BAGG1 srv1                       0          Down     Manual 

Table 81 Command output 

Field Description 

VSI Description VSI description. This field is displayed only if you have configured a 
description for the VSI. 

VSI State 

VSI state: 
• Up—The VSI is up. 
• Down—The VSI is down. 
• Administratively down—The VSI has been manually shut down with 

the shutdown command. 

MTU MTU for the VSI. 

Bandwidth Bandwidth limit in kbps. 

Broadcast Restrain Broadcast restraint bandwidth (in kbps). 

Multicast Restrain Multicast restraint bandwidth (in kbps). 

Unknown Unicast Restrain Unknown unicast restraint bandwidth (in kbps). 

MAC Learning 
State of the MAC learning feature: 
• Enabled—The feature is enabled. 
• Disabled—The feature is disabled. 

MAC Table Limit 
Maximum number of MAC address entries on the VSI. 
If the value is set to Unlimited, there is no limit on the number of MAC 
address entries. 

MAC Learning rate MAC entry learning rate of the VSI. 

Drop Unknown 

Action on frames that have unknown source MAC addresses after the 
maximum number of MAC entries is reached: 
• Enabled—Drops these packets. 
• Disabled—Forwards these packets. 

Flooding 
State of the VSI's flooding feature: 
• Enabled—Flooding is enabled on the VSI. 
• Disabled—Flooding is disabled on the VSI. 

Statistics 
Packet statistics state: 
• Enabled—The packet statistics feature is enabled for the VSI. 
• Disabled—The packet statistics feature is disabled for the VSI. 

VXLAN ID VXLAN ID. This field is not supported in SPBM and always displays a hyphen 
(-). 
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Field Description 

Type 
Entry type: 
• Multicast—The entry is used for multicast forwarding. 
• Unicast—The entry is used for unicast forwarding. 

ACs Attachment circuits that are bound to the VSI. 

AC Represents an attachment circuit. This field consists of a Layer 2 interface 
name and an Ethernet service instance name. For example, HGE1/0/1 srv1. 

Link ID Link ID automatically assigned to the AC or PW in the VSI. 

State 
AC state: 
• Up. 
• Down. 

Type 
Type and traffic match mode of the Ethernet service instance. Manual 
indicates a static Ethernet service instance in VLAN-based traffic match 
mode. 

 

display spbm agreement-protocol 

Use display spbm agreement-protocol to display AP information for an ECT algorithm on an 
interface. 

Syntax 
display spbm agreement-protocol status interface interface-type interface-number ect 
ect-number 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
interface interface-type interface-number: Specifies an interface by its type and number. 

ect ect-number: Specifies an ECT algorithm index in the range of 1 to 16. 

Examples 
# Display AP information for ECT algorithm 1 on HundredGigE 1/0/1. 
<Sysname> display spbm agreement-protocol status interface hundredgige 1/0/1 ect 1 

Port AP information: 

TxDigest : 00000000000000000000000000003f1f5e5270ce 

RxDigest : 00000000000000000000000000003f1f5e5270ce 

NBRAPMode: Both 

TxAN     : 1                     TxDAN    : 0 

RxAN     : 0                     RxDAN    : 0 

TxValid  : No                    RxValid  : No 

MisOrder : No                    TopoAgree: Yes 

CalcEnd  : Yes                   AgreeSend: Normal 

 

Port SPT AP information: 
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SystemID : 0011.2200.0001 

Role     : ROOT             SelectedRole: ROOT 

PSTState : 2                ReRoot      : No 

Agree    : Yes              Agreed      : Yes 

Sync     : No               Synced      : Yes 

Forward  : Yes              Forwarding  : Yes 

 

Port SPT AP information: 

SystemID : 0011.2200.0101 

Role     : DESI             SelectedRole: DESI 

PSTState : 2                ReRoot      : No 

Agree    : Yes              Agreed      : Yes 

Sync     : No               Synced      : Yes 

Forward  : Yes              Forwarding  : Yes 

Table 82 Command output 

Field Description 
TxDigest Local agreement digest. 

RxDigest Agreement digest of the neighbor. 

NBRAPMode 

AP mode of the neighbor: 
• Both—Performs AP check for both unicast and multicast FDB entries. 
• Multicast—Performs AP check only for multicast FDB entries. 
• Off—AP mode is disabled. 

TxAN Local agreement number. 

TxDAN Local discarded agreement number. 

RxAN Neighbor's agreement number. 

RxDAN Neighbor's discarded agreement number. 

TxValid Validity of the local digest. 

RxValid Validity of the neighbor's digest. 

MisOrder Whether or not the message is out of order. 

TopoAgree Whether or not the topologies of the two sides match. 

CalcEnd Whether or not topology calculation has been finished.  

AgreeSend 
Digest transmit mode: 
• Normal—The agreement digest was sent at the normal speed. 
• Fast—The agreement digest was fast flooded. 

SystemID System ID for the root of the SPT that contains the port. 

Role 

Current port role: 
• ROOT—Root port. 
• ALTE—Alternate port. 
• DESI—Designated port. 

SelectedRole 

Newly computed role for the port: 
• ROOT—Root port. 
• ALTE—Alternate port. 
• DESI—Designated port. 
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Field Description 
PSTState PST state of the port, including discarding, learning, and forwarding. 

ReRoot Whether or not a reroot is required for the port. 

Agree Whether or not the port sends the Agreement flag. 

Agreed Whether or not an Agreement has been received.  

Sync Whether or not a port state synchronization is required on the port. 

Synced Port state synchronization state. 

Forward Whether or not the port is to be placed in forwarding state. 

Forwarding Whether or not the port is in forwarding state. 
 

display spbm bridge 

Use display spbm bridge to display SPBM bridge information. 

Syntax 
display spbm bridge 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Examples 
# Display SPBM bridge information. 
<Sysname> display spbm bridge 

System ID            Priority    SPSource ID    Host name 

5555.1111.1111       32768       128            SPB-1 

Table 83 Command output 

Field Description 
Priority Bridge priority. 

SPSource ID Shortest path source identifier. 

Host name Hostname. If a hostname is not configured, this field displays the system ID. 
 

display spbm b-vlan 

Use display spbm b-vlan to display ECT algorithm information for B-VLANs. 

Syntax 
display spbm b-vlan [ vlan-id ] 

Views 
Any view 

Predefined user roles 
network-admin 
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network-operator 

Parameters 
vlan-id: Specifies a B-VLAN ID in the range of 1 to 4094. If you do not specify a B-VLAN ID, the 
command displays ECT algorithm information for all B-VLANs. 

Examples 
# Display ECT algorithm information for all B-VLANs. 
<Sysname> display spbm b-vlan 

B-VLAN 1: 

  Mode: SPBM 

  Local use: Yes      Remote use: No 

  ECT-Index: 1        Algorithm: 00-80-c2-01  Mask: 0x00 

  I-SID list: 300-302, 305, 309 

B-VLAN 2: 

  Mode: SPBM 

  Local use: Yes      Remote use: No 

  ECT-Index: 1        Algorithm: 00-80-c2-01  Mask: 0x00 

  I-SID list: 400-402, 404 

Table 84 Command output 

Field Description 
Mode System operating mode. This field displays SPBM for an SPBM-enabled device.  

Local use 
Availability of the B-VLAN for transmitting traffic at the local end: 
• Yes—The B-VLAN can transmit traffic. 
• No—The B-VLAN cannot transmit traffic. 

Remote use 
Availability of the B-VLAN for transmitting traffic at the remote end: 

• Yes—The B-VLAN can transmit traffic. 
• No—The B-VLAN cannot transmit traffic. 

ECT-Index ECT algorithm index. 

Algorithm ECT algorithm content. 

Mask ECT algorithm mask. 

I-SID list 
I-SIDs mapped to the B-VLAN on the local device.  
This field displays N/A if no I-SIDs are mapped to the B-VLAN. 

 

display spbm bvlan-info 

Use display spbm bvlan-info to display SPBM B-VLAN information. 

Syntax 
display spbm bvlan-info [ slot slot-number ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 
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Parameters 
slot slot-number: Specifies an IRF member device. The slot-number argument represents its IRF 
member ID. If you do not specify a member device, the command displays B-VLAN information for all 
member devices.  

Examples 
# Display SPBM B-VLAN information. 
<Sysname> display spbm bvlan-info 

Epoch: 0x1 

Config B-VLAN list: 

  1-7, 20 

Driver B-VLAN list: 

  1 

Table 85 Command output 

Field Description 
Epoch Number of SPBM process reinitiations. 

Config B-VLAN list B-VLANs mapped to MSTI 4092 at the CLI. 

Driver B-VLAN list B-VLANs issued to the driver. 
 

display spbm bvlan-info statistics 

Use display spbm bvlan-info statistics to display SPBM B-VLAN statistics. 

Syntax 
display spbm bvlan-info statistics [ slot slot-number ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
slot slot-number: Specifies an IRF member device. The slot-number argument represents its IRF 
member ID. If you do not specify a member device, the command displays B-VLAN statistics for all 
member devices.  

Examples 
# Display all SPBM B-VLAN statistics. 
<Sysname> display spbm bvlan-info statistics 

SPBM B-VLAN basic statistics: 

RefreshMsg     : 1           AgeNumber        : 0 

DrvAddNumber   : 1           DrvDeleteNumber  : 0 

SPBM B-VLAN error statistics: 

BVLANMsgError  : 0           BVLANCreatFail   : 0 

DrvEnableFail  : 0           DrvDisableFail   : 0 

AllocBVLANFail : 0 
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Table 86 Command output 

Field Description 
RefreshMsg Number of B-VLAN refresh messages. 

AgeNumber Number of B-VLAN expirations. 

DrvAddNumber Number of messages sent to the driver for adding B-VLANs.  

DrvDeleteNumber Number of messages sent to the driver for deleting B-VLANs. 

BVLANMsgError Number of B-VLAN error messages received by SPBM. 

BVLANCreatFail Number of memory allocation failures for B-VLAN creation. 

DrvEnableFail Number of failures to notify the driver to enable B-VLANs. 

DrvDisableFail Number of failures to notify the driver to disable B-VLANs. 

AllocBVLANFail Number of B-VLAN allocation failures. 
 

display spbm common statistics 

Use display spbm common statistics to display global SPBM statistics. 

Syntax 
display spbm common statistics [ slot slot-number ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
slot slot-number: Specifies an IRF member device. The slot-number argument represents its IRF 
member ID. If you do not specify a member device, the command displays global SPBM statistics for 
all member devices.  

Examples 
# Display global SPBM statistics. 
<Sysname> display spbm common statistics 

UMACReDRVCount    : 0           MMACReDRVCount      : 0 

ActiveFail        : 0           AllocMsgFail        : 0 

RTMsgTypeError    : 0           WriteQueFail        : 0 

SyncRTMsgFail     : 0           CommMsgTypeError    : 0 

ComQueMsgTypeError: 0           TimerQueMsgTypeError: 0 

EpochNumber       : 0           GetBMACNumber       : 1 

GetBMACFail       : 0           SetIfNumber         : 6 

AgeIfNumber       : 0           SetIfErrNumber      : 0 

Table 87 Command output 

Field Description 
UMACReDRVCount Number of unicast MAC entries refreshed to the driver. 

MMACReDRVCount Number of multicast MAC entries refreshed to the driver. 
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Field Description 
ActiveFail Number of failures for the standby MPU to take over the active MPU role. 

AllocMsgFail Number of memory allocation failures. 

RTMsgTypeError Number of routing messages received with a message type error. 

WriteQueFail Number of queue write failures. 

SyncRTMsgFail Number of routing message synchronization failures. 

CommMsgTypeError Number of messages received with a message type error. 

ComQueMsgTypeError Number of messages with a queue type error. 

TimerQueMsgTypeError Number of timer queue messages with a message type error. 

EpochNumber Number of global SPBM process reinitiations. If the timestamp of an entry 
is less than this value, the entry is deleted. 

GetBMACNumber Number of attempts to get B-MAC addresses from the driver. 

GetBMACFail Number of failures to get B-MAC addresses from the driver. 

SetIfNumber Number of SPBM enabling attempts on the interface. 

AgeIfNumber Number of age-outs on the interface. 

SetIfErrNumber Number of failures to set interfaces in the driver. 
 

display spbm ect 

Use display spbm ect to display B-VLAN to ECT algorithm mappings by ECT algorithm index. 

Syntax 
display spbm ect [ ect-index ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
ect-index: Specifies an ECT algorithm index in the range of 1 to 16. If you do not specify an ECT 
algorithm, the command displays information for all ECT algorithms. 

Examples 
# Display information about all ECT algorithms. 
<Sysname> display spbm ect 

ECT-1: 

    Algorithm: 00-80-c2-01     Mask: 0x00 

    Active B-VLANs: 1-10 

    Inactive B-VLANs: 31-4094 

ECT-2: 

    Algorithm: 00-80-c2-02     Mask: 0xff 

    Active B-VLANs: 11-20 

    Inactive B-VLANs: 21-30 
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ECT-3: 

    Algorithm: 00-80-c2-03     Mask: 0x88 

    Active B-VLANs: N/A 

    Inactive B-VLANs: N/A 

ECT-4: 

    Algorithm: 00-80-c2-04     Mask: 0x77 

    Active B-VLANs: N/A 

    Inactive B-VLANs: N/A 

ECT-5: 

    Algorithm: 00-80-c2-05     Mask: 0x44 

    Active B-VLANs: N/A 

    Inactive B-VLANs: N/A 

ECT-6: 

    Algorithm: 00-80-c2-06     Mask: 0x33 

    Active B-VLANs: N/A 

    Inactive B-VLANs: N/A 

ECT-7: 

    Algorithm: 00-80-c2-07     Mask: 0xcc 

    Active B-VLANs: N/A 

    Inactive B-VLANs: N/A 

ECT-8: 

    Algorithm: 00-80-c2-08     Mask: 0xbb 

    Active B-VLANs: N/A 

    Inactive B-VLANs: N/A 

ECT-9: 

    Algorithm: 00-80-c2-09     Mask: 0x22 

    Active B-VLANs: N/A 

    Inactive B-VLANs: N/A 

ECT-10: 

    Algorithm: 00-80-c2-0a     Mask: 0x11 

    Active B-VLANs: N/A 

    Inactive B-VLANs: N/A 

ECT-11: 

    Algorithm: 00-80-c2-0b     Mask: 0x66 

    Active B-VLANs: N/A 

    Inactive B-VLANs: N/A 

ECT-12: 

    Algorithm: 00-80-c2-0c     Mask: 0x55 

    Active B-VLANs: N/A 

    Inactive B-VLANs: N/A 

ECT-13: 

    Algorithm: 00-80-c2-0d     Mask: 0xaa 

    Active B-VLANs: N/A 

    Inactive B-VLANs: N/A 

ECT-14: 

    Algorithm: 00-80-c2-0e     Mask: 0x99 

    Active B-VLANs: N/A 

    Inactive B-VLANs: N/A 
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ECT-15: 

    Algorithm: 00-80-c2-0f     Mask: 0xdd 

    Active B-VLANs: N/A 

    Inactive B-VLANs: N/A 

ECT-16: 

    Algorithm: 00-80-c2-10     Mask: 0xee 

    Active B-VLANs: N/A 

    Inactive B-VLANs: N/A 

Table 88 Command output 

Field Description 
Algorithm ECT algorithm. 

Mask ECT algorithm mask. 

Active B-VLANs 
Active B-VLANs mapped to the ECT algorithm. Active B-VLANs are VLANs 
mapped to MSTI 4092. 
This field displays N/A if no active B-VLANs are mapped to the algorithm. 

Inactive B-VLANs Inactive B-VLANs mapped to the ECT algorithm. This field displays N/A if no 
inactive B-VLANs are mapped to the algorithm. 

 

display spbm ect-migration 

Use display spbm ect-migration to display ECT migration information for an I-SID. 

Syntax 
display spbm ect-migration i-sid i-sid 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
i-sid i-sid: Specifies an I-SID in the range of 255 to 16777215. 

Examples 
# Display ECT migration information for I-SID 300. 
<Sysname> display spbm ect-migration i-sid 300 

ECT            B-VLAN    T    R 

00-80-c2-01    1         0    1 

Table 89 Command output 

Field Description 
ECT ECT algorithm. 

B-VLAN B-VLAN assigned to the I-SID. 

T 
Transmit (T) bit identifies the device's transmitter status in the multicast group for the 
I-SID: 
• 1—T bit set. The device is a transmitter. If tandem replication is used, the BEB sets 
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Field Description 
the T bit. 

• 0—T bit not set. The device is not a transmitter. If head-end replication is used, the 
BEB does not set the T bit. 

R 
Receive (R) bit identifies the device's receiver status in the multicast group for the I-SID: 
• 1—R bit set. The device is a receiver. 
• 0—R bit not set. The device is not a receiver. 

 

display spbm fast-channel statistics 

Use display spbm fast-channel statistics to display fast-channel statistics. 

Syntax 
display spbm fast-channel statistics 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Examples 
# Display fast-channel statistics. 
<Sysname> display spbm fast-channel statistics 

                   Fast channel information for SPBM 

                   --------------------------------- 

 

VSI name              : 1 

B-VLAN                : 1 

I-SID                 : 255 

State                 : Active 

Replication mode      : tandem 

ECT algorithm         : 00-80-c2-01 

LSPs sent count       : 10 

LSPs received count   : 20 

LSP timer             : 10 

LSPs transmitted count: 10 

Table 90 Command output 

Field Description 

State 
Availability of the fast channel: 
• Active—The fast channel is available for transmitting LSPs. 
• Inactive—The fast channel is not available for transmitting LSPs. 

Replication mode 
Multicast replication mode: 
• head-end—Head-end replication. 
• tandem—Tandem replication. 

ECT algorithm ECT algorithm for the B-VLAN. 

LSPs sent count Number of LSPs transmitted in the fast channel. This field is cleared when one of the 
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Field Description 
following events occurs: 
• The reset spbm database command is executed. 
• The SPB VSI with I-SID 255 comes down. 
• Process placement starts. For more information about process placement, see 

High Availability Configuration Guide. 

LSPs received 
count 

Number of LSPs received in the fast channel. This field is cleared when one of the 
following events occurs: 
• The reset spbm database command is executed. 
• The SPB VSI with I-SID 255 comes down. 
• Process placement starts. 

LSP timer Minimum LSP transmit interval, in milliseconds for the fast channel. The timer value is 
not user configurable. 

LSPs transmitted 
count 

Maximum number of LSPs that can be sent at each interval in the fast channel. The 
setting is not user configurable. 

 

display spbm graceful-restart event-log 

Use display spbm graceful-restart event-log to display SPBM Graceful Restart logs. 

Syntax 
display spbm graceful-restart event-log slot slot-number 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
slot slot-number: Specifies an IRF member device by its member ID.  

Examples 
# Display SPBM Graceful Restart logs for slot 1. 
<Sysname> display spbm graceful-restart event-log slot 1 

SPBM log information: 

Oct  5 12:54:53 2013 -Slot=1 HA backup channel was blocked. 

Oct  5 12:54:56 2013 -Slot=1 HA backup channel was unblocked. 

Table 91 Command output 

Field Description 
Initialization ISIS-SPB Graceful Restart was initialized. 

LSDB synchronization Peer ISIS-SPB processes synchronized LSDBs. 

LSP stability The local LSDB converged. 

LSP generation ISIS-SPB generated and flooded LSPs. 

SPF computation ISIS-SPB performed SPF computation. 

Flush smooth ISIS-SPB smoothed kernel data. 
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Field Description 
Finish ISIS-SPB Graceful Restart entered the final phase. 

GR complete ISIS-SPB Graceful Restart was completed. 

Memory restore on the standby MPU 
triggered data batch backup 

Memory on the subordinate device was restored, and a data batch 
backup request was triggered. 

 

Related commands 
reset spbm graceful-restart event-log 

display spbm graceful-restart status 

Use display spbm graceful-restart status to display SPBM Graceful Restart information. 

Syntax 
display spbm graceful-restart status 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Examples 
# Display SPBM Graceful Restart information. 
<Sysname> display spbm graceful-restart status 

 

                         Restart information for SPBM 

                         ----------------------------- 

Restart status             : Restarting 

Restart phase              : LSDB synchronization 

Restart interval           : 300 

SA bit                     : Supported 

Total number of interfaces : 2 

Number of waiting LSPs     : 3 

T2 remaining time          : 41 

Interface      T1 remaining time  RA received  CSNP received  T1 expirations 

HGE1/0/1       2                  Y            N              2 

HGE1/0/2       2                  Y            N              2 

Table 92 Command output 

Field Description 

Restart status 

Restart state of the device: 
• Restarting—The device is rebooting ISIS-SPB or performing an 

active/standby MPU switchover. In this state, the device can forward traffic 
because its FIB is usable. 

• Starting—The device is rebooting. In this state, the device cannot forward 
traffic because the FIB is not usable. 

• Complete—The GR process is complete. The device can forward traffic. 

Restart phase Restart phase: 
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Field Description 
• Initialization—ISIS-SPB Graceful Restart is initialized. 
• LSDB synchronization—Peer ISIS-SPB processes are synchronizing 

LSDBs. 
• LSP stability—The local LSDB is converging. 
• LSP generation—ISIS-SPB generates and floods LSPs. 
• First SPF computation—ISIS-SPB performs the first SPF computation. 
• Finish—SPF computation is finished. 

Restart Interval 

The maximum adjacency hold time (in seconds). If the restarting device fails to 
complete restarting before this timer expires, the peer ISIS-SPB process removes 
the adjacency with the restarting ISIS-SPB. 
This timer is configurable with the graceful-restart t2 command.  

SA bit 

Support for setting the SA bit in the Restart TLV sent to the neighbor: 
• Supported—The device performs the following actions: 

 When the FIB is not usable, the device sets the SA bit in the hello 
messages so the neighbor will not advertise its adjacency with the 
restarting device. 

 When the routing table is usable, the device clears the SA bit in the hello 
messages so the neighbor will advertise its adjacency with the restarting 
device. 

• Not supported—The device clears the SA bit in the hello messages so the 
neighbor will always advertise its adjacency with the restarting device. 

Total number of 
interfaces Number of SPBM-enabled interfaces. 

Number of waiting 
LSPs 

Number of LSPs that are waiting to be synchronized with the GR helper for 
completing LSDB synchronization. 

T2 remaining time 
The remaining time (in seconds) of the T2 timer.  
If the restarting device fails to complete restarting before this timer expires, the 
neighbor removes the adjacency with the restarting device. 

T1 remaining time 

Remaining time (in seconds) of the T1 timer on the interface. 
The T1 timer sets the interval for the restarting device to retransmit hello messages 
with the RR bit set (restart request messages). The T1 timer is not user 
configurable. 
The restarting device retransmits a restart request message to the neighbor if it 
does not receive an acknowledgment for a restart request (hello message with the 
RA bit set) before the T1 timer expires. 

RA received Whether the interface received an ISIS-SPB hello with the RA flag from the neighbor 
device. 

CSNP received Whether the interface received a CSNP from the neighbor device. 

T1 expirations Number of T1 timer expirations on the interface. When this counter reaches 10, the 
restarting device stops retransmitting hello messages with the RR bit set. 

 

display spbm interface 

Use display spbm interface to display information about SPBM-enabled interfaces. 

Syntax 
display spbm interface [ interface-type interface-number ] [ verbose ] 

Views 
Any view 
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Predefined user roles 
network-admin 

network-operator 

Parameters 
interface-type interface-number: Specifies an interface by its type and number. If you do not specify 
an interface, the command displays information about all SPBM-enabled interfaces. 

verbose: Displays detailed interface information. If you do not specify this keyword, the command 
displays the brief information. 

Examples 
# Display brief information about all SPBM-enabled interfaces. 
<Sysname> display spbm interface 

                        Interface information for SPBM 

                        ------------------------------ 

 

Interface                   Circuit ID    State     MTU      Cost 

HGE1/0/1                    1             Up        1497     10 

HGE1/0/2                    2             Up        1497     100 

# Display detailed information about all SPBM-enabled interfaces. 
<Sysname> display spbm interface verbose 

                        Interface information for SPBM 

                        ------------------------------ 

 

Interface                   Circuit ID    State     MTU      Cost 

HGE1/0/1                    1             Up        1497     10 

Hello timer           : 10 

Hello multiplier      : 3 

LSP timer             : 33 

LSP transmitted count : 5 

 

Interface                   Circuit ID    State     MTU      Cost 

HGE1/0/2                    2             Up        1497     100 

Hello timer           : 10 

Hello multiplier      : 3 

LSP timer             : 33 

LSP transmitted count : 5 

# Display detailed SPBM information for HundredGigE 1/0/1. 
<Sysname> display spbm interface hundredgige 1/0/1 verbose 

                        Interface information for SPBM 

                        ------------------------------ 

 

Interface                   Circuit ID    State     MTU      Cost 

HGE1/0/1                    1             Up        1497     10 

Hello timer           : 10 

Hello multiplier      : 3 

LSP timer             : 33 

LSP transmitted count : 5 
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Table 93 Command output 

Field Description 
MTU Maximum transmission unit of the interface. 

Cost SPBM link metric value of the interface. 

Hello timer ISIS-SPB hello interval (in seconds). 

Hello multiplier 
Hello multiplier for calculating the adjacency hold time.  
The adjacency hold time equals the ISIS-SPB hello interval multiplied by the 
hello multiplier. 

LSP timer Minimum LSP transmit interval (in milliseconds). 

LSP transmitted count Maximum number of LSPs sent at each LSP transmit interval. 
 

display spbm lsdb 

Use display spbm lsdb to display the SPBM LSDB. 

Syntax 
display spbm lsdb [ [ lsp-id lspid | lsp-name lspname ] | local | verbose ] * 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
lsp-id lspid: Specifies an LSP ID in SYSID.Pseudonode ID-fragment num format. The SYSID 
argument represents the system ID of the LSP originating node. The Pseudonode ID argument 
represents the ID of the pseudonode. The fragment num argument represents the LSP fragment 
number. If you do not specify an LSP ID, the command displays LSP information for all LSP IDs. 

lsp-name lspname: Specifies the LSP name in Symbolic name-fragment num format. The Symbolic 
name argument represents the symbolic hostname of the LSP originating node. The fragment num 
argument represents the LSP fragment number. If you do not specify an LSP name, the command 
displays LSP information for all LSP names. 

local: Displays LSPs generated by the local device. If you do not specify this keyword, the command 
displays information for LSPs generated by all devices. 

verbose: Displays detailed LSDB information. If you do not specify this keyword, the command 
displays LSP digests. 

Usage guidelines 
If you do not specify any parameters, the command displays digests for all LSPs. 

Examples 
# Display digests for all LSPs. 
<Sysname> display spbm lsdb 

                         Database information for SPBM 

                         ----------------------------- 

LSP ID: * - Local LSP 
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LSP ID                Seq Num      Checksum      Holdtime      Length  Overload 

------------------------------------------------------------------------------- 

4455.6677.0001.00-00  0x00000fd2   0x1cea        1044          236     0 

4455.6677.0001.00-01  0x00000fd2   0x1cea        1044          256     0 

4455.6677.0003.00-00* 0x00001448   0x3d27        683           323     0 

4455.6677.0003.00-01* 0x00001448   0xbd27        683           723     0 

4455.6677.0004.00-00  0x00000ff8   0xd1d9        1090          323     0 

4455.6677.0004.00-01  0x00000ff8   0xd7d9        1090          329     0 

# Display detailed information about all LSPs. 
<Sysname> display spbm lsdb verbose 

                         Database information for SPBM 

                         ----------------------------- 

LSP ID: * - Local LSP 

 

LSP ID                Seq Num      Checksum      Holdtime      Length  Overload 

------------------------------------------------------------------------------- 

0011.2200.0001.00-00  0x0000000e   0x29ef        429           69      0 

System ID           : 0011.2200.0001 

NLPID               : SPBM 

Area address        : 00.0000 

MT capability TLV   : 

 MT ID       : 00 

 MT overload : 0 

 SPB instance sub-TLV: 

   CIST root identifier : 0000-0000-0000-0000 

   CIST ERPC            : 0 

   Bridge priority      : 32768 

   SPSourceID           : 100 

   Number of trees      : 1 

     B-VLAN: 10      U-Bit: 1    ECT: 00-80-c2-01    SPVID: 0 

 

0011.2200.0001.00-01  0x0000000f   0x209e        1190          66      0 

System ID           : 0011.2200.0001 

Hostname            : 0011.2200.0001.00 

MT capability TLV   : 

 MT ID       : 00 

 MT overload : 0 

 SPBM Service Identifier and Unicast Address sub-TLV: 

   B-MAC     : 0011-2200-0001 

   B-VLAN    : 10 

     I-SID   : 300(R) 

Extended neighbor reachability TLV: 

 Hostname    : 0011.2200.0101.00 

 Cost        : 11 

 Port number : 1 

 

0011.2200.0101.00-00* 0x00000002   0x3846        1190          69      0 

System ID           : 0011.2200.0101 
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NLPID               : SPBM 

Area address        : 00.0000 

MT capability TLV   : 

 MT ID       : 00 

 MT overload : 0 

 SPB instance sub-TLV: 

   CIST root identifier : 0000-0000-0000-0000 

   CIST ERPC            : 0 

   Bridge priority      : 32768 

   SPSourceID           : 10 

   Number of Trees      : 1 

     B-VLAN: 10      U-Bit: 1    ECT: 00-80-c2-01    SPVID: 0 

 

0011.2200.0101.00-01* 0x00000002   0xfdcd        1190          66      0 

System ID           : 0011.2200.0101 

Hostname            : 0011.2200.0101.00 

MT capability TLV   : 

 MT ID       : 00 

 MT overload : 0 

 SPBM Service Identifier and Unicast Address sub-TLV: 

   B-MAC     : 0011-2200-0101 

   B-VLAN    : 10 

     I-SID   : 300(R) 

     I-SID   : 301(T&R) 

Extended neighbor reachability TLV: 

 Hostname    : 0011.2200.0001.00 

 Cost        : 10 

 Port number : 1 

Table 94 Command output 

Field Description 
LSP ID LSP ID. An asterisk (*) indicates a local LSP. 

Seq Num LSP sequence number. 

Checksum LSP checksum. 

Holdtime LSP lifetime (in seconds). 

Length LSP length. 

Overload 

Overload bit in the LSP: 
• 1—Overload bit set. ISIS-SPB will not use this LSP for shortest path 

calculation because the LSP originating node is experiencing an LSDB error 
condition. 

• 0—Overload bit not set. The LSP can be used for shortest path calculation. 

System ID System ID of the LSP originating device. 

NLPID Network layer protocol running on the LSP originating device. This field is always 
SPBM for an SPBM node. 

Area address Area address of the LSP originating device. 

MT capability TLV Multi-topology capability TLV. 
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Field Description 
MT ID Topology ID in a multi-topology environment. 

MT overload 
Overload bit in the multi-topology capability TLV: 
• 1—Overload bit set. 
• 0—Overload bit not set. 

SPB instance sub-TLV The SPB instance sub-TLV contains the SPSourceID of the LSP originating 
device. 

CIST root identifier This field is for SPBM that works with RSTP and MSTP at SPT Region 
boundaries. It is an imported value from a spanning tree. 

CIST ERPC CIST external root path cost is the cost to the CIST root. It is derived from the 
spanning tree algorithm. 

SPSourceID 

Shortest path source identifier. An SPSource ID uniquely identifies a device in an 
SPBM network. The SPSourceID is used for constructing multicast destination 
addresses for multicast frames that are originated from the LSP originating 
device. 

Bridge priority Bridge priority. The bridge priority and the system ID form the bridge identifier, 
which is a tie-breaker used in ECT algorithms for SPT computation. 

Number of trees Number of B-VLAN to ECT mappings. 

U-Bit 

U bit status: 
• 1—U bit set. The U bit is set if the LSP originating device can use the 

B-VLAN to transmit traffic. 
• 0—U bit not set. The U bit is not set if the LSP originating device cannot use 

the B-VLAN to transmit traffic. 

ECT ECT algorithm. 

SPVID SPBV ID. It is fixed at 0 for SPBM. 

SPBM Service Identifier 
and Unicast Address 
sub-TLV 

SPBM service identifier and unicast address sub-TLV. 

I-SID 

I-SID and the multicast group membership flags of the LSP originating device for 
the I-SID.  
The following are the flags: 
• T—T bit set. The LSP originating device is a transmitter in the multicast 

group for the I-SID. 
• R—R bit set. The LSP originating device is a receiver in the multicast group 

for the I-SID. 
This field displays (T&R) next to the I-SID if the originating device is both a 
receiver and a transmitter in the multicast group for the I-SID. 

Extended neighbor 
reachability TLV Extended neighbor reachability TLV. 

Hostname Symbolic hostname configured with the is-name command. If the LSP 
originating device is not assigned a hostname, this field displays its system ID. 

Cost Link metric value. 

Port number Number of ports that have adjacencies.  
 

Related commands 
is-name 
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display spbm multicast-fdb 

Use display spbm multicast-fdb to display SPBM multicast FDB entries. 

Syntax 
display spbm multicast-fdb [ b-vlan vlan-id | i-sid i-sid | system-id system-id ] 

display spbm multicast-fdb [ b-vlan vlan-id ] count 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
b-vlan vlan-id: Specifies a B-VLAN by its VLAN ID in the range of 1 to 4094. If you do not specify a 
B-VLAN, the command displays multicast FDB entries for all B-VLANs. 

i-sid i-sid: Specifies an I-SID in the range of 255 to 16777215. If you do not specify an I-SID, the 
command displays multicast FDB entries for all I-SIDs. 

system-id system-id: Specifies a system ID in XXXX.XXXX.XXXX format. If you do not specify a 
system ID, the command displays multicast FDB entries for all system IDs. 

count: Specifies the number of matching multicast FDB entries. 

Usage guidelines 
The SPBM multicast FDB contains multicast routes that ISIS-SPB calculates based on the SPBM 
LSDB. 

If you do not specify any parameters, the command displays all multicast FDB entries. 

Examples 
# Display all SPBM multicast FDB entries. 
<Sysname> display spbm multicast-fdb 

Flags: E-Egress T-Transit 

 

System ID            MAC address      B-VLAN   Flags Port 

0011.2200.de01       9334-6900-03e8   7        T     HGE1/0/2 

0011.2200.de01       9334-6900-0190   4        T     HGE1/0/2 

0011.2200.de01       9334-6900-01f4   5        T     HGE1/0/2 

# Display the total number of SPBM multicast FDB entries. 
<Sysname> display spbm multicast-fdb count 

Total entries: 2 

Table 95 Command output 

Field Description 
MAC address Multicast MAC address. 

Flags 

Forwarding actions: 
• E—Forwards the frame out of the tunnel to the customer site. 
• T—Forwards the frame to the next node in the tunnel. 
If this field displays both flags, the device performs both actions. 
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Field Description 

Port Outgoing interfaces. This field displays N/A if no outgoing interfaces are 
available. 

 

display spbm multicast-fib 

Use display spbm multicast-fib to display SPBM multicast FIB entries. 

Syntax 
display spbm multicast-fib [ mac-address mac-address [ b-vlan vlan-id ] | b-vlan vlan-id ] [ slot 
slot-number ] [ verbose ] 

display spbm multicast-fib [ b-vlan vlan-id ] [ slot slot-number ] count 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
mac-address mac-address: Specifies an SPBM multicast address in H-H-H format. You can omit 
the consecutive 0s at the beginning of each segment. For example, you can enter f-e2-1 for 
000f-00e2-0001. If you do not specify a multicast address, the command displays FIB entries for all 
multicast B-MACs. 

b-vlan vlan-id: Specifies a B-VLAN by its VLAN ID in the range of 1 to 4094. If you do not specify a 
B-VLAN, the command displays multicast FIB entries for all B-VLANs. 

mac-address mac-address b-vlan vlan-id: Specifies an SPBM multicast address in a B-VLAN. If 
you do not specify this option, the command displays all multicast FIB entries. 

verbose: Displays detailed information about multicast FIB entries. If you do not specify this 
keyword, the command only displays brief information. 

slot slot-number: Specifies an IRF member device. If you do not specify a member device, the 
command displays multicast FIB entries for all member devices. The slot-number argument 
represents its IRF member ID.  

count: Specifies the number of matching multicast FIB entries. 

Usage guidelines 
The SPBM multicast FIB is used in the data plane for forwarding multicast traffic. It contains multicast 
entries derived from the SPBM multicast FDB. 

Examples 
# Display brief information about all SPBM multicast FIB entries. 
<Sysname> display spbm multicast-fib 

Flags: E-Egress T-Transit 

 

MAC address    B-VLAN Flags Port 

0300-0b00-0001 1      TE    HGE1/0/2 

# Display detailed information about all SPBM multicast FIB entries. 
<Sysname> display spbm multicast-fib verbose 

Flags: E-Egress T-Transit 



 

517 

 

MAC address    B-VLAN Flags Epoch       Port                     Port flag 

0300-0b00-0001 1      TE    0x1         HGE1/0/2                 Done 

# Display detailed information about the multicast FIB entry for 0300-0b00-0001 in B-VLAN 1. 
<Sysname> display spbm multicast-fib mac-address 0300-0b00-0001 b-vlan 1 verbose 

MAC address: 0300-0b00-0001    B-VLAN     : 1 

Flags  : TE                 Driver flag: Done         Epoch: 0x1 

Context: 0xffffffff 0xffffffff 0xffffffff 0xffffffff 

Port                     Context                 Port flag 

HGE1/0/2                 0xffffaaaa  0xffffaaaa  Done 

HGE1/0/1                 0xffffaaaa  0xffffbbbb  Done 

# Display the number of multicast FIB entries for B-VLAN 100. 
<Sysname> display spbm multicast-fib b-vlan 100 count 

Total entries: 3 

Table 96 Command output 

Field Description 
MAC address SPBM multicast MAC address. 

B-VLAN B-VLAN that contains the entry. 

Flags 

Forwarding actions: 
• E—Forwards the frame out of the tunnel to the customer site. 
• T—Forwards the frame to the next node in the tunnel. 
If this field displays both flags, the device performs both actions. 

Driver flag 

State of issuing the entry to the driver: 
• Nores—SPBM failed to issue the entry to the driver because of insufficient 

resources. The entry is not usable. 
• Done—SPBM issued the entry to the driver. 

Epoch Timestamp of the entry. 

Context Context that the driver returned when the entry was set in the driver. 

Port Outgoing interfaces. This field displays N/A if no outgoing interfaces are available. 

Context Context that the driver returned for the outgoing interface. 

Port flag 

State of issuing the interface to the driver: 
• Nores—SPBM failed to issue the interface to the driver because of 

insufficient resources. 
• Done—SPBM issued the interface to the driver successfully. 
• N/A—SPBM does not issue the interface to the driver. 

 

display spbm multicast-fib statistics 

Use display spbm multicast-fib statistics to display SPBM multicast FIB statistics. 

Syntax 
display spbm multicast-fib statistics [ slot slot-number ] 

Views 
Any view 
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Predefined user roles 
network-admin 

network-operator 

Parameters 
slot slot-number: Specifies an IRF member device. The slot-number argument represents its IRF 
member ID. If you do not specify a member device, the command displays multicast FIB statistics for 
all member devices.  

Examples 
# Display all SPBM multicast FIB statistics. 
<Sysname> display spbm multicast-fib statistics 

SPBM multicast FIB basic statistics: 

RefreshMsg      : 0           DeleteMsg        : 0 

AddIfMsg        : 1           DeleteIfMsg      : 0 

AddMMACNumber   : 1           DeleteMMACNumber : 0 

DeleteNotFound  : 0           AgeNumber        : 0 

DrvAdd          : 1           DrvDelete        : 0 

DrvAddIf        : 0           DrvDeleteIf      : 0 

DrvModifyFlag   : 0 

SPBM multicast FIB error statistics: 

MMACMsgError    : 0           RefreshMsgFail   : 0 

DeleteMsgFail   : 0           AddIfMsgFail     : 0 

DeleteIfMsgFail : 0           AddMMACFail      : 0 

DrvOtherFail    : 0           DrvDeleteFail    : 0 

DrvNoResource   : 0           SynMsgFail       : 0 

AllocEntryFail  : 0           AllocReDrvMsgFail: 0 

AllocDrvMsgFail : 0 

Table 97 Command output 

Field Description 
RefreshMsg Number of messages for refreshing multicast FIB entries. 

DeleteMsg Number of messages for deleting multicast FIB entries. 

AddIfMsg Number of messages for adding outgoing interfaces. 

DeleteIfMsg Number of messages for deleting outgoing interfaces. 

AddMMACNumber Number of multicast addresses added to the multicast FIB. 

DeleteMMACNumber Number of multicast addresses deleted from the multicast FIB. 

DeleteNotFound Number of failures to find multicast addresses to be deleted. 

AgeNumber Number of expired entries. 

DrvAdd Number of multicast entries added to the driver. 

DrvDelete Number of multicast entries deleted from the driver. 

DrvAddIf Number of outgoing interfaces added to the driver. 

DrvDeleteIf Number of outgoing interfaces deleted from the driver. 

DrvModifyFlag Number of times the driver modified the forwarding state. 

MMACMsgError Number of entry message errors. 
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Field Description 
RefreshMsgFail Number of failures to process multicast B-MAC refresh messages. 

DeleteMsgFail Number of failures to process messages about deleting multicast 
addresses. 

AddIfMsgFail Number of failures to process messages about adding outgoing interfaces. 

DeleteIfMsgFail Number of failures to process messages about deleting outgoing 
interfaces. 

AddMMACFail Number of failures to add multicast addresses. 

DrvOtherFail Number of failures to process forwarding state messages. 

DrvDeleteFail Number of failures to notify the driver to delete multicast addresses. 

DrvNoResource Number of failures to issue multicast addresses to the driver because of 
insufficient system resources. 

SynMsgFail Number of failures to synchronize information to the driver. 

AllocEntryFail Number of memory allocation failures for multicast FIB entries. 

AllocReDrvMsgFail Number of memory allocation failures for refreshing multicast entries to the 
driver. 

AllocDrvMsgFail Number of memory allocation failures for issuing multicast entries to the 
driver. 

 

display spbm multicast-pw 

Use display spbm multicast-pw to display multicast pseudo wires (PWs) on a BEB. 

Syntax 
display spbm multicast-pw [ i-sid i-sid ] [ count ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
i-sid i-sid: Specifies an I-SID in the range of 255 to 16777215. If you do not specify an I-SID, the 
command displays multicast PW information for all I-SIDs. 

count: Specifies the total number of multicast PWs. If you do not specify this keyword, the command 
only displays multicast PW information. 

Examples 
# Display all multicast PWs. 
<Sysname> display spbm multicast-pw 

System ID            I-SID      MAC address    B-VLAN Port 

0011.2200.0101       300        0300-0a00-012c 10     HGE1/0/1 

                                                      HGE1/0/2 

# Display the total number of multicast PWs. 
<Sysname> display spbm multicast-pw count 

Total entries: 2 
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Table 98 Command output 

Field Description 
System ID System ID of the remote BEB. 

I-SID SPBM VSI identifier. 

MAC address Destination multicast MAC address for frames to be tunneled. 

B-VLAN B-VLAN to be encapsulated for frames to be tunneled. 

Port Outgoing interfaces. 
 

display spbm non-stop-routing event-log 

Use display spbm non-stop-routing event-log to display SPBM NSR logs. 

Syntax 
display spbm non-stop-routing event-log slot slot-number 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
slot slot-number: Specifies an IRF member device by its member ID.  

Examples 
# Display SPBM NSR logs for slot 1. 
<Sysname> display spbm non-stop-routing event-log slot 1 

SPBM log information: 

Oct  5 12:54:53 2013 -Slot=1 HA backup channel was blocked. 

Oct  5 12:54:55 2013 -Slot=1 HA backup channel was unblocked. 

Table 99 Command output 

Field Description 
Initialization ISIS-SPB NSR was initialized. 

Smooth ISIS-SPB NSR smooth started. 

LSP stability The local LSDB converged. 

LSP generation ISIS-SPB generated and flooded LSPs. 

SPF computation ISIS-SPB performed SPF computation. 

Flush smooth ISIS-SPB smoothed kernel data. 

Finish ISIS-SPB NSR entered the final phase. 

NSR complete ISIS-SPB NSR was completed. 

Memory restore on the standby 
MPU triggered data batch backup 

Memory on the subordinate device was restored, and a data batch 
backup request was triggered. 
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Related commands 
reset spbm non-stop-routing event-log 

display spbm non-stop-routing status 

Use display spbm non-stop-routing status to display the SPBM NSR status. 

Syntax 
display spbm non-stop-routing status 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Examples 
# Display the SPBM NSR status. 
<Sysname> display spbm non-stop-routing status 

 

                     Nonstop Routing information for SPBM 

                     ------------------------------------- 

NSR phase: Finish 

Table 100 Command output 

Field Description 

NSR phase 

NSR phase: 
• Initialization—ISIS-SPB NSR is initialized. 
• Smooth—ISIS-SPB NSR smooth starts.  
• LSP stability—The local LSDB is converging. 
• LSP generation—ISIS-SPB generates and floods LSPs. 
• SPF computation—ISIS-SPB performs SPF computation. 
• Flush smooth—ISIS-SPB smoothes kernel data. 
• Finish—ISIS-SPB NSR is finishing. 

 

display spbm peer 

Use display spbm peer to display ISIS-SPB neighbor information. 

Syntax 
display spbm peer [ system-id system-id ] [ verbose ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 
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Parameters 
system-id system-id: Specifies a neighbor by its system ID in XXXX.XXXX.XXXX format. If you do 
not specify a system ID, the command displays information about all ISIS-SPB neighbors. 

verbose: Displays detailed information. If you do not specify this keyword, the command only 
displays brief information. 

Examples 
# Display brief information about all ISIS-SPB neighbors. 
<Sysname> display spbm peer 

                          Peer information for SPBM 

                          ------------------------- 

 

System ID         Port                        Circuit ID    State    Holdtime 

5555.1111.1111    HGE1/0/2                    1             Up       28s 

5555.1111.2222    HGE1/0/3                    1             Up*      20s 

# Displays detailed information about all ISIS-SPB neighbors. 
<Sysname> display spbm peer verbose 

                          Peer information for SPBM 

                          ------------------------- 

 

System ID         Port                        Circuit ID    State    Holdtime 

5555.1111.1111    HGE1/0/2                    1             Up       28s 

Peer information: 

  Host name: spbm-2 

  Circuit ID: 1      Cost: 10 

  MCID information: 

    Format selector      : 0 

    Region name          : spb 

    Revision level       : 0 

    Configuration digest : 0x0253c1480d244e443b21e7c364d6e2a7 

  Aux MCID information: 

    Format selector      : 0 

    Region name          : spb 

    Revision level       : 0 

    Configuration digest : 0x0253c1480d244e443b21e7c364d6e2a7 

  AP information: 

    AN: 2    DAN: 0    Valid: 1 

    Format identifier       : 0 

    Format capabilities     : 0 

    Convention identifier   : 0 

    Convention capabilities : 0 

    Edge count              : 2 

    Topology digest         : 0x000000dc12854410daa2c29221f095144f661000 

Local information: 

  Host name: spbm-1 

  Circuit ID: 1      Cost: 10 

  MCID information: 

    Format selector      : 0 

    Region name          : spb 
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    Revision level       : 0 

    Configuration digest : 0x0253c1480d244e443b21e7c364d6e2a7 

  Aux MCID information: 

    Format Selector      : 0 

    Region Name          : spb 

    Revision Level       : 0 

    Configuration Digest : 0x0253c1480d244e443b21e7c364d6e2a7 

  AP information: 

    AN: 2    DAN: 0    Valid: 1 

    Format identifier       : 0 

    Format capabilities     : 0 

    Convention identifier   : 0 

    Convention capabilities : 0 

    Edge count              : 2 

    Topology digest         : 0x000000dc12854410daa2c29221f095144f661000 

 

System ID         Port                        Circuit ID    State    Holdtime 

5555.1111.2222    HGE1/0/3                    1             Up       20s 

Peer information: 

  Host name: spbm-3 

  Circuit ID: 1      Cost: 10 

  MCID information: 

    Format selector      : 0 

    Region name          : spb 

    Revision level       : 0 

    Configuration digest : 0x0253c1480d244e443b21e7c364d6e2a7 

  Aux MCID information: 

    Format selector      : 0 

    Region name          : spb 

    Revision level       : 0 

    Configuration digest : 0x0253c1480d244e443b21e7c364d6e2a7 

  AP information: 

    AN: 2    DAN: 0    Valid: 1 

    Format identifier       : 0 

    Format capabilities     : 0 

    Convention identifier   : 0 

    Convention capabilities : 0 

    Edge count              : 2 

    Topology digest         : 0x000000dc12854410daa2c29221f095144f661000 

Local information: 

  Host name: spbm-1 

  Circuit ID: 1      Cost: 10 

  MCID information: 

    Format selector      : 0 

    Region name          : spb 

    Revision level       : 0 

    Configuration digest : 0x0253c1480d244e443b21e7c364d6e2a7 

  Aux MCID information: 
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    Format selector      : 0 

    Region name          : spb 

    Revision level       : 0 

    Configuration digest : 0x0253c1480d244e443b21e7c364d6e2a7 

  AP information: 

    AN: 2    DAN: 0    Valid: 1 

    Format identifier       : 0 

    Format capabilities     : 0 

    Convention identifier   : 0 

    Convention capabilities : 0 

    Edge count              : 2 

    Topology digest         : 0x000000dc12854410daa2c29221f095144f661000 

# Display detailed information about the ISIS-SPB neighbor with a system ID of 5555.1111.1111. 
<Sysname> display spbm peer system-id 5555.1111.1111 verbose 

                          Peer information for SPBM 

                          ------------------------- 

 

System ID         Port                        Circuit ID    State    Holdtime 

5555.1111.1111    HGE1/0/1                    1             Up       28s 

Peer information: 

  Host name: spbm-2 

  Circuit ID: 1      Cost: 10 

  MCID information: 

    Format selector      : 0 

    Region name          : spb 

    Revision level       : 0 

    Configuration digest : 0x0253c1480d244e443b21e7c364d6e2a7 

  Aux MCID information: 

    Format selector      : 0 

    Region name          : spb 

    Revision level       : 0 

    Configuration digest : 0x0253c1480d244e443b21e7c364d6e2a7 

  AP information: 

    AN: 2    DAN: 0    Valid: 1 

    Format identifier       : 0 

    Format capabilities     : 0 

    Convention identifier   : 0 

    Convention capabilities : 0 

    Edge count              : 2 

    Topology digest         : 0x000000dc12854410daa2c29221f095144f661000 

Local information: 

  Host name: spbm-1 

  Circuit ID: 1      Cost: 10 

  MCID information: 

    Format selector      : 0 

    Region name          : spb 

    Revision level       : 0 

    Configuration digest : 0x0253c1480d244e443b21e7c364d6e2a7 
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  Aux MCID information: 

    Format selector      : 0 

    Region name          : spb 

    Revision level       : 0 

    Configuration digest : 0x0253c1480d244e443b21e7c364d6e2a7 

  AP information: 

    AN: 2    DAN: 0    Valid: 1 

    Format identifier       : 0 

    Format capabilities     : 0 

    Convention identifier   : 0 

    Convention capabilities : 0 

    Edge count              : 2 

    Topology digest         : 0x000000dc12854410daa2c29221f095144f661000 

Table 101 Command output 

Field Description 
System ID System ID of the neighbor. 

Port Interface connected to the neighbor. 

Circuit ID Circuit ID of the link connected to the neighbor. 

State 

State of the adjacency with the neighbor: 
• Init—The device is trying to establish an adjacency with the neighbor. 
• Up—An adjacency has been established, and the link is up. Traffic can 

be transmitted on this adjacency. 
• Up*—An adjacency has been established, and the link is up. However, 

traffic cannot be transmitted on this adjacency. 
• Down—An adjacency has been established, but the link is down. Traffic 

cannot be transmitted on this adjacency. 

Holdtime 

Adjacency hold time.  
The adjacency hold time equals the ISIS-SPB hello interval multiplied by the 
hello multiplier. 
The device removes the adjacency with the neighbor if it does not receive hello 
packets from the neighbor within the hold time. 
The device maintains the adjacency with the neighbor if it receives a hello 
packet from the neighbor before the hold time expires. 

Peer information Neighbor information. 

Local information Information about the local SPBM node. 

Host name Symbolic hostname of the SPBM node. If the node is not assigned a symbolic 
hostname, this field displays its system ID. 

Circuit ID Circuit ID of the link. 

Cost Link metric value. 

MCID information 
Primary MST configuration identifier. It contains a digest of B-VLAN to MSTI 
mappings on the SPBM node. SPBM nodes must have the same MCID for the 
same I-SID. 

Aux MCID information Auxiliary MCID of the SPBM node. 

Format selector Format selector. It is fixed at 0 for IEEE 802.1aq SPB. 

Region name MST region name. 

Revision level MST region revision level. The default level is 0. You can use the 
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Field Description 
revision-level command to change the revision level. 

Configuration digest The SPBM node's digest of B-VLAN to MSTI mappings. 

AP information AP information advertised on the adjacency. This field displays N/A if the 
SPBM node has not advertised AP information. 

AN Agreement number advertised by the SPBM node. 

DAN Discarded agreement number advertised by the SPBM node. 

Valid 
Validity of the advertised AP digest: 
• 0—The digest is invalid. 
• 1—The digest is valid. 

Format identifier Digest format identifier.  

Format capabilities Digest format options. 

Convention identifier 

Loop-free forwarding rules: 
• 1—No digest match. AP is disabled. Digests are exchanged but a match 

is not required. 
• 2—AP is enabled for both unicast and multicast FDB entries. The node 

forwards multicast and unicast traffic only after the two ends reach a strict 
agreement. 

• 3—AP is enabled only for multicast FDB entries. The node forwards 
multicast traffic only after the two ends reach a strict agreement. 
However, the node forwards unicast traffic unconditionally. 

Convention capabilities Loop-free forwarding rule conventions supported by the SPBM. 

Edge count 
The sum modulo 216  of all edges in the SPB topology. Each point-to-point 
physical link is counted as two edges. This field provides one component of 
the agreement digest for detecting topology mismatches. 

Topology digest Two neighbors must have the same topology digest to reach an agreement. 
 

display spbm summary 

Use display spbm summary to display the SPBM digest. 

Syntax 
display spbm summary 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Examples 
# Display the SPBM digest. 
<Sysname> display spbm summary 

                   Summary information for SPBM 

                   ---------------------------- 

Area address           : 00.0000 

System ID              : 0011.2200.0001 

System control address : 0180-c200-002e 
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System name            : spb-1 

Bridge priority        : 32768 

SPSource ID            : 200 

SPSource mode          : Static 

Agreement mode         : Both 

MCID information: 

  Format selector      : 0 

  Region name          : spb 

  Revision level       : 0 

  Configuration digest : 0x0253c1480d244e443b21e7c364d6e2a7 

B-VLANs                : 1-10, 100-200 

Table 102 Command output 

Field Description 
Area address ISIS-SPB area address of the device. 

System ID System ID of the device in the ISIS-SPB area. 

System control address Multicast destination for ISIS-SPB protocol packets. 

System name Hostname configured with the is-name command. 

SPSource ID Shortest path source identifier uniquely identifies the device as a multicast 
source in an SPBM VSI. 

SPSource mode 
SPSource ID creation method: 
• Static—The SPSource ID is manually configured. 
• Dynamic—The SPSource ID is dynamically assigned by ISIS-SPB. 

Agreement mode 

AP mode: 
• Both—AP is enabled for both unicast and multicast FDB entries. The 

device issues a unicast or multicast FDB entry to the FIB for forwarding 
traffic only if it has reached an agreement with the neighbor. 

• Multicast—AP is enabled only for multicast. The node forwards multicast 
traffic only after the two ends reach a strict agreement. However, the 
node forwards unicast traffic unconditionally. 

• Off—AP is disabled. Digests are exchanged but a match is not required. 

MCID information 
Local primary MST configuration identifier. It contains a digest of B-VLAN to 
MSTI mappings on the SPBM node. SPBM nodes must have the same MCID 
for the same I-SID. 

Format selector Format selector. It is fixed at 0 for IEEE 802.1aq SPB. 

Region name MST region name. 

Revision level MST region revision level. The default level is 0. You can use the 
revision-level command to change the revision level. 

B-VLANs B-VLANs configured on the device. 
 

display spbm unicast-fdb 

Use display spbm unicast-fdb to display SPBM unicast FDB entries. 

Syntax 
display spbm unicast-fdb [ b-mac mac-address | b-vlan vlan-id | system-id system-id ] [ count ] 
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Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
b-mac mac-address: Specifies a B-MAC address in H-H-H format. You can omit the consecutive 0s 
at the beginning of each segment. For example, you can enter f-e2-1 for 000f-00e2-0001. If you do 
not specify a B-MAC, the command displays unicast FDB entries for all B-MACs. 

b-vlan vlan-id: Specifies a B-VLAN by its VLAN ID in the range of 1 to 4094. If you do not specify a 
B-VLAN, the command displays unicast FDB entries for all B-VLANs. 

system-id system-id: Specifies a system ID in XXXX.XXXX.XXXX format. If you do not specify a 
system ID, the command displays unicast FDB entries for all system IDs. 

count: Specifies the number of matching unicast FDB entries. If you do not specify this keyword, the 
command displays unicast FDB entries. 

Usage guidelines 
The SPBM unicast FDB contains unicast routes that ISIS-SPB calculates based on the SPBM LSDB. 

If you do not specify any parameters, this command displays all unicast FDB entries. 

Examples 
# Display all SPBM unicast FDB entries. 
<Sysname> display spbm unicast-fdb 

Flags: E-Egress T-Transit 

 

System ID            B-MAC            B-VLAN   Flags Port 

0011.2200.0001       0011-2200-0001   9        T     HGE1/0/2 

0011.2200.0001       0011-2200-0001   4        T     HGE1/0/2 

0011.2200.0001       0011-2200-0001   5        T     HGE1/0/2 

# Display the total number of SPBM unicast FDB entries. 
<Sysname> display spbm unicast-fdb count 

Total entries: 2 

Table 103 Command output 

Field Description 

Flags 

Forwarding actions: 
• E—Forwards the frame out of the tunnel to the customer site. 
• T—Forwards the frame to the next node in the tunnel. 
If this field displays both flags, the device performs both actions. 

Port Outgoing interface. 
 

display spbm unicast-fib 

Use display spbm unicast-fib to display SPBM unicast FIB entries. 



 

529 

Syntax 
display spbm unicast-fib [ b-mac mac-address [ b-vlan vlan-id ] | b-vlan vlan-id ] [ slot 
slot-number ] [ verbose ] 

display spbm unicast-fib [ b-vlan vlan-id ] [ slot slot-number ] count 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
b-mac mac-address: Specifies a B-MAC address in H-H-H format. You can omit the consecutive 0s 
at the beginning of each segment. For example, you can enter f-e2-1 for 000f-00e2-0001. If you do 
not specify a B-MAC, the command displays unicast FIB entries for all B-MACs. 

b-vlan vlan-id: Specifies a B-VLAN by its VLAN ID in the range of 1 to 4094. If you do not specify a 
B-VLAN, the command displays unicast FIB entries for all B-VLANs. 

b-mac mac-address b-vlan vlan-id: Specifies a B-MAC in a B-VLAN. If you do not specify this 
option, the command displays all unicast FIB entries. 

verbose: Displays detailed information about unicast FIB entries. If you do not specify this keyword, 
the command only displays brief information. 

slot slot-number: Specifies an IRF member device. The slot-number argument represents its IRF 
member ID. If you do not specify a member device, the command displays unicast FIB entries for all 
IRF member devices.  

count: Specifies the number of matching unicast FIB entries. 

Usage guidelines 
The SPBM unicast FIB is used in the data plane for forwarding unicast traffic. It contains unicast 
entries derived from the SPBM unicast FDB. 

Examples 
# Display brief information about all SPBM unicast FIB entries. 
<Sysname> display spbm unicast-fib 

Flags: E-Egress T-Transit 

 

B-MAC          B-VLAN Flags Port 

0011-2200-0101 1      T     HGE1/0/1 

0011-2200-0101 2      T     HGE1/0/2 

# Display detailed information about all SPBM unicast FIB entries. 
<Sysname> display spbm unicast-fib verbose 

Flags: E-Egress T-Transit 

 

B-MAC          B-VLAN Flags Driver flag Epoch       Port 

0011-2200-0101 1      T     Done        0x1         HGE1/0/2 

0011-2200-0101 2      T     Done        0x1         HGE1/0/2 

# Display detailed information about the unicast FIB entry for B-MAC 0011-2200-0101 in B-VLAN 1. 
<Sysname> display spbm unicast-fib b-mac 0011-2200-0101 b-vlan 1 verbose 

B-MAC  : 0011-2200-0101   B-VLAN     : 1 

Port   : HGE1/0/2 
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Flags  : T                Driver flag: Done 

Epoch  : 0x1 

Context: 0xffffffff 0xffffffff 0xffffffff 0xffffffff 

# Display the number of SPBM unicast FIB entries for B-VLAN 100. 
<Sysname> display spbm unicast-fib b-vlan 100 count 

Total entries: 2 

Table 104 Command output 

Field Description 

Port Outgoing interface. 

Flags 

Forwarding actions: 
• E—Forwards the frame out of the tunnel to the customer site. 
• T—Forwards the frame to the next node in the tunnel. 
If this field displays both flags, the device performs both actions. 

Driver flag 

State of issuing the entry to the driver: 
• Nores—SPBM failed to issue the entry to the driver because of insufficient 

resources. The entry is not usable. 
• Done—SPBM issued the entry to the driver. 

Epoch Entry aging counter. 

Context Context that the driver returned when the entry was set in the driver. 
 

display spbm unicast-fib statistics 

Use display spbm unicast-fib statistics to display SPBM unicast FIB statistics. 

Syntax 
display spbm unicast-fib statistics [ slot slot-number ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
slot slot-number: Specifies an IRF member device. The slot-number argument represents its IRF 
member ID. If you do not specify an IRF member device, the command displays unicast FIB statistics 
for all IRF member devices.  

Examples 
# Display SPBM unicast FIB statistics. 
<Sysname> display spbm unicast-fib statistics 

SPBM unicast FIB basic statistics: 

RefreshMsg     : 1           DeleteMsg        : 0 

AddUMACNumber  : 1           DeleteUMACNumber : 0 

DeleteNotFound : 0           AgeNumber        : 0 

DrvAdd         : 1           DrvDelete        : 0 

DrvDelRefresh  : 0 
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SPBM unicast FIB error statistics: 

UMACMsgError   : 0           RefreshMsgFail   : 0 

DeleteMsgFail  : 0           AddUMACFail      : 0 

DrvOtherFail   : 0           DrvDeleteFail    : 0 

DrvNoResource  : 0           SynMsgFail       : 0 

AllocEntryFail : 0           AllocReDrvMsgFail: 0 

Table 105 Command output 

Field Description 
RefreshMsg Number of messages received for refreshing unicast FIB entries. 

DeleteMsg Number of messages received for deleting unicast FIB entries. 

AddUMACNumber Number of unicast B-MACs added to the unicast FIB. 

DeleteUMACNumber Number of unicast B-MACs deleted from the unicast FIB. 

DeleteNotFound Number of failures to find B-MACs to be deleted. 

AgeNumber Number of expired unicast entries. 

DrvAdd Number of unicast entries added to the driver. 

DrvDelete Number of unicast entries deleted from the driver. 

DrvDelRefresh Number of unicast entries deleted because of entry modification. 

UMACMsgError Number of unicast B-MAC error messages. 

RefreshMsgFail Number of failures to process messages for refreshing unicast B-MACs. 

DeleteMsgFail Number of failures to process unicast B-MAC delete messages. 

AddUMACFail Number of failures to add unicast B-MAC entries. 

DrvOtherFail Number of failures to notify the driver to add or update unicast B-MAC 
entries. 

DrvDeleteFail Number of failures to notify the driver to delete unicast B-MAC entries. 

DrvNoResource Number of failures to issue unicast B-MACs to the driver because of 
insufficient system resources. 

SynMsgFail Number of messages not synchronized. 

AllocEntryFail Number of memory allocation failures for adding unicast entries. 

AllocReDrvMsgFail Number of memory allocation failures for refreshing unicast entries. 
 

display spbm unicast-pw 

Use display spbm unicast-pw to display unicast PWs on a BEB. 

Syntax 
display spbm unicast-pw [ i-sid i-sid ] [ count ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 
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Parameters 
i-sid i-sid: Specifies an I-SID in the range of 255 to 16777215. If you do not specify an I-SID, the 
command displays unicast PW information for all I-SIDs. 

count: Specifies the total number of unicast PWs. If you do not specify this keyword, the command 
displays unicast PW information. 

Examples 
# Display all unicast PWs. 
<Sysname> display spbm unicast-pw 

System ID            I-SID      B-MAC          B-VLAN Port 

000f.e201.0101       300        000f-e201-0101 100    HGE1/0/1 

000f.e201.0102       300        000f-e201-0102 100    HGE1/0/2 

# Display the total number of unicast PWs. 
<Sysname> display spbm unicast-pw count 

Total entries: 2 

Table 106 Command output 

Field Description 
System ID System ID of the remote BEB. 

I-SID SPBM VSI identifier. 

B-MAC Unicast B-MAC of the remote BEB. 

B-VLAN B-VLAN for tunneled frames. 

Port Outgoing interface. 
 

display spbm unicast-tree 

Use display spbm unicast-tree to display SPBM unicast tree information. 

Syntax 
display spbm unicast-tree 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Examples 
# Display SPBM unicast tree information. 
<Sysname> display spbm unicast-tree 

                         SPF tree information for SPBM 

                         ------------------------------ 

    Flags: S-Node is on SPF tree       D-Node or Link is to be deleted 

           O-Node is overload          I-Node is invalid 

           T-Node is on tent list      P-Neighbor is parent node 

           C-Neighbor is child node    L-Link is on changelist 

           V-Link is involved          N-Link is a new path 
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SPF node: 0011.2200.0001 

  LinkCount: 0x1    NodeFlags: T S 

SPF link: -->0011.2200.0101 

  Cost: 0xb      NewCost: 0xb      LinkFlags: P 

 

SPF node: 0011.2200.0101 

  LinkCount: 0x1    NodeFlags: S 

SPF link: -->0011.2200.0001 

  Cost: 0xa      NewCost: 0xb      LinkFlags: C 

Table 107 Command output 

Field Description 

Flags 

Node or link flags: 
• S—Node on the SPT. 
• D—Node or link is to be deleted. 
• O—Overload bit set its LSPs. 
• I—Invalid node. 
• T—Candidate node. 
• P—Parent node of the link on the SPT. 
• C—Child node on the link. 
• L—Flapping link. 
• V—Involved bit set for the link. 
• N—Newly added link. 

LinkCount Number of links on which the SPF node is the source. 

NodeFlags SPF node state flags. 

SPF link SPF link information. 

Cost Link metric value advertised by the source node. 

NewCost Link metric value negotiated by the source and destination nodes. 

LinkFlags Link state flags. 
 

ect 

Use ect to map an ECT algorithm to a list of B-VLANs. 

Use undo ect to remove ECT algorithm and B-VLAN mappings. 

Syntax 
ect ect-index b-vlan vlan-id-list 
undo ect ect-index b-vlan [ vlan-id-list ] 

Default 
All B-VLANs are mapped to ECT 1. 

Views 
SPBM view 

Predefined user roles 
network-admin 
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Parameters 
ect-index: Specifies an ECT algorithm index in the range of 1 to 16. 

vlan-id-list: Specifies a space-separated list of up to 10 B-VLAN items. Each item specifies a B-VLAN 
ID or a range of B-VLAN IDs in the form of vlan-id1 to vlan-id2. The value range for B-VLAN IDs is 1 
to 4094. The ID for vlan-id2 must be equal to or greater than the ID for vlan-id1. 

Usage guidelines 
An ECT algorithm represents a set of tie-breakers for calculating SPTs. 

To improve link efficiency in an SPBM network, you can distribute traffic of B-VLANs along different 
paths by mapping B-VLANs to different ECT algorithms. 

To ensure correct SPT calculation for a B-VLAN, the B-VLAN to ECT algorithm mappings must be 
the same across the SPBM network for B-VLANs that are in use. If two neighbors map a B-VLAN to 
different ECT algorithms, the link between them cannot transmit data traffic for the B-VLAN. 

You cannot remove the mappings between ECT algorithm 1 and B-VLANs. The undo ect command 
does not take effect if you specify ECT algorithm 1 in the command. 

Examples 
# Map B-VLAN 100 through B-VLAN 200 to ECT 2. 
<Sysname> system-view 

[Sysname] spbm 

[Sysname-spbm] ect 2 b-vlan 100 to 200 

# Remove all B-VLAN mappings for ECT 2. 
<Sysname> system-view 

[Sysname] spbm 

[Sysname-spbm] undo ect 2 b-vlan 

flash-flood 

Use flash-flood to enable fast flooding of LSPs. 

Use undo flash-flood to restore the default. 

Syntax 
flash-flood [ flood-count flooding-count | max-timer-interval interval ] * 

undo flash-flood 

Default 
Fast flooding of LSPs is disabled. 

Views 
SPBM view 

Predefined user roles 
network-admin 

Parameters 
flood-count flooding-count: Specifies the maximum number of LSPs that can be rapidly flooded 
before SPF computation is started. The value range for the flooding-count argument is 1 to 15. The 
default value is 5. 

max-timer-interval interval: Specifies the delay before fast flooding is performed. The value range 
for the interval argument is 10 to 50000 milliseconds. The default value is 10. 



 

535 

Usage guidelines 
Fast flooding of LSPs enables ISIS-SPB to flood the specified number of LSPs that invoke SPF 
before SPF computation is started. This mechanism improves ISIS-SPB convergence time. 

Examples 
# Enable fast flooding of LSPs, specify the maximum number of fast flooded LSPs to 10, and set the 
flooding delay to 100 milliseconds. 
<Sysname> system-view 

[Sysname] spbm 

[Sysname-spbm] flash-flood flood-count 10 max-timer-interval 100 

graceful-restart 

Use graceful-restart to enable Graceful Restart for SPBM. 

Use undo graceful-restart to disable Graceful Restart for SPBM. 

Syntax 
graceful-restart 
undo graceful-restart 

Default 
GR is disabled for SPBM. 

Views 
SPBM view 

Predefined user roles 
network-admin 

Usage guidelines 
NSR and Graceful Restart are mutually exclusive. You cannot configure them at the same time. 

Examples 
# Enable Graceful Restart for SPBM. 
<Sysname> system-view 

[Sysname] spbm 

[Sysname-spbm] graceful-restart 

graceful-restart suppress-sa 

Use graceful-restart suppress-sa to disable setting the SA bit in hello messages sent when the 
FDB is not usable during a restart. 

Use undo graceful-restart suppress-sa to enable setting the SA bit during a restart. 

Syntax 
graceful-restart suppress-sa 
undo graceful-restart suppress-sa 

Default 
The SA bit is set during a restart. 

Views 
SPBM view 
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Predefined user roles 
network-admin 

Usage guidelines 
Setting the SA bit prevents the neighbor from advertising the ISIS-SPB adjacency with the GR 
restarter. This command prevents route blackholes by temporarily excluding the restarter from the 
SPF computation on other SPBM nodes. 

If the SA bit is not set, the ISIS-SPB neighbors advertise the adjacency with the device while the 
device is restarting. 

Examples 
# Disable setting the SA bit during a GR process. 
<Sysname> system-view 

[Sysname] spbm 

[Sysname-spbm] graceful-restart suppress-sa 

graceful-restart t2 

Use graceful-restart t2 to set the T2 timer for ISIS-SPB GR. 

Use undo graceful-restart t2 to restore the default. 

Syntax 
graceful-restart t2 t2-value 

undo graceful-restart t2 

Default 
The T2 timer is 300 seconds. 

Views 
SPBM view 

Predefined user roles 
network-admin 

Parameters 
t2-value: Specifies the T2 timer in the range of 30 to 1800 seconds. 

Usage guidelines 
The device advertises the T2 timer as the adjacency hold time to its neighbor during a GR process. 

Before the timer expires, the neighbor maintains the adjacency with the device. If the device fails to 
complete the restart before this timer expires, the neighbor removes the adjacency. 

Examples 
# Set the T2 timer to 120 seconds for ISIS-SPB GR. 
<Sysname> system-view 

[Sysname] spbm 

[Sysname-spbm] graceful-restart t2 120 

is-name 

Use is-name to enable dynamic hostname exchange and assign an ISIS-SPB hostname to the 
device.  

Use undo is-name to restore the default. 
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Syntax 
is-name is-name 

undo is-name 

Default 
Dynamic hostname exchange is disabled. The device does not have a symbolic ISIS-SPB 
hostname. 

Views 
SPBM view 

Predefined user roles 
network-admin 

Parameters 
is-name: Assigns a hostname to the device, a case-sensitive string of 1 to 64 characters. 

Usage guidelines 
ISIS-SPB uses a 6-byte system ID to represent a node in the network. This type of system ID is 
difficult for administrators to identify devices when they examine ISIS-SPB adjacencies, FDB entries, 
and LSDB entries.  

Dynamic hostname exchange enables you to assign a symbolic hostname to each SPBM node. 
ISIS-SPB advertises this information in the Dynamic hostname TLV in LSPs to remote LSDBs. 

Examples 
# Enable dynamic hostname exchange and assign ISIS-SPB hostname spbm to the device. 
<Sysname> system-view 

[Sysname] spbm 

[Sysname-spbm] is-name spbm 

l2vpn enable 

Use l2vpn enable to enable L2VPN. 

Use undo l2vpn enable to disable L2VPN. 

Syntax 
l2vpn enable 
undo l2vpn enable 

Default 
L2VPN is disabled. 

Views 
System view 

Predefined user roles 
network-admin 

Examples 
# Enable L2VPN. 
<Sysname> system-view 

[Sysname] l2vpn enable 
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log-peer-change 

Use log-peer-change to enable ISIS-SPB adjacency change logging. 

Use undo log-peer-change to disable ISIS-SPB adjacency change logging. 

Syntax 
log-peer-change 
undo log-peer-change 

Default 
ISIS-SPB adjacency change logging is enabled. 

Views 
SPBM view 

Predefined user roles 
network-admin 

Usage guidelines 
This command enables SPBM to output adjacency change events to the information center. You can 
configure the information center to output the event log records to a destination as needed. For more 
information about the information center, see Network Management and Monitoring Configuration 
Guide. 

Examples 
# Disable ISIS-SPB adjacency change logging. 
<Sysname> system-view 

[Sysname] spbm 

[Sysname-spbm] undo log-peer-change 

multicast replicate-mode 

Use multicast replicate-mode to configure the multicast replication mode. 

Use undo multicast replicate-mode to restore the default. 

Syntax 
multicast replicate-mode { head-end | tandem } 
undo multicast replicate-mode 

Default 
Head-end replication is used. 

Views 
SPB I-SID view 

Predefined user roles 
network-admin 

Parameters 
head-end: Enables head-end replication mode. 

tandem: Enables tandem replication mode. 
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Usage guidelines 
SPBM supports head-end replication and tandem replication for broadcast, unknown unicast, and 
multicast traffic.  
• Head-end replication—Replicates frames at the ingress BEB for frames to enter the SPBM 

network. This method is suitable for SPBM VSIs that have sparse multicast traffic. It does not 
require BCBs to maintain multicast FDB entries. 

• Tandem replication—Replicates frames only at the node where the shortest path tree forks. 
This method is suitable for SPBM VSIs that have dense multicast traffic. It requires BCBs to 
maintain multicast FDB entries. 

Examples 
# Enables tandem replication. 
<Sysname> system-view 

[Sysname] vsi vpn1 

[Sysname-vsi-vpn1] spb i-sid 256 

[Sysname-vsi-vpn1-256] multicast replicate-mode tandem 

non-stop-routing 

Use non-stop-routing to enable NSR for SPBM. 

Use undo non-stop-routing to disable NSR for SPBM. 

Syntax 
non-stop-routing 
undo non-stop-routing 

Default 
NSR is disabled for SPBM. 

Views 
SPBM view 

Predefined user roles 
network-admin 

Usage guidelines 
NSR and Graceful Restart are mutually exclusive. You cannot configure them at the same time. 

Examples 
# Enable NSR for SPBM. 
<Sysname> system-view 

[Sysname] spbm 

[Sysname-spbm] non-stop-routing 

reset spbm bvlan-info statistics 

Use reset spbm bvlan-info statistics to clear B-VLAN statistics. 

Syntax 
reset spbm bvlan-info statistics slot slot-number 

Views 
User view 
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Predefined user roles 
network-admin 

Parameters 
slot slot-number: Specifies an IRF member device. The slot-number argument represents its IRF 
member ID.  

Examples 
# Clear B-VLAN statistics for slot 1. 
<Sysname> reset spbm bvlan-info statistics slot 1 

Related commands 
display spbm bvlan-info statistics 

reset spbm database 

Use reset spbm database to clear operating data from the SPBM databases, including the LSDB, 
FDBs, FIBs, and PW tables. 

Syntax 
reset spbm database [ graceful-restart ] 

Views 
User view 

Predefined user roles 
network-admin 

Parameters 
graceful-restart: Enables SPBM database restoration through the Graceful Restart feature. If you 
do not specify this keyword, you must use other methods to restore SPBM data after the database is 
cleared. 

Examples 
# Clear SPBM database. 
<Sysname> reset spbm database 

Related commands 
display spbm lsdb 

reset spbm graceful-restart event-log 

Use reset spbm graceful-restart event-log to clear SPBM Graceful Restart logs. 

Syntax 
reset spbm graceful-restart event-log slot slot-number 

Views 
User view 

Predefined user roles 
network-admin 

Parameters 
slot slot-number: Specifies an IRF member device by its member ID.  
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Examples 
# Clear SPBM Graceful Restart logs for slot 1. 
<Sysname> reset spbm graceful-restart event-log slot 1 

Related commands 
display spbm graceful-restart event-log 

reset spbm multicast-fib statistics 

Use reset spbm multicast-fib statistics to clear SPBM multicast FIB statistics. 

Syntax 
reset spbm multicast-fib statistics slot slot-number 

Views 
User view 

Predefined user roles 
network-admin 

Parameters 
slot slot-number: Specifies an IRF member device. The slot-number argument represents its IRF 
member ID.  

Examples 
# Clear SPBM multicast FIB statistics for slot 1. 
<Sysname> reset spbm multicast-fib statistics slot 1 

Related commands 
display spbm multicast-fib statistics 

reset spbm non-stop-routing event-log 

Use reset spbm non-stop-routing event-log to clear SPBM NSR logs. 

Syntax 
reset spbm non-stop-routing event-log slot slot-number 

Views 
User view 

Predefined user roles 
network-admin 

Parameters 
slot slot-number: Specifies an IRF member device by its member ID.  

Examples 
# Clear SPBM NSR logs for slot 1. 
<Sysname> reset spbm non-stop-routing event-log slot 1 

Related commands 
display spbm non-stop-routing event-log 
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reset spbm unicast-fib statistics 

Use reset spbm unicast-fib statistics to clear SPBM unicast FIB statistics. 

Syntax 
reset spbm unicast-fib statistics slot slot-number 

Views 
User view 

Predefined user roles 
network-admin 

Parameters 
slot slot-number: Specifies an IRF member device. The slot-number argument represents its IRF 
member ID.  

Examples 
# Clear SPBM unicast FIB statistics for slot 1. 
<Sysname> reset spbm unicast-fib statistics slot 1 

Related commands 
display spbm unicast-fib statistics 

set-overload 

Use set-overload to enable ISIS-SPB to set the LSDB overload bit in LSPs. 

Use undo set-overload to restore the default. 

Syntax 
set-overload [ on-startup [ [ start-from-nbr system-id [ timeout1 [ nbr-timeout ] ] ] | timeout2 ] ] 

undo set-overload 

Default 
The LSDB overload bit is not set. 

Views 
SPBM view 

Predefined user roles 
network-admin 

Parameters 
on-startup: Sets the overload bit when the system starts up. 

start-from-nbr system-id [ timeout1 [ nbr-timeout ] ]: Sets the timers for controlling the overload bit 
state during the process of adjacency establishment. The nbr-timeout timer starts when the device 
starts up. If the device fails to establish an adjacency with the neighbor identified by system-id before 
the timer expires, the overload bit is cleared. If adjacency establishment is complete before the timer 
expires, the timeout1 timer starts. The overload bit is set before the timeout1 timer expires. When the 
timeout1 timer expires, the overload bit is cleared. 
• system-id: Specifies a neighbor by its system ID in XXXX.XXXX.XXXX format. 
• timeout1: Sets the delay to clear the overload bit, in the range of 5 to 86400 seconds. The 

default value is 600 seconds. 
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• nbr-timeout: Sets the adjacency setup timer in the range of 5 to 86400 seconds. The default 
value is 1200 seconds. 

timeout2: Specifies the amount of time for the overload bit to be set since the system startup. The 
value range for this argument is 5 to 86400 seconds. The default is 600 seconds. 

Usage guidelines 
ISIS-SPB sets the overload bit in LSPs to notify its neighbors that it is experiencing an LSDB error 
condition and cannot forward traffic correctly. During path calculation, ISIS-SPB does not choose a 
path as the shortest path if the path includes the device that has the overload bit set. 

You can set the LSDB overload bit when the device cannot record complete topology data in the 
LSDB for insufficient memory or any other problems. 

If you do not specify any parameters, the command sets the overload bit immediately. To clear the 
overload bit, you must use the undo set-overload command. 

Examples 
# Set the LSDB overload bit. 
<Sysname> system-view 

[Sysname] spbm 

[Sysname-spbm] set-overload 

snmp context-name 

Use snmp context-name to configure an SNMP context for ISIS-SPB. 

Use undo snmp context-name to restore the default. 

Syntax 
snmp context-name context-name 
undo snmp context-name 

Default 
No SNMP context is configured for ISIS-SPB. 

Views 
SPBM view 

Predefined user roles 
network-admin 

Parameters 
context-name: Specify a context name, a case-sensitive string of 1 to 32 characters. 

Usage guidelines 
ISIS-SPB shares the standard IS-IS MIB with IS-IS and other protocols that use IS-IS in the control 
plane. For SNMP to correctly identify a protocol's management information in the standard IS-IS 
MIB, you must configure a unique context for each of these protocols. If a protocol supports multiple 
processes, you must assign a unique context to each process. 

The context names must be unique among all the protocols and their processes. 

Context is a method introduced to SNMPv3 for multiple instance managements. For SNMPv1/v2c, 
you must specify a context name as a community name for protocol identification. 

Examples 
# Configure the SNMP context name as spbm for ISIS-SPB. 
<Sysname> system-view 
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[Sysname] spbm 

[Sysname-spbm] snmp context-name spbm 

snmp-agent trap enable spbm 

Use snmp-agent trap enable spbm to enable SNMP notifications for SPBM. 

Use undo snmp-agent trap enable spbm to disable SNMP notifications for SPBM. 

Syntax 
snmp-agent trap enable spbm [ adjacency-state-change | area-mismatch | authentication | 
authentication-type | b-mac-conflict | buffsize-mismatch | id-length-mismatch | 
lsdboverload-state-change | lsp-parse-error | lsp-size-exceeded | max-seq-exceeded | 
maxarea-mismatch | own-lsp-purge | protocol-support | rejected-adjacency | 
skip-sequence-number | spsource-conflict | version-skew ] * 

undo snmp-agent trap enable spbm [ adjacency-state-change | area-mismatch | 
authentication | authentication-type | b-mac-conflict | buffsize-mismatch | id-length-mismatch 
| lsdboverload-state-change | lsp-parse-error | lsp-size-exceeded | max-seq-exceeded | 
maxarea-mismatch | own-lsp-purge | protocol-support | rejected-adjacency | 
skip-sequence-number | spsource-conflict | version-skew ] * 

Default 
SNMP notifications for SPBM are enabled. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
adjacency-state-change: Specifies notifications about SPBM adjacency status changes. 

area-mismatch: Specifies notifications about area address mismatches between hello packets. 

authentication: Specifies notifications about authentication failures. 

authentication-type: Specifies notifications about invalid authentication types. 
b-mac-conflict: Specifies the B-MAC conflict notification. This notification is generated when a 
remote B-MAC conflicts with a local B-MAC. 

buffsize-mismatch: Specifies notifications about buffer size mismatches for LSPs. 

id-length-mismatch: Specifies notifications about system ID length mismatches of SPBM packets. 

lsdboverload-state-change: Specifies notifications about LSDB overload status changes. 

lsp-parse-error: Specifies notifications about LSP parse failures. 

lsp-size-exceeded: Specifies notifications about propagation failures caused by oversized LSPs. 

max-seq-exceeded: Specifies notifications about attempts to exceed the maximum LSP sequence 
number. 

maxarea-mismatch: Specifies notifications about maximum area address mismatches of hello 
packets. 

own-lsp-purge: Specifies notifications about attempts to remove the local LSP. 

protocol-support: Specifies notifications about supported-protocol mismatches. 
rejected-adjacency: Specifies notifications about adjacency creation failures. 

skip-sequence-number: Specifies notifications about LSP sequence number duplications. 
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spsource-conflict: Specifies the SPSource ID conflict notification. This notification is generated 
when a remote SPSource ID conflict with the local SPSource ID. 

version-skew: Specifies notifications about hello packet version mismatches. 

Usage guidelines 
The command enables all SPBM notifications if you execute the command without any keywords. 

For SPBM notifications to be sent correctly, you must also configure SNMP on the device. For more 
information about SNMP configuration, see the network management and monitoring configuration 
guide for the device. 

Examples 
# Disable SNMP notifications for SPBM. 
<Sysname> system-view 

[Sysname] undo snmp-agent trap enable spbm 

spb i-sid 

Use spb i-sid to create an SPB VSI and enter its view, or enter the view of an existing SPB VSI.  

Use undo spb i-sid to restore the default. 

Syntax 
spb i-sid i-sid 
undo spb i-sid 

Default 
No SPB VSIs exist. 

Views 
VSI view 

Predefined user roles 
network-admin 

Parameters 
i-sid: Specifies an I-SID for the VSI, in the range of 255 to 16777215. 

Usage guidelines 
You must assign a unique I-SID to each SPB VSI for identification. The name of an SPB VSI can be 
different on different SPBM nodes, but its I-SID must be the same across an SPBM network. For 
more information about VSIs, see "New feature: VPLS." 

You can configure one SPB I-SID and one PBB I-SID for a VSI, but the two I-SIDs cannot be the 
same. For more information about PBB, see "New feature: PBB." 

The I-SID for the fast-channel VSI is 255. The fast channel feature provides a quicker LSP 
propagation method than conventional LSP propagation. To use the fast-channel feature, you must 
create a VSI and assign I-SID 255 to the VSI. You cannot associate any Ethernet service instance 
with the VSI that uses I-SID 255 for data transmission. 

Examples 
# Assign SPB I-SID 256 to VSI vpn1 and enter SPB I-SID view. 
<Sysname> system-view 

[Sysname] vsi vpn1 

[Sysname-vsi-vpn1] spb i-sid 256 

[Sysname-vsi-vpn1-256] 
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spbm 

Use spbm to enable SPBM globally and enter SPBM view. 

Use undo spbm to disable SPBM globally. 

Syntax 
spbm 
undo spbm 

Default 
SPBM is disabled globally. 

Views 
System view 

Predefined user roles 
network-admin 

Usage guidelines 
You must enable SPBM both globally and on the provider network ports on all BEBs and BCBs in the 
SPBM network. 

You must enable SPBM globally before you can configure any other SPBM settings. 

When you disable SPBM, all SPBM-related settings are removed automatically. 

Examples 
# Enable SPBM globally and enter SPBM view. 
<Sysname> system-view 

[Sysname] spbm 

[Sysname-spbm] 

Related commands 
spbm enable 

spbm authentication send-only 

Use spbm authentication send-only to disable authentication for incoming ISIS-SPB hello packets 
on an interface. 

Use undo spbm authentication send-only to restore the default. 

Syntax 
spbm authentication send-only 
undo spbm authentication send-only 

Default 
ISIS-SPB authenticates incoming ISIS-SPB hello packets on an interface if adjacency authentication 
(spbm authentication-mode) is configured. 

Views 
Layer 2 aggregate interface view 

Layer 2 Ethernet interface view 

Predefined user roles 
network-admin 
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Usage guidelines 
Before you change adjacency authentication settings on a link, configure this command to prevent 
temporary authentication setting mismatch from causing loss of adjacencies. 

For security purposes, restore the default to authenticate incoming ISIS-SPB hello packets after you 
change adjacency authentication settings on the link. 

This command does not affect outgoing ISIS-SPB hello packets. When adjacency authentication is 
enabled, outgoing ISIS-SPB hello packets always contain authentication information. 

Examples 
# Disable authentication for incoming ISIS-SPB hello packets on HundredGigE 1/0/1. 
<Sysname> system-view 

[Sysname] interface hundredgige 1/0/1 

[Sysname-HundredGigE1/0/1] spbm authentication send-only 

Related commands 
spbm authentication-mode 

spbm authentication-mode 

Use spbm authentication-mode to configure adjacency authentication on an interface. 

Use undo spbm authentication-mode to restore the default. 

Syntax 
spbm authentication-mode { md5 | simple } { cipher | plain } string 

undo spbm authentication-mode 

Default 
Adjacency authentication is disabled on an interface. No adjacency authentication method or 
password is configured. 

Views 
Layer 2 aggregate interface view 

Layer 2 Ethernet interface view 

Predefined user roles 
network-admin 

Parameters 
md5: Specifies MD5 authentication. 

simple: Specifies simple authentication. 

cipher: Specifies a password in encrypted form. 

plain: Specifies a password in plaintext form. For security purposes, the password specified in 
plaintext form will be stored in encrypted form. 

string: Specifies the password. The plaintext password is a case-sensitive string of 1 to 16 
characters. The encrypted password is a case-sensitive string of 33 to 53 characters. 

Usage guidelines 
ISIS-SPB adjacency authentication guarantees that SPBM nodes establish adjacencies only with 
trustworthy neighbors.  

For correct authentication, make sure the authentication method and password are the same 
between SPBM neighbors. ISIS-SPB sends these authentication settings in hello packets. The 
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recipients accept a hello packet only if the authentication settings in the packet match their local 
authentication settings. 

Examples 
# Set the adjacency authentication method to simple and the password to 123456 in plain text on 
HundredGigE 1/0/1. 
<Sysname> system-view 

[Sysname] interface hundredgige 1/0/1 

[Sysname-HundredGigE1/0/1] spbm authentication-mode simple plain 123456 

Related commands 
spbm authentication send-only 

spbm cost 

Use spbm cost to set an interface-specific SPBM link metric value for an interface. 

Use undo spbm cost to restore the default. 

Syntax 
spbm cost cost-value 

undo spbm cost 

Default 
SPBM automatically calculates link metric values for interfaces. 

Views 
Layer 2 aggregate interface view 

Layer 2 Ethernet interface view 

Predefined user roles 
network-admin 

Parameters 
cost-value: Specifies a link metric value in the range of 1 to 16777215. If the link metric is set to 
16777215, the link will not be used for transmitting data traffic even if the adjacency can be 
established and the link is up. 

Usage guidelines 
To assign a link metric value to an interface, use one of the following methods: 
• Set an interface-specific value in interface view. 
• Set a global value in SPBM view. This global value applies to all SPBM-enabled interfaces. 
• Set a bandwidth reference for the system to calculate a value automatically for the interface. 

The system chooses a link metric value for an interface in order of interface-specific value, global 
value, and autocalculated value. 

Examples 
# Set the SPBM link metric to 5 on HundredGigE 1/0/1. 
<Sysname> system-view 

[Sysname] interface hundredgige 1/0/1 

[Sysname-HundredGigE1/0/1] spbm cost 5 
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spbm enable 

Use spbm enable to enable SPBM on an interface. 

Use undo spbm enable to disable SPBM on an interface. 

Syntax 
spbm enable 
undo spbm enable 

Default 
SPBM is disabled on interfaces. 

Views 
Layer 2 aggregate interface view 

Layer 2 Ethernet interface view 

Predefined user roles 
network-admin 

Usage guidelines 
You must enable SPBM on the provider network ports on all BEBs and BCBs. 

You can configure SPBM parameters on an interface only after the SPBM feature is enabled on the 
interface. 

All SPBM-related settings are removed from the interface after you disable SPBM on the interface. 

Examples 
# Enable SPBM on HundredGigE 1/0/1. 
<Sysname> system-view 

[Sysname] interface hundredgige 1/0/1 

[Sysname-HundredGigE1/0/1] spbm enable 

spbm timer hello 

Use spbm timer hello to set the ISIS-SPB hello interval on an interface. 

Use undo spbm timer hello to restore the default. 

Syntax 
spbm timer hello seconds 
undo spbm timer hello 

Default 
The ISIS-SPB hello interval is 10 seconds. 

Views 
Layer 2 aggregate interface view 

Layer 2 Ethernet interface view 

Predefined user roles 
network-admin 

Parameters 
seconds: Specifies an interval in the range of 3 to 255 seconds. 
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Usage guidelines 
ISIS-SPB sends hellos over links to establish and maintain adjacencies between SPBM nodes. 

A short interval improves network convergence time, but it requires more system resources. 

The maximum adjacency hold time is 65535 seconds. If this value is exceeded, the original hello 
interval remains unchanged. 

Examples 
# Set the ISIS-SPB hello interval to 20 seconds on HundredGigE 1/0/1. 
<Sysname> system-view 

[Sysname] interface hundredgige 1/0/1 

[Sysname-HundredGigE1/0/1] spbm timer hello 20 

Related commands 
spbm timer holding-multiplier 

spbm timer holding-multiplier 

Use spbm timer holding-multiplier to set the hello multiplier for calculating the ISIS-SPB 
adjacency hold time. 

Use undo spbm timer holding-multiplier to restore the default. 

Syntax 
spbm timer holding-multiplier value 

undo spbm timer holding-multiplier 

Default 
The multiplier is 3 for calculating the SPBM IS-IS adjacency hold time. 

Views 
Layer 2 aggregate interface view 

Layer 2 Ethernet interface view 

Predefined user roles 
network-admin 

Parameters 
value: Specifies a multiplier in the range of 3 to 1000. 

Usage guidelines 
Adjacency hold time specifies the amount of time for one SPBM node to retain the adjacency with 
another. This timer determines how quick it takes for an SPBM node to detect a failed link. 

The adjacency hold time equals the hello interval multiplied by the hello multiplier. 

An SPBM node sends its adjacency hold time in hello packets to update the adjacencies with its 
neighbor. The neighbor removes the adjacency with the advertising node and recalculates routes if it 
does not receive a hello packet before the timer expires. 

The maximum adjacency hold time is 65535 seconds. If this value is exceeded, the original hello 
multiplier remains unchanged. 

Examples 
# Set the hello multiplier to 6 on HundredGigE 1/0/1. 
<Sysname> system-view 

[Sysname] interface hundredgige 1/0/1 
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[Sysname-HundredGigE1/0/1] spbm timer holding-multiplier 6 

Related commands 
spbm timer hello 

spbm timer lsp 

Use spbm timer lsp to set the minimum LSP transmit interval on an interface and specify the 
maximum number of LSPs sent at each interval. 

Use undo spbm timer lsp to restore the default. 

Syntax 
spbm timer lsp time [ count count ] 

undo spbm timer lsp 

Default 
The minimum LSP transmit interval is 33 milliseconds. A maximum of five LSPs can be sent at each 
interval. 

Views 
Layer 2 aggregate interface view 

Layer 2 Ethernet interface view 

Predefined user roles 
network-admin 

Parameters 
time: Specifies the minimum LSP transmit interval in the range of 1 to 1000 milliseconds. 

count: Specifies the maximum number of LSPs that can be sent at each interval. The value range is 
1 to 1000. 

Usage guidelines 
To control ISIS-SPB traffic on a circuit, set the minimum interval for the device to transmit LSPs out of 
the circuit and the maximum number of LSPs sent at each interval.  

As a best practice, set a large minimum LSP transmit interval to prevent LSP storms in a network that 
contains a large number of provider network ports or routes. 

Examples 
# Set the minimum LSP transmit interval to 500 milliseconds on HundredGigE 1/0/1. 
<Sysname> system-view 

[Sysname] interface hundredgige 1/0/1 

[Sysname-HundredGigE1/0/1] spbm timer lsp 500 

spsource 

Use spsource to set an SPSource ID. 

Use undo spsource to restore the default. 

Syntax 
spsource spsource-id 
undo spsource 
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Default 
ISIS-SPB generates an SPSource ID automatically. 

Views 
SPBM view 

Predefined user roles 
network-admin 

Parameters 
spsource-id: Specifies an SPSource ID in the range of 1 to 1048575. 

Usage guidelines 
An SPSource ID identifies a node in an SPB VSI. The SPSource ID must be unique in the VSI. 

Examples 
# Set the SPSource ID to 100. 
<Sysname> system-view 

[Sysname] spbm 

[Sysname-spbm] spsource 100 

timer lsp-generation 

Use timer lsp-generation to set the LSP generation timer parameters. 

Use undo timer lsp-generation to restore the default. 

Syntax 
timer lsp-generation maximum-interval [ minimum-interval [ incremental-interval ] ] 

undo timer lsp-generation 

Default 
The maximum interval is 2 seconds.  

The minimum interval is 10 milliseconds.  

The base number for the incremental interval is 10 milliseconds. 

Views 
SPBM view 

Predefined user roles 
network-admin 

Parameters 
maximum-interval: Specifies the maximum LSP generation interval in the range of 1 to 120 seconds. 

minimum-interval: Specifies the minimum LSP generation interval in the range of 10 to 60000 
milliseconds. This setting must be smaller than the maximum interval. 

incremental-interval: Specifies the base number for the incremental interval. The value range is 10 to 
60000 milliseconds. This setting must be smaller than the maximum interval. 

Usage guidelines 
The LSP generation timer sets the delay for ISIS-SPB to generate a new version of an LSP in 
response to an LSP change. For example, an update occurs because of a change in adjacency, 
interface metric value, system ID, or area address. 
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The LSP generation timer is an exponential generation timer. With this timer, ISIS-SPB quickly 
responds to the first events for an LSP and then slows down to protect the CPU from frequent LSP 
generation. 

When the network is stable, the LSP generation timer is set to the minimum interval for each LSP 
generation. When the network is unstable, the LSP generation timer increments by 
incremental-interval×2n-2 (n is the number of generation times) for each LSP generation until the 
maximum interval is reached. If an event triggers LSP generation after the maximum interval is 
reached, the LSP generation timer re-initiates with the minimum interval. 

The network is considered unstable if the interval between consecutive LSP generation events is 
smaller than two times the maximum interval.  

Examples 
# Set the maximum LSP generation interval, the minimum LSP generation interval, and the base 
number for the incremental interval to 10 seconds, 100 milliseconds, 200 milliseconds, respectively. 
<Sysname> system-view 

[Sysname] spbm 

[Sysname-spbm] timer lsp-generation 10 100 200 

timer lsp-max-age 

Use timer lsp-max-age to specify the maximum lifetime of LSPs. 

Use undo timer lsp-max-age to restore the default. 

Syntax 
timer lsp-max-age seconds 
undo timer lsp-max-age 

Default 
The maximum LSP lifetime is 1200 seconds. 

Views 
SPBM view 

Predefined user roles 
network-admin 

Parameters 
seconds: Specifies the maximum LSP lifetime in the range of 1 to 65535 seconds. 

Usage guidelines 
This command specifies the maximum amount of time for an LSP generated by the device to be 
retained in an LSDB.  

SPBM nodes add a lifetime in each LSP they have advertised. If an SPBM node does not receive an 
update for an LSP before its lifetime expires, the SPBM node performs the following actions:  
• Removes the LSP from the LSDB.  
• Retains the LSP digest for 60 seconds.  
• Floods an update of the LSP with a lifetime of 0. The SPBM neighbors remove the LSP from 

their LSDBs when they receive the LSP update. 

To prevent unnecessary LSP age-outs, increase the LSP lifetime on a slow network. 

Examples 
# Set the maximum LSP lifetime to 1500 seconds. 
<Sysname> system-view 
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[Sysname] spbm 

[Sysname-spbm] timer lsp-max-age 1500 

Related commands 
timer lsp-refresh 

timer lsp-refresh 

Use timer lsp-refresh to set the LSP refresh interval. 

Use undo timer lsp-refresh to restore the default. 

Syntax 
timer lsp-refresh seconds 

undo timer lsp-refresh 

Default 
The LSP refresh interval is 900 seconds. 

Views 
SPBM view 

Predefined user roles 
network-admin 

Parameters 
seconds: Specifies the LSP refresh interval in the range of 1 to 65534 seconds. 

Usage guidelines 
To prevent LSPs from age-out and synchronize LSDBs, ISIS-SPB performs periodic LSP update. 
The LSP refresh interval sets the interval at which ISIS-SPB regularly regenerates an LSP, 
regardless of whether any change has occurred to the LSP. 

A short refresh interval improves network convergence time, but it also uses more bandwidth 
resources and system resources. 

To avoid unnecessary LSP age-outs, make sure the LSP refresh interval is shorter than the LSP 
lifetime. 

Examples 
# Set the LSP refresh interval to 1200 seconds. 
<Sysname> system-view 

[Sysname] spbm 

[Sysname-spbm] timer lsp-refresh 1200 

Related commands 
timer lsp-max-age 

timer spf 

Use timer spf to set the SPF computation timer parameters. 

Use undo timer spf to restore the default. 

Syntax 
timer spf maximum-interval [ minimum-interval [ incremental-interval ] ] 
undo timer spf 
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Default 
The maximum interval is 5 seconds.  

The minimum interval is 10 milliseconds. 

The base number for the incremental interval is 10 milliseconds. 

Views 
SPBM view 

Predefined user roles 
network-admin 

Parameters 
maximum-interval: Specifies the maximum SPF computation interval in the range of 1 to 120 
seconds. 

minimum-interval: Specifies the minimum SPF computation interval in the range of 10 to 60000 
milliseconds. This setting must be smaller than the maximum interval. 

incremental-interval: Specifies the base number for the incremental interval, in the range of 10 to 
60000 milliseconds. This setting must be smaller than the maximum interval. 

Usage guidelines 
The SPF calculation timer sets the delay between consecutive SPF calculations. You can increase 
the timer for ISIS-SPB to react quickly to topology changes, and decrease the timer to protect the 
CPU from frequent SPF calculations. 

The SPF timer is an exponential generation timer. With this timer, ISIS-SPB quickly responds to the 
first events that trigger SPF calculation and then slows down to protect the CPU from frequent SPF 
calculations. 

When the network is stable, the SPF calculation timer is set to the minimum interval for each SPF 
computation. When the network is unstable, the SPF calculation timer increments by 
incremental-interval×2n-2 (n is the number of calculations) for each SPF calculation until the 
maximum interval is reached. If an event triggers SPF calculation after the maximum interval is 
reached, the SPF calculation timer re-initiates with the minimum interval. 

The network is considered unstable if the interval between consecutive SPF calculations is smaller 
than two times the maximum interval. 

Examples 
# Set the maximum SPF computation interval, the minimum SPF computation interval, and the base 
number for the incremental interval to 10 seconds, 100 milliseconds, and 300 milliseconds, 
respectively. 
<Sysname> system-view 

[Sysname] spbm 

[Sysname-spbm] timer spf 10 100 300 

vsi 

Use vsi to create a VSI and enter its view, or enter the view of an existing VSI. 

Use undo vsi to delete a VSI. 

Syntax 
vsi vsi-name 
undo vsi vsi-name 
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Default 
No VSIs exist. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
vsi vsi-name: Specifies a VSI name, a case-sensitive string of 1 to 31 characters. 

Examples 
# Create VSI test and enter VSI view. 
<Sysname> system-view 

[Sysname] vsi test 

[Sysname-vsi-test] 

Related commands 
display l2vpn vsi 

New feature: ERPS 

Overview 
Ethernet Ring Protection Switching (ERPS) is a robust link layer protocol that ensures a loop-free 
topology and implements quick link recovery. 

ERPS structure 

Figure 59 ERPS ring structure 

 
 

Rings 
ERPS rings can be divided into major rings and subrings. An ERPS network consists of one major 
ring or multiple major rings, and multiple subrings. By default, a ring is a major ring. You can 
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As shown in Figure 59, a major ring is a closed ring formed by Device A, Device B, Device C, and 
Device D. A subring is an open ring formed by the link Device C<—>Device E<—>Device 
F<—>Device D.  

Nodes 
ERPS nodes include owner nodes, neighbor nodes, interconnection nodes, and normal nodes. 
• The owner node and neighbor node block and unblock ports on the ring protection link (RPL) to 

prevent loops and switch traffic. An RPL connects an owner node and a neighbor node. 
• Interconnection nodes connect different rings. Interconnection nodes reside on subrings and 

forward service packets but not protocol packets.  
• Normal nodes forward both service packets and protocol packets.  

As shown in Figure 59, on the major ring, Device A is the owner node and Device B is the neighbor 
node. On the subring, Device E is the owner node and Device F is the neighbor node. Devices C and 
D are interconnection nodes. 

Ports 
Each node consists of two ERPS ring member ports: Port 0 and port 1. ERPS ring member ports 
have the following types: 
• RPL port—Port on an RPL link.  
• Interconnection port—Port that connects a subring to a major ring.  
• Normal port—Default type of a port that forwards both service packets and protocol packets. 

As shown in Figure 59, ports A1, B1, E1, and F1 are RPL ports. Ports C3 and D3 are interconnection 
ports. Other ports are normal ports. 

Instances 
An ERPS ring supports multiple ERPS instances. An ERPS instance is a logical ring to process 
service and protocol packets. Each ERPS instance has its own owner node and maintains its own 
state and data. An ERPS instance is uniquely identified by the ring ID and VLAN ID of ERPS 
packets. The ring ID indicates the ring of ERPS packets. It can be represented by the last byte in the 
destination MAC address of the packets. The VLAN ID indicates the ERPS instance of the packets.  

ERPS protocol packets 

ERPS protocol packets are Ring Automatic Protection Switching (R-APS) packets. You can 
configure the R-APS packet level. A node does not process R-APS packets whose levels are greater 
than the level of the packets sent by the node. On a ring, the levels of R-APS packets must be the 
same for all nodes in an ERPS instance.  

Table 108 R-APS packet types and functions 

Packet type Function 

No request, RPL block 
(NR-RB) 

When the link is stable, an owner node in idle state periodically sends NR-RB 
packets to inform other nodes that the RPL ports are blocked. The nodes that 
receive the NR-RB packets unblock available ports and update MAC address 
entries.  

No request (NR) 

After the link fault is cleared, the node that detects the recovery periodically sends 
NR packets. When the owner node receives the NR packets, it starts the WTR 
timer. The node stops sending NR packets after receiving NR-RB packets from 
the owner node. 

Signal fail (SF) 

When a link fails to send or receive signals, the node that detects the fault 
periodically sends SF packets. When the owner node and neighbor node receive 
the FS packets, they unblock the RPL ports. 
The node stops sending SF packets after the fault is cleared. 
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Packet type Function 

Manual switch (MS) 
A port configured with the MS mode is blocked and periodically sends MS 
packets. When other nodes receive the MS packets, they unblock available ports 
and update MAC address entries. 

Forced switch (FS) 
A port configured with the FS mode is blocked and periodically sends FS packets. 
When other nodes receive the FS packets, they unblock all ports and update MAC 
address entries. 

Flush 
If the topology of a subring changes, the interconnection ports on the subring 
broadcasts flush packets. All nodes that receive the flush packets update MAC 
address entries. 

 

 NOTE: 
• Typically R-APS packets are transmitted within a ring. The flush packets sourced from the subring can be 

forwarded to the major ring.  

• Service packets can be transmitted between different rings. 
 

ERPS node states 

Table 109 ERPS states 

State Description 

Init State for a non-interconnection node that has less than two ERPS ring member ports or for 
an interconnection node that does not have ERPS ring member ports. 

Idle 
Stable state when all non-RPL links are available. In this state, the owner node blocks the 
RPL port and periodically sends NR-RB packets. The neighbor node blocks the RPL port. All 
nodes enter the idle state after the owner node enters the idle state. 

Protection State when a non-RPL link is faulty. In this state, the RPL link is unblocked to forward traffic. 
All nodes enter the protection state after a node enters the protection state. 

MS State when traffic paths are manually switched. All nodes enter the MS state after a node is 
configured with the MS mode. 

FS State when traffic paths are forcibly switched. All nodes enter the FS state after a node is 
configured with the FS mode. 

Pending Transient state between the previous states. 
 

ERPS timers 

Table 110 ERPS timers 

Timer Description Impact 

Hold-off 

The hold-off timer starts when the port detects a link 
fault.  
The port reports the link fault if the fault persists when 
the timer expires.  

This timer delays the fault report time 
and affects the link switching 
performance. 

Guard 

The guard timer starts when the port detects a link 
recovery.  
The port does not process R-APS packets before the 
timer expires.  

This timer prevents R-APS packets 
from impacting the network and affects 
the link switching performance when 
multiple points of failures exist.  

WTR In revertive mode, the WTR timer starts when the 
owner node in protection state receives NR packets.  

This timer prevents intermittent link 
failures from impacting the network. 
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Timer Description Impact 
The RPL is unblocked and the recovered node is 
blocked before the timer expires. The owner node 
blocks the RPL and sends NR-RB packets when the 
timer expires. 
If the port receives SF packets before the timer 
expires, the timer stops and the RPL remains 
unblocked. 

WTB 

In revertive mode, the WTB timer starts when the 
owner node in MS or FS state receives NR packets.  
The RPL is unblocked and the recovered node sends 
NR packets before the timer expires. The owner node 
blocks the RPL and sends NR-RB packets when the 
timer expires. 
If the port receives SF packets before the timer 
expires, the timer stops and the RPL remains 
unblocked. 

This timer prevents the RPL ports from 
being blocked and unblocked 
frequently.  

 

ERPS operation mechanism 

ERPS uses the detection mechanism defined in ITU-T G.8032/Y.1344 to locate the point of failure 
and identify unidirectional or bidirectional faults.  

ERPS uses the SF packets to report signal failures on a link and the NR packets to report link 
recovery. When a node detects a link status change, the node sends three packets first and then 
sends subsequent packets every five seconds. 

Link-down report mechanism 
Figure 60 Link-down report mechanism 

 
 

As shown in Figure 60, the link-down report mechanism uses the following process: 
1. Device C and Device D detect the link failure and perform the following operations: 

a. Block the ports on both side of the faulty link. 
b. Periodically send SF packets to other nodes.  

2. Device A and Device B receive the SF packets and perform the following operations: 
a. Unblock RPL ports. 
b. Update the MAC address entries. 

Service packets are switched to the RPL link. 
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Link recovery mechanism 
Figure 61 Link recovery mechanism 

 
 

As shown in Figure 61, the link recovery mechanism uses the following process: 
1. Device C and Device D detect the link recovery and perform the following operations: 

a. Block the recovered ports. 
b. Start the guard timer. 
c. Send NR packets.  

2. When Device A (owner node) receives the NR packets, it does not perform any operations if it is 
in non-revertive mode. If Device A is in revertive mode, it performs the following operations: 
a. Starts the WTR timer.  
b. Blocks the RPL port and periodically sends NR-RB packets when the WTR timer expires.  

3. When other nodes receive the NR-RB packets, they perform the following operations: 
a. Device B (neighbor port) blocks the RPL port.  
b. Device C and Device D unblock the recovered ports. 

Service packets are switched to the recovered link. 

Multi-instance load balancing mechanism 
Figure 62 Multi-instance load balancing mechanism 

 
 

An ERPS ring topology might carry traffic from multiple VLANs. Traffic from different VLANs can be 
load balanced among different ERPS instances. 

ERPS uses the following types of VLANs: 
• Control VLAN—Carries ERPS protocol packets. The system determines the control VLANs for 

ERPS ring member ports. Each ERPS instance has its own control VLAN. 
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• Protected VLAN—Carries data packets. Each ERPS instance has its own protected VLAN. 
Protected VLANs are configured by using the mappings between VLANs and MSTIs.  

As shown in Figure 62, the ERPS ring is configured with instance 1 and instance 2. For instance 1, 
the owner node is Device A, and the RPL is the link between Device A and Device B. For instance 2, 
the owner node is Device C, and the RPL is the link between Device C and Device D. Traffic from 
different VLANs can be load balanced among different links.  

Manual configuration mechanism 
ERPS supports the following manual configuration modes: 
• MS—Use the erps switch manual command to block an ERPS ring member port. A port in MS 

mode is blocked and sends MS packets. The nodes that receive the MS packets unblock 
available ports. If the nodes in MS mode receive an SF packet, they unblock the blocked ports.  

• FS—Use the erps switch force ring command to block an ERPS ring member port. A port in 
FS mode is blocked and sends FS packets. The nodes that receive the FS packets unblock 
available ports. If the nodes in FS mode receive an SF packet, they do not unblock the blocked 
ports.  

Collaboration mechanism 
To detect and clear link faults typically for a fiber link, use ERPS with CFD and Track. You can 
associate ERPS ring member ports with the continuity check function of CFD through track entries. 
CFD reports link events only when the monitored VLAN is the control VLAN of the ERPS instance for 
the port. For more information about CFD and Track, see "Configuring CFD" and "Configuring 
Track." 

ERPS network diagrams 

One major ring 
The network has one major ring. 

Figure 63 Network diagram 

 
 

One major ring connecting one subring 
The network has one major ring and one subring. 
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Figure 64 Network diagram 

 
 

One major ring connecting multiple subrings 
The network has three or more rings. Each subring is connected to the major ring by two 
interconnection nodes. 

Figure 65 Network diagram 

 
 

One subring connecting multiple subrings 
The network has three or more rings. As shown in Figure 66, subring 1 is connected to the major 
ring. Other subrings are connected to subring 1 by two interconnection nodes. 
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Figure 66 Network diagram 

 
 

One subring connecting multiple rings 
The network has three or more rings. A minimum of one subring is connected to two rings. As shown 
in Figure 67, one interconnection node on subring 2 is connected to the major ring; and another 
interconnection node is connected to subring 1. As shown in Figure 68, subring 3 is connected to 
subring 1 and subring 2. 

Figure 67 Network diagram 1 
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Figure 68 Network diagram 2 

 
 

Protocols and standards 

• ITU-T G.8032, Recommendation ITU-T G.8032/Y.1344, Ethernet ring protection switching 
• IEEE 802.1D, IEEE Std 802.1D™-2004, IEEE Standard for Local and Metropolitan Area 

Networks—Media Access Control (MAC) Bridges 
• IEEE 802.3, IEEE Std 802.3-2008, IEEE Standard for Information technology 

ERPS configuration task list 
ERPS does not provide an election mechanism. To implement ring detection and protection, 
configure all nodes correctly.  

To configure ERPS, perform the following tasks: 
 

Task at a glance Remarks 
(Required.) Enabling ERPS globally N/A 

(Required.) Enabling flush packet transparent 
transmission N/A 

(Required.) Configuring an ERPS ring N/A 

(Optional.) Enabling R-APS packets to carry the ring ID in 
the destination MAC address N/A 

(Required.) Configuring ERPS ring member ports: 
• Configuring ERPS ring member port attributes 
• Configuring an ERPS ring member port 

N/A 

(Required.) Configuring control VLANs N/A 

(Required.) Configuring protected VLANs N/A 

(Required.) Configuring the node role N/A 

(Required.) Enabling ERPS for an instance N/A 

(Optional.) Configuring R-APS packet levels N/A 

Device A
Owner node

Device C

Device E
Owner node

RPL

RPL

RPLMajor ring

Subring 1

Subring 2

Device G
Owner node

Device B

Device D

Device F

Device H

RPL

Subring 3

Device I



 

565 

Task at a glance Remarks 
(Optional.) Setting ERPS timers This task is required only for the owner node. 

(Optional.) Setting the non-revertive mode This task is required only for the owner node. 

(Optional.) Setting the MS mode This task is required for the node whose port is 
blocked. 

(Optional.) Setting the FS mode This task is required for the node whose port is 
blocked. 

(Optional.) Associating a ring with a subring This task is required only for the 
interconnection node. 

(Optional.) Associating an ERPS ring member port with a 
track entry N/A 

(Optional.) Removing the MS mode and FS mode settings 
for an ERPS ring N/A 

 

Configuration prerequisites 
Before you configure ERPS, complete the following tasks: 
• Establish the Ethernet ring topology. 
• Determine the ERPS rings, ERPS instances, control VLANs, protected VLANs, and node roles. 

Enabling ERPS globally 
For ERPS to take effect for an instance, enable it globally first. 

To enable ERPS globally: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enable ERPS globally. erps enable By default, ERPS is disabled 
globally. 

 

Enabling flush packet transparent transmission 
This feature enables the interconnection nodes to forward flush packets for topology changes in the 
subring to the major ring.  

To enable flush packet transparent transmission: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enable flush packet 
transparent transmission. erps tcn-propagation 

By default, flush packet 
transparent transmission is 
disabled.  
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Configuring an ERPS ring 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Create an ERPS ring. erps ring ring-id 

A ring ID uniquely identifies an ERPS 
ring.  
All nodes on an ERPS ring must be 
configured with the same ring ID. 

3. (Optional.) Configure the 
ring type. ring-type sub-ring By default, an ERPS ring is a major 

ring.  
 

Enabling R-APS packets to carry the ring ID in the destination MAC 
address 

Perform this task to configure the ring ID as the last byte of the destination MAC address for R-APS 
packets. The ring of R-APS packets can be identified by their destination MAC addresses. 

To enable R-APS packets to carry the ring ID in the destination MAC address: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter ERPS ring 
view. erps ring ring-id N/A 

3. Enable R-APS 
packets to carry the 
ring ID in the 
destination MAC 
address. 

r-aps ring-mac 
By default, R-APS packets do not carry ring 
IDs in their destination MAC addresses. 
The last byte of the destination MAC 
address is 1. 

 

Configuring ERPS ring member ports 
You can configure the ERPS ring member ports before configuring ERPS instances. 

Configuring ERPS ring member port attributes 

Follow these guidelines when you configure ERPS ring member port attributes: 
• ERPS ring member ports automatically allow packets from the control VLAN to pass through.  
• Do not enable Ethernet OAM remote loopback for ERPS ring member ports. This feature might 

cause a broadcast storm. For more information about Ethernet OAM, see "Configuring Ethernet 
OAM." 

• For faster topology convergence, use the link-delay command on ERPS ring member ports to 
set the physical state change suppression interval to 0 seconds. For more information about the 
link-delay command, see Layer 2—LAN Switching Command Reference. 

• You must configure ERPS ring member ports as trunk ports.  

To configure ERPS ring member port attributes: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 
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Step Command Remarks 
2. Enter Layer 2 

Ethernet interface 
view or Layer 2 
aggregate interface 
view. 

interface interface-type 
interface-number N/A 

3. Configure the port as 
a trunk port. port link-type trunk 

By default, a port is an access port.  
For more information about this command, 
see Layer 2—LAN Switching Command 
Reference. 

4. Assign the trunk port 
to protected VLANs. 

port trunk permit vlan 
{ vlan-id-list | all } 

By default, a trunk port is assigned only to 
VLAN 1. 
For more information about this command, 
see Layer 2—LAN Switching Command 
Reference.  

5. Disable the spanning 
tree feature. undo stp enable 

By default, the spanning tree feature is 
enabled.  
For more information about this command, 
see Layer 2—LAN Switching Command 
Reference.  

 

Configuring an ERPS ring member port 

Only trunk ports can be configured as the ERPS ring member ports. 

To configure an ERPS ring member port: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter ERPS ring 
view. erps ring ring-id N/A 

3. Configure an ERPS 
ring member port. 

{ port0 | port1 } interface 
interface-type interface-number 

By default, an ERPS ring does not have 
ERPS ring member ports. 

 

Configuring control VLANs 
Follow these guidelines when you configure control VLANs: 
• Configure the same control VLAN for all nodes in an ERPS instance. 
• Do not configure the default VLAN of an ERPS ring member port as the control VLAN, and do 

not enable QinQ or VLAN mapping on control VLANs. If you do, ERPS packets cannot be 
correctly forwarded and received.  

• Make sure the ERPS instance has been configured. After the ERPS instance is enabled, the 
control VLAN cannot be changed.  

• For a device that connects two rings to forward Flush packets correctly, make sure only the 
ports that connect to the ERPS rings are configured with the control VLAN. 

• For a device not configured with ERPS to transparently transmit ERPS packets, make sure only 
the two ports accessing the ERPS ring permit packets from the control VLAN. If other ports on 
the device permit packets from the control VLAN, the packets from other VLANs might enter the 
control VLAN and strike the ERPS ring. 

To configure a control VLAN: 
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Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter ERPS ring view. erps ring ring-id N/A 

3. Enable ERPS instance 
view. instance instance-id N/A 

4. Configure a control VLAN. control-vlan vlan-id By default, an ERPS instance 
does not have control VLANs. 

 

Configuring protected VLANs 
Configure the same protected VLAN for all nodes of an ERPS instance. To implement load 
balancing, configure different protected VLANs for different ERPS instances. 

Protected VLANs are configured by referencing MSTIs. The protected VLAN configuration method 
varies by the spanning tree mode:  
• In STP, RSTP, or MSTP mode, you must manually configure the mappings between VLANs and 

MSTIs.  
• In PVST mode, the device automatically maps each VLAN to an MSTI. When the spanning tree 

protocol is disabled globally, all VLANs are automatically mapped to MSTI 0.  

For more information about MSTI and PVST, see Layer 2—LAN Switching Configuration Guide.  

To configure protected VLANs: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter MST region view. stp region-configuration 

This step is not required if the 
device is operating in PVST mode. 
For more information about this 
command, see Layer 2—LAN 
Switching Command Reference.  

3. Map VLANs to MSTIs. 

• Method 1: 
instance instance-id vlan 
vlan-list 

• Method 2: 
vlan-mapping modulo 
modulo 

By default, all VLANs are mapped 
to MSTI 0 (CIST). 
This step is not required if the 
device is operating in PVST mode. 
For more information about these 
commands, see Layer 2—LAN 
Switching Command Reference.  

4. Activate the MST region 
configuration. active region-configuration 

This step is not required if the 
device is operating in PVST mode. 
For more information about this 
command, see Layer 2—LAN 
Switching Command Reference.  

5. (Optional.) Display the 
mapping between VLANs 
and MSTIs. 

display stp region-configuration 

Available in any view. 
The output of the command 
includes VLAN-to-instance 
mappings.  
For more information about this 
command, see Layer 2—LAN 
Switching Command Reference.  

6. Return to system view. quit This step is not required if the 
device is operating in PVST mode. 
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Step Command Remarks 
7. Enter ERPS ring view. erps ring ring-id N/A 

8. Enable ERPS instance 
view. instance instance-id N/A 

9. Configure the protected 
VLANs. 

protected-vlan 
reference-instance 
instance-id-list 

By default, an ERPS instance 
does not have protected VLANs. 

 

Configuring the node role 
You can only configure the interconnection node for subrings.  

To configure the node role: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter ERPS ring view. erps ring ring-id N/A 

3. Enter ERPS instance view. instance instance-id N/A 

4. Configure the node role. 
node-role { { owner | neighbor } 
rpl | interconnection } { port0 | 
port1 } 

By default, a node is a normal 
node. 

 

Enabling ERPS for an instance 
You can enable ERPS for an instance only when it is configured with a control VLAN and a protected 
VLAN. 

To enable ERPS for an instance:  
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter ERPS ring 
view. erps ring ring-id N/A 

3. Enter ERPS instance 
view. instance instance-id N/A 

4. Enable ERPS for the 
instance. instance enable By default, ERPS is disabled for an 

instance. 
 

Configuring R-APS packet levels 
A node does not process R-APS packets whose levels are greater than the level of R-APS packets 
sent by the node. On a ring, the levels of R-APS packets must be the same for all nodes in an ERPS 
instance.  

To configure the R-APS packet level: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 
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Step Command Remarks 
2. Enter ERPS ring view. erps ring ring-id N/A 

3. Enter ERPS instance view. instance instance-id N/A 

4. Configure the R-APS 
packet level. r-aps level level-value By default, the level for R-APS 

packets is 7. 
 

Setting ERPS timers 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter ERPS ring view. erps ring ring-id N/A 

3. Enter ERPS instance 
view. instance instance-id N/A 

4. Set the guard timer. timer guard guard-value By default, the guard timer is 500 
milliseconds. 

5. Set the hold-off timer. timer hold-off hold-off-value By default, the hold-off timer is 0 
milliseconds. 

6. Set the WTR timer. timer wtr wtr-value By default, the WTR timer is 5 
minutes. 

 

Setting the non-revertive mode 
Set the non-revertive mode as required.  

To set the non-revertive mode: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter ERPS ring view. erps ring ring-id N/A 

3. Enter ERPS instance 
view. instance instance-id N/A 

4. Configure the node as the 
owner node and port 0 as 
the RPL port. 

node-role owner rpl port0 Either port 0 or port 1 can be 
configured as the RPL port. 

5. Set the non-revertive 
mode. 

revertive-operation 
non-revertive By default, revertive mode is used. 

 

Setting the MS mode 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Set the MS mode. erps switch manual ring ring-id 
instance instance-id { port0 | port1 } 

By default, the MS mode is not 
set. 
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Setting the FS mode 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Set the FS mode. 
erps switch force ring ring-id 
instance instance-id { port0 | 
port1 } 

By default, the FS mode is not set. 

 

Associating a ring with a subring 
On a multi-ring network, configure the associated rings for a subring on the interconnection node.  

To associate a ring with a subring: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter ERPS ring view. erps ring ring-id N/A 

3. Enter ERPS instance 
view. instance instance-id N/A 

4. Associate a ring with 
the subring. 

sub-ring connect ring ring-id 
instance instance-id 

By default, a subring is not associated 
with any rings. 

 

Associating an ERPS ring member port with a track entry 
Before you associate a port with a track entry, make sure the port has joined an ERPS instance. 

To associate an ERPS ring member port with a track entry: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter Layer 2 Ethernet 
interface view or Layer 2 
aggregate interface view. 

interface interface-type 
interface-number N/A 

3. Associate an ERPS ring 
member port with a track 
entry. 

port erps ring ring-id instance 
instance-id track 
track-entry-index 

By default, an ERPS ring member 
port is not associated with any 
track entries. 

 

Removing the MS mode and FS mode settings for an ERPS ring 
After you configure this task, the owner node can ignore the WTR timer and immediately switch 
traffic to the recovered link upon link recovery. 

This task also switches an ERPS ring in non-revertive mode to revertive mode. 

To remove the MS mode and FS mode settings for an ERPS ring: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Remove the MS mode and 
FS mode settings for an erps clear ring ring-id instance N/A 
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Step Command Remarks 
ERPS ring. instance-id 

 

Displaying and maintaining ERPS 
Execute display commands in any view and reset commands in user view. 
 

Task Command 
Display brief ERPS information. display erps 

Display detailed ERPS 
information. display erps detail ring ring-id [ instance instance-id ] 

Display ERPS packet statistics. display erps statistics [ ring ring-id [ instance instance-id ] ] 

Clear ERPS packet statistics. reset erps statistics ring ring-id [ instance instance-id ] 
 

ERPS configuration examples 

One-ring configuration example 

Network requirements 
As shown in Figure 69, perform the following tasks to eliminate loops on the network: 
• Configure the ring as ERPS ring 1.  
• Configure VLAN 100 as the control VLAN for ERPS ring 1. 
• Configure VLANs 1 to 30 as the protected VLANs for ERPS ring 1. 
• Configure Device A as the owner node, HundredGigE 1/0/1 as ERPS ring member port 0 and 

the RPL port, and HundredGigE 1/0/2 as ERPS ring member port 1. 
• Configure Device B as the neighbor node, HundredGigE 1/0/1 as ERPS ring member port 0 and 

the RPL port, and HundredGigE 1/0/2 as ERPS ring member port 1. 
• Configure Device C and Device D as normal nodes, HundredGigE 1/0/1 as ERPS ring member 

port 0, and HundredGigE 1/0/2 as ERPS ring member port 1. 

Figure 69 Network diagram 

 
 

Configuration procedure 
1. Configure Device A. 

# Create VLANs 1 to 30, map these VLANs to MSTI 1, and activate the MST region 
configuration. 
<DeviceA> system-view 

Device A
Owner node

Device B
Neighbor node

Device D Device C

RPL
RPL

HGE1/0/1

HGE1/0/2

HGE1/0/1

HGE1/0/1 HGE1/0/1
HGE1/0/2 HGE1/0/2

HGE1/0/2
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[DeviceA] vlan 1 to 30 

[DeviceA] stp region-configuration 

[DeviceA-mst-region] instance 1 vlan 1 to 30 

[DeviceA-mst-region] active region-configuration 

[DeviceA-mst-region] quit 

# Set the link state change suppression interval to 0 seconds on HundredGigE 1/0/1. 
[DeviceA] interface hundredgige 1/0/1 

[DeviceA-HundredGigE1/0/1] link-delay 0 

# Disable the spanning tree feature on the port. 
[DeviceA-HundredGigE1/0/1] undo stp enable 

# Configure the port as a trunk port and assign it to VLANs 1 to 30. 
[DeviceA-HundredGigE1/0/1] port link-type trunk 

[DeviceA-HundredGigE1/0/1] port trunk permit vlan 1 to 30 

[DeviceA-HundredGigE1/0/1] quit 

# Configure HundredGigE 1/0/2 in the same way HundredGigE 1/0/1 is configured. 
[DeviceA] interface hundredgige 1/0/2 

[DeviceA-HundredGigE1/0/2] link-delay 0 

[DeviceA-HundredGigE1/0/2] undo stp enable 

[DeviceA-HundredGigE1/0/2] port link-type trunk 

[DeviceA-HundredGigE1/0/2] port trunk permit vlan 1 to 30 

[DeviceA-HundredGigE1/0/2] quit 

# Create ERPS ring 1. 
[DeviceA] erps ring 1 

# Configure ERPS ring member ports. 
[DeviceA-erps-ring1] port0 interface hundredgige 1/0/1 

[DeviceA-erps-ring1] port1 interface hundredgige 1/0/2 

# Enable R-APS packets to carry ring ID in the destination MAC address. 
[DeviceA-erps-ring1] r-aps ring-mac 

# Create ERPS instance 1. 
[DeviceA-erps-ring1] instance 1 

# Configure the node role. 
[DeviceA-erps-ring1-inst1] node-role owner rpl port0 

# Configure the control VLAN. 
[DeviceA-erps-ring1-inst1] control-vlan 100 

# Configure the protected VLANs. 
[DeviceA-erps-ring1-inst1] protected-vlan reference-instance 1 

# Enable ERPS for instance 1. 
[DeviceA-erps-ring1-inst1] instance enable 

[DeviceA-erps-ring1-inst1] quit 

[DeviceA-erps-ring1] quit 

# Enable CFD, and create a level-5 MD named MD_A. 
[DeviceA] cfd enable 

[DeviceA] cfd md MD_A level 5 

# Create Ethernet service instance 1, in which the MA is identified by a VLAN and serves VLAN 
1. 
[DeviceA] cfd service-instance 1 ma-id vlan-based md MD_A vlan 1 
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# Configure a MEP list in Ethernet service instance 1, create outward-facing MEP 1001 in 
Ethernet service instance 1, and enable CCM sending on HundredGigE 1/0/1. 
[DeviceA] cfd meplist 1001 1002 service-instance 1 

[DeviceA] interface hundredgige 1/0/1 

[DeviceA-HundredGigE1/0/1] cfd mep 1001 service-instance 1 outbound 

[DeviceA-HundredGigE1/0/1] cfd cc service-instance 1 mep 1001 enable 

[DeviceA-HundredGigE1/0/1] quit 

# Create Ethernet service instance 2, in which the MA is identified by a VLAN and serves VLAN 
2. 
[DeviceA] cfd service-instance 2 ma-id vlan-based md MD_A vlan 2 

# Configure a MEP list in Ethernet service instance 2, create outward-facing MEP 2001 in 
Ethernet service instance 1, and enable CCM sending on HundredGigE 1/0/2. 
[DeviceA] cfd meplist 2001 2002 service-instance 2 

[DeviceA] interface hundredgige 1/0/2 

[DeviceA-HundredGigE1/0/2] cfd mep 2001 service-instance 2 outbound 

[DeviceA-HundredGigE1/0/2] cfd cc service-instance 2 mep 2001 enable 

[DeviceA-HundredGigE1/0/2] quit 

# Create track entry 1 and associate it with the CC function of CFD for MEP 1001 in Ethernet 
service instance 1. 
[DeviceA] track 1 cfd cc service-instance 1 mep 1001 

# Associate HundredGigE 1/0/1 with track entry 1 and bring up the port. 
[DeviceA] interface hundredgige 1/0/1 

[DeviceA-HundredGigE1/0/1] port erps ring 1 instance 1 track 1 

[DeviceA-HundredGigE1/0/1] undo shutdown 

[DeviceA-HundredGigE1/0/1] quit 

# Create track entry 2 and associate it with the CC function of CFD for MEP 2001 in Ethernet 
service instance 2. 
[DeviceA] track 2 cfd cc service-instance 2 mep 2001 

# Associate HundredGigE 1/0/2 with track entry 2 and bring up the port. 
[DeviceA] interface hundredgige 1/0/2 

[DeviceA-HundredGigE1/0/2] port erps ring 1 instance 1 track 2 

[DeviceA-HundredGigE1/0/2] undo shutdown 

[DeviceA-HundredGigE1/0/2] quit 

# Enable ERPS. 
[DeviceA] erps enable 

2. Configure Device B. 
# Create VLANs 1 to 30, map these VLANs to MSTI 1, and activate the MST region 
configuration. 
<DeviceB> system-view 

[DeviceB] vlan 1 to 30 

[DeviceB] stp region-configuration 

[DeviceB-mst-region] instance 1 vlan 1 to 30 

[DeviceB-mst-region] active region-configuration 

[DeviceB-mst-region] quit 

# Set the link state change suppression interval to 0 seconds on HundredGigE 1/0/1. 
[DeviceB] interface hundredgige 1/0/1 

[DeviceB-HundredGigE1/0/1] link-delay 0 

# Disable the spanning tree feature on the port. 
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[DeviceB-HundredGigE1/0/1] undo stp enable 

[DeviceB-HundredGigE1/0/1] port link-type trunk 

# Configure the port as a trunk port and assign it to VLANs 1 to 30. 
[DeviceB-HundredGigE1/0/1] port trunk permit vlan 1 to 30 

[DeviceB-HundredGigE1/0/1] quit 

# Configure HundredGigE 1/0/2 in the same way HundredGigE 1/0/1 is configured. 
[DeviceB] interface hundredgige 1/0/2 

[DeviceB-HundredGigE1/0/2] link-delay 0 

[DeviceB-HundredGigE1/0/2] undo stp enable 

[DeviceB-HundredGigE1/0/2] port link-type trunk 

[DeviceB-HundredGigE1/0/2] port trunk permit vlan 1 to 30 

[DeviceB-HundredGigE1/0/2] quit 

# Create ERPS ring 1. 
[DeviceB] erps ring 1 

# Configure ERPS ring member ports. 
[DeviceB-erps-ring1] port0 interface hundredgige 1/0/1 

[DeviceB-erps-ring1] port1 interface hundredgige 1/0/2 

# Enable R-APS packets to carry ring ID in the destination MAC address. 
[DeviceB-erps-ring1] r-aps ring-mac 

# Create ERPS instance 1. 
[DeviceB-erps-ring1] instance 1 

# Configure the node role. 
[DeviceB-erps-ring1-inst1] node-role neighbor rpl port0 

# Configure the control VLAN. 
[DeviceB-erps-ring1-inst1] control-vlan 100 

# Configure the protected VLANs. 
[DeviceB-erps-ring1-inst1] protected-vlan reference-instance 1 

# Enable ERPS for instance 1. 
[DeviceB-erps-ring1-inst1] instance enable 

[DeviceB-erps-ring1-inst1] quit 

[DeviceB-erps-ring1] quit 

# Enable CFD, and create a level-5 MD named MD_A. 
[DeviceB] cfd enable 

[DeviceB] cfd md MD_A level 5 

# Create Ethernet service instance 1, in which the MA is identified by a VLAN and serves VLAN 
1. 
[DeviceB] cfd service-instance 1 ma-id vlan-based md MD_A vlan 1 

# Configure a MEP list in Ethernet service instance 1, create outward-facing MEP 1002 in 
Ethernet service instance 1, and enable CCM sending on HundredGigE 1/0/1. 
[DeviceB] cfd meplist 1001 1002 service-instance 1 

[DeviceB] interface hundredgige 1/0/1 

[DeviceB-HundredGigE1/0/1] cfd mep 1002 service-instance 1 outbound 

[DeviceB-HundredGigE1/0/1] cfd cc service-instance 1 mep 1002 enable 

[DeviceB-HundredGigE1/0/1] quit 

# Create Ethernet service instance 3, in which the MA is identified by a VLAN and serves VLAN 
3. 
[DeviceB] cfd service-instance 3 ma-id vlan-based md MD_A vlan 3 
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# Configure a MEP list in Ethernet service instance 3, create outward-facing MEP 3002 in 
Ethernet service instance 1, and enable CCM sending on HundredGigE 1/0/2. 
[DeviceB] cfd meplist 3001 3002 service-instance 3 

[DeviceB] interface hundredgige 1/0/2 

[DeviceB-HundredGigE1/0/2] cfd mep 3002 service-instance 3 outbound 

[DeviceB-HundredGigE1/0/2] cfd cc service-instance 3 mep 3002 enable 

[DeviceB-HundredGigE1/0/2] quit 

# Create track entry 1 and associate it with the CC function of CFD for MEP 1002 in Ethernet 
service instance 1. 
[DeviceB] track 1 cfd cc service-instance 1 mep 1002 

# Associate HundredGigE 1/0/1 with track entry 1 and bring up the port. 
[DeviceB] interface hundredgige 1/0/1 

[DeviceB-HundredGigE1/0/1] port erps ring 1 instance 1 track 1 

[DeviceB-HundredGigE1/0/1] undo shutdown 

[DeviceB-HundredGigE1/0/1] quit 

# Create track entry 3 and associate it with the CC function of CFD for MEP 3002 in Ethernet 
service instance 3. 
[DeviceB] track 3 cfd cc service-instance 3 mep 3002 

# Associate HundredGigE 1/0/2 with track entry 3 and bring up the port. 
[DeviceB] interface hundredgige 1/0/2 

[DeviceB-HundredGigE1/0/2] port erps ring 1 instance 1 track 2 

[DeviceB-HundredGigE1/0/2] undo shutdown 

[DeviceB-HundredGigE1/0/2] quit 

# Enable ERPS. 
[DeviceB] erps enable 

3. Configure Device C. 
# Create VLANs 1 to 30, map these VLANs to MSTI 1, and activate the MST region 
configuration. 
<DeviceC> system-view 

[DeviceC] vlan 1 to 30 

[DeviceC] stp region-configuration 

[DeviceC-mst-region] instance 1 vlan 1 to 30 

[DeviceC-mst-region] active region-configuration 

[DeviceC-mst-region] quit 

# Set the link state change suppression interval to 0 seconds on HundredGigE 1/0/1. 
[DeviceC] interface hundredgige 1/0/1 

[DeviceC-HundredGigE1/0/1] link-delay 0 

# Disable the spanning tree feature on the port. 
[DeviceC-HundredGigE1/0/1] undo stp enable 

# Configure the port as a trunk port and assign it to VLANs 1 to 30. 
[DeviceC-HundredGigE1/0/1] port link-type trunk 

[DeviceC-HundredGigE1/0/1] port trunk permit vlan 1 to 30 

[DeviceC-HundredGigE1/0/1] quit 

# Configure HundredGigE 1/0/2 in the same way HundredGigE 1/0/1 is configured. 
[DeviceC] interface hundredgige 1/0/2 

[DeviceC-HundredGigE1/0/2] link-delay 0 

[DeviceC-HundredGigE1/0/2] undo stp enable 

[DeviceC-HundredGigE1/0/2] port link-type trunk 
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[DeviceC-HundredGigE1/0/2] port trunk permit vlan 1 to 30 

[DeviceC-HundredGigE1/0/2] quit 

# Create ERPS ring 1. 
[DeviceC] erps ring 1 

# Configure ERPS ring member ports. 
[DeviceC-erps-ring1] port0 interface hundredgige 1/0/1 

[DeviceC-erps-ring1] port1 interface hundredgige 1/0/2 

# Enable R-APS packets to carry ring ID in the destination MAC address. 
[DeviceC-erps-ring1] r-aps ring-mac 

# Create ERPS instance 1. 
[DeviceC-erps-ring1] instance 1 

# Configure the control VLAN. 
[DeviceC-erps-ring1-inst1] control-vlan 100 

# Configure the protected VLANs. 
[DeviceC-erps-ring1-inst1] protected-vlan reference-instance 1 

# Enable ERPS for instance 1. 
[DeviceC-erps-ring1-inst1] instance enable 

[DeviceC-erps-ring1-inst1] quit 

[DeviceC-erps-ring1] quit 

# Enable CFD, and create a level-5 MD named MD_A. 
[DeviceC] cfd enable 

[DeviceC] cfd md MD_A level 5 

# Create Ethernet service instance 3, in which the MA is identified by a VLAN and serves VLAN 
3. 
[DeviceC] cfd service-instance 3 ma-id vlan-based md MD_A vlan 3 

# Configure a MEP list in Ethernet service instance 3, create outward-facing MEP 3001 in 
Ethernet service instance 3, and enable CCM sending on HundredGigE 1/0/2. 
[DeviceC] cfd meplist 3001 3002 service-instance 3 

[DeviceC] interface hundredgige 1/0/2 

[DeviceC-HundredGigE1/0/2] cfd mep 3001 service-instance 3 outbound 

[DeviceC-HundredGigE1/0/2] cfd cc service-instance 3 mep 3001 enable 

[DeviceC-HundredGigE1/0/2] quit 

# Create Ethernet service instance 4, in which the MA is identified by a VLAN and serves VLAN 
4. 
[DeviceC] cfd service-instance 4 ma-id vlan-based md MD_A vlan 4 

# Configure a MEP list in Ethernet service instance 4, create outward-facing MEP 4001 in 
Ethernet service instance 4, and enable CCM sending on HundredGigE 1/0/1. 
[DeviceC] cfd meplist 4001 4002 service-instance 4 

[DeviceC] interface hundredgige 1/0/1 

[DeviceC-HundredGigE1/0/1] cfd mep 4001 service-instance 4 outbound 

[DeviceC-HundredGigE1/0/1] cfd cc service-instance 4 mep 4001 enable 

[DeviceC-HundredGigE1/0/1] quit 

# Create track entry 1 and associate it with the CC function of CFD for MEP 3001 in Ethernet 
service instance 3. 
[DeviceC] track 1 cfd cc service-instance 3 mep 3001 

# Associate HundredGigE 1/0/2 with track entry 1 and bring up the port. 
[DeviceC] interface hundredgige 1/0/2 

[DeviceC-HundredGigE1/0/2] port erps ring 1 instance 1 track 1 
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[DeviceC-HundredGigE1/0/2] undo shutdown 

[DeviceC-HundredGigE1/0/2] quit 

# Create track entry 2 and associate it with the CC function of CFD for MEP 4001 in Ethernet 
service instance 4. 
[DeviceC] track 2 cfd cc service-instance 4 mep 4001 

# Associate HundredGigE 1/0/1 with track entry 3 and bring up the port. 
[DeviceC] interface hundredgige 1/0/1 

[DeviceC-HundredGigE1/0/1] port erps ring 1 instance 1 track 2 

[DeviceC-HundredGigE1/0/1] undo shutdown 

[DeviceC-HundredGigE1/0/1] quit 

# Enable ERPS. 
[DeviceC] erps enable 

4. Configure Device D. 
# Create VLANs 1 to 30, map these VLANs to MSTI 1, and activate the MST region 
configuration. 
<DeviceD> system-view 

[DeviceD] vlan 1 to 30 

[DeviceD] stp region-configuration 

[DeviceD-mst-region] instance 1 vlan 1 to 30 

[DeviceD-mst-region] active region-configuration 

[DeviceD-mst-region] quit 

# Set the link state change suppression interval to 0 seconds on HundredGigE 1/0/1. 
[DeviceD] interface hundredgige 1/0/1 

[DeviceD-HundredGigE1/0/1] link-delay 0 

# Disable the spanning tree feature on the port. 
[DeviceD-HundredGigE1/0/1] undo stp enable 

# Configure the port as a trunk port and assign it to VLANs 1 to 30. 
[DeviceD-HundredGigE1/0/1] port link-type trunk 

[DeviceD-HundredGigE1/0/1] port trunk permit vlan 1 to 30 

[DeviceD-HundredGigE1/0/1] quit 

# Configure HundredGigE 1/0/2 in the same way HundredGigE 1/0/1 is configured. 
[DeviceD] interface hundredgige 1/0/2 

[DeviceD-HundredGigE1/0/2] link-delay 0 

[DeviceD-HundredGigE1/0/2] undo stp enable 

[DeviceD-HundredGigE1/0/2] port link-type trunk 

[DeviceD-HundredGigE1/0/2] port trunk permit vlan 1 to 30 

[DeviceD-HundredGigE1/0/2] quit 

# Create ERPS ring 1. 
[DeviceD] erps ring 1 

# Configure ERPS ring member ports. 
[DeviceD-erps-ring1] port0 interface hundredgige 1/0/1 

[DeviceD-erps-ring1] port1 interface hundredgige 1/0/2 

# Enable R-APS packets to carry ring ID in the destination MAC address. 
[DeviceD-erps-ring1] r-aps ring-mac 

# Create ERPS instance 1. 
[DeviceD-erps-ring1] instance 1 

# Configure the control VLAN. 
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[DeviceD-erps-ring1-inst1] control-vlan 100 

# Configure the protected VLANs. 
[DeviceD-erps-ring1-inst1] protected-vlan reference-instance 1 

# Enable ERPS for instance 1. 
[DeviceD-erps-ring1-inst1] instance enable 

[DeviceD-erps-ring1-inst1] quit 

[DeviceD-erps-ring1] quit 

# Enable CFD, and create a level-5 MD named MD_A. 
[DeviceD] cfd enable 

[DeviceD] cfd md MD_A level 5 

# Create Ethernet service instance 2, in which the MA is identified by a VLAN and serves VLAN 
2. 
[DeviceD] cfd service-instance 2 ma-id vlan-based md MD_A vlan 2 

# Configure a MEP list in Ethernet service instance 2, create outward-facing MEP 2002 in 
Ethernet service instance 2, and enable CCM sending on HundredGigE 1/0/2. 
[DeviceD] cfd meplist 2001 2002 service-instance 2 

[DeviceD] interface hundredgige 1/0/2 

[DeviceD-HundredGigE1/0/2] cfd mep 2002 service-instance 2 outbound 

[DeviceD-HundredGigE1/0/2] cfd cc service-instance 2 mep 2002 enable 

[DeviceD-HundredGigE1/0/2] quit 

# Create Ethernet service instance 4, in which the MA is identified by a VLAN and serves VLAN 
4. 
[DeviceD] cfd service-instance 4 ma-id vlan-based md MD_A vlan 4 

# Configure a MEP list in Ethernet service instance 4, create outward-facing MEP 4002 in 
Ethernet service instance 4, and enable CCM sending on HundredGigE 1/0/1. 
[DeviceD] cfd meplist 4001 4002 service-instance 4 

[DeviceD] interface hundredgige 1/0/1 

[DeviceD-HundredGigE1/0/1] cfd mep 4002 service-instance 4 outbound 

[DeviceD-HundredGigE1/0/1] cfd cc service-instance 4 mep 4002 enable 

[DeviceD-HundredGigE1/0/1] quit 

# Create track entry 1 and associate it with the CC function of CFD for MEP 2002 in Ethernet 
service instance 2. 
[DeviceD] track 1 cfd cc service-instance 2 mep 2002 

# Associate HundredGigE 1/0/2 with track entry 1 and bring up the port. 
[DeviceD] interface hundredgige 1/0/2 

[DeviceD-HundredGigE1/0/2] port erps ring 1 instance 1 track 1 

[DeviceD-HundredGigE1/0/2] undo shutdown 

[DeviceD-HundredGigE1/0/2] quit 

# Create track entry 2 and associate it with the CC function of CFD for MEP 4002 in Ethernet 
service instance 4. 
[DeviceD] track 2 cfd cc service-instance 4 mep 4002 

# Associate HundredGigE 1/0/1 with track entry 2 and bring up the port. 
[DeviceD] interface hundredgige 1/0/1 

[DeviceD-HundredGigE1/0/1] port erps ring 1 instance 1 track 2 

[DeviceD-HundredGigE1/0/1] undo shutdown 

[DeviceD-HundredGigE1/0/1] quit 

# Enable ERPS. 
[DeviceD] erps enable 
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Verifying the configuration 
# Display information about ERPS instance 1 for Device A. 
[DeviceA] display erps detail ring 1 

 Ring ID               : 1 

 Port0                 : HundredGigE1/0/1 

 Port1                 : HundredGigE1/0/2 

 Subring               : No 

 Default MAC           : No 

 

 Instance ID           : 1 

 Node role             : Owner 

 Node state            : Idle 

 Connect(ring/instance): - 

 Control VLAN          : 100 

 Protected VLAN        : Reference-instance 1 

 Guard timer           : 500 ms 

 Hold-off timer        : 0 ms 

 WTR timer             : 5 min 

 Revertive operation   : Revertive 

 Enable status         : Yes, Active status : Yes 

 R-APS level           : 7 

 Port                  PortRole                PortStatus 

 ---------------------------------------------------------------------------- 

 Port0                 RPL                     Block 

 Port1                 Non-RPL                 Up 

The output shows the following information: 
• Device A is the owner node.  
• The ERPS ring is in idle state. 
• The RPL port is blocked. 
• The non-RPL port is unblocked.  

One-subring configuration example 

Network requirements 
As shown in Figure 70, perform the following tasks to eliminate loops on the network: 
• Configure VLAN 100 and VLAN 200 as the control VLANs for the major ring and the subring, 

respectively.  
• Configure VLANs 1 to 30 as the protected VLANs for the major ring and subring. 
• Configure Device A as the owner node for the major ring, HundredGigE 1/0/1 as ERPS ring 

member port 0 and the RPL port, and HundredGigE 1/0/2 as ERPS ring member port 1. 
• Configure Device B as the neighbor node for the major ring, HundredGigE 1/0/1 as ERPS ring 

member port 0 and the RPL port, and HundredGigE 1/0/2 as ERPS ring member port 1. 
• Configure Devices C and D as interconnection nodes, HundredGigE 1/0/1 as ERPS ring 

member port 0, HundredGigE 1/0/2 as ERPS ring member port 1, and GigabitEthernet 1/0/3 as 
the interconnection port. 

• Configure Device E as the owner node for the subring, HundredGigE 1/0/1 as ERPS ring 
member port 0 and the RPL port, and HundredGigE 1/0/2 as ERPS ring member port 1. 
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• Configure Device F as the neighbor node for the subring, HundredGigE 1/0/1 as ERPS ring 
member port 0 and the RPL port, and HundredGigE 1/0/2 as ERPS ring member port 1. 

Figure 70 Network diagram 

 
 

Configuration procedure 
1. Configure Device A. 

# Create VLANs 1 to 30, map these VLANs to MSTI 1, and activate the MST region 
configuration. 
<DeviceA> system-view 

[DeviceA] vlan 1 to 30 

[DeviceA] stp region-configuration 

[DeviceA-mst-region] instance 1 vlan 1 to 30 

[DeviceA-mst-region] active region-configuration 

[DeviceA-mst-region] quit 

# Set the link state change suppression interval to 0 seconds on HundredGigE 1/0/1. 
[DeviceA] interface hundredgige 1/0/1 

[DeviceA-HundredGigE1/0/1] link-delay 0 

# Disable the spanning tree feature on the port. 
[DeviceA-HundredGigE1/0/1] undo stp enable 

# Configure the port as a trunk port and assign it to VLANs 1 to 30. 
[DeviceA-HundredGigE1/0/1] port link-type trunk 

[DeviceA-HundredGigE1/0/1] port trunk permit vlan 1 to 30 

[DeviceA-HundredGigE1/0/1] quit 

# Configure HundredGigE 1/0/2 in the same way HundredGigE 1/0/1 is configured. 
[DeviceA] interface hundredgige 1/0/2 

[DeviceA-HundredGigE1/0/2] link-delay 0 

[DeviceA-HundredGigE1/0/2] undo stp enable 

[DeviceA-HundredGigE1/0/2] port link-type trunk 

[DeviceA-HundredGigE1/0/2] port trunk permit vlan 1 to 30 

[DeviceA-HundredGigE1/0/2] quit 

# Create ERPS ring 1. 
[DeviceA] erps ring 1 
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# Configure ERPS ring member ports. 
[DeviceA-erps-ring1] port0 interface hundredgige 1/0/1 

[DeviceA-erps-ring1] port1 interface hundredgige 1/0/2 

# Create ERPS instance 1. 
[DeviceA-erps-ring1] instance 1 

# Configure the node role. 
[DeviceA-erps-ring1-inst1] node-role owner rpl port0 

# Configure the control VLAN. 
[DeviceA-erps-ring1-inst1] control-vlan 100 

# Configure the protected VLANs. 
[DeviceA-erps-ring1-inst1] protected-vlan reference-instance 1 

# Enable ERPS for instance 1. 
[DeviceA-erps-ring1-inst1] instance enable 

[DeviceA-erps-ring1-inst1] quit 

[DeviceA-erps-ring1] quit 

# Enable CFD, and create a level-5 MD named MD_A. 
[DeviceA] cfd enable 

[DeviceA] cfd md MD_A level 5 

# Create Ethernet service instance 1, in which the MA is identified by a VLAN and serves VLAN 
1. 
[DeviceA] cfd service-instance 1 ma-id vlan-based md MD_A vlan 1 

# Configure a MEP list in Ethernet service instance 1, create outward-facing MEP 1001 in 
Ethernet service instance 1, and enable CCM sending on HundredGigE 1/0/1. 
[DeviceA] cfd meplist 1001 1002 service-instance 1 

[DeviceA] interface hundredgige 1/0/1 

[DeviceA-HundredGigE1/0/1] cfd mep 1001 service-instance 1 outbound 

[DeviceA-HundredGigE1/0/1] cfd cc service-instance 1 mep 1001 enable 

[DeviceA-HundredGigE1/0/1] quit 

# Create Ethernet service instance 2, in which the MA is identified by a VLAN and serves VLAN 
2. 
[DeviceA] cfd service-instance 2 ma-id vlan-based md MD_A vlan 2 

# Configure a MEP list in Ethernet service instance 2, create outward-facing MEP 2001 in 
Ethernet service instance 1, and enable CCM sending on HundredGigE 1/0/2. 
[DeviceA] cfd meplist 2001 2002 service-instance 2 

[DeviceA] interface hundredgige 1/0/2 

[DeviceA-HundredGigE1/0/2] cfd mep 2001 service-instance 2 outbound 

[DeviceA-HundredGigE1/0/2] cfd cc service-instance 2 mep 2001 enable 

[DeviceA-HundredGigE1/0/2] quit 

# Create track entry 1 and associate it with the CC function of CFD for MEP 1001 in Ethernet 
service instance 1. 
[DeviceA] track 1 cfd cc service-instance 1 mep 1001 

# Associate HundredGigE 1/0/1 with track entry 1 and bring up the port. 
[DeviceA] interface hundredgige 1/0/1 

[DeviceA-HundredGigE1/0/1] port erps ring 1 instance 1 track 1 

[DeviceA-HundredGigE1/0/1] undo shutdown 

[DeviceA-HundredGigE1/0/1] quit 

# Create track entry 2 and associate it with the CC function of CFD for MEP 2001 in Ethernet 
service instance 2. 
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[DeviceA] track 2 cfd cc service-instance 2 mep 2001 

# Associate HundredGigE 1/0/2 with track entry 2 and bring up the port. 
[DeviceA] interface hundredgige 1/0/2 

[DeviceA-HundredGigE1/0/2] port erps ring 1 instance 1 track 2 

[DeviceA-HundredGigE1/0/2] undo shutdown 

[DeviceA-HundredGigE1/0/2] quit 

# Enable ERPS. 
[DeviceA] erps enable 

2. Configure Device B. 
# Create VLANs 1 to 30, map these VLANs to MSTI 1, and activate the MST region 
configuration. 
<DeviceB> system-view 

[DeviceB] vlan 1 to 30 

[DeviceB] stp region-configuration 

[DeviceB-mst-region] instance 1 vlan 1 to 30 

[DeviceB-mst-region] active region-configuration 

[DeviceB-mst-region] quit 

# Set the link state change suppression interval to 0 seconds on HundredGigE 1/0/1. 
[DeviceB] interface hundredgige 1/0/1 

[DeviceB-HundredGigE1/0/1] link-delay 0 

# Disable the spanning tree feature on the port. 
[DeviceB-HundredGigE1/0/1] undo stp enable 

# Configure the port as a trunk port and assign it to VLANs 1 to 30. 
[DeviceB-HundredGigE1/0/1] port link-type trunk 

[DeviceB-HundredGigE1/0/1] port trunk permit vlan 1 to 30 

[DeviceB-HundredGigE1/0/1] quit 

# Configure HundredGigE 1/0/2 in the same way HundredGigE 1/0/1 is configured. 
[DeviceB] interface hundredgige 1/0/2 

[DeviceB-HundredGigE1/0/2] link-delay 0 

[DeviceB-HundredGigE1/0/2] undo stp enable 

[DeviceB-HundredGigE1/0/2] port link-type trunk 

[DeviceB-HundredGigE1/0/2] port trunk permit vlan 1 to 30 

[DeviceB-HundredGigE1/0/2] quit 

# Create ERPS ring 1. 
[DeviceB] erps ring 1 

# Configure ERPS ring member ports. 
[DeviceB-erps-ring1] port0 interface hundredgige 1/0/1 

[DeviceB-erps-ring1] port1 interface hundredgige 1/0/2 

# Create ERPS instance 1. 
[DeviceB-erps-ring1] instance 1 

# Configure the node role. 
[DeviceB-erps-ring1-inst1] node-role neighbor rpl port0 

# Configure the control VLAN. 
[DeviceB-erps-ring1-inst1] control-vlan 100 

# Configure the protected VLANs. 
[DeviceB-erps-ring1-inst1] protected-vlan reference-instance 1 

# Enable ERPS for instance 1. 
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[DeviceB-erps-ring1-inst1] instance enable 

[DeviceB-erps-ring1-inst1] quit 

[DeviceB-erps-ring1] quit 

# Enable CFD, and create a level-5 MD named MD_A. 
[DeviceB] cfd enable 

[DeviceB] cfd md MD_A level 5 

# Create Ethernet service instance 1, in which the MA is identified by a VLAN and serves VLAN 
1. 
[DeviceB] cfd service-instance 1 ma-id vlan-based md MD_A vlan 1 

# Configure a MEP list in Ethernet service instance 1, create outward-facing MEP 1002 in 
Ethernet service instance 1, and enable CCM sending on HundredGigE 1/0/1. 
[DeviceB] cfd meplist 1001 1002 service-instance 1 

[DeviceB] interface hundredgige 1/0/1 

[DeviceB-HundredGigE1/0/1] cfd mep 1002 service-instance 1 outbound 

[DeviceB-HundredGigE1/0/1] cfd cc service-instance 1 mep 1002 enable 

[DeviceB-HundredGigE1/0/1] quit 

# Create Ethernet service instance 3, in which the MA is identified by a VLAN and serves VLAN 
3. 
[DeviceB] cfd service-instance 3 ma-id vlan-based md MD_A vlan 3 

# Configure a MEP list in Ethernet service instance 3, create outward-facing MEP 3002 in 
Ethernet service instance 2, and enable CCM sending on HundredGigE 1/0/2. 
[DeviceB] cfd meplist 3001 3002 service-instance 3 

[DeviceB] interface hundredgige 1/0/2 

[DeviceB-HundredGigE1/0/2] cfd mep 3002 service-instance 3 outbound 

[DeviceB-HundredGigE1/0/2] cfd cc service-instance 3 mep 3002 enable 

[DeviceB-HundredGigE1/0/2] quit 

# Create track entry 1 and associate it with the CC function of CFD for MEP 1002 in Ethernet 
service instance 1. 
[DeviceB] track 1 cfd cc service-instance 1 mep 1002 

# Associate HundredGigE 1/0/1 with track entry 1 and bring up the port. 
[DeviceB] interface hundredgige 1/0/1 

[DeviceB-HundredGigE1/0/1] port erps ring 1 instance 1 track 1 

[DeviceB-HundredGigE1/0/1] undo shutdown 

[DeviceB-HundredGigE1/0/1] quit 

# Create track entry 3 and associate it with the CC function of CFD for MEP 3002 in Ethernet 
service instance 3. 
[DeviceB] track 3 cfd cc service-instance 3 mep 3002 

# Associate HundredGigE 1/0/2 with track entry 3 and bring up the port. 
[DeviceB] interface hundredgige 1/0/2 

[DeviceB-HundredGigE1/0/2] port erps ring 1 instance 1 track 2 

[DeviceB-HundredGigE1/0/2] undo shutdown 

[DeviceB-HundredGigE1/0/2] quit 

# Enable ERPS. 
[DeviceB] erps enable 

3. Configure Device C. 
# Create VLANs 1 to 30, map these VLANs to MSTI 1, and activate the MST region 
configuration. 
<DeviceC> system-view 
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[DeviceC] vlan 1 to 30 

[DeviceC] stp region-configuration 

[DeviceC-mst-region] instance 1 vlan 1 to 30 

[DeviceC-mst-region] active region-configuration 

[DeviceC-mst-region] quit 

# Set the link state change suppression interval to 0 seconds on HundredGigE 1/0/1. 
[DeviceC] interface hundredgige 1/0/1 

[DeviceC-HundredGigE1/0/1] link-delay 0 

# Disable the spanning tree feature on the port. 
[DeviceC-HundredGigE1/0/1] undo stp enable 

# Configure the port as a trunk port and assign it to VLANs 1 to 30. 
[DeviceC-HundredGigE1/0/1] port link-type trunk 

[DeviceC-HundredGigE1/0/1] port trunk permit vlan 1 to 30 

[DeviceC-HundredGigE1/0/1] quit 

# Configure HundredGigE 1/0/2 in the same way HundredGigE 1/0/1 is configured. 
[DeviceC] interface hundredgige 1/0/2 

[DeviceC-HundredGigE1/0/2] link-delay 0 

[DeviceC-HundredGigE1/0/2] undo stp enable 

[DeviceC-HundredGigE1/0/2] port link-type trunk 

[DeviceC-HundredGigE1/0/2] port trunk permit vlan 1 to 30 

[DeviceC-HundredGigE1/0/2] quit 

# Configure HundredGigE 1/0/3 in the same way HundredGigE 1/0/1 is configured. 
[DeviceC] interface hundredgige 1/0/3 

[DeviceC-HundredGigE1/0/3] link-delay 0 

[DeviceC-HundredGigE1/0/3] undo stp enable 

[DeviceC-HundredGigE1/0/3] port link-type trunk 

[DeviceC-HundredGigE1/0/3] port trunk permit vlan 1 to 30 

[DeviceC-HundredGigE1/0/3] quit 

# Create ERPS ring 1. 
[DeviceC] erps ring 1 

# Configure ERPS ring member ports. 
[DeviceC-erps-ring1] port0 interface hundredgige 1/0/1 

[DeviceC-erps-ring1] port1 interface hundredgige 1/0/2 

# Create ERPS instance 1. 
[DeviceC-erps-ring1] instance 1 

# Configure the control VLAN. 
[DeviceC-erps-ring1-inst1] control-vlan 100 

# Configure the protected VLANs. 
[DeviceC-erps-ring1-inst1] protected-vlan reference-instance 1 

# Enable ERPS for instance 1. 
[DeviceC-erps-ring1-inst1] instance enable 

[DeviceC-erps-ring1-inst1] quit 

[DeviceC-erps-ring1] quit 

# Enable CFD, and create a level-5 MD named MD_A. 
[DeviceC] cfd enable 

[DeviceC] cfd md MD_A level 5 
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# Create Ethernet service instance 3, in which the MA is identified by a VLAN and serves VLAN 
3. 
[DeviceC] cfd service-instance 3 ma-id vlan-based md MD_A vlan 3 

# Configure a MEP list in Ethernet service instance 3, create outward-facing MEP 3001 in 
Ethernet service instance 3, and enable CCM sending on HundredGigE 1/0/2. 
[DeviceC] cfd meplist 3001 3002 service-instance 3 

[DeviceC] interface hundredgige 1/0/2 

[DeviceC-HundredGigE1/0/2] cfd mep 3001 service-instance 3 outbound 

[DeviceC-HundredGigE1/0/2] cfd cc service-instance 3 mep 3001 enable 

[DeviceC-HundredGigE1/0/2] quit 

# Create Ethernet service instance 4, in which the MA is identified by a VLAN and serves VLAN 
4. 
[DeviceC] cfd service-instance 4 ma-id vlan-based md MD_A vlan 4 

# Configure a MEP list in Ethernet service instance 4, create outward-facing MEP 4001 in 
Ethernet service instance 4, and enable CCM sending on HundredGigE 1/0/1. 
[DeviceC] cfd meplist 4001 4002 service-instance 4 

[DeviceC] interface hundredgige 1/0/1 

[DeviceC-HundredGigE1/0/1] cfd mep 4001 service-instance 4 outbound 

[DeviceC-HundredGigE1/0/1] cfd cc service-instance 4 mep 4001 enable 

[DeviceC-HundredGigE1/0/1] quit 

# Create track entry 1 and associate it with the CC function of CFD for MEP 3001 in Ethernet 
service instance 3. 
[DeviceC] track 1 cfd cc service-instance 3 mep 3001 

# Associate HundredGigE 1/0/2 with track entry 1 and bring up the port. 
[DeviceC] interface hundredgige 1/0/2 

[DeviceC-HundredGigE1/0/2] port erps ring 1 instance 1 track 1 

[DeviceC-HundredGigE1/0/2] undo shutdown 

[DeviceC-HundredGigE1/0/2] quit 

# Create track entry 2 and associate it with the CC function of CFD for MEP 4001 in Ethernet 
service instance 4. 
[DeviceC] track 2 cfd cc service-instance 4 mep 4001 

# Associate HundredGigE 1/0/1 with track entry 2 and bring up the port. 
[DeviceC] interface hundredgige 1/0/1 

[DeviceC-HundredGigE1/0/1] port erps ring 1 instance 1 track 2 

[DeviceC-HundredGigE1/0/1] undo shutdown 

[DeviceC-HundredGigE1/0/1] quit 

# Create ERPS ring 2. 
[DeviceC] erps ring 2 

# Configure ERPS ring member ports. 
[DeviceC-erps-ring2] port0 interface hundredgige 1/0/3 

# Configure ERPS ring 2 as the subring. 
[DeviceC-erps-ring2] ring-type sub-ring 

# Create ERPS instance 1. 
[DeviceC-erps-ring2] instance 1 

# Configure the node role. 
[DeviceC-erps-ring2-inst1] node-role interconnection port0 

# Configure the control VLAN. 
[DeviceC-erps-ring2-inst1] control-vlan 110 
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# Configure the protected VLANs. 
[DeviceC-erps-ring2-inst1] protected-vlan reference-instance 1 

# Enable ERPS for instance 1. 
[DeviceC-erps-ring2-inst1] instance enable 

[DeviceC-erps-ring2-inst1] quit 

[DeviceC-erps-ring2] quit 

# Create Ethernet service instance 5, in which the MA is identified by a VLAN and serves VLAN 
5. 
[DeviceC] cfd service-instance 5 ma-id vlan-based md MD_A vlan 5 

# Configure a MEP list in Ethernet service instance 5, create outward-facing MEP 5001 in 
Ethernet service instance 3, and enable CCM sending on HundredGigE 1/0/3. 
[DeviceC] cfd meplist 5001 5002 service-instance 5 

[DeviceC] interface hundredgige 1/0/3 

[DeviceC-HundredGigE1/0/3] cfd mep 5001 service-instance 5 outbound 

[DeviceC-HundredGigE1/0/3] cfd cc service-instance 5 mep 5001 enable 

[DeviceC-HundredGigE1/0/3] quit 

# Create track entry 1 and associate it with the CC function of CFD for MEP 5001 in Ethernet 
service instance 3. 
[DeviceC] track 1 cfd cc service-instance 5 mep 5001 

# Associate HundredGigE 1/0/3 with track entry 1 and bring up the port. 
[DeviceC] interface hundredgige 1/0/3 

[DeviceC-HundredGigE1/0/3] port erps ring 2 instance 1 track 1 

[DeviceC-HundredGigE1/0/3] undo shutdown 

[DeviceC-HundredGigE1/0/3] quit 

# Enable ERPS. 
[DeviceC] erps enable 

4. Configure Device D. 
# Create VLANs 1 to 30, map these VLANs to MSTI 1, and activate the MST region 
configuration. 
<DeviceD> system-view 

[DeviceD] vlan 1 to 30 

[DeviceD] stp region-configuration 

[DeviceD-mst-region] instance 1 vlan 1 to 30 

[DeviceD-mst-region] active region-configuration 

[DeviceD-mst-region] quit 

# Set the link state change suppression interval to 0 seconds on HundredGigE 1/0/1. 
[DeviceD] interface hundredgige 1/0/1 

[DeviceD-HundredGigE1/0/1] link-delay 0 

# Disable the spanning tree feature on the port. 
[DeviceD-HundredGigE1/0/1] undo stp enable 

# Configure the port as a trunk port and assign it to VLANs 1 to 30. 
[DeviceD-HundredGigE1/0/1] port link-type trunk 

[DeviceD-HundredGigE1/0/1] port trunk permit vlan 1 to 30 

[DeviceD-HundredGigE1/0/1] quit 

# Configure HundredGigE 1/0/2 in the same way HundredGigE 1/0/1 is configured. 
[DeviceD] interface hundredgige 1/0/2 

[DeviceD-HundredGigE1/0/2] link-delay 0 

[DeviceD-HundredGigE1/0/2] undo stp enable 
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[DeviceD-HundredGigE1/0/2] port link-type trunk 

[DeviceD-HundredGigE1/0/2] port trunk permit vlan 1 to 30 

[DeviceD-HundredGigE1/0/2] quit 

# Configure HundredGigE 1/0/3 in the same way HundredGigE 1/0/1 is configured. 
[DeviceD] interface hundredgige 1/0/3 

[DeviceD-HundredGigE1/0/3] link-delay 0 

[DeviceD-HundredGigE1/0/3] undo stp enable 

[DeviceD-HundredGigE1/0/3] port link-type trunk 

[DeviceD-HundredGigE1/0/3] port trunk permit vlan 1 to 30 

[DeviceD-HundredGigE1/0/3] quit 

# Create ERPS ring 1. 
[DeviceD] erps ring 1 

# Configure ERPS ring member ports. 
[DeviceD-erps-ring1] port0 interface hundredgige 1/0/1 

[DeviceD-erps-ring1] port1 interface hundredgige 1/0/2 

# Create ERPS instance 1. 
[DeviceD-erps-ring1] instance 1 

# Configure the control VLAN. 
[DeviceD-erps-ring1-inst1] control-vlan 100 

# Configure the protected VLANs. 
[DeviceD-erps-ring1-inst1] protected-vlan reference-instance 1 

# Enable ERPS for instance 1. 
[DeviceD-erps-ring1-inst1] instance enable 

[DeviceD-erps-ring1-inst1] quit 

[DeviceD-erps-ring1] quit 

# Enable CFD, and create a level-5 MD named MD_A. 
[DeviceD] cfd enable 

[DeviceD] cfd md MD_A level 5 

# Create Ethernet service instance 2, in which the MA is identified by a VLAN and serves VLAN 
2. 
[DeviceD] cfd service-instance 2 ma-id vlan-based md MD_A vlan 2 

# Configure a MEP list in Ethernet service instance 2, create outward-facing MEP 2002 in 
Ethernet service instance 2, and enable CCM sending on HundredGigE 1/0/2. 
[DeviceD] cfd meplist 2001 2002 service-instance 2 

[DeviceD] interface hundredgige 1/0/2 

[DeviceD-HundredGigE1/0/2] cfd mep 2002 service-instance 2 outbound 

[DeviceD-HundredGigE1/0/2] cfd cc service-instance 2 mep 2002 enable 

[DeviceD-HundredGigE1/0/2] quit 

# Create Ethernet service instance 4, in which the MA is identified by a VLAN and serves VLAN 
4. 
[DeviceD] cfd service-instance 4 ma-id vlan-based md MD_A vlan 4 

# Configure a MEP list in Ethernet service instance 4, create outward-facing MEP 4002 in 
Ethernet service instance 4, and enable CCM sending on HundredGigE 1/0/1. 
[DeviceD] cfd meplist 4001 4002 service-instance 4 

[DeviceD] interface hundredgige 1/0/1 

[DeviceD-HundredGigE1/0/1] cfd mep 4002 service-instance 4 outbound 

[DeviceD-HundredGigE1/0/1] cfd cc service-instance 4 mep 4002 enable 

[DeviceD-HundredGigE1/0/1] quit 
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# Create track entry 1 and associate it with the CC function of CFD for MEP 2002 in Ethernet 
service instance 2. 
[DeviceD] track 1 cfd cc service-instance 2 mep 2002 

# Associate HundredGigE 1/0/2 with track entry 1 and bring up the port. 
[DeviceD] interface hundredgige 1/0/2 

[DeviceD-HundredGigE1/0/2] port erps ring 1 instance 1 track 1 

[DeviceD-HundredGigE1/0/2] undo shutdown 

[DeviceD-HundredGigE1/0/2] quit 

# Create track entry 2 and associate it with the CC function of CFD for MEP 4002 in Ethernet 
service instance 4. 
[DeviceD] track 2 cfd cc service-instance 4 mep 4002 

# Associate HundredGigE 1/0/1 with track entry 2 and bring up the port. 
[DeviceD] interface hundredgige 1/0/1 

[DeviceD-HundredGigE1/0/1] port erps ring 1 instance 1 track 2 

[DeviceD-HundredGigE1/0/1] undo shutdown 

[DeviceD-HundredGigE1/0/1] quit 

# Create ERPS ring 2. 
[DeviceD] erps ring 2 

# Configure ERPS ring member ports. 
[DeviceD-erps-ring2] port0 interface hundredgige 1/0/3 

# Configure ERPS ring 2 as the subring. 
[DeviceD-erps-ring2] ring-type sub-ring 

# Create ERPS instance 1. 
[DeviceD-erps-ring2] instance 1 

# Configure the node role. 
[DeviceD-erps-ring2-inst1] node-role interconnection port0 

# Configure the control VLAN. 
[DeviceD-erps-ring2-inst1] control-vlan 110 

# Configure the protected VLANs. 
[DeviceD-erps-ring2-inst1] protected-vlan reference-instance 1 

# Enable ERPS for instance 1. 
[DeviceD-erps-ring2-inst1] instance enable 

[DeviceD-erps-ring2-inst1] quit 

[DeviceD-erps-ring2] quit 

# Create Ethernet service instance 6, in which the MA is identified by a VLAN and serves VLAN 
6. 
[DeviceD] cfd service-instance 6 ma-id vlan-based md MD_A vlan 6 

# Configure a MEP list in Ethernet service instance 6, create outward-facing MEP 6002 in 
Ethernet service instance 3, and enable CCM sending on HundredGigE 1/0/3. 
[DeviceD] cfd meplist 6001 6002 service-instance 6 

[DeviceD] interface hundredgige 1/0/3 

[DeviceD-HundredGigE1/0/3] cfd mep 6002 service-instance 6 outbound 

[DeviceD-HundredGigE1/0/3] cfd cc service-instance 6 mep 6002 enable 

[DeviceD-HundredGigE1/0/3] quit 

# Create track entry 1 and associate it with the CC function of CFD for MEP 6002 in Ethernet 
service instance 6. 
[DeviceD] track 1 cfd cc service-instance 6 mep 6002 

# Associate HundredGigE 1/0/3 with track entry 1 and bring up the port. 
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[DeviceD] interface hundredgige 1/0/3 

[DeviceD-HundredGigE1/0/3] port erps ring 2 instance 1 track 1 

[DeviceD-HundredGigE1/0/3] undo shutdown 

[DeviceD-HundredGigE1/0/3] quit 

# Enable ERPS. 
[DeviceD] erps enable 

5. Configure Device E. 
# Create VLANs 1 to 30, map these VLANs to MSTI 1, and activate the MST region 
configuration. 
<DeviceE> system-view 

[DeviceE] vlan 1 to 30 

[DeviceE] stp region-configuration 

[DeviceE-mst-region] instance 1 vlan 1 to 30 

[DeviceE-mst-region] active region-configuration 

[DeviceE-mst-region] quit 

# Set the link state change suppression interval to 0 seconds on HundredGigE 1/0/1. 
[DeviceE] interface hundredgige 1/0/1 

[DeviceE-HundredGigE1/0/1] link-delay 0 

# Disable the spanning tree feature on the port. 
[DeviceE-HundredGigE1/0/1] undo stp enable 

# Configure the port as a trunk port and assign it to VLANs 1 to 30. 
[DeviceE-HundredGigE1/0/1] port link-type trunk 

[DeviceE-HundredGigE1/0/1] port trunk permit vlan 1 to 30 

[DeviceE-HundredGigE1/0/1] quit 

# Configure HundredGigE 1/0/2 in the same way HundredGigE 1/0/1 is configured. 
[DeviceE] interface hundredgige 1/0/2 

[DeviceE-HundredGigE1/0/2] link-delay 0 

[DeviceE-HundredGigE1/0/2] undo stp enable 

[DeviceE-HundredGigE1/0/2] port link-type trunk 

[DeviceE-HundredGigE1/0/2] port trunk permit vlan 1 to 30 

[DeviceE-HundredGigE1/0/2] quit 

# Create ERPS ring 2. 
[DeviceE] erps ring 2 

# Configure ERPS ring member ports. 
[DeviceE-erps-ring2] port0 interface hundredgige 1/0/1 

[DeviceE-erps-ring2] port1 interface hundredgige 1/0/2 

# Configure ERPS ring 2 as the subring. 
[DeviceE-erps-ring2] ring-type sub-ring 

# Create ERPS instance 1. 
[DeviceE-erps-ring2] instance 1 

# Configure the node role. 
[DeviceE-erps-ring2] node-role owner rpl port0 

# Configure the control VLAN. 
[DeviceE-erps-ring2-inst1] control-vlan 110 

# Configure the protected VLANs. 
[DeviceE-erps-ring2-inst1] protected-vlan reference-instance 1 

# Enable ERPS for instance 1. 
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[DeviceE-erps-ring2-inst1] instance enable 

[DeviceE-erps-ring2-inst1] quit 

[DeviceE-erps-ring2] quit 

# Enable CFD, and create a level-5 MD named MD_A. 
[DeviceE] cfd enable 

[DeviceE] cfd md MD_A level 5 

# Create Ethernet service instance 6, in which the MA is identified by a VLAN and serves VLAN 
6. 
[DeviceE] cfd service-instance 6 ma-id vlan-based md MD_A vlan 6 

# Configure a MEP list in Ethernet service instance 6, create outward-facing MEP 6001 in 
Ethernet service instance 6, and enable CCM sending on HundredGigE 1/0/2. 
[DeviceE] cfd meplist 6001 6002 service-instance 6 

[DeviceE] interface hundredgige 1/0/2 

[DeviceE-HundredGigE1/0/2] cfd mep 6001 service-instance 6 outbound 

[DeviceE-HundredGigE1/0/2] cfd cc service-instance 6 mep 6001 enable 

[DeviceE-HundredGigE1/0/2] quit 

# Create Ethernet service instance 7, in which the MA is identified by a VLAN and serves VLAN 
7. 
[DeviceE] cfd service-instance 7 ma-id vlan-based md MD_A vlan 7 

# Configure a MEP list in Ethernet service instance 7, create outward-facing MEP 7001 in 
Ethernet service instance 7, and enable CCM sending on HundredGigE 1/0/1. 
[DeviceE] cfd meplist 7001 7002 service-instance 7 

[DeviceE] interface hundredgige 1/0/1 

[DeviceE-HundredGigE1/0/1] cfd mep 7001 service-instance 7 outbound 

[DeviceE-HundredGigE1/0/1] cfd cc service-instance 7 mep 7001 enable 

[DeviceE-HundredGigE1/0/1] quit 

# Create track entry 1 and associate it with the CC function of CFD for MEP 6001 in Ethernet 
service instance 6. 
[DeviceE] track 1 cfd cc service-instance 6 mep 6001 

# Associate HundredGigE 1/0/2 with track entry 1 and bring up the port. 
[DeviceE] interface hundredgige 1/0/2 

[DeviceE-HundredGigE1/0/2] port erps ring 2 instance 1 track 1 

[DeviceE-HundredGigE1/0/2] undo shutdown 

[DeviceE-HundredGigE1/0/2] quit 

# Create track entry 2 and associate it with the CC function of CFD for MEP 7001 in Ethernet 
service instance 7. 
[DeviceE] track 2 cfd cc service-instance 7 mep 7001 

# Associate HundredGigE 1/0/1 with track entry 2 and bring up the port. 
[DeviceE] interface hundredgige 1/0/1 

[DeviceE-HundredGigE1/0/1] port erps ring 2 instance 1 track 2 

[DeviceE-HundredGigE1/0/1] undo shutdown 

[DeviceE-HundredGigE1/0/1] quit 

# Enable ERPS. 
[DeviceE] erps enable 

6. Configure Device F. 
# Create VLANs 1 to 30, map these VLANs to MSTI 1, and activate the MST region 
configuration. 
<DeviceF> system-view 
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[DeviceF] vlan 1 to 30 

[DeviceF] stp region-configuration 

[DeviceF-mst-region] instance 1 vlan 1 to 30 

[DeviceF-mst-region] active region-configuration 

[DeviceF-mst-region] quit 

# Set the link state change suppression interval to 0 seconds on HundredGigE 1/0/1. 
[DeviceF] interface hundredgige 1/0/1 

[DeviceF-HundredGigE1/0/1] link-delay 0 

# Disable the spanning tree feature on the port. 
[DeviceF-HundredGigE1/0/1] undo stp enable 

[DeviceF-HundredGigE1/0/1] port link-type trunk 

# Configure the port as a trunk port and assign it to VLANs 1 to 30. 
[DeviceF-HundredGigE1/0/1] port trunk permit vlan 1 to 30 

[DeviceF-HundredGigE1/0/1] quit 

# Configure HundredGigE 1/0/2 in the same way HundredGigE 1/0/1 is configured. 
[DeviceF] interface hundredgige 1/0/2 

[DeviceF-HundredGigE1/0/2] link-delay 0 

[DeviceF-HundredGigE1/0/2] undo stp enable 

[DeviceF-HundredGigE1/0/2] port link-type trunk 

[DeviceF-HundredGigE1/0/2] port trunk permit vlan 1 to 30 

[DeviceF-HundredGigE1/0/2] quit 

# Create ERPS ring 2. 
[DeviceF] erps ring 2 

# Configure ERPS ring member ports. 
[DeviceF-erps-ring2] port0 interface hundredgige 1/0/1 

[DeviceF-erps-ring2] port1 interface hundredgige 1/0/2 

# Configure ERPS ring 2 as the subring. 
[DeviceF-erps-ring2] ring-type sub-ring 

# Create ERPS instance 1. 
[DeviceF-erps-ring2] instance 1 

# Configure the node role. 
[DeviceF-erps-ring2] node-role neighbor rpl port0 

# Configure the control VLAN. 
[DeviceF-erps-ring2-inst1] control-vlan 110 

# Configure the protected VLANs. 
[DeviceF-erps-ring2-inst1] protected-vlan reference-instance 1 

# Enable ERPS for instance 1. 
[DeviceF-erps-ring2-inst1] instance enable 

[DeviceF-erps-ring2-inst1] quit 

[DeviceF-erps-ring2] quit 

# Enable CFD, and create a level-5 MD named MD_A. 
[DeviceF] cfd enable 

[DeviceF] cfd md MD_A level 5 

# Create Ethernet service instance 5, in which the MA is identified by a VLAN and serves VLAN 
5. 
[DeviceF] cfd service-instance 5 ma-id vlan-based md MD_A vlan 5 
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# Configure a MEP list in Ethernet service instance 5, create outward-facing MEP 5002 in 
Ethernet service instance 5, and enable CCM sending on HundredGigE 1/0/2. 
[DeviceF] cfd meplist 5001 5002 service-instance 5 

[DeviceF] interface hundredgige 1/0/2 

[DeviceF-HundredGigE1/0/2] cfd mep 5002 service-instance 5 outbound 

[DeviceF-HundredGigE1/0/2] cfd cc service-instance 5 mep 5002 enable 

[DeviceF-HundredGigE1/0/2] quit 

# Create Ethernet service instance 7, in which the MA is identified by a VLAN and serves VLAN 
7. 
[DeviceF] cfd service-instance 7 ma-id vlan-based md MD_A vlan 7 

# Configure a MEP list in Ethernet service instance 7, create outward-facing MEP 7002 in 
Ethernet service instance 7, and enable CCM sending on HundredGigE 1/0/1. 
[DeviceF] cfd meplist 7001 7002 service-instance 7 

[DeviceF] interface hundredgige 1/0/1 

[DeviceF-HundredGigE1/0/1] cfd mep 7002 service-instance 7 outbound 

[DeviceF-HundredGigE1/0/1] cfd cc service-instance 7 mep 7002 enable 

[DeviceF-HundredGigE1/0/1] quit 

# Create track entry 1 and associate it with the CC function of CFD for MEP 5001 in Ethernet 
service instance 5. 
[DeviceF] track 1 cfd cc service-instance 5 mep 5002 

# Associate HundredGigE 1/0/2 with track entry 1 and bring up the port. 
[DeviceF] interface hundredgige 1/0/2 

[DeviceF-HundredGigE1/0/2] port erps ring 2 instance 1 track 1 

[DeviceF-HundredGigE1/0/2] undo shutdown 

[DeviceF-HundredGigE1/0/2] quit 

# Create track entry 2 and associate it with the CC function of CFD for MEP 7002 in Ethernet 
service instance 7. 
[DeviceF] track 2 cfd cc service-instance 7 mep 7002 

# Associate HundredGigE 1/0/1 with track entry 2 and bring up the port. 
[DeviceF] interface hundredgige 1/0/1 

[DeviceF-HundredGigE1/0/1] port erps ring 2 instance 1 track 2 

[DeviceF-HundredGigE1/0/1] undo shutdown 

[DeviceF-HundredGigE1/0/1] quit 

# Enable ERPS. 
[DeviceF] erps enable 

Verifying the configuration 
# Display information about ERPS instance 1 for Device A. 
[Device A] display erps detail ring 1 

 Ring ID               : 1 

 Port0                 : HundredGigE1/0/1 

 Port1                 : HundredGigE1/0/2 

 Subring               : Yes 

 Default MAC           : No 

 

 Instance ID           : 1 

 Node role             : Owner 

 Node state            : Idle 

 Connect(ring/instance): - 
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 Control VLAN          : 100 

 Protected VLAN        : Reference-instance 1 

 Guard timer           : 500 ms 

 Hold-off timer        : 0 ms 

 WTR timer             : 5 min 

 Revertive operation   : Revertive 

 Enable status         : Yes, Active status : Yes 

 R-APS level           : 7 

 Port                  PortRole                PortStatus 

 ---------------------------------------------------------------------------- 

 Port0                 RPL                     Block 

 Port1                 Non-RPL                 Up 

The output shows the following information: 
• Device A is the owner node.  
• The ERPS ring is in idle state. 
• The RPL port is blocked. 
• The non-RPL port is unblocked.  

One-ring multi-instance load balancing configuration example 

Network requirements 
As shown in Figure 71, perform the following tasks to improve network resource utilization and 
implement load balancing among links: 
• Configure ERPS instances 1 and 2 on the ERPS ring.  
• For ERPS instance 1, configure the following items: 

 Configure Device A as the owner node. 
 Configure the link between Devices A and Device B as the RPL. 
 Configure VLAN 100 as the control VLAN. 
 Configure VLANs 1 to 30 as the protected VLANs. 

• For ERPS instance 2, configure the following items: 
 Configure Device A as the owner node. 
 Configure the link between Devices C and Device D as the RPL. 
 Configure VLAN 100 as the control VLAN. 
 Configure VLANs 31 to 60 as the protected VLANs. 
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Figure 71 Network diagram 

 
 

Configuration procedure 
1. Configure Device A. 

# Create VLANs 1 to 60, map VLANs 1 to 30 to MSTI 1, map VLANs 31 to 60 to MSTI 2, and 
activate the MST region configuration. 
<DeviceA> system-view 

[DeviceA] vlan 1 to 60 

[DeviceA] stp region-configuration 

[DeviceA-mst-region] instance 1 vlan 1 to 30 

[DeviceA-mst-region] instance 2 vlan 31 to 60 

[DeviceA-mst-region] active region-configuration 

[DeviceA-mst-region] quit 

# Set the link state change suppression interval to 0 seconds on HundredGigE 1/0/1. 
[DeviceA] interface hundredgige 1/0/1 

[DeviceA-HundredGigE1/0/1] link-delay 0 

# Disable the spanning tree feature on the port. 
[DeviceA-HundredGigE1/0/1] undo stp enable 

# Configure the port as a trunk port and assign it to VLANs 1 to 60. 
[DeviceA-HundredGigE1/0/1] port link-type trunk 

[DeviceA-HundredGigE1/0/1] port trunk permit vlan 1 to 60 

[DeviceA-HundredGigE1/0/1] quit 

# Configure HundredGigE 1/0/2 in the same way HundredGigE 1/0/1 is configured. 
[DeviceA] interface hundredgige 1/0/2 

[DeviceA-HundredGigE1/0/2] link-delay 0 

[DeviceA-HundredGigE1/0/2] undo stp enable 

[DeviceA-HundredGigE1/0/2] port link-type trunk 

[DeviceA-HundredGigE1/0/2] port trunk permit vlan 1 to 60 

[DeviceA-HundredGigE1/0/2] quit 

# Create ERPS ring 1. 
[DeviceA] erps ring 1 

# Configure ERPS ring member ports. 
[DeviceA-erps-ring1] port0 interface hundredgige 1/0/1 

[DeviceA-erps-ring1] port1 interface hundredgige 1/0/2 

# Create ERPS instance 1. 

Device A
Owner node

HGE1/0/1

Device C
Owner node

Device B

Device D

RPL

RPL

HGE1/0/1

HGE1/0/1HGE1/0/1

HGE1/0/2 HGE1/0/2

HGE1/0/2HGE1/0/2

Instance 1 Instance 2

Instance 1 RPL

Instance 2 RPL
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[DeviceA-erps-ring1] instance 1 

# Configure the node role. 
[DeviceA-erps-ring1-inst1] node-role owner rpl port0 

# Configure the control VLAN. 
[DeviceA-erps-ring1-inst1] control-vlan 100 

# Configure the protected VLANs. 
[DeviceA-erps-ring1-inst1] protected-vlan reference-instance 1 

# Enable ERPS for instance 1. 
[DeviceA-erps-ring1-inst1] instance enable 

[DeviceA-erps-ring1-inst1] quit 

[DeviceA-erps-ring1] quit 

# Create ERPS instance 2. 
[DeviceA-erps-ring1] instance 2 

# Configure the control VLAN. 
[DeviceA-erps-ring1-inst2] control-vlan 110 

# Configure the protected VLANs. 
[DeviceA-erps-ring1-inst2] protected-vlan reference-instance 2 

# Enable ERPS for instance 2. 
[DeviceA-erps-ring1-inst2] instance enable 

[DeviceA-erps-ring1-inst2] quit 

[DeviceA-erps-ring1] quit 

# Enable CFD, and create a level-5 MD named MD_A. 
[DeviceA] cfd enable 

[DeviceA] cfd md MD_A level 5 

# Create Ethernet service instance 1, in which the MA is identified by a VLAN and serves VLAN 
1. 
[DeviceA] cfd service-instance 1 ma-id vlan-based md MD_A vlan 1 

# Configure a MEP list in Ethernet service instance 1, create outward-facing MEP 1001 in 
Ethernet service instance 1, and enable CCM sending on HundredGigE 1/0/1. 
[DeviceA] cfd meplist 1001 1002 service-instance 1 

[DeviceA] interface hundredgige 1/0/1 

[DeviceA-HundredGigE1/0/1] cfd mep 1001 service-instance 1 outbound 

[DeviceA-HundredGigE1/0/1] cfd cc service-instance 1 mep 1001 enable 

[DeviceA-HundredGigE1/0/1] quit 

# Create Ethernet service instance 2, in which the MA is identified by a VLAN and serves VLAN 
2. 
[DeviceA] cfd service-instance 2 ma-id vlan-based md MD_A vlan 2 

# Configure a MEP list in Ethernet service instance 2, create outward-facing MEP 2001 in 
Ethernet service instance 1, and enable CCM sending on HundredGigE 1/0/2. 
[DeviceA] cfd meplist 2001 2002 service-instance 2 

[DeviceA] interface hundredgige 1/0/2 

[DeviceA-HundredGigE1/0/2] cfd mep 2001 service-instance 2 outbound 

[DeviceA-HundredGigE1/0/2] cfd cc service-instance 2 mep 2001 enable 

[DeviceA-HundredGigE1/0/2] quit 

# Create track entry 1 and associate it with the CC function of CFD for MEP 1001 in Ethernet 
service instance 1. 
[DeviceA] track 1 cfd cc service-instance 1 mep 1001 
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# Associate HundredGigE 1/0/1 with track entry 1 and bring up the port for ERPS instances 1 
and 2. 
[DeviceA] interface hundredgige 1/0/1 

[DeviceA-HundredGigE1/0/1] port erps ring 1 instance 1 track 1 

[DeviceA-HundredGigE1/0/1] port erps ring 1 instance 2 track 1 

[DeviceA-HundredGigE1/0/1] undo shutdown 

[DeviceA-HundredGigE1/0/1] quit 

# Create track entry 2 and associate it with the CC function of CFD for MEP 2001 in Ethernet 
service instance 2. 
[DeviceA] track 2 cfd cc service-instance 2 mep 2001 

# Associate HundredGigE 1/0/2 with track entry 2 and bring up the port for ERPS instances 1 
and 2. 
[DeviceA] interface hundredgige 1/0/2 

[DeviceA-HundredGigE1/0/2] port erps ring 1 instance 1 track 2 

[DeviceA-HundredGigE1/0/2] port erps ring 1 instance 2 track 2 

[DeviceA-HundredGigE1/0/2] undo shutdown 

[DeviceA-HundredGigE1/0/2] quit 

# Enable ERPS. 
[DeviceA] erps enable 

2. Configure Device B. 
# Create VLANs 1 to 60, map VLANs 1 to 30 to MSTI 1, map VLANs 31 to 60 to MSTI 2, and 
activate the MST region configuration. 
<DeviceB> system-view 

[DeviceB] vlan 1 to 60 

[DeviceB] stp region-configuration 

[DeviceB-mst-region] instance 1 vlan 1 to 30 

[DeviceB-mst-region] instance 2 vlan 31 to 60 

[DeviceB-mst-region] active region-configuration 

[DeviceB-mst-region] quit 

# Set the link state change suppression interval to 0 seconds on HundredGigE 1/0/1. 
[DeviceB] interface hundredgige 1/0/1 

[DeviceB-HundredGigE1/0/1] link-delay 0 

# Disable the spanning tree feature on the port. 
[DeviceB-HundredGigE1/0/1] undo stp enable 

# Configure the port as a trunk port and assign it to VLANs 1 to 60. 
[DeviceB-HundredGigE1/0/1] port link-type trunk 

[DeviceB-HundredGigE1/0/1] port trunk permit vlan 1 to 60 

[DeviceB-HundredGigE1/0/1] quit 

# Configure HundredGigE 1/0/2 in the same way HundredGigE 1/0/1 is configured. 
[DeviceB] interface hundredgige 1/0/2 

[DeviceB-HundredGigE1/0/2] link-delay 0 

[DeviceB-HundredGigE1/0/2] undo stp enable 

[DeviceB-HundredGigE1/0/2] port link-type trunk 

[DeviceB-HundredGigE1/0/2] port trunk permit vlan 1 to 60 

[DeviceB-HundredGigE1/0/2] quit 

# Create ERPS ring 1. 
[DeviceB] erps ring 1 

# Configure ERPS ring member ports. 
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[DeviceB-erps-ring1] port0 interface hundredgige 1/0/1 

[DeviceB-erps-ring1] port1 interface hundredgige 1/0/2 

# Create ERPS instance 1. 
[DeviceB-erps-ring1] instance 1 

# Configure the node role. 
[DeviceB-erps-ring1-inst1] node-role neighbor rpl port0 

# Configure the control VLAN. 
[DeviceB-erps-ring1-inst1] control-vlan 100 

# Configure the protected VLANs. 
[DeviceB-erps-ring1-inst1] protected-vlan reference-instance 1 

# Enable ERPS for instance 1. 
[DeviceB-erps-ring1-inst1] instance enable 

[DeviceB-erps-ring1-inst1] quit 

[DeviceB-erps-ring1] quit 

# Create ERPS instance 2. 
[DeviceB-erps-ring1] instance 2 

# Configure the control VLAN. 
[DeviceB-erps-ring1-inst2] control-vlan 110 

# Configure the protected VLANs. 
[DeviceB-erps-ring1-inst2] protected-vlan reference-instance 2 

# Enable ERPS for instance 2. 
[DeviceB-erps-ring1-inst2] instance enable 

[DeviceB-erps-ring1-inst2] quit 

[DeviceB-erps-ring1] quit 

# Enable CFD, and create a level-5 MD named MD_A. 
[DeviceB] cfd enable 

[DeviceB] cfd md MD_A level 5 

# Create Ethernet service instance 1, in which the MA is identified by a VLAN and serves VLAN 
1. 
[DeviceB] cfd service-instance 1 ma-id vlan-based md MD_A vlan 1 

# Configure a MEP list in Ethernet service instance 1, create outward-facing MEP 1002 in 
Ethernet service instance 1, and enable CCM sending on HundredGigE 1/0/1. 
[DeviceB] cfd meplist 1001 1002 service-instance 1 

[DeviceB] interface hundredgige 1/0/1 

[DeviceB-HundredGigE1/0/1] cfd mep 1002 service-instance 1 outbound 

[DeviceB-HundredGigE1/0/1] cfd cc service-instance 1 mep 1002 enable 

[DeviceB-HundredGigE1/0/1] quit 

# Create Ethernet service instance 3, in which the MA is identified by a VLAN and serves VLAN 
3. 
[DeviceB] cfd service-instance 3 ma-id vlan-based md MD_A vlan 3 

# Configure a MEP list in Ethernet service instance 3, create outward-facing MEP 3002 in 
Ethernet service instance 3, and enable CCM sending on HundredGigE 1/0/2. 
[DeviceB] cfd meplist 3001 3002 service-instance 3 

[DeviceB] interface hundredgige 1/0/2 

[DeviceB-HundredGigE1/0/2] cfd mep 3002 service-instance 3 outbound 

[DeviceB-HundredGigE1/0/2] cfd cc service-instance 3 mep 3002 enable 

[DeviceB-HundredGigE1/0/2] quit 
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# Create track entry 1 and associate it with the CC function of CFD for MEP 1002 in Ethernet 
service instance 1. 
[DeviceB] track 1 cfd cc service-instance 1 mep 1002 

# Associate HundredGigE 1/0/1 with track entry 1 and bring up the port for ERPS instances 1 
and 2. 
[DeviceB] interface hundredgige 1/0/1 

[DeviceB-HundredGigE1/0/1] port erps ring 1 instance 1 track 1 

[DeviceB-HundredGigE1/0/1] port erps ring 1 instance 2 track 1 

[DeviceB-HundredGigE1/0/1] undo shutdown 

[DeviceB-HundredGigE1/0/1] quit 

# Create track entry 2 and associate it with the CC function of CFD for MEP 3002 in Ethernet 
service instance 3. 
[DeviceB] track 2 cfd cc service-instance 3 mep 3002 

# Associate HundredGigE 1/0/2 with track entry 2 and bring up the port for ERPS instances 1 
and 2. 
[DeviceB] interface hundredgige 1/0/2 

[DeviceB-HundredGigE1/0/2] port erps ring 1 instance 1 track 2 

[DeviceB-HundredGigE1/0/2] port erps ring 1 instance 2 track 2 

[DeviceB-HundredGigE1/0/2] undo shutdown 

[DeviceB-HundredGigE1/0/2] quit 

# Enable ERPS. 
[DeviceB] erps enable 

3. Configure Device C. 
# Create VLANs 1 to 60, map VLANs 1 to 30 to MSTI 1, map VLANs 31 to 60 to MSTI 2, and 
activate the MST region configuration. 
<DeviceC> system-view 

[DeviceC] vlan 1 to 60 

[DeviceC] stp region-configuration 

[DeviceC-mst-region] instance 1 vlan 1 to 30 

[DeviceC-mst-region] instance 2 vlan 31 to 60 

[DeviceC-mst-region] active region-configuration 

[DeviceC-mst-region] quit 

# Set the link state change suppression interval to 0 seconds on HundredGigE 1/0/1. 
[DeviceC] interface hundredgige 1/0/1 

[DeviceC-HundredGigE1/0/1] link-delay 0 

# Disable the spanning tree feature on the port. 
[DeviceC-HundredGigE1/0/1] undo stp enable 

# Configure the port as a trunk port and assign it to VLANs 1 to 60. 
[DeviceC-HundredGigE1/0/1] port link-type trunk 

[DeviceC-HundredGigE1/0/1] port trunk permit vlan 1 to 60 

[DeviceC-HundredGigE1/0/1] quit 

# Configure HundredGigE 1/0/2 in the same way HundredGigE 1/0/1 is configured. 
[DeviceC] interface hundredgige 1/0/2 

[DeviceC-HundredGigE1/0/2] link-delay 0 

[DeviceC-HundredGigE1/0/2] undo stp enable 

[DeviceC-HundredGigE1/0/2] port link-type trunk 

[DeviceC-HundredGigE1/0/2] port trunk permit vlan 1 to 60 

[DeviceC-HundredGigE1/0/2] quit 
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# Create ERPS ring 1. 
[DeviceC] erps ring 1 

# Configure ERPS ring member ports. 
[DeviceC-erps-ring1] port0 interface hundredgige 1/0/1 

[DeviceC-erps-ring1] port1 interface hundredgige 1/0/2 

# Create ERPS instance 1. 
[DeviceC-erps-ring1] instance 1 

# Configure the control VLAN. 
[DeviceC-erps-ring1-inst1] control-vlan 100 

# Configure the protected VLANs. 
[DeviceC-erps-ring1-inst1] protected-vlan reference-instance 1 

# Enable ERPS for instance 1. 
[DeviceC-erps-ring1-inst1] instance enable 

[DeviceC-erps-ring1-inst1] quit 

[DeviceC-erps-ring1] quit 

# Create ERPS instance 2. 
[DeviceC-erps-ring1] instance 2 

# Configure the node role. 
[DeviceC-erps-ring1-inst2] node-role owner rpl port0 

# Configure the control VLAN. 
[DeviceC-erps-ring1-inst2] control-vlan 110 

# Configure the protected VLANs. 
[DeviceC-erps-ring1-inst2] protected-vlan reference-instance 2 

# Enable ERPS for instance 2. 
[DeviceC-erps-ring1-inst2] instance enable 

[DeviceC-erps-ring1-inst2] quit 

[DeviceC-erps-ring1] quit 

# Enable CFD, and create a level-5 MD named MD_A. 
[DeviceC] cfd enable 

[DeviceC] cfd md MD_A level 5 

# Create Ethernet service instance 3, in which the MA is identified by a VLAN and serves VLAN 
3. 
[DeviceC] cfd service-instance 3 ma-id vlan-based md MD_A vlan 3 

# Configure a MEP list in Ethernet service instance 3, create outward-facing MEP 3001 in 
Ethernet service instance 3, and enable CCM sending on HundredGigE 1/0/2. 
[DeviceC] cfd meplist 3001 3002 service-instance 3 

[DeviceC] interface hundredgige 1/0/2 

[DeviceC-HundredGigE1/0/2] cfd mep 3001 service-instance 3 outbound 

[DeviceC-HundredGigE1/0/2] cfd cc service-instance 3 mep 3001 enable 

[DeviceC-HundredGigE1/0/2] quit 

# Create Ethernet service instance 4, in which the MA is identified by a VLAN and serves VLAN 
4. 
[DeviceC] cfd service-instance 4 ma-id vlan-based md MD_A vlan 4 

# Configure a MEP list in Ethernet service instance 4, create outward-facing MEP 4001 in 
Ethernet service instance 4, and enable CCM sending on HundredGigE 1/0/1. 
[DeviceC] cfd meplist 4001 4002 service-instance 4 

[DeviceC] interface hundredgige 1/0/1 

[DeviceC-HundredGigE1/0/1] cfd mep 4001 service-instance 4 outbound 
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[DeviceC-HundredGigE1/0/1] cfd cc service-instance 4 mep 4001 enable 

[DeviceC-HundredGigE1/0/1] quit 

# Create track entry 1 and associate it with the CC function of CFD for MEP 3001 in Ethernet 
service instance 3. 
[DeviceC] track 1 cfd cc service-instance 3 mep 3001 

# Associate HundredGigE 1/0/2 with track entry 1 and bring up the port for ERPS instances 1 
and 2. 
[DeviceC] interface hundredgige 1/0/2 

[DeviceC-HundredGigE1/0/2] port erps ring 1 instance 1 track 1 

[DeviceC-HundredGigE1/0/2] port erps ring 1 instance 2 track 1 

[DeviceC-HundredGigE1/0/2] undo shutdown 

[DeviceC-HundredGigE1/0/2] quit 

# Create track entry 2 and associate it with the CC function of CFD for MEP 4001 in Ethernet 
service instance 4. 
[DeviceC] track 2 cfd cc service-instance 4 mep 4001 

# Associate HundredGigE 1/0/1 with track entry 2 and bring up the port for ERPS instances 1 
and 2. 
[DeviceC] interface hundredgige 1/0/1 

[DeviceC-HundredGigE1/0/1] port erps ring 1 instance 1 track 2 

[DeviceC-HundredGigE1/0/1] port erps ring 1 instance 2 track 2 

[DeviceC-HundredGigE1/0/1] undo shutdown 

[DeviceC-HundredGigE1/0/1] quit 

# Enable ERPS. 
[DeviceC] erps enable 

4. Configure Device D. 
# Create VLANs 1 to 60, map VLANs 1 to 30 to MSTI 1, map VLANs 31 to 60 to MSTI 2, and 
activate the MST region configuration. 
<DeviceD> system-view 

[DeviceD] vlan 1 to 60 

[DeviceD] stp region-configuration 

[DeviceD-mst-region] instance 1 vlan 1 to 30 

[DeviceD-mst-region] instance 2 vlan 31 to 60 

[DeviceD-mst-region] active region-configuration 

[DeviceD-mst-region] quit 

# Set the link state change suppression interval to 0 seconds on HundredGigE 1/0/1. 
[DeviceD] interface hundredgige 1/0/1 

[DeviceD-HundredGigE1/0/1] link-delay 0 

# Disable the spanning tree feature on the port. 
[DeviceD-HundredGigE1/0/1] undo stp enable 

# Configure the port as a trunk port and assign it to VLANs 1 to 60. 
[DeviceD-HundredGigE1/0/1] port link-type trunk 

[DeviceD-HundredGigE1/0/1] port trunk permit vlan 1 to 60 

[DeviceD-HundredGigE1/0/1] quit 

# Configure HundredGigE 1/0/2 in the same way HundredGigE 1/0/1 is configured. 
[DeviceD] interface hundredgige 1/0/2 

[DeviceD-HundredGigE1/0/2] link-delay 0 

[DeviceD-HundredGigE1/0/2] undo stp enable 

[DeviceD-HundredGigE1/0/2] port link-type trunk 
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[DeviceD-HundredGigE1/0/2] port trunk permit vlan 1 to 60 

[DeviceD-HundredGigE1/0/2] quit 

# Create ERPS ring 1. 
[DeviceD] erps ring 1 

# Configure ERPS ring member ports. 
[DeviceD-erps-ring1] port0 interface hundredgige 1/0/1 

[DeviceD-erps-ring1] port1 interface hundredgige 1/0/2 

# Create ERPS instance 1. 
[DeviceD-erps-ring1] instance 1 

# Configure the control VLAN. 
[DeviceD-erps-ring1-inst1] control-vlan 100 

# Configure the protected VLANs. 
[DeviceD-erps-ring1-inst1] protected-vlan reference-instance 1 

# Enable ERPS for instance 1. 
[DeviceD-erps-ring1-inst1] instance enable 

[DeviceD-erps-ring1-inst1] quit 

[DeviceD-erps-ring1] quit 

# Create ERPS instance 2. 
[DeviceD-erps-ring1] instance 2 

# Configure the node role. 
[DeviceD-erps-ring1-inst2] node-role neighbor rpl port0 

# Configure the control VLAN. 
[DeviceD-erps-ring1-inst2] control-vlan 110 

# Configure the protected VLANs. 
[DeviceD-erps-ring1-inst2] protected-vlan reference-instance 2 

# Enable ERPS for instance 2. 
[DeviceD-erps-ring1-inst2] instance enable 

[DeviceD-erps-ring1-inst2] quit 

[DeviceD-erps-ring1] quit 

# Enable CFD, and create a level-5 MD named MD_A. 
[DeviceD] cfd enable 

[DeviceD] cfd md MD_A level 5 

# Create Ethernet service instance 2, in which the MA is identified by a VLAN and serves VLAN 
2. 
[DeviceD] cfd service-instance 2 ma-id vlan-based md MD_A vlan 2 

# Configure a MEP list in Ethernet service instance 2, create outward-facing MEP 2002 in 
Ethernet service instance 2, and enable CCM sending on HundredGigE 1/0/2. 
[DeviceD] cfd meplist 2001 2002 service-instance 2 

[DeviceD] interface hundredgige 1/0/2 

[DeviceD-HundredGigE1/0/2] cfd mep 2002 service-instance 2 outbound 

[DeviceD-HundredGigE1/0/2] cfd cc service-instance 2 mep 2002 enable 

[DeviceD-HundredGigE1/0/2] quit 

# Create Ethernet service instance 4, in which the MA is identified by a VLAN and serves VLAN 
4. 
[DeviceD] cfd service-instance 4 ma-id vlan-based md MD_A vlan 4 

# Configure a MEP list in Ethernet service instance 4, create outward-facing MEP 4002 in 
Ethernet service instance 4, and enable CCM sending on HundredGigE 1/0/1. 



 

603 

[DeviceD] cfd meplist 4001 4002 service-instance 4 

[DeviceD] interface hundredgige 1/0/1 

[DeviceD-HundredGigE1/0/1] cfd mep 4002 service-instance 4 outbound 

[DeviceD-HundredGigE1/0/1] cfd cc service-instance 4 mep 4002 enable 

[DeviceD-HundredGigE1/0/1] quit 

# Create track entry 1 and associate it with the CC function of CFD for MEP 2002 in Ethernet 
service instance 2. 
[DeviceD] track 1 cfd cc service-instance 2 mep 2002 

# Associate HundredGigE 1/0/2 with track entry 1 and bring up the port for ERPS instances 1 
and 2. 
[DeviceD] interface hundredgige 1/0/2 

[DeviceD-HundredGigE1/0/2] port erps ring 1 instance 1 track 1 

[DeviceD-HundredGigE1/0/2] port erps ring 1 instance 2 track 1 

[DeviceD-HundredGigE1/0/2] undo shutdown 

[DeviceD-HundredGigE1/0/2] quit 

# Create track entry 2 and associate it with the CC function of CFD for MEP 4002 in Ethernet 
service instance 4. 
[DeviceD] track 2 cfd cc service-instance 4 mep 4002 

# Associate HundredGigE 1/0/1 with track entry 2 and bring up the port for ERPS instances 1 
and 2. 
[DeviceD] interface hundredgige 1/0/1 

[DeviceD-HundredGigE1/0/1] port erps ring 1 instance 1 track 2 

[DeviceD-HundredGigE1/0/1] port erps ring 1 instance 2 track 2 

[DeviceD-HundredGigE1/0/1] undo shutdown 

[DeviceD-HundredGigE1/0/1] quit 

# Enable ERPS. 
[DeviceD] erps enable 

Verifying the configuration 
# Display information about ERPS instance 1 for Device A. 
[Device A] display erps detail ring 1 

 Ring ID               : 1 

 Port0                 : HundredGigE1/0/1 

 Port1                 : HundredGigE1/0/2 

 Subring               : No 

 Default MAC           : No 

 

 Instance ID           : 1 

 Node role             : Owner 

 Node state            : Idle 

 Connect(ring/instance): - 

 Control VLAN          : 100 

 Protected VLAN        : Reference-instance 1 

 Guard timer           : 500 ms 

 Hold-off timer        : 0 ms 

 WTR timer             : 5 min 

 Revertive operation   : Revertive 

 Enable status         : Yes, Active status : Yes 

 R-APS level           : 7 
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 Port                  PortRole                PortStatus 

 ---------------------------------------------------------------------------- 

 Port0                 RPL                     Block 

 Port1                 Non-RPL                 Up 

 

 Instance ID           : 2 

 Node role             : Normal 

 Node state            : Idle 

 Connect(ring/instance): - 

 Control VLAN          : 100 

 Protected VLAN        : Reference-instance 2 

 Guard timer           : 500 ms 

 Hold-off timer        : 0 ms 

 WTR timer             : 5 min 

 Revertive operation   : Revertive 

 Enable status         : Yes, Active status : Yes 

 R-APS level           : 7 

 Port                  PortRole                PortStatus 

 ---------------------------------------------------------------------------- 

 Port0                 Non-RPL                 Up 

 Port1                 Non-RPL                 Up 

The output shows the following information: 
• For ERPS instance 1: 

 Device A is the owner node. 
 The ERPS ring is in idle state. 
 The RPL port is blocked. 
 The non-RPL port is unblocked.  

• For ERPS instance 2: 
 Device A is a normal node. 
 The ERPS ring is in idle state. 
 The non-RPL port is unblocked.  

Troubleshooting ERPS 

Symptom 
The link between the owner node and the faulty node is available, but the owner node cannot receive 
SF packets sent by the faulty node. The RPL port is blocked. 

Analysis 
Possible reasons include: 
• ERPS is not enabled for some nodes on the ERPS ring. 
• The ring IDs are different for the nodes on the same ERPS ring.  
• The control VLAN IDs are different for the nodes in the same ERPS instance. 
• The RPL port is faulty. 

Solutions 
To resolve the problem: 
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• Use the display erps command to examine whether ERPS is enabled for all nodes on the 
ERPS ring. If ERPS is disabled for some nodes, use the erps enable command to enable 
ERPS for the nodes. 

• Set the same ring ID for all nodes on a ERPS ring and configure the same control VLAN for all 
nodes in an ERPS instance.   

• Use the display erps detail command to examine the port status for all nodes. Bring up the 
ports in down state. 

• Use the debugging erps command on all nodes to view debugging information about packets 
and node status. 

Command reference 

control-vlan 

Use control-vlan to configure the control VLAN for an ERPS instance.  

Use undo control-vlan to restore the default. 

Syntax 
control-vlan vlan-id 

undo control-vlan 

Default 
An ERPS instance does not have control VLANs. 

Views 
ERPS instance view 

Predefined user roles 
network-admin 

Parameters 
vlan-id: Specifies the ID of the control VLAN. The value range for this argument is 2 to 4094.  

Examples 
# Configure VLAN 100 as the control VLAN for instance 1 of ERPS ring 1. 
<Sysname> system-view 

[Sysname] erps ring 1 

[Sysname-erps-ring1] instance 1 

[Sysname-erps-ring1-inst1] control-vlan 100 

Related commands  
instance 

display erps 

Use display erps to display brief ERPS ring information. 

Syntax 
display erps 

Views 
Any view 
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Predefined user roles 
network-admin 

network-operator 

Examples 
# Display brief ERPS ring information.  
<Sysname> display erps 

ERPS protocol status: Enabled 

ERPS tcn-propagation: Enabled 

Flags: R -- RPL, F -- Faulty, B -- Blocked, 

       FS -- Forced switch, MS -- Manual switch 

Ring   Instance   NodeRole   NodeState    Port0     Port1    Status 

----------------------------------------------------------------------- 

1      1          Owner      Idle         R,B                Enabled 

1      2          Normal     Idle                            Disabled 

2      1          Owner      Idle         R,B                Enabled 

2      2          Normal     Idle                            Disabled 

Table 111 Command output 

Field Description 

ERPS protocol status 
ERPS state: 
• Enabled—Globally enabled.  
• Disabled—Globally disabled.  

ERPS tcn-propagation 
State of the flush packet transparent transmission feature: 
• Enabled—Globally enabled.  
• Disabled—Globally disabled.  

Ring ERPS ring ID. 

Instance  ERPS instance ID.  

NodeRole 

Node type: 
• Owner. 
• Neighbor. 
• Interconnection. 
• Normal. 

NodeState 

Node state: 
• Idle—The ERPS ring enters the idle state after initialization. 
• Protection—The ERPS ring enters the protection state when a link 

fails.  
• MS—Manual switching mode. 
• FS—Forced switching mode.  
• Pending—Transient mode between any two states.  
• -—ERPS is disabled for the ERPS instance or disabled globally.  
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Field Description 

Port0 

State of port 0: 
• R—The port is an RPL port. 
• B—The port is blocked. 
• F—The port is unavailable and the link for the port is faulty. 
• FS—The port is in FS mode. 
• MS—The port is in MS mode. 
• -—The port is not an ERPS ring member port. 
If this field is blank, the port is not in any of the previous states. 

Port1 

State of port 1: 
• R—The port is an RPL port. 
• B—The port is blocked. 
• F—The port is unavailable and the link for the port is faulty. 
• FS—The port is in FS mode. 
• MS—The port is in MS mode. 
• -—The port is not an ERPS ring member port. 
If this field is blank, the port is not in any of the previous states. 

Status 
State of the ERPS instance: 
• Enabled.  
• Disabled.  

 

display erps detail 

Use display erps detail to display detailed ERPS ring information. 

Syntax 
display erps detail ring ring-id [ instance instance-id ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
ring ring-id: Specifies an ERPS ring by its ID in the range of 1 to 255. 

instance instance-id: Specifies an ERPS instance by its ID in the range of 1 to 64. If you do not 
specify this option, this command displays detailed information about all instances for the ERPS ring. 

Examples 
# Display detailed information about instance 1 of ERPS ring 1.  
<Sysname> display erps detail ring 1 instance 1 

Ring ID                : 1 

Port0                  : HundredGigE1/0/1 

Port1                  : HundredGigE1/0/2 

Subring                : Yes 

Default MAC            : Yes 

 

Instance ID            : 1 
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Node role              : Owner 

Node state             : Idle 

Connect (ring/instance): (1/2), (2/3) 

Control VLAN           : 100 

Protected VLAN         : Reference-instance 0 to 2 

Guard timer            : 500 ms 

Hold-off timer         : 1 sec 

WTR timer              : 5 min 

Revertive operation    : Non-revertive 

Enable status          : Yes, Active Status : Yes 

R-APS level            : 1 

Port                   PortRole               PortStatus 

-------------------------------------------------------------------- 

Port0                  RPL                    Block 

Port1                  Non-RPL                Up 

# Display detailed information about all instances of ERPS ring 1.  
<Sysname> display erps detail ring 1 

Ring ID               : 1 

Port0                 : HundredGigE1/0/1 

Port1                 : HundredGigE1/0/2 

Subring               : Yes 

Default MAC           : Yes 

 

Instance ID           : 1 

Node role             : Owner 

Node state            : Idle 

Connect(ring/instance): (1/2), (2/3) 

Control VLAN          : 100 

Protected VLAN        : Reference-instance 0 to 2 

Guard timer           : 500 ms 

Hold-off timer        : 1 sec 

WTR timer             : 5 min 

Revertive operation   : Non-revertive 

Enable status         : Yes, Active Status : Yes 

R-APS level           : 1 

Port                  PortRole               PortStatus 

---------------------------------------------------------------------- 

Port0                 RPL                    Block 

Port1                 Non-RPL                Up 

 

Instance ID           : 2 

Node role             : Neighbor 

Node state            : Idle 

Connect(ring/instance): (1/2), (2/3) 

Control VLAN          : 200 

Protected VLAN        : Reference-instance 3 

Guard timer           : 500 ms 

Hold-off timer        : 1 sec 
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Wtr timer             : 5 min 

Revertive operation   : Non-revertive 

Enable status         : Yes, Active Status : Yes 

R-APS level           : 1 

Port                  PortRole               PortStatus 

------------------------------------------------------------------- 

Port0                 RPL                    Block 

Port1                 Non-RPL                Up 

Table 112 Command output 

Field Description 
Port0 ERPS ring member port 0.  

Port1 ERPS ring member port 1.  

Subring 
ERPS subring status: 
• Yes—The ring is a subring. 
• No—The ring is not a subring. 

Default MAC 

Default MAC address status: 
• Yes—The last byte is 1 in the destination MAC address of R-APS 

packets. 
• No—The last byte is the ring ID in the destination MAC address of 

R-APS packets. 

Node role 

Node type: 
• Owner. 
• Neighbor. 
• Interconnection. 
• Normal. 

Node state 

Node state: 
• Idle—The ERPS ring enters the idle status after initialization. 
• Protection—The ERPS ring enters the protection state when a link 

fails.  
• MS—Manual switching mode. 
• FS—Forced switching mode.  
• Pending—Transient mode between any two states.  
• -—ERPS is disabled for the ERPS instance or disabled globally.  

Connect(ring/instance) Ring or instance associated with the ERPS instance. 

Control VLAN Control VLAN of the ERPS instance. 

Protected VLAN 

List of VLANs protected by the ERPS instance, which are represented by 
MSTIs.  
To view the mapping between MSTIs and VLANs, use the display stp 
region-configuration command. 

Guard timer Guard timer in milliseconds.  

Hold-off timer Hold-off timer in milliseconds.  

WTR timer WTR timer in minutes.  

Revertive operation 
Revertive mode: 
• Non-revertive. 
• Revertive. 
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Field Description 

Enable status 
ERPS status for the instance: 
• Yes—Enabled. 
• No—Disabled. 

Active Status 
Global ERPS status and ERPS status for the instance: 
• Yes—Enabled. 
• No—Disabled. 

R-APS level Level of the R-APS packets. 

Port ERPS ring member port. 

PortRole 
Port role: 
• RPL—The port is an RPL port. 
• Non-RPL—The port is not an RPL port. 

Port Status 

Port status: 
• Block—The port is blocked. 
• Up—The link is up. 
• Down—The link is down. 

 

display erps statistics 

Use display erps statistics to display ERPS packet statistics. 

Syntax 
display erps statistics ring ring-id [ instance instance-id ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
ring ring-id: Specifies an ERPS ring by its ID in the range of 1 to 255. 

instance instance-id: Specifies an ERPS instance by its ID in the range of 1 to 64. If you do not 
specify this option, this command displays packet statistics for all instances of the ERPS ring. 

Examples 
# Display packet statistics for all instances of ERPS ring 1.  
<Sysname> display erps statistics ring 1 

  Statistics for ERPS ring 1 instance 1: 

  R-APS      Port0(Tx/Rx)             Port1(Tx/Rx) 

  ---------------------------------------------------- 

  NR         1/1                      1/1 

  NR,RB      0/1                      0/1 

  SF         1/0                      1/0 

  MS         0/0                      0/0 

  FS         0/0                      0/0 

  Total      2/2                      2/2 
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  Statistics for ERPS ring 1 instance 2: 

  R-APS      Port0(Tx/Rx)             Port1(Tx/Rx) 

  ---------------------------------------------------- 

  NR         1/1                      1/1 

  NR,RB      0/1                      0/1 

  SF         1/0                      1/0 

  MS         0/0                      0/0 

  FS         0/0                      0/0 

  Total      2/2                      2/2 

Table 113 Command output 

Field Description 
R-APS Packet type. 

Port0(Tx/Rx) 
Packet statistics for port 0: 
• Tx—Transmitted packets. 
• Rx—Received packets.  

Port1(Tx/Rx) 
Packet statistics for port 1: 
• Tx—Transmitted packets. 
• Rx—Received packets.  

 

erps clear 

Use erps clear to remove the MS mode and FS mode settings for an ERPS ring. 

Syntax 
erps clear ring ring-id instance instance-id 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
ring ring-id: Specifies an ERPS ring by its ID in the range of 1 to 255. 

instance instance-id: Specifies an ERPS instance by its ID in the range of 1 to 64. 

Usage guidelines 
After you configure this command, the owner node can ignore the WTR timer and immediately switch 
traffic to the recovered link upon link recovery. 

This command also switches an ERPS ring in non-revertive mode to revertive mode. 

Examples 
# Remove the MS mode and FS mode settings for instance 1 on ERPS ring 1. 
<Sysname> system-view 

[Sysname] erps clear ring 1 instance 1 

erps enable 

Use erps enable to enable ERPS globally. 
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Use undo erps enable to restore the default. 

Syntax 
erps enable 
undo erps enable 

Default 
ERPS is disabled globally. 

Views 
System view 

Predefined user roles 
network-admin 

Examples 
# Enable ERPS. 
<Sysname> system-view 

[Sysname] erps enable 

erps ring 

Use erps ring to create an ERPS ring. 

Use undo erps ring to delete an ERPS ring. 

Syntax 
erps ring ring-id 

undo erps ring ring-id 

Default 
No ERPS rings exist. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
ring ring-id: Specifies an ERPS ring by its ID in the range of 1 to 255. 

Usage guideline 
To delete an ERPS ring successfully, delete all ERPS instances on the ring first.  

Examples 
# Create ERPS ring 1. 
<Sysname> system-view 

[Sysname] erps ring 1 

[Sysname-erps-ring1] 

Related commands 
instance 
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erps switch 

Use erps switch to configure the switching mode for an ERPS ring. 

Syntax 
erps switch { force | manual } ring ring-id instance instance-id { port0 | port1 } 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
force: Configures the forced switching mode. 
manual: Configures the manual switching mode. 
port0: Specifies the ERPS ring member port 0. 
port1: Specifies the ERPS ring member port 1. 
ring ring-id: Specifies an ERPS ring by its ID in the range of 1 to 255. 

instance instance-id: Specifies an ERPS instance by its ID in the range of 1 to 64. 

Examples 
# Configure the forced switching mode for port 1 of instance 1 on ERPS ring 1. 
<Sysname> system-view 

[Sysname] erps switch force ring 1 instance 1 port0 

erps tcn-propagation 

Use erps tcn-propagation to enable flush packet transparent transmission for an interconnection 
node. 

Use undo erps tcn-propagation to restore the default. 

Syntax 
erps tcn-propagation 
undo erps tcn-propagation 

Default 
Flush packet transparent transmission is disabled for an interconnection node. 

Views 
System view 

Predefined user roles 
network-admin 

Examples 
# Enable flush packet transparent transmission for the interconnection node. 
<Sysname> system-view 

[Sysname] erps tcn-propagation 
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instance 

Use instance to create an instance for an ERPS ring. 

Use undo instance to delete an instance from an ERPS ring. 

Syntax 
instance instance-id 

undo instance instance-id 

Default 
An ERPS ring does not have instances. 

Views 
ERPS ring view 

Predefined user roles 
network-admin 

Parameters 
instance instance-id: Specifies an ERPS instance by its ID in the range of 1 to 64. 

Usage guidelines 
You can create multiple instances for an ERPS ring. Each instance has its own protected VLAN, 
control VLAN, and RPL owner. Each instance maintains its own state machine and data. You can 
locate an ERPS instance by its ring ID and VLAN ID.  

Examples 
# Create instance 1 for ERPS ring 1. 
<Sysname> system-view 

[Sysname] erps ring 1 

[Sysname-erps-ring1] instance 1 

[Sysname-erps-ring1-inst1] 

Related commands 
erps ring 

instance enable 

Use instance enable to enable ERPS for an ERPS instance. 

Use undo instance enable to disable ERPS for an ERPS instance. 

Syntax 
instance enable 
undo instance enable 

Default 
ERPS is disabled for ERPS instances. 

Views 
ERPS instance view 

Predefined user roles 
network-admin 
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Examples 
# Create ERPS instance 1 and enable ERPS for the instance. 
<Sysname> system-view 

[Sysname] erps ring 1 

[Sysname-erps-ring1] instance 1 

[Sysname-erps-ring1-inst1] control-vlan 100 

[Sysname-erps-ring1-inst1] protected-vlan reference-instance 0 1 2 

[Sysname-erps-ring1-inst1] instance enable 

Related commands 
instance 

node-role 

Use node-role to configure the role for an ERPS node. 

Use undo node-role to restore the default. 

Syntax 
node-role { { owner | neighbor } rpl | interconnection } { port0 | port1 } 

undo node-role 

Default 
An ERPS node is a normal node. 

Views 
ERPS instance view 

Predefined user roles 
network-admin 

Parameters 
owner: Configures the owner node. 

neighbor: Configures the neighbor node. 

interconnection: Configures the interconnection node for connecting the major ring and subring.  

Usage guidelines 
You can configure an interconnection node only for a subring. 

Examples 
# Configure instance 1 of ERPS ring 1 as an RPL owner node and configure port 0 as an RPL port.  
<Sysname> system-view 

[Sysname] erps ring 1 

[Sysname-erps-ring1] instance 1 

[Sysname-erps-ring1-inst1] node-role owner rpl port0 

port erps track 

Use port erps track to associate an ERPS ring member port with a track entry. 

Use undo port erps track to remove the association between an ERPS ring member port and a 
track entry. 
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Syntax 
port erps ring ring-id instance instance-id track track-entry-index 

undo port erps ring ring-id instance instance-id track 

Default 
An ERPS ring member port is not associated with track entries. 

Views 
Interface view 

Predefined user roles 
network-admin 

Parameters 
ring ring-id: Specifies an ERPS ring by its ID in the range of 1 to 255. 

instance instance-id: Specifies an ERPS instance by its ID in the range of 1 to 64.  

track-entry-index: Specifies a track entry by its ID in the range of 1 to 1024. For more information 
about specifying the track entry ID, see the track cfd command in "Track commands." 

Usage guidelines 
An ERPS ring member port collaborates with link detection protocols through track entries. ERPS 
supports only the CC feature of CFD to implement link detection. 

Examples 
# Associate a track entry with HundredGigE 1/0/1 on the RPL owner node in instance 1 of ERPS ring 
1. 
<Sysname> system-view 

[Sysname] erps ring 1 

[Sysname-erps-ring1] port0 interface hundredgige 1/0/1 

[Sysname-erps-ring1] instance 1 

[Sysname-erps-ring1-inst1] node-role owner rpl port0 

[Sysname-erps-ring1-inst1] quit 

[Sysname-erps-ring1] quit 

[Sysname] interface hundredgige 1/0/1 

[Sysname-HundredGigE1/0/1] port erps ring 1 instance 1 track 3 

Related commands 
track cfd 

port0 

Use port0 to specify the first member port for an ERPS ring. 

Use undo port0 to restore the default. 

Syntax 
port0 interface interface-type interface-number 

undo port0 

Default 
No member ports exist in an ERPS ring. 
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Views 
ERPS ring view 

Predefined user roles 
network-admin 

Parameters 
interface interface-type interface-number: Specifies a Layer 2 Ethernet interface or a Layer 2 
aggregate interface by its type and number.  

Examples 
# Specify HundredGigE 1/0/1 as the first member port for ERPS ring 1. 
<Sysname> system-view 

[Sysname] erps ring 1 

[Sysname-erps-ring1] port0 interface hundredgige 1/0/1 

port1 

Use port1 to specify the second member port for an ERPS ring. 

Use undo port1 to restore the default. 

Syntax 
port1 interface interface-type interface-number 

undo port1 

Default 
No member ports exist in an ERPS ring. 

Views 
ERPS ring view 

Predefined user roles 
network-admin 

Parameters 
interface interface-type interface-number: Specifies a Layer 2 Ethernet interface or a Layer 2 
aggregate interface by its type and number.  

Examples 
# Specify HundredGigE 1/0/2 as the second member port for ERPS ring 1. 
<Sysname> system-view 

[Sysname] erps ring 1 

[Sysname-erps-ring1] port1 interface hundredgige 1/0/2 

protected-vlan 

Use protected-vlan to configure protected VLANs for an ERPS instance. 

Use undo protected-vlan to delete protected VLANs for an ERPS instance. 

Syntax 
protected-vlan reference-instance instance-id-list 

undo protected-vlan [ reference-instance instance-id-list ] 
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Default 
No protected VLANs exist in an ERPS instance. 

Views 
ERPS instance view 

Predefined user roles 
network-admin 

Parameters 
instance-id-list: Specifies the MSTIs you want to reference in the form of instance-id-list = 
{ instance-id [ to instance-id ] }&<1-10>. The instance-id argument is an MSTI ID. The value range 
for the instance-id argument is 0 (CIST) to 4094.You can specify a maximum of 10 MSTI IDs or ID 
ranges. You can use the display stp region-configuration command to display the 
VLAN-to-instance mappings. In PVST mode, the system automatically maps VLANs to MSTIs. 

Usage guidelines 
If you do not specify the reference-instance instance-id-list option, the undo protected-vlan 
command deletes all mappings between MSTIs and VLANs in the ERPS instance. The protected 
VLANs change if the mappings between the MSTIs and VLANs change. 

Examples 
# Configure the protected VLANs for instance 1 of ERPS ring 1. 
<Sysname> system-view 

[Sysname] erps ring 1 

[Sysname-erps-ring1] instance 1 

[Sysname-erps-ring1-inst1] protected-vlan reference-instance 0 1 2 

Related commands 
display stp region-configuration 

r-aps level 

Use r-aps level to configure the level for R-APS packets. 

Use undo r-aps level to restore the default.  

Syntax 
r-aps level level-value 

undo r-aps level 

Default 
The R-APS packet level is 7. 

Views 
ERPS instance view 

Predefined user roles 
network-admin 

Parameters 
level-value: Specifies the R-APS packet level in the range of 0 to 7.  

Usage guidelines 
The R-APS packet level must be the same for all nodes in an instance of an ERPS ring. 
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Examples 
# Configure the R-APS packet level as 1 for instance 1 of ERPS ring 1. 
<Sysname> system-view 

[Sysname] erps ring 1 

[Sysname-erps-ring1] instance 1 

[Sysname-erps-ring1-inst1] r-aps level 1 

r-aps ring-mac 

Use r-aps ring-mac to configure the ring ID as the last byte of the destination MAC address for 
R-APS packets.  

Use undo r-aps ring-mac to restore the default. 

Syntax 
r-aps ring-mac 
undo r-aps ring-mac 

Default 
The last byte of the destination MAC address is 1 for the R-APS packets. 

Views 
ERPS ring view 

Predefined user roles 
network-admin 

Examples 
# Configure the ID of ERPS ring 2 as the last byte of the destination MAC address for R-APS 
packets.  
<Sysname> system-view 

[Sysname] erps ring 2 

[Sysname-erps-ring2] r-aps ring-mac 

reset erps statistics 

Use reset erps statistics to clear ERPS packet statistics.  

Syntax 
reset erps statistics ring ring-id [ instance instance-id ] 

Views 
User view 

Predefined user roles 
network-admin 

Parameters 
ring ring-id: Specifies an ERPS ring by its ID in the range of 1 to 255. 

instance instance-id: Specifies an ERPS instance by its ID in the range of 1 to 64. If you do not 
specify this option, this command clears packet statistics for all instances of the ERPS ring. 

Examples 
# Clear packet statistics for instance 1 of ERPS ring 1.  
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<Sysname> reset erps statistics ring 1 instance 1 

Related commands 
display erps statistics 

revertive-operation 

Use revertive-operation non-revertive to set the non-revertive mode for an ERPS ring. 

Use undo revertive-operation to restore the default.  

Syntax 
revertive-operation non-revertive 
undo revertive-operation 

Default 
An ERPS ring operates in revertive mode. 

Views 
ERPS instance view 

Predefined user roles 
network-admin 

Usage guidelines 
In non-revertive mode, an owner node does not perform any operations when receiving NR packets. 
You can use the erps clear command to restore the revertive mode. 

Examples 
# Set the non-revertive mode for instance 1 of ERPS ring 1. 
<Sysname> system-view 

[Sysname] erps ring 1 

[Sysname-erps-ring1] instance 1 

[Sysname-erps-ring1-inst1] revertive-operation non-revertive 

ring-type sub-ring 

Use ring-type sub-ring to configure the ERPS ring as a subring. 

Use undo ring-type sub-ring to restore the default. 

Syntax 
ring-type sub-ring 
undo ring-type 

Default 
An ERPS ring is a major ring. 

Views 
ERPS ring view 

Predefined user roles 
network-admin 

Examples 
# Configure ERPS ring 1 as a subring.  
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<Sysname> system-view 

[Sysname] erps ring 1 

[Sysname-erps-ring1] ring-type sub-ring 

sub-ring connect 

Use sub-ring connect to associate the subring with an ERPS ring. 

Use undo sub-ring connect to remove the association. 

Syntax 
sub-ring connect ring ring-id instance instance-id 

undo sub-ring connect ring ring-id instance instance-id 

Default 
A subring is not associated with ERPS rings. 

Views 
ERPS instance view 

Predefined user roles 
network-admin 

Parameters 
ring ring-id: Specifies an ERPS ring by its ID in the range of 1 to 255. 

instance instance-id: Specifies an ERPS instance by its ID in the range of 1 to 64.  

Examples 
# Configure ERPS ring 1 as a subring for instance 1, and associate the subring with ERPS ring 2. 
<Sysname> system-view 

[Sysname] erps ring 2 

[Sysname-erps-ring2] instance 1 

[Sysname-erps-ring2] quit 

[Sysname] erps ring 1 

[Sysname-erps-ring1] ring-type sub-ring 

[Sysname-erps-ring1] instance 1 

[Sysname-erps-ring1-inst1] sub-ring connect ring 2 instance 1 

Related commands 
ring-type sub-ring 

timer guard  

Use timer guard to set the guard timer for an ERPS instance. 

Use undo timer guard to restore the default. 

Syntax 
timer guard guard-value 

undo timer guard 

Default 
The guard timer is 500 milliseconds for an ERPS instance.  
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Views 
ERPS instance view 

Predefined user roles 
network-admin 

Parameters 
guard-value: Specifies the guard timer in the range of 0 to 2000 milliseconds and in step of 10. 

Usage guidelines 
The guard timer starts when the link recovers. The system processes only the flush packets before 
the guard timer expires. The guard timer prevents SF messages from impacting the network. 

Examples 
# Set the guard timer to 30 milliseconds for instance 1 of ERPS ring 1. 
<Sysname> system-view 

[Sysname] erps ring 1 

[Sysname-erps-ring1] instance 1 

[Sysname-erps-ring1-inst1] timer guard 30 

timer hold-off 

Use timer hold-off to set the hold-off timer for an ERPS instance. 

Use undo timer hold-off to restore the default. 

Syntax 
timer hold-off hold-off-value 

undo timer hold-off 

Default 
The hold-off timer is 0 milliseconds for an ERPS instance.  

Views 
ERPS instance view 

Predefined user roles 
network-admin 

Parameters 
hold-off-value: Specifies the hold-off timer in the range of 0 to 10000 milliseconds and in step of 100. 

Usage guidelines 
The hold-off timer starts when the port detects a link fault. If the link fault persists when the hold-off 
timer expires, the port reports the link fault. The hold-off timer delays the fault report time and might 
impact the link recovery performance.  

Examples 
# Set the hold-off timer to 300 milliseconds for instance 1 of ERPS ring 1. 
<Sysname> system-view 

[Sysname] erps ring 1 

[Sysname-erps-ring1] instance 1 

[Sysname-erps-ring1-inst1] timer hold-off 300 
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timer wtr 

Use timer wtr to set the WTR timer for an ERPS instance. 

Use undo timer wtr to restore the default. 

Syntax 
timer wtr wtr-value 

undo timer wtr 

Default 
The WTR timer is 5 minutes for an ERPS instance.  

Views 
ERPS instance view 

Predefined user roles 
network-admin 

Parameters 
wtr-value: Specifies the WTR timer in the range of 1 to 12 minutes and in step of 1. 

Usage guidelines 
This timer prevents intermittent link failures from impacting the network. 

Examples 
# Set the WTR timer to 3 minutes for instance 1 of ERPS ring 1. 
<Sysname> system-view 

[Sysname] erps ring 1 

[Sysname-erps-ring1] instance 1 

[Sysname-erps-ring1-inst1] timer wtr 3 

New feature: Configuring an FCoE mode 
Only the HPE FlexFabric 5950 4-slot Switch (JH404A) supports FC. When an LSWM124XG2QFC 
interface module (JH184A) is installed on an HPE FlexFabric 5950 4-slot Switch, only the interface 
module supports FC. 

Fibre Channel (FC) is a data transmission protocol used in a storage area network (SAN). Fibre 
Channel over Ethernet (FCoE) transports FC over Ethernet.  

Storage area network 
A SAN is any high-performance network whose primary purpose is to enable storage devices to 
communicate with computer systems and with each other. 

A SAN enables the universal connectivity of servers and disk devices. Compared to the conventional 
client/server computer system, a SAN delivers the following benefits: 
• Allows the servers to share data and directly access data created by one another without 

having to copy it.  
• Improves storage scalability.  
• Centralizes the management of data backup, access, and security. 

Most SANs use FC or Ethernet to interconnect devices. An FC SAN uses the FC protocol suite for 
communication, and an Ethernet SAN uses the TCP/IP protocol suite for communication. 
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This document covers only the FC SAN. 

FC SAN 
Figure 72 shows three FC SAN networking methods. The first two networking methods are simple 
and can connect only a limited number of devices.  
• Point-to-point connection—Directly connects a server and a disk device. 
• Arbitrated loop—Supports up to 126 devices.  
• Switched fabric—Connects servers and disk devices through FC switches. In a switched 

fabric, the servers and disk devices are called nodes. A fabric uses 24-bit addressing and 
supports thousands of devices. 

Figure 72 FC SAN networking 

  
 

 NOTE: 
• An FC SAN refers to a network that includes FC switches and nodes. 

• A fabric refers to a transmission network that includes FC switches. 
 

FC protocol 
The servers, FC switches, and disk devices in an FC SAN must all support FC. 
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Basic concepts 

WWN 
The world wide name (WWN) is a 64-bit address. It identifies a fabric or an entity (such as an FC 
switch, node, or port) in an FC SAN. The upper-layer protocol of FC uses WWNs for communication. 
Each entity has a factory-assigned, globally unique WWN. 

FC address 
The FC protocol accesses communication entities in an FC SAN through FC addresses. An FC 
address is also known as an FC ID. 

Figure 73 shows the structure of an FC address. The FC address is 24 bits long and contains the 
following 8-bit fields: 
• Domain_ID—A domain represents a switch and all N_Ports connected to the switch. For more 

information about N_Ports, see "Port modes." A domain ID, which is in the range of 1 to 239, 
uniquely identifies an FC switch. Different FC switches in the same fabric have different domain 
IDs.  

• Area_ID—One or more N_Ports on the same node can be assigned to an area, which is 
identified by an area ID. 

• Port_ID—The Port_ID field identifies an N_Port. 

Figure 73 Structure of an FC address 

 
 

An FC address can uniquely identify an N_Port on a node. Different N_Ports on the same node have 
different FC addresses. FC switches use domain IDs to route messages between each other. 

The FC protocol standardizes the FC address usage. For more information, see "New feature: FC 
and FcoE Appendixes." 

Port modes 
In a switched fabric, nodes and FC switches communicate through interfaces operating in different 
modes. 

Figure 74 Port modes 
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• N_Port—Directly connects to a fabric. 
• NL_Port—Connects to a fabric through an arbitrated loop. 

An FC switch provides the following port modes: 
• E_Port—Connects to an E_Port on another FC switch. 
• F_Port—Connects to an N_Port on a node or an NP_Port on another FC switch. 
• G_Port—Operates in auto mode to negotiate the operating mode with its peer. 

 If the peer is an E_Port, the G_Port acts as an E_Port.  
 If the peer is an N_Port or NP_Port, the G_Port acts as an F_Port.  
 If both ends are G_Ports, they both act as E_Ports.  
 If the peer is an F_Port, the negotiation fails. 

• NP_Port—Connects to an F_Port on another FC switch. For more information about NP_Port, 
see "New feature: Configuring NPV." 

E_Ports connect FC switches to form a fabric, and F_Ports connect the nodes to FC switches in the 
fabric. 

Communication flow 

FC switches provide data transmission services. Through FC switches, a server sends instructions 
and data to disk devices and reads data from disk devices. 

Figure 75 FC SAN communication model 

 
 

The following takes a server accessing a disk device as an example to see how data communication 
occurs in an FC SAN. 
1. The server and the disk device send fabric login (FLOGI) packets to register with the FC 

switches. Then, the FC switches assign FC addresses to each directly-connected node.  
A FLOGI packet contains information that includes the port WWN, node WWN, and the 
expected FC address. 

2. The registered server and disk device send name service registration requests to their 
respective access FC switches to register name service information, including FC4 information. 
Finally, each FC switch in the fabric stores the name service information of all nodes. For more 
information about FC4 information, see "Configuring and obtaining FC4 information of nodes." 

3. To access a disk device, the server must obtain the list of disk devices in the fabric and their 
WWNs and FC addresses. For this purpose, the server must send a name service query 
request to its directly-connected FC switch. 

4. After the server obtains the FC address of the disk device, the server can send FC frames 
destined to the FC address to the FC switch nearby. 

5. When the FC switch receives the FC frame from the server, it performs the following operations: 
 Queries its FIB table for a data forwarding path according to the destination FC address.  
 Forwards the FC frame to the next-hop FC switch.  

6. The next-hop FC switch forwards the FC frame in the same way, until the FC switch at the last 
hop forwards the FC frame to the destination disk device. 

Server DiskFC switch FC switch
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 NOTE: 
A FIB table is generated by the FC switch through calculation based on the FC routing protocol or 
configured static routes. 
 

VSAN 

In actual applications, the data is insecure if the data of all users is transmitted in the same FC SAN. 
You can divide one physical FC SAN into multiple virtual storage area networks (VSANs). VSANs are 
separated from one another and provide independent services. This enhances adaptability and 
security of the network and offers more effective services for users. For more information about 
VSANs, see "New feature: Configuring VSANs." 

FC zone 

The VSAN feature divides one physical SAN into multiple logical SANs. A VSAN, however, cannot 
perform access control over the servers and disk devices (or the N_Ports) connected to a fabric. 
N_Ports in the same VSAN can access one another only if these N_Ports register name services. 
This creates data security risks. 

Zoning can solve the preceding problem by dividing a VSAN into zones and adding N_Ports to 
different zones for different purposes. N_Ports in different zones are separated to implement access 
control. 

For more information about FC zones, see "New feature: Configuring FC zones." 

FCoE 
A data center using the FC SAN technique typically includes separate local area networks (LANs) 
and SANs. LANs carry traditional Ethernet/IP services, and SANs carry network storage services. 

To provide services for LANs and use SANs for storage simultaneously in a traditional network, the 
servers must use independent Ethernet adapters and FC adapters. In addition, the IP switches and 
the FC switches are also independent and have independent network connections. Such a network 
needs many switches, network adapters, and cables, and it brings high investments and 
maintenance costs and low scalability. 

FCoE was introduced to solve this problem. FCoE transports FC over Ethernet. In an FCoE solution:  
• The server uses an FCoE-capable Ethernet adapter.  
• The FCoE switch (FCoE forwarder) integrates the functions of both the traditional IP switch and 

FC switch.  

FCoE reduces the number of network adapters, switches, and cables, and the network operation 
and maintenance workload. In all, FCoE reduces the total cost. 
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Figure 76 FCoE for I/O consolidation 

 
 

As shown in Figure 76: 
• In the traditional network, the server is connected to the LAN through an Ethernet interface and 

to the SAN through an FC interface.  
• In the FCoE network, the server is connected to the FCoE-capable FCF switch. Then, the FCF 

switch is connected to the LAN through an Ethernet interface and to the SAN through an FC 
interface. The link between the server and the FCF switch can transmit both Ethernet packets 
and FC frames. 

Basic concepts 

As shown in Figure 77, the link between the FCF switch and the ENode can receive and send both 
Ethernet frames and FC frames. ENodes can transport FC over Ethernet. ENodes include servers 
and disk devices. 

Figure 77 FCoE network diagram 

 
 

VFC interface and VN interface 
A virtual fibre channel (VFC) interface is a logical interface manually created on an FCF switch to 
simulate the functionality of a physical FC interface. 

To use a VFC interface, bind it to a physical Ethernet interface. 
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You can connect either an ENode or an FCF switch to a VFC interface. 

VFC interfaces support E mode, F mode (default), and NP mode. 

The virtual node (VN) interface is a logical interface on an ENode to simulate the function of a 
physical FC interface. 

FIP protocol 
FCoE initialization protocol (FIP) is an FCoE control protocol that establishes and maintains virtual 
links. 

FIP establishes a virtual link between the VFC interface of an FCF switch and either of the following:  
• A VN interface of an ENode.  
• A VFC interface of another FCF switch.  

The virtual links provide a physical infrastructure for transmitting FC frames over Ethernet. 

FCoE frames 
To transmit an FC frame over Ethernet, FCoE encapsulates the FC frame in an FCoE frame by 
adding an Ethernet frame header to the FC frame. 

An FCoE frame uses Ethernet II encapsulation, which has the following fields in the Ethernet header: 
• EtherType 0x8906. 
• Destination MAC address/source MAC address—The definitions of this field are different for 

switches and nodes. 
 For a switch, this field is the FCoE MAC address of the switch (which can be displayed by 

using the display fcoe command).  
 For a node, this field is the fabric provided MAC address (FPMA) of the node. As shown in 

Figure 78, an FPMA contains the following elements:  
− The FC-MAP as the 24 most significant bits.  
− The FC ID of the VN interface as the 24 least significant bits.  
The FC-MAP takes the value of the switch FC-MAP, 0x0efc00 by default and configurable 
by using the fcoe fcmap command. 

Figure 78 FPMA composition 

 
 

How FCoE works 

This section describes how FCoE works on the FCF switch (rather than on the ENode). 
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Figure 79 Block diagrams of the ENode and the FCF switch 

 
 

Procedure for receiving and sending FC frames over Ethernet 
An FC frame is transmitted over Ethernet using the following workflow: 
1. FIP establishes a virtual link between the VFC interface of the FCF switch and one of the 

following interfaces:  
 A VN interface of an ENode.  
 A VFC interface of another FCF switch. 

2. After the virtual link is established, the FCF switch encapsulates the FC frame in an FCoE frame 
and sends it out. 

3. After receiving the FCoE frame, the FCF switch removes its Ethernet header to send the 
original FC frame to the upper layer for processing. 

How FIP works 
FIP establishes and maintains virtual links between a VFC interface and a VN interface or between 
VFC interfaces. 

FIP uses Discovery Solicitation packets and Discovery Advertisement packets. Discovery 
Advertisement packets include the following types: 
• Solicited Discovery Advertisement—A reply for a Discovery Solicitation. 
• Unsolicited Discovery Advertisement—Periodically sent to advertise the presence of a 

virtual link or maintain an existing virtual link. 

The following example shows how a virtual link is established between an FCF switch and an 
ENode. 
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Figure 80 FIP operation 

 
 

As shown in Figure 80, the following workflow is used to establish a virtual link: 
1. The ENode sends a Discovery Solicitation containing its FCoE MAC address. 
2. After receiving the Discovery Solicitation, the FCF switch acts differently depending on whether 

the receiving VFC interface is bound to an FCoE MAC address. 
 If it is not bound to an FCoE MAC address, the switch learns the FCoE MAC address and 

replies with a solicited Discovery Advertisement. The fcf priority field of the solicited 
Discovery Advertisement transports the FCF priority of the VFC interface. 

 If it is bound to an FCoE MAC address, the switch identifies whether the FCoE MAC 
address in the Discovery Solicitation matches the bound FCoE MAC address. 
− If they match, the switch replies with a solicited Discovery Advertisement, whose fcf 

priority field carries the FCF priority of the VFC interface.  
− If they do not match, the switch discards the Discovery Solicitation. 

3. The FCF switch periodically sends unsolicited Discovery Advertisements, whose fcf priority 
field carries the FCF priority of the system.  
The sending interval is specified by using the fcoe fka-adv-period command and defaults to 8 
seconds. 

4. After receiving the Discovery Advertisements, the ENode determines the FCF switch with the 
highest priority according to the fcf priority field. Then, the ENode sends a FLOGI request to 
that switch for login. 

5. After receiving the FLOGI request, the FCF switch identifies whether the source MAC address 
matches its learned or bound FCoE MAC address.  
 If they match, the FCF switch sends a FLOGI LS_ACC, which indicates that the 

establishment of the virtual link is completed.  
 If they do not match, the FCF switch discards the FLOGI request. 

6. The FCF switch also periodically sends unsolicited Discovery Advertisements to maintain 
established virtual links. If the ENode fails to receive an unsolicited Discovery Advertisement 
within a period 2.5 times the FKA advertisement interval, it deletes the virtual link. 
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FCoE modes 
An FC and FCoE-capable switch can operate in non-FCoE mode or in one of the following FCoE 
modes: 
• FCF mode—When the switch operates in this mode, it is an FCF switch and supports E_Ports 

and F_Ports. An FCF switch can connect to the following elements: 
 An E_Port on another FCF switch through its E_Port.  
 An N_Port or NP_Port through its F_Port. 

• NPV mode—When the switch operates in this mode, it is an NPV switch and supports F_Ports 
and NP_Ports. An NPV switch can connect to the following elements: 
 An N_Port or NP_Port through its F_Port.  
 An F_Port through its NP_Port. 

• FCF-NPV mode—When the switch operates in this mode, it is an FCF-NPV switch. A VSAN on 
an FCF-NPV switch can operate in either of the following modes: 
 FCF mode—When a VSAN operates in this mode, the VSAN acts as an FCF switch. 
 NPV mode—When a VSAN operates in this mode, the VSAN acts as an NPV switch. 

• Transit mode—When the switch operates in this mode, it is a Transit switch. 
You can configure Ethernet interfaces on a Transit switch to operate in ENode or FCF mode. 
The ENode mode allows an Ethernet interface to receive traffic from only an ENode. The FCF 
mode allows an Ethernet interface to receive traffic from only an FCF switch. 

FCF mode 

An FCF switch encapsulates FC frames in Ethernet frames and uses FCoE virtual links to simulate 
physical FC links. An FCF switch provides the FC switch features on a lossless Ethernet network. 

Figure 81 FCF network diagram 

 
 

In an FCoE environment as shown in Table 82, an FCF switch can perform the following operations: 
• Connect to an Ethernet switch through an Ethernet interface. 
• Connect to an FC switch through an FC interface. 
• Connect to an ENode or FCF switch through a VFC interface. In this case, an FCoE virtual link 

is established between the Ethernet interfaces of the two devices. The FCoE virtual link 
provides communication over a lossless Ethernet network. The peer end of the FCoE virtual link 
can be a VN interface or a VFC interface. 
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Like an FC switch, each FCF switch is assigned a domain ID. Each FC SAN supports a maximum 
number of 239 domain IDs, so an FC SAN cannot have more than 239 switches. 

NPV mode 

An FC SAN needs a large number of edge switches that are connected directly to nodes. NPV 
switches are developed to expand the number of switches in an FC SAN. 

Figure 82 NPV network diagram 

 
 

As shown in Figure 82, the NPV switch resides between nodes and the core switch on the edge of 
the fabric. The core switch is a switch operating in FCF mode. The NPV switch is connected to the 
nodes through its F_Ports and to the core switch through its NP_Port. The NPV switch forwards 
traffic from its connected nodes to the core switch. 

The NPV switch appears as an FCF switch to nodes and as a node to the core switch. 

For more information about NPV, see "New feature: Configuring NPV." 

FCF-NPV mode 

A VSAN on an FCF-NPV switch can operate in either of the following modes: 
• FCF mode—When a VSAN operates in this mode, the VSAN acts as an FCF switch. For 

application scenarios of FCF switches, see "FCF mode." 
• NPV mode—When a VSAN operates in this mode, the VSAN acts as an NPV switch. For 

application scenarios of NPV switches, see "NPV mode." 

Transit mode 

FCoE supports FC SANs built on lossless Ethernet networks, and allows Transit switches to be 
added between FCF switches and ENodes. Figure 83 shows a scenario where ENodes are 
connected to FCF switches through a Transit switch. 

Figure 83 Transit network diagram 

 
 

Ethernet interfaces on a Transit switch can operate in ENode mode or FCF mode. 
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• An Ethernet interface connected to an ENode must be configured to operate in ENode mode.  
• An Ethernet interface connected to an FCF switch must be configured to operate in FCF mode. 

When Transit switches are interconnected, you must configure Ethernet interfaces to operate in the 
correct modes. As shown in Figure 84, ENode 2 can register with only FCF switch 2. To register 
ENode 2 with FCF switch 1, you must swap the operating modes of the Ethernet interfaces that 
connect the two Transit switches. 

Figure 84 Transit cascading network diagram 

 
 

Figure 85 shows a network scenario where both Transit and NPV switches are present. 

Figure 85 Network diagram for NPV and Transit switches 

 
 

The primary responsibilities of Transit switches are filtering and forwarding FCoE protocol packets. 
They can recognize and control FCoE packets as compared to standard Ethernet switches. 
However, they do not provide FCoE traffic processing capabilities as complex as FCF switches or 
NPV switches. 

Protocols and standards 
• FC-FS-3, Fibre Channel - Framing and Signaling - 3 
• FC-SW-5, Fibre Channel - Switch Fabric - 5 
• FC-LS-2, Fibre Channel - Link Services - 2 
• FC-GS-6, Fibre Channel - Generic Services - 6 
• FC-BB-5, Fibre Channel - Back Bone – 5 
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Configuring the system operating mode 
The switch supports FC and FCoE only when it is operating in advanced mode. To configure the 
switch to operate in advanced mode, perform the following tasks: 
1. Use the system-working-mode command in system view to set the advanced mode. 
2. Save the current configuration and reboot the switch. 

For more information about configuring system operating modes, see Fundamentals Configuration 
Guide. 

Configuring an FCoE mode 
An FC and FCoE-capable switch can operate in non-FCoE mode or in one of the following FCoE 
modes: FCF, NPV, FCF-NPV, and Transit.  

To configure a switch operating in one FCoE mode to operate in another FCoE mode, perform the 
following tasks:  
1. Configure the switch to operate in the non-FCoE mode.  
2. Configure the switch to operate in the target FCoE mode. 

After you configure the switch to operate in non-FCoE mode, all FCoE-related settings in the original 
FCoE mode except FC interfaces, FC aggregate interfaces, and VFC interfaces are cleared. 

To configure an FCoE mode for a switch: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Configure an FCoE mode 
for the switch. 

fcoe-mode { fcf | fcf-npv | 
npv | transit } 

By default, a switch operates in non-FCoE 
mode. 

3. Display the FCoE mode 
of the switch. display fcoe-mode Available in any view. 

 

FC and FCoE features supported in different FCoE modes 
Switches operating in different FCoE modes support different FC and FCoE features, as shown in 
Table 114. 

For an FCF-NPV switch, follow these guidelines: 
• When a VSAN on the switch operates in FCF mode, the VSAN supports the same FC and 

FCoE features as an FCF switch. 
• When a VSAN on the switch operates in NPV mode, the VSAN supports the same FC and 

FCoE features as an NPV switch. 

Table 114 FC and FCoE features supported in different FCoE modes 

FC and FCoE feature 
FCF switch 
FCF-NPV switch (FCF 
mode) 

NPV switch 
FCF-NPV 
switch (NPV 
mode) 

Transit 
switch 

New feature: Configuring FC interfaces Supported. Supported. Not supported. 

New feature: Configuring VFC 
interfaces Supported. Supported. Not supported. 
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FC and FCoE feature 
FCF switch 
FCF-NPV switch (FCF 
mode) 

NPV switch 
FCF-NPV 
switch (NPV 
mode) 

Transit 
switch 

New feature: Configuring FC link 
aggregation Supported. Supported. Not supported. 

New feature: Enabling FCoE Supported. Supported. Not supported. 

New feature: Configuring VSANs Supported. Supported. Not supported. 

New feature: Building a fabric Supported. 

Only the Setting 
fabric timers 
feature is 
supported. 

Not supported. 

New feature: Configuring FC routing 
and forwarding Supported. 

Only the following 
features are 
supported: 
• Displaying 

FC routing 
table 
information. 

• Displaying 
FC FIB table 
information. 

• Display FC 
Exchange 
table 
information. 

Not supported. 

New feature: Configuring FC zones Supported. Not supported. Not supported. 

New feature: Configuring NPV Not supported. Supported. Not supported. 

New feature: Configuring FIP snooping Not supported. Not supported. Supported. 

New feature: Configuring port security Supported. Not supported. Not supported. 

New feature: Configuring FCS Supported. Not supported. Not supported. 

New feature: Configuring FDMI Supported. Not supported. Not supported. 

New feature: Configuring FC ping Supported. Not supported. Not supported. 

New feature: Configuring FC tracert Supported. Not supported. Not supported. 
 

FCoE mode commands 

display fcoe-mode 

Use display fcoe-mode to display the FCoE mode of the switch. 

Syntax 
display fcoe-mode 

Views 
Any view 

Predefined user roles 
network-admin 



 

637 

network-operator 

Examples 
# Display the FCoE mode of the switch. 
<Sysname> display fcoe-mode 

The FCoE mode is NONE. 

Table 115 Command output 

Field Description 

The FCoE mode is mode. 

The mode can be one of the following: 
• FCF. 
• FCF-NPV. 
• NPV. 
• TRANSIT.  
• NONE (non-FCoE mode). 

 

Related commands 
fcoe-mode 

fcoe-mode 

Use fcoe-mode to configure an FCoE mode for the switch. 

Use undo fcoe-mode to restore the default. 

Syntax 
fcoe-mode { fcf | fcf-npv | npv | transit } 
undo fcoe-mode 

Default 
A switch operates in non-FCoE mode. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
fcf: Specifies the FCF mode. 

fcf-npv: Specifies the FCF-NPV mode. 

npv: Specifies the NPV mode. 

transit: Specifies the Transit mode.  

Usage guidelines 
An FC and FCoE-capable switch can operate in non-FCoE mode or in one of the following FCoE 
modes: 
• FCF mode—When the switch operates in this mode, it is an FCF switch and supports E_Ports 

and F_Ports. An FCF switch can connect to the following elements: 
 An E_Port on another FCF switch through its E_Port.  
 An N_Port or NP_Port through its F_Port. 
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• NPV mode—When the switch operates in this mode, it is an NPV switch and supports F_Ports 
and NP_Ports. An NPV switch can connect to the following elements: 
 An N_Port or NP_Port through its F_Port.  
 An F_Port through its NP_Port. 

• FCF-NPV mode—When the switch operates in this mode, it is an FCF-NPV switch. A VSAN on 
an FCF-NPV switch can operate in either of the following modes: 
 FCF mode—When a VSAN operates in this mode, the VSAN acts as an FCF switch. 
 NPV mode—When a VSAN operates in this mode, the VSAN acts as an NPV switch. 

• Transit mode—When the switch operates in this mode, it is a Transit switch. 
You can configure Ethernet interfaces on a Transit switch to operate in ENode or FCF mode. An 
Ethernet interface in ENode mode can receive traffic from only an ENode. An Ethernet interface 
in FCF mode can receive traffic from only an FCF switch.  

The switch can only convert from non-FCoE mode to one FCoE mode, or vice versa. It cannot 
convert directly among FCoE modes. To convert among FCoE modes, first convert the switch to 
non-FCoE mode. Converting the switch to non-FCoE mode also clears all FC- and FCoE-related 
settings in the original FCoE mode except FC interfaces, FC aggregate interfaces, and VFC 
interfaces. 

Examples 
# Configure the switch to operate in FCF mode. 
<Sysname> system-view 

[Sysname] fcoe-mode fcf 

# Convert the switch operating in FCF mode to NPV mode. 
<Sysname> system-view 

[Sysname] undo fcoe-mode 

All current FC configuration will be lost. Continue? [Y/N]:y 

[Sysname] fcoe-mode npv 

Related commands 
display fcoe-mode 

New feature: Configuring FC interfaces 
An FC interface is a physical interface. It connects to a node (server or disk) or FC switch for 
transmitting and receiving FC frames. An FC interface can be connected to only an FC interface. 

Changing the port type between a Layer 2 Ethernet interface and an 
FC interface 

Only the 10-GE Layer 2 Ethernet interfaces on an LSWM124XG2QFC interface module installed on 
the HPE FlexFabric 5950 4-slot Switch can be changed to FC interfaces. 

To change the port type between a Layer 2 Ethernet interface and an FC interface: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter Layer 2 Ethernet 
interface view. 

interface interface-type 
interface-number N/A 

3. Change the interface to 
an FC interface. port-type fc 

This command deletes the original Layer 2 
Ethernet interface, creates an FC interface, 
and leads you to the FC interface view. The 
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Step Command Remarks 
new FC interface has the same interface 
number as the Layer 2 Ethernet interface. 

4. Change the FC interface 
back to a Layer 2 
Ethernet interface. 

port-type ethernet 

This command deletes the original FC 
interface, creates a Layer 2 Ethernet 
interface, and leads you to the Layer 2 
Ethernet interface view. The new Layer 2 
Ethernet interface has the same interface 
number as the FC interface. 

 

Configuring an FC interface 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter FC interface view. interface fc 
interface-number N/A 

3. Configure the mode of 
the FC interface. fc mode { auto | e | f | np } 

• An FCF switch supports E, F, and auto 
modes. The default is auto mode. 

• An NPV switch supports F and NP 
modes. The default is F mode. 

• An FCF-NPV switch supports E, F, and 
NP modes. The default is F mode. 

4. (Optional.) Set the 
interface rate. 

speed { 1000 | 2000 | 4000 
| 8000 | 16000 | auto } 

The default rate depends on the physical 
characteristics of the interface. 

5. (Optional.) Configure a 
description for the FC 
interface. 

description text 
By default, the description of an FC interface 
is in the format interface name Interface, for 
example, Fc1/0/1 Interface.  

6. (Optional.) Set the 
Buffer-to-Buffer Credit 
(BB_Credit) value for 
the FC interface. 

fcb2bcredit credit-value The default setting is 15. 

7. (Optional.) Configure 
the fill word mode for the 
FC interface. 

fill-word { idle-arbff | 
idle-idle } 

By default, an 8-Gbps FC interface uses the 
idle-arbff mode. 
This command is available only for 8-Gbps 
FC interfaces. 2-Gbps and 4-Gbps FC 
interfaces support only the idle-idle mode. 
The configuration takes effect only after you 
execute the shutdown command and then 
the undo shutdown command. 

8. (Optional.) Set the 
expected bandwidth of 
the interface. 

bandwidth 
bandwidth-value 

By default, the expected bandwidth (in kbps) 
is the interface baud rate divided by 1000. 

9. (Optional.) Restore the 
default settings for the 
FC interface. 

default N/A 

10. Bring up the FC 
interface. undo shutdown By default, an FC interface is up.  

 

Displaying and maintaining FC interfaces 
Execute display commands in any view and reset commands in user view. 
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Task Command 

Display FC interface information. display interface [ fc [ interface-number ] ] [ brief 
[ description | down ] ] 

Clear statistics for FC interfaces. reset counters interface [ fc [ interface-number ] ] 
 

FC interface commands 
The commands in this section are supported only on FCF, FCF-NPV, and NPV switches. 

bandwidth (FC interface view) 

Use bandwidth to set the expected bandwidth for an FC interface. 

Use undo bandwidth to restore the default. 

Syntax 
bandwidth bandwidth-value 
undo bandwidth 

Default 
The expected bandwidth (in kbps) of an FC interface is the interface baud rate divided by 1000. 

Views 
FC interface view 

Predefined user roles 
network-admin 

Parameters 
bandwidth-value: Specifies the expected bandwidth in the range of 1 to 400000000 kbps. 

Usage guidelines 
The expected bandwidth of an interface affects the link costs in FSPF. You can control the route 
selection by setting the expected bandwidth. 

Examples 
# Set the expected bandwidth to 50 kbps for FC 1/0/1. 
<Sysname> system-view 

[Sysname] interface fc 1/0/1 

[Sysname-Fc1/0/1] bandwidth 50 

default (FC interface view) 

Use default to restore the default settings for an FC interface. 

Syntax 
default 

Views 
FC interface view 

Predefined user roles 
network-admin 
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Usage guidelines 

 CAUTION: 
The default command might interrupt ongoing network services. Make sure you are fully aware of 
the impacts of this command when you execute it on a live network. 
 

This command might fail to restore the default settings for some commands for reasons such as 
command dependencies or system restrictions. Use the display this command in interface view to 
identify these commands. Then use their undo forms or follow the command reference to restore 
their default settings. If your restoration attempt still fails, follow the error message instructions to 
resolve the problem. 

Examples 
# Restore the default settings for FC 1/0/1. 
<Sysname> system-view 

[Sysname] interface fc 1/0/1 

[Sysname-Fc1/0/1] default 

description (FC interface view) 

Use description to configure the description of an interface. 

Use undo description to restore the default. 

Syntax 
description text 

undo description 

Default 
The description of an FC interface is interface name Interface, for example, Fc1/0/1 Interface. 

Views 
FC interface view 

Predefined user roles 
network-admin 

Parameters 
text: Specifies a description, a case-sensitive string of 1 to 255 characters. 

Usage guidelines 
The description helps users identify the role of an interface. 

Examples 
# Configure the description of FC 1/0/1 as FCport1. 
<Sysname> system-view 

[Sysname] interface fc 1/0/1 

[Sysname-Fc1/0/1] description FCport1 

display interface fc 

Use display interface fc to display FC interface information. 

Syntax 
display interface [ fc [ interface-number ] ] [ brief [ description | down ] ] 
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Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
fc [ interface-number ]: Specifies FC interfaces. If you do not specify the fc keyword, this command 
displays information about all interfaces supported by the device. If you specify the fc keyword but 
not the interface-number argument, this command displays information about all FC interfaces. 

brief: Displays brief information about interfaces. If you do not specify this keyword, the command 
displays detailed information about interfaces. 

description: Displays complete interface descriptions. If you do not specify this keyword, the 
command displays only the first 27 characters of each interface description. 

down: Displays information about the interfaces in physically down state and the causes. If you do 
not specify this keyword, the command displays information about interfaces in all states. 

Examples 
# Display detailed information about FC 1/0/1. 
<Sysname> display interface fc 1/0/1 

Fc1/0/1 

Current state: UP 

Line protocol state: UP 

Description: Fc1/0/1 Interface 

Bandwidth: 4000000kbps 

Maximum Transmit Unit: 2112 

4000Mbps-speed mode 

Internet protocol processing: Disabled 

Link layer protocol is FC 

Fill word is idle-idle 

Port WWN is 66:66:66:62:65:34:30:39 

FC mode is F, state is F 

Transmit B2B Credit is 15 

Receive B2B Credit is 15 

Support the VSAN protocol 

VSAN tagging mode is Non tagging 

EVFP common VSAN : 1 

Media type is not sure,port hardware type is UNKNOWN_SFP 

Port priority: 0 

4Gbps-speed mode, Link speed type is autonegotiation, Flow-control is enabled 

The maximum frame length is 10000 

Last link flapping: 1 hours 12 minutes 25 seconds 

Last clearing of counters: Never 

Peak input rate: 0 bytes/sec, at 2016-12-06 00:31:08 

Peak output rate: 0 bytes/sec, at 2016-12-06 00:31:08 

Last 300 second input: 0 packets/sec 0 bytes/sec 0% 

Last 300 second output: 0 packets/sec 0 bytes/sec 0% 

Input (total): 0 packets, 0 bytes 
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          0 unicasts, 0 broadcasts, 0 multicasts, 0 pauses 

Input (normal): 0 packets, 0 bytes 

          0 unicasts, 0 broadcasts, 0 multicasts, 0 pauses 

Input: 0 input errors, 0 runts, 0 giants, 0 throttles 

          0 CRC, 0 frame, - overruns, 0 aborts 

          - ignored, - parity errors 

Output (total): 0 packets, 0 bytes 

          0 unicasts, 0 broadcasts, 0 multicasts, 0 pauses 

Output (normal): 0 packets, 0 bytes 

          0 unicasts, 0 broadcasts, 0 multicasts, 0 pauses 

Output: 0 output errors, - underruns, - buffer failures 

          0 aborts, 0 deferred, 0 collisions, 0 late collisions 

          0 lost carrier, - no carrier 

Table 116 Command output 

Field Description 

Current state 

Physical link state of the interface: 
• Administratively DOWN—The interface has been shut down by 

using the shutdown command. 
• DOWN—The interface is administratively up, but its physical state 

is down (possibly because no physical link exists or the link has 
failed). 

• UP—The interface is both administratively and physically up. 

Line protocol state 

Data link layer state of the interface. The state is determined through 
automatic parameter negotiation at the data link layer. 
• UP—The data link layer protocol is up. 
• DOWN—The data link layer protocol is down. 

Description Description of the interface. 

Bandwidth Expected bandwidth of the interface. 

Maximum Transmit Unit MTU of the interface. 

4000Mbps-speed mode The interface is operating at 4000 Mbps.. 

Internet protocol processing: 
Disabled 

The interface is not assigned an IP address and cannot process IP 
packets. 

Fill word 
Fill word mode of the interface: 
• idle-idle. 
• idle-arbff. 

FC mode Mode of the interface. 

state Operating mode of the interface through negotiation. 

Transmit B2B Credit 
Buffer-to-buffer credit (BB_Credit) value of the local end. 
This field is displayed only after the link comes up. 

Receive B2B Credit 
BB_Credit value of the remote end.  
This field is displayed only after the link comes up. 

Support VSAN Protocol 
The interface supports the VSAN protocol after negotiation. 
This field is displayed only after the link comes up. 
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Field Description 

VSAN tagging mode 
VSAN tagging mode of the interface after the Exchange Virtual Fabrics 
Protocol (EVFP) negotiation: Tagging or Non tagging. 
This field is displayed only after the link comes up. 

EVFP common VSAN 
Common VSANs in up state through the EVFP negotiation. 
This field is displayed only after the link comes up. 

1Gbps-speed mode The interface is operating at 1 Gbps. This field depends on your 
configuration and the link parameter negotiation result. 

2Gbps-speed mode The interface is operating at 2 Gbps. This field depends on your 
configuration and the link parameter negotiation result. 

4Gbps-speed mode The interface is operating at 4 Gbps. This field depends on your 
configuration and the link parameter negotiation result. 

8Gbps-speed mode The interface is operating at 8 Gbps. This field depends on your 
configuration and the link parameter negotiation result. 

16Gbps-speed mode The interface is operating at 16 Gbps. This field depends on your 
configuration and the link parameter negotiation result. 

Unknown-speed mode The speed of the interface is unknown because the speed negotiation 
fails or the interface is physically disconnected. 

Link speed type is 
autonegotiation The interface is configured with the speed auto command. 

Link speed type is force link The interface is manually configured with a speed (for example, 1000 
Mbps) by using the speed command. 

Flow-control is This field depends on your configuration and the link parameter 
negotiation result. 

Last link flapping 
The amount of time that has elapsed since the most recent physical 
state change of the interface. This field displays Never if the interface 
has been physically down since device startup. 

Last clearing of counters 
Time when the interface statistics were last cleared by using the reset 
counters interface command. Never indicates that the interface 
statistics have never been cleared since device startup. 

Peak input rate Peak rate of inbound traffic in Bps, and the time when the peak inbound 
traffic rate occurred.  

Peak output rate Peak rate of outbound traffic in Bps, and the time when the peak 
outbound traffic rate occurred. 

Last 300 second input:  0 
packets/sec 0 bytes/sec 0% 
Last 300 second output:  0 
packets/sec 0 bytes/sec 0% 

Average inbound or outbound traffic rate (in pps and Bps) in the last 300 
seconds, and the ratio of the actual rate to the interface bandwidth. 
A hyphen (-) indicates that the statistical item is not supported.  

Input(total):  0 packets, 0 bytes 
          0 unicasts, 0 broadcasts, 0 
multicasts, 0 pauses 

The two fields on the first line represent the inbound traffic statistics (in 
packets and bytes) for the interface. All inbound normal packets, 
abnormal packets, and normal pause frames were counted. 
The four fields on the second line represent: 
• Number of inbound unicast packets.  
• Number of inbound broadcasts.  
• Number of inbound multicasts.  
• Number of inbound pause frames.  
A hyphen (-) indicates that the statistical item is not supported. 
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Field Description 

Input(normal):  0 packets, 0 bytes 
          0 unicasts, 0 broadcasts, 0 
multicasts, 0 pauses 

The two fields on the first line represent the inbound normal traffic and 
pause frame statistics (in packets and bytes) for the interface. 
The four fields on the second line represent: 
• Number of inbound normal unicast packets.  
• Number of inbound normal broadcasts.  
• Number of inbound normal multicasts.  
• Number of inbound normal pause frames.  
A hyphen (-) indicates that the statistical item is not supported. 

input errors  Statistics of incoming error packets.  

runts 

Number of inbound frames meeting the following conditions: 
• Shorter than 64 bytes.  
• In correct format.  
• Containing valid CRCs. 

giants 

Number of inbound giants. Giants refer to frames larger than the 
maximum frame length supported on the interface. 
For an Ethernet interface that does not permit jumbo frames, the 
maximum frame length is as follows: 
• 1518 bytes (without VLAN tags).  
• 1522 bytes (with VLAN tags). 
For an Ethernet interface that permits jumbo frames, the maximum 
Ethernet frame length is set when you configure jumbo frame support 
on the interface.  

throttles Number of inbound frames that had a non-integer number of bytes. 

CRC Total number of inbound frames that had a normal length, but contained 
CRC errors. 

frame  Total number of inbound frames that contained CRC errors and a 
non-integer number of bytes. 

overruns Number of packets dropped because the input rate of the interface 
exceeded the queuing capability. 

aborts 

Total number of illegal inbound packets: 
• Fragment frames—CRC error frames shorter than 64 bytes. The 

length (in bytes) can be an integral or non-integral value. 
• Jabber frames—CRC error frames greater than the maximum 

frame length supported on the Ethernet interface (with an integral 
or non-integral length).  
 For an Ethernet interface that does not permit jumbo frames, 

the maximum frame length is 1518 bytes (without VLAN tags) 
or 1522 bytes (with VLAN tags). 

 For an Ethernet interface that permits jumbo frames, the 
maximum Ethernet frame length is set when you configure 
jumbo frame support on the interface.  

• Symbol error frames—Frames that contained a minimum of one 
undefined symbol. 

• Unknown operation code frames—Non-pause MAC control 
frames. 

• Length error frames—Frames whose 802.3 length fields did not 
match the actual frame length (46 to 1500 bytes). 

ignored Number of inbound frames dropped because the receiving buffer of the 
port ran low. 

parity errors Total number of frames with parity errors. 
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Field Description 

Output(total): 0 packets, 0 bytes 
          0 unicasts, 0 broadcasts, 0 
multicasts, 0 pauses 

The two fields on the first line represent the outbound traffic statistics (in 
packets and bytes) for the interface. All outbound normal packets, 
abnormal packets, and normal pause frames were counted. 
The four fields on the second line represent: 
• Number of outbound unicast packets.  
• Number of outbound broadcasts.  
• Number of outbound multicasts.  
• Number of outbound pause frames.  
A hyphen (-) indicates that the statistical item is not supported. 

Output(normal): 0 packets, 0 
bytes 
          0 unicasts, 0 broadcasts, 0 
multicasts, 0 pauses 

The two fields on the first line represent the outbound normal traffic and 
pause frame statistics (in packets and bytes) for the interface. 
The four fields on the second line represent: 
• Number of outbound normal unicast packets.  
• Number of outbound normal broadcasts.  
• Number of outbound normal multicasts.  
• Number of outbound normal pause frames.  
A hyphen (-) indicates that the statistical item is not supported. 

output errors Number of outbound packets with errors. 

underruns 
Number of packets dropped because the output rate of the interface 
exceeded the output queuing capability. This is a low-probability 
hardware anomaly. 

buffer failures Number of packets dropped because the transmitting buffer of the 
interface ran low. 

aborts Number of packets that failed to be transmitted, for example, because 
of Ethernet collisions. 

deferred Number of frames that the interface deferred to transmit because of 
detected collisions. 

collisions Number of frames that the interface stopped transmitting because 
Ethernet collisions were detected during transmission. 

late collisions Number of frames that the interface deferred to transmit after 
transmitting their first 512 bits because of detected collisions. 

lost carrier Number of carrier losses during transmission. This counter increases by 
one when a carrier is lost, and applies to serial WAN interfaces.  

no carrier 

Number of times that the interface failed to detect the carrier when 
attempting to send frames. This counter increases by one when an 
interface failed to detect the carrier, and applies to serial WAN 
interfaces. 

 

# Display brief information about FC 1/0/1. 
<Sysname> display interface fc 1/0/1 brief 

Brief information on FC interface(s): 

Admin Mode: auto - auto; E - e port; F - f port; NP - n port proxy 

Oper Mode: E - e port; F - f port; NP - n port proxy; 

           TE - trunking e port; TF - trunking f port; 

           TNP - trunking n port proxy 

Interface  VSAN Admin Admin Oper Oper   Status SAN-Aggregation 

                Mode  Trunk Mode Speed 

                      Mode 
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Fc1/0/1    2    F     off   F    4G     UP     SAGG23 

Table 117 Command output 

Field Description 
Interface Name of the interface. 

VSAN Access VSAN of the interface. 

Admin Mode 

User-configured interface mode: 
• auto. 
• E. 
• F. 
• NP. 

Admin Trunk Mode 

User-configured trunk mode for the interface: 
• auto. 
• on. 
• off. 

Oper Mode 

Negotiated mode (link layer negotiation) in which the interface is 
operating: 
• E—The interface is operating in E mode as an access port. 
• F—The interface is operating in F mode as an access port. 
• NP—The interface is operating in NP mode as an access port. 
• TE—The interface is operating in E mode as a trunk port. 
• TF—The interface is operating in F mode as a trunk port. 
• TNP—The interface is operating in NP mode as a trunk port. 
If negotiation is not initiated or fails, this field displays two hyphens (--). 

Oper Speed 
Negotiated rate in bps (physical layer negotiation) for the interface. 
If negotiation is not initiated or fails, this field displays two hyphens (--). 

Status 
Negotiated state (link layer negotiation) for the interface: 
• UP. 
• DOWN. 

SAN-Aggregation 
FC aggregate group to which the interface belongs. 
This field is empty when the interface is not assigned to an FC 
aggregation group. 

 

# Display the descriptions of FC interfaces. 
<Sysname> display interface fc brief description 

Brief information on FC interface(s): 

Interface    Description  

Fc1/0/2      Fc1/0/2 Interface 

Fc1/0/3      Fc1/0/3 Interface 

# Display brief information about the FC interfaces in physically down state. 
<Sysname> display interface fc brief down 

Brief information on interface(s) under bridge mode: 

Link: ADM - administratively down; Stby - standby 

Interface            Link Cause 

Fc1/0/1              ADM  Administratively 
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Table 118 Command output 

Field Description 
Brief information on interface(s) 
under bridge mode Brief information about Layer 2 interfaces. 

Interface Interface name. 

Link 

Physical link state of the interface: 
• DOWN—The interface is physically down. 
• ADM—The interface has been shut down by using the shutdown 

command. To restore the physical state of the interface, use the 
undo shutdown command. 

• Stby—The interface is a backup interface in standby state. To see 
the primary interface, use the display interface-backup state 
command. 

Cause 

Cause for the physical link state of an interface to be DOWN: 
• Not connected—No physical connection exists (possibly because 

the optical fiber is disconnected or faulty). 
• Administratively—The interface has been manually shut down by 

using the shutdown command. To restore the physical state of the 
interface, use the undo shutdown command. 

 

Related commands 
reset counters interface fc 

fc mode (FC interface view) 

Use fc mode to set the mode of an FC interface. 

Use undo fc mode to restore the default. 

Syntax 
fc mode { auto | e | f | np } 
undo fc mode 

Default 
On an FCF switch, the mode of an FC interface is auto. 

On an NPV or FCF-NPV switch, the mode of an FC interface is F. 

Views 
FC interface view 

Predefined user roles 
network-admin 

Parameters 
auto: Specifies the auto mode, so that the FC interface can operate in F mode or E mode through 
dynamic negotiation. 

e: Specifies the E mode. 

f: Specifies the F mode. 

np: Specifies the NP mode. 
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Usage guidelines 
An FCF switch supports E, F, and auto modes. An NPV switch supports F and NP modes. An 
FCF-NPV switch supports E, F, and NP modes. 

On an FCF-NPV switch, if the mode of an FC interface does not match the mode of a VSAN of the 
interface, the mode does not take effect in the VSAN. 

Examples 
# Set the mode to F for FC 1/0/1. 
<Sysname> system-view 

[Sysname] interface fc 1/0/1 

[Sysname-Fc1/0/1] fc mode f 

Related commands 
working-mode 

fcb2bcredit 

Use fcb2bcredit to set the BB_Credit value for an FC interface. 

Use undo fcb2bcredit to restore the default. 

Syntax 
fcb2bcredit credit-value 

undo fcb2bcredit 

Default 
The BB_Credit value for an FC interface is 15.  

Views 
FC interface view 

Predefined user roles 
network-admin 

Parameters 
credit-value: Specifies the number of packets that the FC interface can continuously receive. The 
value range for this argument is 1 to 15.  

Usage guidelines 
The BB_Credit is a flow control mechanism used to ensure that an FC interface does not drop 
packets. 

The BB_Credit value is configurable. Typically, you do not need to change the default value. 

Examples 
# Set the BB_Credit value to 10 for FC 1/0/1. 
<Sysname> system-view 

[Sysname] interface fc 1/0/1 

[Sysname-Fc1/0/1] fcb2bcredit 10 

fill-word 

Use fill-word to set the fill word mode for an 8-Gbps FC interface. 

Use undo fill-word to restore the default. 
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Syntax 
fill-word { idle-arbff | idle-idle } 

undo fill-word 

Default 
An 8-Gbps FC interface uses the idle-arbff mode. 

Views 
FC interface view 

Predefined user roles 
network-admin 

Parameters 
idle-arbff: Specifies the idle-arbff mode. This mode uses the idle primitive signal in the link 
initialization phase and uses the ARBff primitive signal as the fill word.  

idle-idle: Specifies the idle-idle mode. This mode uses the idle primitive signal in the link initialization 
phase and uses the idle primitive signal as the fill word.  

Usage guidelines 
This command is available only for 8-Gbps FC interfaces. 2-Gbps and 4-Gbps FC interfaces support 
only the idle-idle mode. 

For two 8-Gbps FC interfaces to communicate correctly, make sure the fill word is the same on them. 

To make the fill word mode setting take effect, execute the shutdown and undo shutdown 
commands on the FC interface. 

Examples 
# Set the fill word mode to idle-idle for FC 1/0/1. 
<Sysname> system-view 

[Sysname] interface fc 1/0/1 

[Sysname-Fc1/0/1] speed 8000 

[Sysname-Fc1/0/1] fill-word idle-idle 

Related commands 
speed 

interface fc 

Use interface fc to enter FC interface view. 

Syntax 
interface fc interface-number 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
interface-number: Specifies an FC interface by its number. 

Examples 
# Enter the view of FC 1/0/1. 
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<Sysname> system-view 

[Sysname] interface fc 1/0/1 

[Sysname-Fc1/0/1] 

port-type 

Use port-type to configure the port type. 

Syntax 
In Layer 2 Ethernet interface view: 

port-type fc 

In FC interface view: 

port-type ethernet 

Default 
The port type is Layer 2 Ethernet interface. 

Views 
FC interface view 

Layer 2 Ethernet interface view 

Predefined user roles 
network-admin 

Parameters 
ethernet: Changes an FC interface back to a Layer 2 Ethernet interface.  

fc: Changes a Layer 2 Ethernet interface to an FC interface. 

Usage guidelines 
Only the 10-GE Layer 2 Ethernet interfaces on an LSWM124XG2QFC interface module installed on 
the HPE FlexFabric 5950 4-slot Switch can be changed to FC interfaces.  

To change a Layer 2 Ethernet interface to an FC interface, use the port-type fc command in Layer 2 
Ethernet interface view. To change an FC interface back to a Layer 2 Ethernet interface, use the 
port-type ethernet command in FC interface view. 

When the port type of an interface is changed, the following events occur: 
• The original interface is deleted.  
• A new interface is created with the same interface number as the original interface. 

Examples 
# Change Ten-GigabitEthernet 1/0/1 to FC 1/0/1. 
<Sysname> system-view 

[Sysname] interface ten-gigabitethernet 1/0/1 

[Sysname-Ten-GigabitEthernet1/0/1] port-type fc 

[Sysname-Fc1/0/1] 

reset counters interface fc 

Use reset counters interface fc to clear statistics for FC interfaces. 

Syntax 
reset counters interface [ fc [ interface-number ] ] 
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Views 
User view 

Predefined user roles 
network-admin 

Parameters 
fc [ interface-number ]: Specifies FC interfaces. If you do not specify the fc keyword, this command 
clears statistics for all interfaces. If you specify the fc keyword but not the interface-number 
argument, this command clears statistics for all FC interfaces. 

Usage guidelines 
Use this command to clear history statistics if you want to collect traffic statistics for a specific time 
period. 

Examples 
# Clear statistics for FC 1/0/1. 
<Sysname> reset counters interface fc 1/0/1 

Related commands 
display interface fc 

shutdown (FC interface view) 

Use shutdown to shut down an FC interface. 

Use undo shutdown to bring up an FC interface. 

Syntax 
shutdown 
undo shutdown 

Default 
An FC interface is up. 

Views 
FC interface view 

Predefined user roles 
network-admin 

Examples 
# Shut down FC 1/0/1. 
<Sysname> system-view 

[Sysname] interface fc 1/0/1 

[Sysname-Fc1/0/1] shutdown 

speed 

Use speed to set the rate for an FC interface. 

Use undo speed to restore the default. 

Syntax 
speed {1000 | 2000 | 4000 | 8000 | 16000 | auto} 
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undo speed 

Default 
The rate of an FC interface is autonegotiated. 

Views 
FC interface view 

Predefined user roles 
network-admin 

Parameters 
1000: Specifies 1000 Mbps. 

2000: Specifies 2000 Mbps. 

4000: Specifies 4000 Mbps. 

8000: Specifies 8000 Mbps. 

16000: Specifies 16000 Mbps. 

auto: Configures the interface to negotiate its rate with the peer.  

Examples 
# Set the rate to 1000 Mbps for FC 1/0/1. 
<Sysname> system-view 

[Sysname] interface fc 1/0/1 

[Sysname-Fc1/0/1] speed 1000 

New feature: Configuring VFC interfaces 
A VFC interface can connect to an ENode or a switch. A VFC interface is a virtual logical interface. It 
implements the functionality of an FC interface. To make a VFC interface work, bind it to a physical 
Ethernet interface. The switch encapsulates the FC packets on a VFC interface in FCoE packets and 
transmits the packets over the Ethernet interface bound to the VFC interface.  

To avoid FCoE packet loss in the Ethernet, you must perform the following tasks on the Ethernet 
interface bound to the VFC interface: 
• Configure DCBX, PFC in auto mode, and ETS on the Ethernet interfaces that connect the 

switch to servers.  
• Configure DCBX and PFC in auto mode on the Ethernet interfaces that connect the switch to 

disk devices.  
• Forcibly enable PFC on the Ethernet interfaces connected to other switches.  

For more information about DCBX, PFC, and ETS, see "New feature: DCBX." 

Configuring a VFC interface 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Create a VFC interface and 
enter its view. interface vfc interface-number N/A 

3. Configure the mode of the 
VFC interface. fc mode { e | f | np } 

By default, the mode of a VFC 
interface is F. 
• An FCF switch supports E and 

F modes. 
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Step Command Remarks 
• An NPV switch supports F and 

NP modes. 
• An FCF-NPV switch supports 

E, F, and NP modes. 

4. Bind the VFC interface to 
the specified Ethernet 
interface. 

bind interface interface-type 
interface-number [ mac 
mac-address ] 

By default, no Ethernet interface is 
bound to a VFC interface. 
The VFC interface sends and 
receives packets through the 
Ethernet interface bound to it. 

5. Add the VFC interface to the 
specified VSAN as a trunk 
interface. 

port trunk vsan vsan-id 
By default, a VFC interface is not 
added to any VSAN as a trunk 
interface. 

6. (Optional.) Configure a 
description for the VFC 
interface. 

description text 

By default, the description of an 
interface is interface name 
Interface, for example, Vfc1 
Interface. 

7. (Optional.) Set the expected 
bandwidth of the interface. bandwidth bandwidth-value 

By default, the expected bandwidth 
(in kbps) is the interface baud rate 
divided by 1000. 

8. (Optional.) Restore the 
default settings for the VFC 
interface. 

default N/A 

9. Bring up the VFC interface. undo shutdown By default, a VFC interface is up. 
 

Displaying and maintaining VFC interfaces 
Execute display commands in any view and reset commands in user view. 
 

Task Command 

Display VFC interface information. display interface [ vfc [ interface-number ] ] [ brief 
[ description | down ] ] 

Clear statistics for VFC interfaces. reset counters interface [ vfc [ interface-number ] ] 
 

VFC interface commands 
The commands in this section are supported only on FCF, FCF-NPV, and NPV switches.  

bandwidth (VFC interface view) 

Use bandwidth to set the expected bandwidth for a VFC interface. 

Use undo bandwidth to restore the default. 

Syntax 
bandwidth bandwidth-value 
undo bandwidth 

Default 
The expected bandwidth (in kbps) of a VFC interface is the interface baud rate divided by 1000. 
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Views 
VFC interface view 

Predefined user roles 
network-admin 

Parameters 
bandwidth-value: Specifies the expected bandwidth in the range of 1 to 400000000 kbps. 

Usage guidelines 
The expected bandwidth determines the cost of the interface, which is used for route calculation.  

The default baud rate of a VFC interface is 10 Gbps. 

Examples 
# Set the expected bandwidth to 50 kbps for VFC 1. 
<Sysname> system-view 

[Sysname] interface vfc 1 

[Sysname-Vfc1] bandwidth 50 

bind interface 

Use bind interface to bind a VFC interface to an interface.  

Use undo bind interface to restore the default. 

Syntax 
bind interface interface-type interface-number [ mac mac-address ] 
undo bind interface 

Default 
A VFC interface is not bound to an interface. 

Views 
VFC interface view 

Predefined user roles 
network-admin 

Parameters 
interface-type interface-number: Specifies an interface by its type and number. The interface type 
can be Layer 2 Ethernet interface or Layer 2 aggregate interface.  

mac mac-address: Specifies the peer FCoE MAC address, six bytes in the format of 
XXXX-XXXX-XXXX. 

Usage guidelines 
To make a VFC interface work, bind it to an interface. The VFC interface then sends and receives 
packets through the interface. 

To use one physical link to carry multiple VFC interfaces, you must bind these VFC interfaces to 
different peer FCoE MAC addresses. However, you can bind them to the same interface. The FCoE 
MAC address identifies the device that communicates with a VFC interface. For a point-to-multipoint 
network, the FCoE MAC address is required. For a point-to-point network, the FCoE MAC address is 
optional. 

You can use the display fcoe command to display the FCoE MAC address of a switch. You can 
display the FCoE MAC address of an ENode through some software or the NMS. 
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A VFC interface can be bound to only one interface and one FCoE MAC address. 

An interface can be bound to multiple VFC interfaces, but an FCoE MAC address can be bound to 
only one VFC interface. 

To successfully bind a VFC interface to a Layer 2 Ethernet interface, make sure the Layer 2 Ethernet 
interface is FCoE capable.  

When you bind a VFC interface to a Layer 2 aggregate interface, follow these restrictions and 
guidelines: 
• To successfully bind a VFC interface to a Layer 2 aggregate interface, make sure all member 

ports of the Layer 2 aggregate interface are FCoE capable. Also, make sure new member ports 
of the Layer 2 aggregate interface are FCoE capable. Otherwise, FCoE traffic might be blocked.  

• The binding to a Layer 2 aggregate interface does not take effect when you perform the 
following tasks: 
 Bind one VFC interface to the Layer 2 aggregate interface.  
 Bind another VFC interface to a member port of the Layer 2 aggregate interface. 

Examples 
# Bind VFC 1 to Ten-GigabitEthernet 1/0/1 and FCoE MAC address 000c-2999-eacd. 
<Sysname> system-view 

[Sysname] interface vfc 1 

[Sysname-Vfc1] bind interface ten-gigabitethernet 1/0/1 mac 000c-2999-eacd 

# Bind VFC 2 to Bridge-aggregation 1 and FCoE MAC address 000c-2888-eacd. 
<Sysname> system-view 

[Sysname] interface vfc 2 

[Sysname-Vfc2] bind interface bridge-aggregation 1 mac 000c-2888-eacd 

Related commands 
display fcoe 

display interface vfc 

default (VFC interface view) 

Use default to restore the default settings for a VFC interface. 

Syntax 
default 

Views 
VFC interface view 

Predefined user roles 
network-admin 

Usage guidelines 

 CAUTION: 
The default command might interrupt ongoing network services. Make sure you are fully aware of 
the impacts of this command when you execute it on a live network. 
 

This command might fail to restore the default settings for some commands for reasons such as 
command dependencies or system restrictions. Use the display this command in interface view to 
identify these commands. Then use their undo forms or follow the command reference to restore 
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their default settings. If your restoration attempt still fails, follow the error message instructions to 
resolve the problem. 

Examples 
# Restore the default settings for VFC 1. 
<Sysname> system-view 

[Sysname] interface vfc 1 

[Sysname-Vfc1] default 

description (VFC interface view) 

Use description to configure the description of an interface. 

Use undo description to restore the default. 

Syntax 
description text 
undo description 

Default 
The description of a VFC interface is interface name Interface, for example, Vfc 1 Interface. 

Views 
VFC interface view 

Predefined user roles 
network-admin 

Parameters 
text: Specifies a description, a case-sensitive string of 1 to 255 characters. 

Usage guidelines 
The description helps users identify the role of an interface. 

Examples 
# Configure the description of VFC 1 as VFCport1. 
<Sysname> system-view 

[Sysname] interface vfc 1 

[Sysname-Vfc1] description VFCport1 

display interface vfc 

Use display interface vfc to display VFC interface information. 

Syntax 
display interface [ vfc [ interface-number ] ] [ brief [ description | down ] ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 
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Parameters 
vfc [ interface-number ]: Specifies VFC interfaces. If you do not specify the vfc keyword, this 
command displays information about all interfaces supported by the device. If you specify the vfc 
keyword but not the interface-number argument, this command displays information about all VFC 
interfaces. 

brief: Displays brief information about interfaces. If you do not specify this keyword, the command 
displays detailed information about interfaces. 

description: Displays complete interface descriptions. If you do not specify this keyword, the 
command displays only the first 27 characters of each interface description. 

down: Displays information about the interfaces in physically down state and the causes. If you do 
not specify this keyword, the command displays information about interfaces in all states. 

Examples 
# Display detailed information about VFC 1. 
<Sysname> display interface vfc 1 

Vfc1 

Current state: UP 

Line protocol state: UP 

Description: Vfc1 Interface 

Bandwidth: 10000000kbps 

Maximum Transmit Unit: 2112 

Internet protocol processing: Disabled 

Link layer protocol is FC 

Port WWN is 66:66:66:63:66:64:61:30 

FC mode is F, state is F 

Support the VSAN protocol 

VSAN tagging mode is Tagging 

EVFP common VSAN: 1 

Bound interface is Ten-GigabitEthernet1/0/1, Bound MAC is 000c-2933-eacd 

VSAN of physical-UP state: 1 

Last clearing of counters: Never 

Table 119 Command output 

Field Description 

Current state 

Physical link state of the interface: 
• DOWN (Administratively)—The interface has been shut 

down by using the shutdown command. 
• DOWN—The interface is administratively up, but its 

physical state is down (possibly because no physical link 
exists or the link has failed). 

• UP—The interface is both administratively and physically 
up. 

Line protocol state 

Data link layer state of the interface. The state is determined 
through automatic parameter negotiation at the data link layer. 
• UP—The data link layer protocol is up. 
• DOWN—The data link layer protocol is down. 

Bandwidth Expected bandwidth of the interface. 

Internet protocol processing: Disabled The interface is not assigned an IP address and cannot 
process IP packets. 
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Field Description 
FC mode Mode of the interface. 

state Operating mode of the interface through negotiation. 

Support the VSAN protocol Indicates the interface supports the VSAN protocol. 

VSAN tagging mode 
Link type of the interface: Trunk (Tagging) or Access (Non 
tagging).  
VFC interfaces support only Tagging. 

EVFP common VSAN 
Indicates that the common VSANs are in up state through the 
EVFP negotiation. 
This field is displayed only after the link comes up. 

Bound interface Physical interface bound to the interface. 

Bound MAC FCoE MAC address bound to the interface. 

VSAN of physical-UP state List of VSANs that are physically up. 

Last clearing of counters 

Time when the interface statistics were last cleared by using 
the reset counters interface command. Never indicates that 
the interface statistics have never been cleared since device 
startup. 

 

# Display brief information about VFC 1. 
<Sysname> display interface vfc 1 brief 

Brief information on VFC interface(s): 

Admin Mode: E - e port; F - f port; NP - n port proxy 

Oper Mode: TE - trunking e port; TF - trunking f port; 

           TNP - trunking n port proxy 

Interface  Admin Admin Oper Status Bind 

           Mode  Trunk Mode        Interface 

                 Mode 

Vfc1       F     on    TF   UP     XGE1/0/1 000c-2933-eacd 

Table 120 Command output 

Field Description 
Interface Name of the interface. 

Admin Mode 

User-configured interface mode: 
• E. 
• F. 
• NP.  

Admin Trunk Mode User-configured trunk mode for the interface: on. 

Oper Mode 

Negotiated mode (link layer negotiation) in which the interface is 
operating: 
• TE—The interface is operating in E mode as a trunk port. 
• TF—The interface is operating in F mode as a trunk port. 
• TNP—The interface is operating in NP mode as a trunk port.  
If negotiation is not initiated or fails, this field displays two hyphens (--). 

Status 
Negotiated state (link layer negotiation) for the interface: 
• UP. 
• DOWN. 
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Field Description 

Bind Interface 
Ethernet interface and FCoE MAC address bound to the interface. 
This field is empty when the interface does not have bound Ethernet 
interface or FCoE MAC address. 

 

# Display the descriptions of VFC interfaces. 
<sysname> display interface vfc brief description 

Brief information on VFC interface(s): 

Interface    Description 

Vfc1         Vfc1 Interface 

Vfc2         Vfc2 Interface 

# Display brief information about the VFC interfaces in physically down state. 
<Sysname> display interface vfc brief down 

Brief information on interface(s) under bridge mode: 

Link: ADM - administratively down; Stby - standby 

Interface            Link Cause 

Vfc1                 ADM  Administratively 

Table 121 Command output 

Field Description 
Brief information on interface(s) 
under bridge mode Brief information about Layer 2 interfaces. 

Interface Interface name. 

Link 

Physical link state of the interface: 
• DOWN—The interface is physically down. 
• ADM—The interface has been shut down by using the shutdown 

command. To restore the physical state of the interface, use the 
undo shutdown command. 

• Stby—The interface is a backup interface in standby state. To see 
the primary interface, use the display interface-backup state 
command. 

Cause 

Cause for the physical link state of an interface to be DOWN: 
• Not connected—No physical connection exists (possibly because 

the optical fiber is disconnected or faulty). 
• Administratively—The interface has been manually shut down by 

using the shutdown command. To restore the physical state of the 
interface, use the undo shutdown command. 

 

Related commands 
reset counters interface vfc 

fc mode (VFC interface view) 

Use fc mode to set the mode of a VFC interface. 

Use undo fc mode to restore the default. 

Syntax 
fc mode { e | f | np } 
undo fc mode 
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Default 
The mode of a VFC interface is F. 

Views 
VFC interface view 

Predefined user roles 
network-admin 

Parameters 
e: Specifies the E mode. 

f: Specifies the F mode. 

np: Specifies the NP mode.  

Usage guidelines 
An FCF switch supports E and F modes. An NPV switch supports F and NP modes. An FCF-NPV 
switch supports E, F, and NP modes. 

On an FCF-NPV switch, if the mode of a VFC interface does not match the mode of a VSAN of the 
interface, the mode does not take effect in the VSAN.  

Examples 
# Set the mode to F for VFC 1. 
<Sysname> system-view 

[Sysname] interface vfc 1 

[Sysname-Vfc1] fc mode f 

Related commands 
working-mode 

interface vfc 

Use interface vfc to create a VFC interface and enter its view, or enter the view of an existing VFC 
interface. 

Use undo interface vfc to delete a VFC interface. 

Syntax 
interface vfc interface-number 
undo interface vfc interface-number 

Default 
No VFC interfaces exist. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
interface-number: Specifies a VFC interface number. The value range for this argument is 1 to 1024.  

Usage guidelines 
A VFC interface is a logical interface manually created on the FCF switch to simulate the function of 
a physical FC interface. 
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Examples 
# Create VFC 1 and enter its view. 
<Sysname> system-view 

[Sysname] interface vfc 1 

[Sysname-Vfc1] 

Related commands 
display interface vfc 

reset counters interface vfc 

Use reset counters interface vfc to clear statistics for VFC interfaces. 

Syntax 
reset counters interface [ vfc [ interface-number ] ] 

Views 
User view 

Predefined user roles 
network-admin 

Parameters 
vfc [ interface-number ]: Specifies VFC interfaces. If you do not specify the vfc keyword, this 
command clears statistics for all interfaces. If you specify the vfc keyword but not the 
interface-number argument, this command clears statistics for all VFC interfaces. 

Usage guidelines 
Use this command to clear history statistics if you want to collect traffic statistics for a specific time 
period. 

Examples 
# Clear statistics for VFC 1. 
<Sysname> reset counters interface vfc 1 

Related commands 
display interface vfc 

shutdown (VFC interface view) 

Use shutdown to shut down a VFC interface. 

Use undo shutdown to bring up a VFC interface. 

Syntax 
shutdown 
undo shutdown 

Default 
A VFC interface is up. 

Views 
VFC interface view 



 

663 

Predefined user roles 
network-admin 

Examples 
# Shut down VFC 1. 
<Sysname> system-view 

[Sysname] interface vfc 1 

[Sysname-Vfc1] shutdown 

New feature: Configuring FC link aggregation 

Overview 
FC link aggregation aggregates multiple physical FC interfaces into a logical FC aggregation group. 

FC link aggregation delivers the following benefits: 
• Increased bandwidth—The bandwidth of the FC aggregate interface is the total bandwidth of 

all available member interfaces. 
• Load sharing—Incoming/outgoing traffic is distributed across multiple member interfaces of 

the FC aggregation group. 
• Improved connection reliability—When a member interface goes down, the traffic on it 

automatically switches over to other available member interfaces. This avoids service 
interruption and improves the connection reliability of the whole FC aggregate link. 

Basic concepts 

FC aggregation group, member interface, and FC aggregate interface 

FC link aggregation aggregates multiple physical FC interfaces into a logical FC aggregation group. 
An FC aggregation group is a group of FC interfaces, which are called member interfaces of the FC 
aggregation group. For each FC aggregation group, a logical interface called an FC aggregate 
interface is created. When you create an FC aggregate interface, the device automatically creates 
an FC aggregation group with the same number as the FC aggregate interface.  

Member interface status 

A member interface in an FC aggregation group can be in either of the following states: 
• Selected—A Selected member interface can forward traffic.  
• Unselected—An Unselected member interface cannot forward traffic.  

How FC link aggregation works 

FC aggregate interface operating mode 

The operating mode of an FC aggregate interface is determined as follows: 
• When the configured mode is E, F, or NP, the operating mode is the configured mode.  
• When the configured mode is auto, the operating mode is the same as the first member 

interface that goes up at the link layer. Possible operating modes are E and F.  

When the configured mode of an FC aggregate interface is changed, all member interfaces will 
perform negotiation again.  
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Choosing Selected member interfaces 

Any of the following conditions might trigger a process of choosing Selected member interfaces from 
member interfaces: 
• A new member interface joins in the FC aggregation group. 
• A member interface leaves the FC aggregation group. 
• The state (up or down) of a member interface changes.  

The states of FC aggregation group member interfaces are determined as follows: 
• When the configured mode of an FC aggregate interface is F, E, or NP, the configured mode of 

the member interfaces is the same as the FC aggregate interface. The member interfaces 
perform link negotiation based on the configured mode. All member interfaces that pass the 
negotiation and have the highest speed become Selected.  

• When the configured mode of an FC aggregate interface is auto, the configured mode of the 
member interfaces is also auto. The member interfaces perform link negotiation based on the 
auto mode. The operating mode negotiation result might be E or F mode. The operating mode 
of the FC aggregate interface is the operating mode of the first member interface that goes up at 
the link layer. All interfaces operating in the same mode as the FC aggregate interface and with 
the highest speed are Selected.  

When an FC aggregation group has Selected member interfaces, the FC aggregate interface 
physically goes up and negotiates VSAN parameters. 

Speed of an FC aggregate interface 

The speed of an FC aggregate interface is the sum of the speed of each Selected member interface 
in the FC aggregation group.  

Load sharing mode 

An FC aggregate interface forwards traffic through its Selected member interfaces. When multiple 
Selected member interfaces exist in an FC aggregation group, the device chooses Selected member 
interfaces for forwarding traffic according to its load balancing mode. The following load balancing 
modes are available: 
• Source FC_ID and destination FC_ID—Packets with the same source FC_ID and destination 

FC_ID are classified into one flow. Packets of the same flow are forwarded on the same 
Selected member interface. 

• Exchange—Packets with the same exchange are classified into one flow. An exchange is 
uniquely identified by the combination of source FC_ID, destination FC_ID, and initiator 
Exchange_ID. Packets of the same flow are forwarded on the same Selected member 
interface. 

FC link aggregation networking guidelines 
To make FC link aggregation operate correctly, follow these restrictions and guidelines when you 
build an FC link aggregation network: 
• The FC links between switches and nodes cannot be aggregated.  
• FC links between two switches can be aggregated. The two switches can operate in the same 

FCoE mode or in different FCoE modes.  
• Two FC link aggregation-enabled switches must communicate through FC aggregate 

interfaces. The member interfaces of a local FC aggregation group must be connected to 
member interfaces of one FC aggregation group on the peer end.  

Figure 86 shows a correct FC link aggregation network.  
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Figure 86 Correct FC link aggregation networks 

 
 

Figure 87 shows an incorrect FC link aggregation network. The errors include: 
• The member interfaces of a local FC aggregation group are not connected to member 

interfaces of one FC aggregation group on the peer end. 
• An FC aggregate interface is on one end of the link, and an FC interface is on the other end of 

the link.  

To modify the network errors, perform the following tasks: 
1. Use the shutdown command to shut down the FC aggregate interfaces.  
2. Correctly configure the FC aggregation groups and member interfaces.  
3. Use the undo shutdown command to bring up the FC aggregate interfaces.  

Figure 87 Incorrect FC link aggregation networks 

 
 

FC link aggregation configuration task list 

Tasks at a glance 
(Required.) Configuring an FC aggregate interface 

(Required.) Assigning an FC interface to an FC aggregation group 
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SAN aggregation 2
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SAN aggregation 2

SAN aggregation 10 SAN aggregation 20
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SAN aggregation 1
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SAN aggregation 2
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SAN aggregation 1
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SAN aggregation 3
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Tasks at a glance 
(Optional.) Enabling local-first load sharing 

 

Configuring an FC aggregate interface 
After you create an FC aggregate interface, the system automatically creates an FC aggregation 
group numbered the same.  

To configure an FC aggregate interface: 
 

Step Command Remarks 
1. Enter system view.  system-view N/A 

2. Create an FC 
aggregate interface (if 
the specified interface 
does not exist) and 
enter its view. 

interface san-aggregate 
interface-number N/A 

3. Configure the mode of 
the FC aggregate 
interface. 

fc mode { auto | e | f | np } 

• An FCF switch supports E, F, and auto 
modes. The default is auto mode. 

• An NPV switch supports F and NP 
modes. The default is F mode. 

• An FCF-NPV switch supports E, F, and 
NP modes. The default is F mode. 

4. (Optional.) Configure a 
description for the FC 
aggregate interface. 

description text 
By default, the description of an FC 
aggregate interface is interface name 
Interface, for example, SAN-Aggregation3 
Interface. 

5. (Optional.) Set the 
expected bandwidth 
for the FC aggregate 
interface. 

bandwidth bandwidth-value 

The default setting is the interface baud rate 
divided by 1000. 
The baud rate of an FC aggregate interface is 
the speed of the FC aggregate interface, 
which is the sum of the speed of each 
Selected FC interface.  

6. (Optional.) Restore the 
default settings for the 
FC aggregate 
interface. 

default N/A 

7. Bring up the FC 
aggregate interface. undo shutdown By default, an FC aggregate interface is up. 

 

Assigning an FC interface to an FC aggregation group 
When you assign an FC interface to an FC aggregation group, follow these restrictions and 
guidelines: 
• An FC interface can be assigned to only one FC aggregation group. 
• Before you assign an FC interface to an FC aggregation group, use the shutdown command to 

shut down the FC interface. After assigning the FC interface to the FC aggregation group, 
perform the following tasks: 
a. Assign the peer FC interface to the peer FC aggregation group.  
b. Use the undo shutdown command to bring up the local FC interface.  
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• Before you remove an FC interface from an FC aggregation group, use the shutdown 
command to shut down the FC interface. After removing the FC interface from the FC 
aggregation group, perform the following tasks:  
c. Remove the peer FC interface from the peer FC aggregation group.  
d. Use the undo shutdown command to bring up the local FC interface.  

• After an FC interface is assigned to an FC aggregation group, its FC mode, trunk mode, trunk 
VSAN, and access VSAN settings are deleted. Also, you cannot configure these settings for a 
member interface. After the FC interface is removed from the FC aggregation group, the default 
settings are used.  

• After an FC interface is assigned to an FC aggregation group, it uses the configuration of the FC 
aggregate interface to perform link negotiation.  

• The number of member interfaces that an FC aggregation group supports is 8.  

To assign an FC interface to an FC aggregation group: 
 

Step Command Remarks 
1. Enter system view.  system-view N/A 

2. Enter FC interface view. interface fc interface-number N/A 

3. Shut down the FC interface. shutdown By default, an FC interface is up. 

4. Assign the FC interface to the 
specified FC aggregation 
group. 

san-aggregation group group-id 
By default, an FC interface is not 
assigned to any FC aggregation 
group. 

5. Bring up the FC interface. undo shutdown 

By default, an FC interface is up. 
Execute this command after 
assigning the peer FC interface 
to the peer FC aggregation 
group.  

 

Enabling local-first load sharing 
Local-first load sharing reduces the influence of traffic on the links between physical IRF ports. For 
example, in an IRF fabric, an IRF member device forwards traffic out of an FC aggregate interface 
with the member interfaces distributed on multiple IRF member devices. The system processes the 
traffic as follows based on the configurations on IRF member device: 
• When local-first load sharing is enabled on the IRF member device:  

 If the IRF member device has Selected member interfaces, traffic is load-shared among the 
Selected interfaces of the IRF member device.  

 If the IRF member device does not have Selected member interface, traffic is load-shared 
among all Selected member interfaces on all IRF member devices.  

• When local-first load sharing is disabled on the IRF member device, the traffic is load-shared 
among all Selected member interfaces on all IRF member devices.  

For more information about IRF, see IRF Configuration Guide.  

Local-first load sharing takes effect immediately after it is configured, and it might cause traffic loss. 

To configure local-first load sharing: 
 

Step Command Remarks 
1. Enter system view.  system-view N/A 

2. Enable local-first load 
sharing. 

san-aggregation load-sharing 
mode local-first 

By default, local-first load sharing is 
enabled. 
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Displaying and maintaining FC link aggregation 
Execute display commands in any view and reset commands in user view.  
 

Task Command 
Display FC aggregate interface 
information.  

display interface [ san-aggregation [ interface-number ] ] [ brief 
[ description | down ] ] 

Display FC aggregation group 
information. 

display san-aggregation [ verbose ] [ interface san-aggregate 
interface-number ] 

Clear the statistics of an FC 
aggregate interface. reset counters interface [ san-aggregation [ interface-number ] ] 

 

FC link aggregation configuration example 

Network requirements 

To increase bandwidth and enhance connection reliability between FCF switches Switch A and 
Switch B, create an FC aggregate link between Switch A and Switch B. 

Figure 88 Network diagram 

 
 

Configuration procedure 

This section describes only the FC link aggregation-related configurations, and does not provide the 
procedure for the other configurations.  
1. Configure Switch A: 
 

 IMPORTANT: 
After you assign the FC interfaces at both ends to the FC aggregation group, use the undo 
shutdown command to bring up the member FC interfaces.  

 

# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchA> system-view 

[SwitchA] system-working-mode advance 

[SwitchA] save 

[SwitchA] quit 

<SwitchA> reboot 

# Configure the switch to operate in FCF mode.  
<SwitchA> system-view 

[SwitchA] fcoe-mode fcf 

# Create FC aggregate interface 1. FC aggregation group 1 is automatically created.  
[SwitchA] interface san-aggregation 1 

# Configure the mode of FC aggregate interface 1 as E.  

FC1/0/1
FC aggregate link

Switch BSwitch A
FC1/0/1

FC1/0/2 FC1/0/2
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[SwitchA-SAN-Aggregation1] fc mode e 

[SwitchA-SAN-Aggregation1] quit 

# Assign FC interfaces FC 1/0/1 and FC 1/0/2 to FC aggregation group 1. 
[SwitchA] interface fc 1/0/1 

[SwitchA-Fc1/0/1] shutdown 

[SwitchA-Fc1/0/1] san-aggregation group 1 

[SwitchA-Fc1/0/1] undo shutdown 

[SwitchA-Fc1/0/1] quit 

[SwitchA] interface fc 1/0/2 

[SwitchA-Fc1/0/2] shutdown 

[SwitchA-Fc1/0/2] san-aggregation group 1 

[SwitchA-Fc1/0/2] undo shutdown 

[SwitchA-Fc1/0/2] quit 

2. Configure Switch B in the same way Switch A is configured. 

Verifying the configuration 

# Display brief information for FC aggregation group 1 on Switch A. 
[SwitchA] display san-aggregate interface san-aggregation 1 

* indicates the member port is selected. 

Interface         State   Mode   Speed     Member port 

SAGG1             UP      E      8Gbps    *Fc1/0/1 

                                          *Fc1/0/2 

# Display detailed information for FC aggregation group 1 on Switch A. 
[SwitchA] display san-aggregation verbose interface san-aggregation 1 

Interface SAN-Aggregation1: 

State                : UP 

Mode                 : E 

Speed                : 8Gbps 

Member port number   : 2 

Selected port number : 2 

  Member port        State   Mode   Speed   Selected 

  Fc1/0/1            UP      E      4Gbps   Y 

  Fc1/0/2            UP      E      4Gbps   Y 

The output shows that:  
• FC 1/0/1 and FC 1/0/2 are Selected and can perform load sharing.  
• The speed of the FC aggregate interface is 8 Gbps, which is the sum of the speed of each 

Selected FC interface.  
• When an FC interface fails, the traffic can be transmitted over the other FC interface, which 

improves the link reliability.  

FC link aggregation commands 
The commands in this section are supported only on FCF, FCF-NPV, and NPV switches. 

bandwidth (FC aggregate interface view) 

Use bandwidth to set the expected bandwidth for an FC aggregate interface. 
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Use undo bandwidth to restore the default. 

Syntax 
bandwidth bandwidth-value 
undo bandwidth 

Default 
The expected bandwidth (in kbps) of an FC aggregate interface is the interface baud rate divided by 
1000. 

Views 
FC aggregate interface view 

Predefined user roles 
network-admin 

Parameters 
bandwidth-value: Specifies the expected bandwidth in the range of 1 to 400000000 kbps. 

Usage guidelines 
The baud rate of an FC aggregate interface is the sum of the speed of each Selected member 
interface in the FC aggregation group.  

The expected bandwidth of an FC aggregate interface affects the link costs in FSPF. You can control 
the route selection by setting the expected bandwidth. 

Examples 
# Set the expected bandwidth to 1000 kbps for FC aggregate interface 1. 
<Sysname> system-view 

[Sysname] interface san-aggregation 1 

[Sysname-SAN-Aggregation1] bandwidth 1000 

default (FC aggregate interface view) 

Use default to restore the default settings for an FC aggregate interface. 

Syntax 
default 

Views 
FC aggregate interface view 

Predefined user roles 
network-admin 

Usage guidelines 

 CAUTION: 
The default command might interrupt ongoing network services. Make sure you are fully aware of 
the impacts of this command when you execute it on a live network. 
 

This command might fail to restore the default settings for some commands for reasons such as 
command dependencies and system restrictions. Use the display this command in interface view to 
identify these commands, and then use their undo forms or follow the command reference to restore 
their default settings. If your restoration attempt still fails, follow the error message instructions to 
resolve the problem. 
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Examples 
# Restore the default settings for FC aggregate interface 1. 
<Sysname> system-view 

[Sysname] interface san-aggregation 1 

[Sysname-SAN-Aggregation1] default 

description (FC aggregate interface view) 

Use description to configure the description of an interface. 

Use undo description to restore the default. 

Syntax 
description text 
undo description 

Default 
The description of an FC aggregate interface is interface name Interface, for example, 
SAN-Aggregation1 Interface. 

Views 
FC aggregate interface view 

Predefined user roles 
network-admin 

Parameters 
text: Specifies a description, a case-sensitive string of 1 to 255 characters. 

Usage guidelines 
The description helps users identify the role of an interface. 

Examples 
# Configure the description of FC aggregate interface 1 as SAGG-interface. 
<Sysname> system-view 

[Sysname] interface san-aggregation 1 

[Sysname-SAN-Aggregation1] description SAGG-interface 

display interface san-aggregation 

Use display interface san-aggregation to display FC aggregate interface information. 

Syntax 
display interface [ san-aggregation [ interface-number ] ] [ brief [ description | down ] ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
san-aggregation [ interface-number ]: Specifies FC aggregate interfaces. If you do not specify the 
san-aggregation keyword, this command displays information about all interfaces supported by the 
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device. If you specify the san-aggregation keyword but not the interface-number argument, this 
command displays information about all FC aggregate interfaces. 

brief: Displays brief information about interfaces. If you do not specify this keyword, the command 
displays detailed information about interfaces. 

description: Displays complete interface descriptions. If you do not specify this keyword, the 
command displays only the first 27 characters of each interface description. 

down: Displays information about the interfaces in physically down state and the causes. If you do 
not specify this keyword, the command displays information about interfaces in all states. 

Examples 
# Display detailed information about FC aggregate interface 1. 
<Sysname> display interface san-aggregation 1 

SAN-Aggregation1 

Current state: UP 

Line protocol state: UP 

Description: SAN-Aggregation1 Interface 

Bandwidth: 1000kbps 

Maximum Transmit Unit: 2112 

Internet protocol processing: Disabled 

Link layer protocol is FC 

Port WWN is 24:01:70:ba:ef:6c:e0:15 

FC mode is F, state is F 

Support the VSAN protocol 

VSAN tagging mode is Non tagging 

EVFP common VSAN: 100 

Last clearing of counters: Never 

Table 122 Command output 

Field Description 

Current state 

Physical link state of the interface: 
• DOWN (Administratively)—The interface has been shut down 

by using the shutdown command. 
• DOWN—The interface is administratively up, but its physical 

state is down (possibly because no physical link exists or the link 
has failed). 

• UP—The interface is both administratively and physically up. 

Line protocol state 

Data link layer state of the interface. The state is determined through 
automatic parameter negotiation at the data link layer. 
• UP—The data link layer protocol is up. 
• DOWN—The data link layer protocol is down. 

Bandwidth Expected bandwidth of the interface. This field is not displayed when 
its value is 0. 

Internet protocol processing: 
Disabled 

The interface is not assigned an IP address and cannot process IP 
packets. 

FC mode Mode of the interface. 

state Operating state of the interface through negotiation. 

Support the VSAN protocol 
Indicates the interface supports the VSAN protocol.  
This field is displayed only after the link comes up. 
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Field Description 

VSAN tagging mode 
Link type of the interface through the EVFP negotiation: Trunk 
(Tagging) or Access (Non tagging).  
This field is displayed only after the link comes up. 

EVFP common VSAN 
Indicates that the common VSANs are in up state through the EVFP 
negotiation. 
This field is displayed only after the link comes up. 

Last clearing of counters 
Time when the interface statistics were last cleared by using the reset 
counters interface command. Never indicates that the interface 
statistics have never been cleared since device startup. 

 

# Display brief information about FC aggregate interface 1. 
<Sysname> display interface san-aggregation 1 brief 

Brief information on SAN-Aggregation interface(s): 

Admin Mode: auto - auto; E - e port; F - f port; NP - n port proxy 

Oper Mode: E - e port; F - f port; NP - n port proxy; 

           TE - trunking e port; TF - trunking f port; 

           TNP - trunking n port proxy 

Interface  VSAN Admin Admin Oper Oper   Status 

                Mode  Trunk Mode Speed 

                      Mode 

SAGG1      37   F     auto  F    4G     UP 

Table 123 Command output 

Field Description 
Interface Name of the interface. 

VSAN Access VSAN of the interface. 

Admin Mode 

User-configured interface mode: 
• auto. 
• E. 
• F. 
• NP. 

Admin Trunk Mode 

User-configured trunk mode for the interface: 
• auto. 
• on. 
• off. 

Oper Mode 

Negotiated mode (link layer negotiation) in which the interface is 
operating: 
• E—The interface is operating in E mode as an access port. 
• F—The interface is operating in F mode as an access port. 
• NP—The interface is operating in NP mode as an access port. 
• TE—The interface is operating in E mode as a trunk port. 
• TF—The interface is operating in F mode as a trunk port. 
• TNP—The interface is operating in NP mode as a trunk port. 
If negotiation is not initiated or fails, this field displays two hyphens (--). 

Oper Speed 
Negotiated rate in bps (physical layer negotiation) for the FC aggregate 
interface. 
If negotiation is not initiated or fails, this field displays two hyphens (--). 
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Field Description 

Status 
Negotiated state (link layer negotiation) for the interface: 
• UP. 
• DOWN. 

 

# Display the descriptions of FC aggregate interfaces. 
<sysname> display interface san-aggregation brief description 

Brief information on SAN-Aggregation interface(s): 

Interface    Description 

SAGG1        SAGG1 Interface 

SAGG2        SAGG2 Interface 

# Display brief information about the FC aggregate interfaces in physically down state. 
<Sysname> display interface san-aggregation brief down 

Brief information on interface(s) under bridge mode: 

Link: ADM - administratively down; Stby - standby 

Interface            Link Cause 

SAGG1                ADM  Administratively 

Table 124 Command output 

Field Description 
Brief information on interface(s) 
under bridge mode Brief information about Layer 2 FC aggregate interfaces. 

Interface Interface name. 

Link 

Physical link state of the interface: 
• DOWN—The interface is physically down. 
• ADM—The interface has been shut down by using the shutdown 

command. To restore the physical state of the interface, use the 
undo shutdown command. 

• Stby—The interface is a backup interface in standby state. To see 
the primary interface, use the display interface-backup state 
command. 

Cause 

Cause for the physical link state of an interface to be DOWN: 
• Not connected—No physical connection exists (possibly because 

the optical fiber is disconnected or faulty). 
• Administratively—The interface has been manually shut down by 

using the shutdown command. To restore the physical state of the 
interface, use the undo shutdown command. 

 

Related commands 
reset counters interface san-aggregation 

display san-aggregation 

Use display san-aggregation to display information about FC aggregation groups corresponding to 
existing FC aggregate interfaces. 

Syntax 
display san-aggregation [ verbose ] [ interface san-aggregation interface-number ] 

Views 
Any view 
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Predefined user roles 
network-admin 

network-operator 

Parameters 
verbose: Displays detailed information about FC aggregation groups. If you do not specify this 
keyword, the command displays brief information about FC aggregation groups.  
interface san-aggregation interface-number: Specifies an FC aggregate interface by its number. 
The value range for the interface-number argument is 1 to 1024. If you do not specify an FC 
aggregate interface, this command displays information about all FC aggregation groups 
corresponding to existing FC aggregate interfaces.  

Examples 
# Display brief information about all FC aggregation groups corresponding to existing FC aggregate 
interfaces.  
<Sysname> display san-aggregation 

* indicates the member port is selected. 

Interface        State   Mode   Speed     Member port 

SAGG1            UP      F      8Gbps    *Fc1/0/1 

                                          Fc1/0/2 

SAGG2            DOWN    -      -         - 

Table 125 Command output 

Match criteria Description 
Interface Abbreviated FC aggregate interface name.  

State 

Physical state of the FC aggregate interface: 
• DOWN—The physical state of the interface is down and the FC aggregate 

interface contains no Selected member interface. 
• UP—The physical state of the interface is up and the FC aggregate 

interface contains Selected member interfaces. 

Mode 

Operating mode of the FC aggregate interface: 
• E—E mode. 
• F—F mode. 
• NP—NP mode. 
When the physical state of the FC aggregate interface is down, a hyphen (-) is 
displayed for this field.  

Speed 

Speed of the FC aggregate interface.  
It is the sum of the speed of each Selected member interface. When the physical 
state of the FC aggregate interface is down, a hyphen (-) is displayed for this 
field.  

Member port 

Member interfaces of the FC aggregation group corresponding to the FC 
aggregate interface. A member interface marked with an asterisk (*) is a 
Selected member interface.  
When the FC aggregation group does not contain any member interfaces, a 
hyphen (-) is displayed for this field.  

 

# Display detailed information about all FC aggregation groups corresponding to existing FC 
aggregate interfaces.  
<Sysname> display san-aggregation verbose 

Interface SAN-Aggregation1: 

State                : UP 
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Mode                 : F 

Speed                : 8Gbps 

Member port number   : 2 

Selected port number : 1 

  Member port        State   Mode   Speed   Selected 

  Fc1/0/1            UP      F      8Gbps   Y 

  Fc1/0/2            UP      F      4Gbps   N 

 

Interface SAN-Aggregation2: 

State                : DOWN 

Mode                 : N/A 

Speed                : N/A 

Member port number   : 2 

Selected port number : 0 

  Member port         State   Mode   Speed   Selected 

  Fc1/0/3             DOWN    -      -       N 

  Fc1/0/4             DOWN    -      -       N 

Table 126 Command output 

Match criteria Description 
Interface FC aggregate interface name.  

State 

Physical state of the FC aggregate interface: 
• DOWN—The physical state of the interface is down and the FC aggregate 

interface contains no Selected member interface. 
• UP—The physical state of the interface is up and the FC aggregate 

interface contains Selected member interfaces. 

Mode 

Operating mode of the FC aggregate interface: 
• E—E mode. 
• F—F mode. 
• NP—NP mode. 
When the physical state of the FC aggregate interface is down, N/A is displayed 
for this field.  

Speed 
Speed of the FC aggregate interface.  
It is the sum of the speed of each Selected member interface. When the physical 
state of the FC aggregate interface is down, N/A is displayed for this field.  

Member port number Number of member interfaces in the FC aggregation group corresponding to the 
FC aggregate interface.  

Selected port number Number of Selected member interfaces in the FC aggregation group 
corresponding to the FC aggregate interface.  

Member port 

Member interfaces of the FC aggregation group corresponding to the FC 
aggregate interface.  
When the FC aggregation group does not contain any member interfaces, this 
field is empty.  

State 
Link layer state of the FC aggregate interface: 
• DOWN—The link layer protocol of the interface is down. 
• UP—The link layer protocol of the interface is up. 
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Match criteria Description 

Mode 

Operating mode of the member interface: 
• E—E mode. 
• F—F mode. 
• NP—NP mode. 
When the member interface is down at the link layer, a hyphen (-) is displayed for 
this field.  

Speed 
Speed of the member interface.  
When the member interface is down at the link layer, a hyphen (-) is displayed for 
this field.  

Selected 
Selected state of the member interface: 
• N—Unselected.  
• Y—Selected.  

 

fc mode (FC aggregate interface view) 

Use fc mode to set the mode of an FC aggregate interface. 
Use undo fc mode to restore the default. 

Syntax 
fc mode { auto | e | f | np } 
undo fc mode 

Default 
On an FCF switch, the mode of an FC aggregate interface is auto. 

On an NPV or FCF-NPV switch, the mode of an FC aggregate interface is F. 

Views 
FC aggregate interface view 

Predefined user roles 
network-admin 

Parameters 
auto: Specifies the auto mode, so that the FC aggregate interface can operate in F mode or E mode 
through dynamic negotiation. 

e: Specifies the E mode. 

f: Specifies the F mode. 

np: Specifies the NP mode. 

Usage guidelines 
An FCF switch supports E, F, and auto modes. An NPV switch supports F and NP modes. An 
FCF-NPV switch supports E, F, and NP modes. 

On an FCF-NPV switch, if the mode of an FC aggregate interface does not match the mode of a 
VSAN of the interface, the mode does not take effect in the VSAN. 

Examples 
# Set the mode to F for FC aggregate interface 1.  
<Sysname> system-view 

[Sysname] interface san-aggregation 1 
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[Sysname-SAN-Aggregation1] fc mode f 

Related commands 
working-mode 

interface san-aggregation 

Use interface san-aggregation to create an FC aggregate interface and enter its view, or enter the 
view of an existing FC aggregate interface. 

Syntax 
interface san-aggregation interface-number 
undo interface san-aggregation interface-number 

Default 
No FC aggregate interfaces exist. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
interface-number: Specifies the number of the FC aggregate interface. The value range for this 
argument is 1 to 1024.  

Examples 
# Create FC aggregate interface 1 and enter its view. 
<Sysname> system-view 

[Sysname] interface san-aggregation 1 

[Sysname-SAN-Aggregation1] 

Related commands 
display interface san-aggregation 

reset counters interface san-aggregation 

Use reset counters interface san-aggregation to clear statistics for FC aggregate interfaces. 

Syntax 
reset counters interface [ san-aggregation [ interface-number ] ] 

Views 
User view 

Predefined user roles 
network-admin 

Parameters 
san-aggregation [ interface-number ]: Specifies FC aggregate interfaces. If you do not specify the 
san-aggregation keyword, this command clears statistics for all interfaces. If you specify the 
san-aggregation keyword but not the interface-number argument, this command clears statistics for 
all FC aggregate interfaces. 
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Usage guidelines 
Use this command to clear history statistics if you want to collect traffic statistics for a specific time 
period. 

Examples 
# Clear statistics for FC aggregate interface 1. 
<Sysname> reset counters interface san-aggregation 1 

Related commands 
display interface san-aggregation 

san-aggregation group 

Use san-aggregation group to assign an FC interface to an FC aggregation group. 

Use undo san-aggregation group to remove an FC interface from an FC aggregation group. 

Syntax 
san-aggregation group group-id 
undo san-aggregation group 

Default 
An FC interface is not assigned to any FC aggregation group. 

Views 
FC interface view 

Predefined user roles 
network-admin 

Parameters 
group-id: Specifies an FC aggregation group by its group number. An FC aggregation group uniquely 
corresponds to an FC aggregate interface, and they are numbered the same. The value range for 
this argument is 1 to 1024.  

Usage guidelines 
An FC interface can be assigned to only one FC aggregation group. 

After an FC interface is assigned to an FC aggregation group, its operating mode, trunk mode, trunk 
VSAN, and access VSAN settings are cleared. Also, you cannot configure these settings for a 
member port. After the FC interface is removed from the FC aggregation group, these settings are 
not restored, and the default settings are used.  

The number of member interfaces that an FC aggregation group supports is 8.  

Examples 
# Assign FC 1/0/1 to FC aggregation group 1. 
<Sysname> system-view 

[Sysname] interface fc 1/0/1 

[Sysname-Fc1/0/1] san-aggregation group 1 

Related commands 
display san-aggregation 

san-aggregation load-sharing mode local-first 

Use san-aggregation load-sharing mode local-first to enable local-first load sharing.  
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Use undo san-aggregation load-sharing mode local-first to disable local-first load sharing.  

Syntax 
san-aggregation load-sharing mode local-first 
undo san-aggregation load-sharing mode local-first 

Default 
Local-first load sharing is enabled.  

Views 
System view 

Predefined user roles 
network-admin 

Usage guidelines 
Local-first load sharing takes effect immediately after it is enabled, and it might cause traffic loss. 

Local-first load sharing reduces the influence of traffic on the links between IRF physical interfaces. 
For example, in an IRF fabric, an IRF member device forwards traffic out of an FC aggregate 
interface with member interfaces distributed on multiple IRF member devices. The system 
processes the traffic as follows based on the settings on the IRF member device. 
• When local-first load sharing is enabled on the IRF member device, the following rules apply:  

 If the IRF member device has Selected member interfaces, traffic is load shared among the 
Selected interfaces of the IRF member device.  

 If the IRF member device does not have any Selected member interfaces, traffic is load 
shared among all Selected member interfaces on all IRF member devices.  

• When local-first load sharing is disabled on the IRF member device, the traffic is load shared 
among all Selected member interfaces on all IRF member devices.  

For more information about IRF, see IRF Configuration Guide.  

Examples 
# Enable local-first load sharing. 
<Sysname> system-view 

[Sysname] san-aggregation load-sharing mode local-first 

shutdown (FC aggregate interface view) 

Use shutdown to shut down an FC aggregate interface. 

Use undo shutdown to bring up an FC aggregate interface. 

Syntax 
shutdown 
undo shutdown 

Default 
An FC aggregate interface is up. 

Views 
FC aggregate interface view 

Predefined user roles 
network-admin 
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Examples 
# Shut down FC aggregate interface 1. 
<Sysname> system-view 

[Sysname] interface san-aggregation 1 

[Sysname-SAN-Aggregation1] shutdown 

New feature: Enabling FCoE 
To make the FC and FCoE features operate, you must enable FCoE.  

FCoE configuration task list 

Tasks at a glance Remarks 
(Required.) Enabling FCoE for a VLAN and mapping the 
VLAN to a VSAN N/A 

(Optional.) Setting an FC-MAP value Required only in FCoE networks. 

(Optional.) Setting the FKA advertisement interval value Required only in FCoE networks. 

(Optional.) Setting the FCF priority Required only in FCoE networks. 
 

Enabling FCoE for a VLAN and mapping the VLAN to a VSAN 
When you use an FC interface to transmit packets, you must map used VSANs to VLANs and enable 
FCoE for the VLANs. 

When you use a VFC interface to transmit packets, the Ethernet interface bound to the VFC interface 
might allow multiple VLANs. You must enable FCoE for one of these VLANs and map a VSAN to the 
VLAN. Then, the packets from the VSAN are tagged with the VLAN tag and transmitted within the 
VLAN. 

After you enable FCoE for a VLAN, the following changes occur on the VLAN: 
• An FCoE-capable VLAN allows only FCoE traffic. 
• All member ports in an FCoE-capable VLAN are isolated and will not form loops. For this 

reason, you do not need to enable STP or other loop detection protocols in an FCoE-capable 
VLAN. Otherwise, FCoE links might be blocked. For more information about STP, see Layer 
2—LAN Switching Configuration Guide. 

• A Layer 2 protocol enabled in an FCoE-capable VLAN runs only on Ethernet interfaces in the 
VLAN that are not bound to VFC interfaces. 

Configuration restrictions and guidelines 

When you configure this feature, follow these restrictions and guidelines: 
• FCoE cannot be enabled in VLAN 1. 
• VSANs are mapped to VLANs on a one-to-one basis. 
• When you use an FC interface to transmit packets, the VSAN at the two ends can be mapped to 

the same VLAN or different VLANs. When you use a VFC interface to transmit packets, enable 
FCoE for the same VLAN and map this VLAN to the same VSAN at both ends. 

• Make sure the Ethernet interface bound to the VFC interface allows the FCoE-capable VLAN. 
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Configuration procedure 

To enable FCoE for a VLAN and map the VLAN to a VSAN: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VLAN view. vlan vlan-id N/A 

3. Enable FCoE for the VLAN and 
map the VLAN to a VSAN. 

fcoe enable [ vsan 
vsan-id ] 

By default, FCoE is disabled for a VLAN. 
Make sure the VSAN to be mapped has 
been created. 

 

Setting an FC-MAP value 
An FC-MAP value identifies an FCoE network. Switches in the same FCoE network must have the 
same FC-MAP value. 

After an FC-MAP value is set, VFC interfaces perform a FIP renegotiation. The same FC-MAP value 
is required for two VFC interfaces to negotiate successfully. 

On FCF or NPV switches, you can set an FC-MAP value only in system view. On FCF-NPV switches, 
you can set an FC-MAP value only in VLAN view. 

Setting an FC-MAP value on an FCF or NPV switch 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Set an FC-MAP value. fcoe fcmap fc-map The default setting is 0x0efc00. 
 

Setting an FC-MAP value on an FCF-NPV switch 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VLAN view. vlan vlan-id N/A 

3. Set an FC-MAP value. fcoe fcmap fc-map The default setting is 0x0efc00. 
 

Setting the FKA advertisement interval value 
The FKA advertisement interval determines the length of time the switch takes to detect the 
disconnection of a virtual link. 

A switch uses the following process to maintain the virtual link established with a peer switch:  
1. The switch sends unsolicited Discovery Advertisements every FKA advertisement interval out 

of its VFC interfaces in E mode.  
The FKA advertisement interval value is carried in unsolicited Discovery Advertisements.  

2. After receiving an unsolicited Discovery Advertisement, the peer switch maintains the status of 
the virtual link and records the FKA advertisement interval value.  
If the peer switch fails to receive an unsolicited Discovery Advertisement within 2.5 FKA 
advertisement intervals, it deletes the virtual link. 
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A switch uses the following process to maintain the virtual link established with a peer ENode:  
3. The switch sends unsolicited Discovery Advertisements every FKA advertisement interval out 

of its VFC interfaces in F mode.  
The FKA advertisement interval value is carried in unsolicited Discovery Advertisements.  

4. After receiving an unsolicited Discovery Advertisement, the peer ENode maintains the status of 
the virtual link and records the FKA advertisement interval value.  
If the peer ENode fails to receive an unsolicited Discovery Advertisement within 2.5 FKA 
advertisement intervals, it deletes the virtual link.  

In addition, the ENode sends keepalive frames to the switch every FKA advertisement interval value. 
This value is obtained from unsolicited Discovery Advertisements received from the switch. After 
receiving a keepalive frame, the switch maintains the status of the virtual link. If the switch fails to 
receive a keepalive frame within 2.5 FKA advertisement intervals, it deletes the virtual link. 

Configuration guidelines 

When setting the FKA advertisement interval value on an FCF or NPV switch, use Table 127 as a 
reference to avoid service disruption. 

Table 127 Recommended values for different application scenarios 

Recommended 
value Application scenarios Remarks 

Less than 90 
seconds 

Connected to servers, storage 
devices, or third-party 
switches. 

According to FC-BB-5, the upper limit of the FKA 
advertisement interval is 90 seconds. In this scenario, 
a single-chassis FCF switch or NPV switch IRF fabric 
will experience FCoE traffic disruption during an ISSU 
reboot because of the following reasons:  
• This ISSU reboot takes more than 225 (2.5*90) 

seconds.  
• The peer deletes the virtual link for failing to 

receive unsolicited Discovery Advertisements 
within 225 seconds. 

You must also adjust the FKA advertisement interval 
on the upstream FCF switch to ensure service 
continuity in the following cases: 
• A master/subordinate switchover on a 

multichassis IRF fabric of NPV switches.  
• An ISSU reboot on a multichassis IRF fabric of 

NPV switches.  
You must do that for the following reasons: 
• The FKA advertisement interval set on the NPV 

switch affects only its VFC interfaces in F mode 
and connected ENodes.  

• Its VFC interfaces in NP mode use the FKA 
advertisement interval learned from the 
upstream FCF switch. 

60–90 seconds 

Master/subordinate switchover 
on a multichassis IRF fabric 
takes more than 2.5 x 60 
seconds because of the 
amount of FCoE configuration. 
ISSU reboot on a multichassis 
IRF fabric takes more than 2.5 
x 60 seconds because of the 
amount of FCoE configuration. 

For more information about ISSU, see Fundamentals 
Configuration Guide. 

300–600 seconds ISSU reboot on a During an ISSU reboot on a single-chassis IRF fabric, 
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Recommended 
value Application scenarios Remarks 

single-chassis IRF fabric to 
which no nodes are attached. 

the switch cannot send unsolicited Discovery 
Advertisements or keepalive frames. 

 

Configuration procedure 

On FCF or NPV switches, you can set the FKA advertisement interval value only in system view. On 
FCF-NPV switches, you can set the FKA advertisement interval value only in VLAN view. 

Setting an FKA advertisement interval value on an FCF or NPV switch 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Set an FKA advertisement 
interval value. 

fcoe fka-adv-period 
fka-adv-period The default setting is 8 seconds. 

 

Setting an FKA advertisement interval value on an FCF-NPV switch 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VLAN view. vlan vlan-id N/A 

3. Set an FKA advertisement 
interval value. 

fcoe fka-adv-period 
fka-adv-period 

The default setting is 8 
seconds. 

 

Setting the FCF priority 
The FCF priority includes the system FCF priority and the VFC interface FCF priority. 
• System FCF priority—The system FCF priority is used in the fcf priority field in a solicited 

Discovery Advertisement. 
• VFC interface FCF priority—The VFC interface FCF priority is used in the fcf priority field in 

an unsolicited Discovery Advertisement. 

An ENode selects the FCF switch with the highest priority from the FCF switches sending Discovery 
Advertisements and sends a FLOGI request to the FCF switch for login. 

The FCF priority takes effect only on VFC interfaces operating in F mode. You can set the FCF 
priority for a VFC interface operating in E mode. However, the setting does not take effect. 

Setting the system FCF priority 

On FCF or NPV switches, you can set the system FCF priority only in system view. On FCF-NPV 
switches, you can set the system FCF priority only in VLAN view. 

Setting the system FCF priority on an FCF or NPV switch 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Set the system FCF 
priority. 

fcoe global fcf-priority 
priority 

The default setting is 128. 
The configuration takes effect on all VFC 
interfaces operating in F mode. 
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Setting the system FCF priority on an FCF-NPV switch 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VLAN view. vlan vlan-id N/A 

3. Set the system FCF 
priority. fcoe global fcf-priority priority 

The default setting is 128. 
The configuration takes effect on all VFC 
interfaces operating in F mode in the 
VLAN. 

 

Setting the VFC interface FCF priority 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VFC interface view. interface vfc 
interface-number N/A 

3. Set the FCF priority for the VFC 
interface. fcoe fcf-priority priority The default setting is 128. 

 

Displaying and maintaining FCoE 
Execute display commands in any view. 
 

Task Command Remarks 

Display global FCoE configuration. display fcoe Supported only on FCF and NPV 
switches. 

Display the FCoE configuration in a 
VLAN. display fcoe vlan vlan-id Supported only on FCF-NPV 

switches. 
 

FCoE configuration example by using FC interfaces and VFC 
interfaces 

Network requirements 

As shown in Figure 89, use FCoE in a data center that combines a LAN and a SAN to reduce the 
number of devices, network adapters, and cables. 
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Figure 89 Network diagram 

 
 

Requirements analysis 

To meet the network requirements, perform the following tasks: 
• As a best practice to prevent physical loops in a complex LAN, enable STP on the interface that 

connects the FCF switch to the LAN. 
• To prevent loops on the interface that connects the FCF switch to the server, configure the 

interface as an edge port and enable BPDU guard. An edge port does not participate in 
spanning tree calculation and can rapidly transition to the forwarding state. When the server 
logs in to the FCF switch again, traffic loss is minimized for the server.  

Configuration procedure 

Configure the FCF switch as follows: 
1. Configure the switch to operate in advanced mode, save the configuration, and reboot the 

switch. (Skip this step if the switch is operating in advanced mode.) 
<Sysname> system-view 

[Sysname] system-working-mode advance 

[Sysname] save 

[Sysname] quit 

<Sysname> reboot 

2. Configure VLANs and interfaces: 
# Create VLANs 10 and 20, which are intended to transmit Ethernet data traffic and storage 
traffic, respectively.  
<Sysname> system-view 

[Sysname] vlan 10 

[Sysname-vlan10] quit 

[Sysname] vlan 20 

[Sysname-vlan20] quit 

# Enable STP globally.  
[Sysname] stp global enable 

# Enable BPDU guard globally.  
[Sysname] stp bpdu-protection 

# Configure Ten-GigabitEthernet 1/0/2 as a hybrid port.  
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[Sysname] interface ten-gigabitethernet 1/0/2 

[Sysname-Ten-GigabitEthernet1/0/2] port link-type hybrid 

# Assign Ten-GigabitEthernet 1/0/2 to VLAN 10 as an untagged member.  
[Sysname-Ten-GigabitEthernet1/0/2] port hybrid vlan 10 untagged 

# Assign Ten-GigabitEthernet 1/0/2 to VLAN 20 as a tagged member.  
[Sysname-Ten-GigabitEthernet1/0/2] port hybrid vlan 20 tagged 

# Set the PVID to VLAN 10 for Ten-GigabitEthernet 1/0/2.  
[Sysname-Ten-GigabitEthernet1/0/2] port hybrid pvid vlan 10 

# Disable STP on Ten-GigabitEthernet 1/0/2.  
[Sysname-Ten-GigabitEthernet1/0/2] undo stp enable 

# Configure Ten-GigabitEthernet 1/0/2 as an edge port.  
[Sysname-Ten-GigabitEthernet1/0/2] stp edged-port 

# Enable BPDU guard on Ten-GigabitEthernet 1/0/2.  
[Sysname-Ten-GigabitEthernet1/0/2] stp port bpdu-protection enable 

[Sysname-Ten-GigabitEthernet1/0/2] quit 

# Configure Ten-GigabitEthernet 1/0/3 as a trunk port, and assign the interface to VLAN 10.  
[Sysname] interface ten-gigabitethernet 1/0/3 

[Sysname-Ten-GigabitEthernet1/0/3] port link-type trunk 

[Sysname-Ten-GigabitEthernet1/0/3] port trunk permit vlan 10 

# Enable STP on Ten-GigabitEthernet 1/0/3.  
[Sysname-Ten-GigabitEthernet1/0/3] stp enable 

[Sysname-Ten-GigabitEthernet1/0/3] quit 

3. Configure DCBX: 
# Enable LLDP globally. 
[Sysname] lldp global enable 

# Create a Layer 2 ACL named DCBX. 
[Sysname] acl mac name DCBX 

# Configure ACL DCBX to permit FCoE packets (protocol number is 0x8906) and FIP protocol 
packets (protocol number is 0x8914) to pass through. 
[Sysname-acl-mac-DCBX] rule 0 permit type 8906 ffff 

[Sysname-acl-mac-DCBX] rule 5 permit type 8914 ffff 

[Sysname-acl-mac-DCBX] quit 

# Create a class named DCBX, specify the operator of the class as OR, and use ACL DCBX as 
the match criterion of the class. 
[Sysname] traffic classifier DCBX operator or 

[Sysname-classifier-DCBX] if-match acl name DCBX 

[Sysname-classifier-DCBX] quit 

# Create a behavior named DCBX, and configure the behavior to mark packets with 802.1p 
priority value 3. 
[Sysname] traffic behavior DCBX 

[Sysname-behavior-DCBX] remark dot1p 3 

[Sysname-behavior-DCBX] quit 

# Create a QoS policy named DCBX, associate class DCBX with traffic behavior DCBX in the 
QoS policy, and specify that the association apply to DCBX. 
[Sysname] qos policy DCBX 

[Sysname-qospolicy-DCBX] classifier DCBX behavior DCBX mode dcbx 

[Sysname-qospolicy-DCBX] quit 
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# Enable LLDP and DCBX TLV advertising on Ten-GigabitEthernet 1/0/2. 
[Sysname] interface ten-gigabitethernet 1/0/2 

[Sysname-Ten-GigabitEthernet1/0/2] lldp enable 

[Sysname-Ten-GigabitEthernet1/0/2] lldp tlv-enable dot1-tlv dcbx 

# Apply QoS policy DCBX to the outgoing traffic of Ten-GigabitEthernet 1/0/2.  
[Sysname-Ten-GigabitEthernet1/0/2] qos apply policy DCBX outbound 

4. Configure PFC: 
# Enable PFC in auto mode on Ten-GigabitEthernet 1/0/2.  
[Sysname-Ten-GigabitEthernet1/0/2] priority-flow-control auto 

# Enable PFC for 802.1p priority 3 on the interface.  
[Sysname-Ten-GigabitEthernet1/0/2] priority-flow-control no-drop dot1p 3 

# Configure the interface to trust the 802.1p priority carried in incoming packets.  
[Sysname-Ten-GigabitEthernet1/0/2] qos trust dot1p 

[Sysname-Ten-GigabitEthernet1/0/2] quit 

5. Configure ETS: 
# Configure the 802.1p-local priority mapping table as follows:  
 Map 802.1p priority value 3 to local precedence 1.  
 Map the other 802.1p priorities to local precedence 0. 
[Sysname] qos map-table dot1p-lp 

[Sysname-maptbl-dot1p-lp] import 0 export 0 

[Sysname-maptbl-dot1p-lp] import 1 export 0 

[Sysname-maptbl-dot1p-lp] import 2 export 0 

[Sysname-maptbl-dot1p-lp] import 3 export 1 

[Sysname-maptbl-dot1p-lp] import 4 export 0 

[Sysname-maptbl-dot1p-lp] import 5 export 0 

[Sysname-maptbl-dot1p-lp] import 6 export 0 

[Sysname-maptbl-dot1p-lp] import 7 export 0 

[Sysname-maptbl-dot1p-lp] quit 

# Configure WRR on Ten-GigabitEthernet 1/0/2:  
 Assign 50% of the interface bandwidth to the FCoE traffic (traffic assigned to queue 1).  
 Assign 50% of the interface bandwidth to the LAN traffic (traffic assigned to queue 0).  
[Sysname] interface ten-gigabitethernet 1/0/2 

[Sysname-Ten-GigabitEthernet1/0/2] qos wrr af1 group 1 byte-count 1 

[Sysname-Ten-GigabitEthernet1/0/2] qos wrr be group 1 byte-count 1 

# Assign the other queues to the SP group on Ten-GigabitEthernet 1/0/2.  
[Sysname-Ten-GigabitEthernet1/0/2] qos wrr af2 group sp 

[Sysname-Ten-GigabitEthernet1/0/2] qos wrr af3 group sp 

[Sysname-Ten-GigabitEthernet1/0/2] qos wrr af4 group sp 

[Sysname-Ten-GigabitEthernet1/0/2] qos wrr ef group sp 

[Sysname-Ten-GigabitEthernet1/0/2] qos wrr cs6 group sp 

[Sysname-Ten-GigabitEthernet1/0/2] qos wrr cs7 group sp 

[Sysname-Ten-GigabitEthernet1/0/2] quit 

6. Configure FC and FCoE: 
# Configure the switch to operate in FCF mode and create VSAN 10.  
[Sysname] fcoe-mode fcf 

[Sysname] vsan 10 

[Sysname-vsan10] quit 
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# Create VFC 2.  
[Sysname] interface vfc 2 

# Configure the mode of VFC 2 as F.  
[Sysname-Vfc2] fc mode f 

# Bind VFC 2 to Ten-GigabitEthernet 1/0/2.  
[Sysname-Vfc2] bind interface ten-gigabitethernet 1/0/2 

# Assign VFC 2 to VSAN 10 as a trunk port.  
[Sysname-Vfc2] port trunk vsan 10 

[Sysname-Vfc2] quit 

# Change Ten-GigabitEthernet 1/0/1 into FC 1/0/1.  
[Sysname] interface ten-gigabitethernet 1/0/1 

[Sysname-Ten-GigabitEthernet1/0/1] port-type fc 

# Configure the mode of FC 1/0/1 as E.  
[Sysname-Fc1/0/1] fc mode e 

# Configure FC 1/0/1 to autonegotiate the speed.  
[Sysname-Fc1/0/1] speed auto 

# Configure FC 1/0/1 to trust the 802.1p priorities carried in incoming packets. This step is 
required when both FC interfaces and VFC interfaces are used on the switch, so that the VFC 
interfaces can correctly perform PFC.  
[Sysname-Fc1/0/1] qos trust dot1p 

# Configure the trunk mode of FC 1/0/1 as On, and assign FC 1/0/1 to VSAN 10 as a trunk port. 
[Sysname-Fc1/0/1] port trunk mode on 

[Sysname-Fc1/0/1] port trunk vsan 10 

[Sysname-Fc1/0/1] quit 

# Enable FCoE in VLAN 20 and map VLAN 20 to VSAN 10.  
[Sysname] vlan 20 

[Sysname-vlan20] fcoe enable vsan 10 

FCoE configuration example by using VFC interfaces 

Network requirements 

As shown in Figure 90, use FCoE in a data center combining a LAN and a SAN to reduce the number 
of devices, network adapters, and cables. 
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Figure 90 Network diagram 

 
 

Requirements analysis 

To meet the network requirements, perform the following tasks: 
• As a best practice to prevent physical loops in a complex LAN, enable STP on the interface that 

connects the FCF switch to the LAN. 
• To prevent loops on the interface that connects the FCF switch to the server, configure the 

interface as an edge port and enable BPDU guard. An edge port does not participate in 
spanning tree calculation and can rapidly transition to the forwarding state. When the server 
logs in to the FCF switch again, traffic loss is minimized for the server.  

Configuration procedure 

Configure the FCF switch as follows: 
1. Configure the switch to operate in advanced mode, save the configuration, and reboot the 

switch. (Skip this step if the switch is operating in advanced mode.) 
<Sysname> system-view 

[Sysname] system-working-mode advance 

[Sysname] save 

[Sysname] quit 

<Sysname> reboot 

2. Configure VLANs and interfaces: 
# Create VLANs 10 and 20, which are intended to transmit Ethernet data traffic and storage 
traffic, respectively.  
<Sysname> system-view 

[Sysname] vlan 10 

[Sysname-vlan10] quit 

[Sysname] vlan 20 

[Sysname-vlan20] quit 

# Enable STP globally.  
[Sysname] stp global enable 

# Enable BPDU guard globally.  
[Sysname] stp bpdu-protection 

# Configure Ten-GigabitEthernet 1/0/1 as a trunk port, and assign the interface to VLAN 20.  
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[Sysname] interface ten-gigabitethernet 1/0/1 

[Sysname-Ten-GigabitEthernet1/0/1] port link-type trunk 

[Sysname-Ten-GigabitEthernet1/0/1] port trunk permit vlan 20 

[Sysname-Ten-GigabitEthernet1/0/1] quit 

# Configure Ten-GigabitEthernet 1/0/2 as a hybrid port.  
[Sysname] interface ten-gigabitethernet 1/0/2 

[Sysname-Ten-GigabitEthernet1/0/2] port link-type hybrid 

# Assign Ten-GigabitEthernet 1/0/2 to VLAN 10 as an untagged member.  
[Sysname-Ten-GigabitEthernet1/0/2] port hybrid vlan 10 untagged 

# Assign Ten-GigabitEthernet 1/0/2 to VLAN 20 as a tagged member.  
[Sysname-Ten-GigabitEthernet1/0/2] port hybrid vlan 20 tagged 

# Set the PVID to VLAN 10 for Ten-GigabitEthernet 1/0/2.  
[Sysname-Ten-GigabitEthernet1/0/2] port hybrid pvid vlan 10 

# Disable STP on Ten-GigabitEthernet 1/0/2.  
[Sysname-Ten-GigabitEthernet1/0/2] undo stp enable 

# Configure Ten-GigabitEthernet 1/0/2 as an edge port.  
[Sysname-Ten-GigabitEthernet1/0/2] stp edged-port 

# Enable BPDU guard on Ten-GigabitEthernet 1/0/2.  
[Sysname-Ten-GigabitEthernet1/0/2] stp port bpdu-protection enable 

[Sysname-Ten-GigabitEthernet1/0/2] quit 

# Configure Ten-GigabitEthernet 1/0/3 as a trunk port, and assign the interface to VLAN 10.  
[Sysname] interface ten-gigabitethernet 1/0/3 

[Sysname-Ten-GigabitEthernet1/0/3] port link-type trunk 

[Sysname-Ten-GigabitEthernet1/0/3] port trunk permit vlan 10 

# Enable STP on Ten-GigabitEthernet 1/0/3.  
[Sysname-Ten-GigabitEthernet1/0/3] stp enable 

[Sysname-Ten-GigabitEthernet1/0/3] quit 

3. Configure DCBX: 
# Enable LLDP globally. 
[Sysname] lldp global enable 

# Create a Layer 2 ACL named DCBX. 
[Sysname] acl mac name DCBX 

# Configure ACL DCBX to permit FCoE packets (protocol number is 0x8906) and FIP protocol 
packets (protocol number is 0x8914) to pass through. 
[Sysname-acl-mac-DCBX] rule 0 permit type 8906 ffff 

[Sysname-acl-mac-DCBX] rule 5 permit type 8914 ffff 

[Sysname-acl-mac-DCBX] quit 

# Create a class named DCBX, specify the operator of the class as OR, and use ACL DCBX as 
the match criterion of the class. 
[Sysname] traffic classifier DCBX operator or 

[Sysname-classifier-DCBX] if-match acl name DCBX 

[Sysname-classifier-DCBX] quit 

# Create a behavior named DCBX, and configure the behavior to mark packets with 802.1p 
priority value 3. 
[Sysname] traffic behavior DCBX 

[Sysname-behavior-DCBX] remark dot1p 3 

[Sysname-behavior-DCBX] quit 
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# Create a QoS policy named DCBX, associate class DCBX with traffic behavior DCBX in the 
QoS policy, and specify that the association apply to DCBX. 
[Sysname] qos policy DCBX 

[Sysname-qospolicy-DCBX] classifier DCBX behavior DCBX mode dcbx 

[Sysname-qospolicy-DCBX] quit 

# Enable LLDP and DCBX TLV advertising on Ten-GigabitEthernet 1/0/2. 
[Sysname] interface ten-gigabitethernet 1/0/2 

[Sysname-Ten-GigabitEthernet1/0/2] lldp enable 

[Sysname-Ten-GigabitEthernet1/0/2] lldp tlv-enable dot1-tlv dcbx 

# Apply QoS policy DCBX to the outgoing traffic of Ten-GigabitEthernet 1/0/2.  
[Sysname-Ten-GigabitEthernet1/0/2] qos apply policy DCBX outbound 

4. Configure PFC: 
# Forcibly enable PFC on Ten-GigabitEthernet 1/0/1.  
[Sysname-Ten-GigabitEthernet1/0/1] priority-flow-control enable 

# Enable PFC for 802.1p priority 3 on the interface.  
[Sysname-Ten-GigabitEthernet1/0/1] priority-flow-control no-drop dot1p 3 

# Configure the interface to trust the 802.1p priority carried in incoming packets.  
[Sysname-Ten-GigabitEthernet1/0/1] qos trust dot1p 

[Sysname-Ten-GigabitEthernet1/0/1] quit 

# Enable PFC in auto mode on Ten-GigabitEthernet 1/0/2.  
[Sysname-Ten-GigabitEthernet1/0/2] priority-flow-control auto 

# Enable PFC for 802.1p priority 3 on the interface.  
[Sysname-Ten-GigabitEthernet1/0/2] priority-flow-control no-drop dot1p 3 

# Configure the interface to trust the 802.1p priority carried in incoming packets.  
[Sysname-Ten-GigabitEthernet1/0/2] qos trust dot1p 

[Sysname-Ten-GigabitEthernet1/0/2] quit 

5. Configure ETS: 
# Configure the 802.1p-local priority mapping table as follows:  
 Map 802.1p priority value 3 to local precedence 1.  
 Map the other 802.1p priorities to local precedence 0. 
[Sysname] qos map-table dot1p-lp 

[Sysname-maptbl-dot1p-lp] import 0 export 0 

[Sysname-maptbl-dot1p-lp] import 1 export 0 

[Sysname-maptbl-dot1p-lp] import 2 export 0 

[Sysname-maptbl-dot1p-lp] import 3 export 1 

[Sysname-maptbl-dot1p-lp] import 4 export 0 

[Sysname-maptbl-dot1p-lp] import 5 export 0 

[Sysname-maptbl-dot1p-lp] import 6 export 0 

[Sysname-maptbl-dot1p-lp] import 7 export 0 

[Sysname-maptbl-dot1p-lp] quit 

# Configure WRR on Ten-GigabitEthernet 1/0/2:  
 Assign 50% of the interface bandwidth to the FCoE traffic (traffic assigned to queue 1).  
 Assign 50% of the interface bandwidth to the LAN traffic (traffic assigned to queue 0).  
[Sysname] interface ten-gigabitethernet 1/0/2 

[Sysname-Ten-GigabitEthernet1/0/2] qos wrr af1 group 1 byte-count 1 

[Sysname-Ten-GigabitEthernet1/0/2] qos wrr be group 1 byte-count 1 

# Assign the other queues to the SP group on Ten-GigabitEthernet 1/0/2.  
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[Sysname-Ten-GigabitEthernet1/0/2] qos wrr af2 group sp 

[Sysname-Ten-GigabitEthernet1/0/2] qos wrr af3 group sp 

[Sysname-Ten-GigabitEthernet1/0/2] qos wrr af4 group sp 

[Sysname-Ten-GigabitEthernet1/0/2] qos wrr ef group sp 

[Sysname-Ten-GigabitEthernet1/0/2] qos wrr cs6 group sp 

[Sysname-Ten-GigabitEthernet1/0/2] qos wrr cs7 group sp 

[Sysname-Ten-GigabitEthernet1/0/2] quit 

6. Configure FCoE: 
# Configure the switch to operate in FCF mode and create VSAN 10.  
[Sysname] fcoe-mode fcf 

[Sysname] vsan 10 

[Sysname-vsan10] quit 

# Create VFC 1.  
[Sysname] interface vfc 1 

# Configure the mode of VFC 1 as E.  
[Sysname-Vfc1] fc mode e 

# Bind VFC 1 to Ten-GigabitEthernet 1/0/1.  
[Sysname-Vfc1] bind interface ten-gigabitethernet 1/0/1 

# Assign VFC 1 to VSAN 10 as a trunk port.  
[Sysname-Vfc1] port trunk vsan 10 

[Sysname-Vfc1] quit 

# Create VFC 2.  
[Sysname] interface vfc 2 

# Configure the mode of VFC 2 as F.  
[Sysname-Vfc2] fc mode f 

# Bind VFC 2 to Ten-GigabitEthernet 1/0/2.  
[Sysname-Vfc2] bind interface ten-gigabitethernet 1/0/2 

# Assign VFC 2 to VSAN 10 as a trunk port.  
[Sysname-Vfc2] port trunk vsan 10 

[Sysname-Vfc2] quit 

# Enable FCoE in VLAN 20 and map VLAN 20 to VSAN 10.  
[Sysname] vlan 20 

[Sysname-vlan20] fcoe enable vsan 10 

FCoE commands 

display fcoe 

Use display fcoe to display global FCoE settings. 

Syntax 
display fcoe 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 
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Usage guidelines 
Only FCF and NPV switches support this command.  

Examples 
# Display global FCoE settings. 
<Sysname> display fcoe 

Global FCoE information: 

  FCoE MAC    : 0000-1234-0202 

  FC-MAP      : 0x0efc25 

  FCF Priority: 128 

  FKA period  : 8 seconds 

Table 128 Command output 

Field Description 
FCoE MAC FCoE MAC address of the switch. 

FC-MAP FC-MAP value. 

FCF Priority System FCF priority. 

FKA period Interval at which a VFC interface sends Discovery Solicitations 
and unsolicited Discovery Advertisements. 

 

Related commands 
fcoe fcmap 
fcoe fka-adv-period 
fcoe global fcf-priority 

display fcoe vlan 

Use display fcoe vlan to display the FCoE settings of a VLAN. 

Syntax 
display fcoe vlan vlan-id 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
vlan vlan-id: Specifies a VLAN by its ID in the range of 1 to 4094. 

Usage guidelines 
Only FCF-NPV switches support this command. 

Examples 
# Display the FCoE settings of VLAN 10. 
<Sysname> display fcoe vlan 10 

FCoE information of VLAN 10: 

  FCoE MAC    : 0000-2345-0202 
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  FC-MAP      : 0x0efc01 

  FCF Priority: 128 

  FKA period  : 8 seconds 

Table 129 Command output 

Field Description 
FCoE MAC FCoE MAC address of the switch. 

FC-MAP FC-MAP value. 

FCF Priority System FCF priority. 

FKA period Interval at which a VFC interface sends Discovery Solicitations 
and unsolicited Discovery Advertisements. 

 

Related commands 
fcoe fcmap 
fcoe fka-adv-period 
fcoe global fcf-priority 

fcoe enable 

Use fcoe enable to enable FCoE in a VLAN and map the VLAN to a VSAN. 

Use undo fcoe enable to disable FCoE in a VLAN. 

Syntax 
fcoe enable [ vsan vsan-id ] 
undo fcoe enable 

Default 
FCoE is disabled in a VLAN. 

Views 
VLAN view 

Predefined user roles 
network-admin 

Parameters 
vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. If you do not specify a VSAN, this 
command maps the VLAN to a VSAN with the same ID as the VLAN. For VLANs 3840 to 4094, you 
must specify VSANs to be mapped. Otherwise, an error message appears. 

Usage guidelines 
Only FCF, FCF-NPV, and NPV switches support this command.  

FCoE cannot be enabled in VLAN 1.  

VSANs are mapped to VLANs on a one-to-one basis. 

An FCoE-enabled VLAN allows only FCoE traffic. All member ports in an FCoE-enabled VLAN are 
isolated and will not form loops. To prevent FCoE links from being blocked, do not enable STP or 
other loop detection protocols in an FCoE-enabled VLAN. A Layer 2 protocol enabled in an 
FCoE-enabled VLAN runs based on the topology where all member ports in the VLAN are isolated at 
Layer 2. 



 

696 

When you use an FC interface to transmit packets, you must map used VSANs to VLANs and enable 
FCoE for the VLANs. The VSAN used on the two ends can be mapped to the same VLAN or different 
VLANs. 

When you use a VFC interface to transmit packets, the interface bound to the VFC interface might 
allow multiple VLANs. You must enable FCoE for the same VLAN and map the VLAN to the same 
VSAN on both ends. Then, packets from the VSAN are tagged with the VLAN tag and transmitted 
within the VLAN.  

Examples 
# Enable FCoE in VLAN 4 and map VLAN 4 to VSAN 6. 
<Sysname> system-view 

[Sysname] vlan 4 

[Sysname-vlan4] fcoe enable vsan 6 

fcoe fcf-priority 

Use fcoe fcf-priority to set the FCF priority for a VFC interface. 

Use undo fcoe fcf-priority to restore the default. 

Syntax 
fcoe fcf-priority priority 

undo fcoe fcf-priority 

Default 
The FCF priority of a VFC interface is 128. 

Views 
VFC interface view 

Predefined user roles 
network-admin 

Parameters 
priority: Specifies the FCF priority in the range of 0 to 255. The smaller the value, the higher the 
priority. 

Usage guidelines 
Only FCF, FCF-NPV, and NPV switches support this command.  

This command takes effect only on VFC interfaces operating in F mode. You can configure this 
command on VFC interfaces operating in E or NP mode, but it does not take effect.  

The VFC interface FCF priority is used in the fcf priority field in a solicited Discovery Advertisement. 

An ENode selects the FCF switch with the highest priority from the FCF switches sending Discovery 
Advertisements and sends a FLOGI request to it for login. 

Examples 
# Set the FCF priority to 12 for VFC 1. 
<Sysname> system-view 

[Sysname] interface vfc 1 

[Sysname-Vfc1] fcoe fcf-priority 12 

fcoe fcmap 

Use fcoe fcmap to set an FC-MAP value. 
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Use undo fcoe fcmap to restore the default. 

Syntax 
fcoe fcmap fc-map 

undo fcoe fcmap 

Default 
The FC-MAP value is 0x0efc00. 

Views 
System view 

VLAN view 

Predefined user roles 
network-admin 

Parameters 
fc-map: Specifies a hexadecimal FC-MAP value in the range of 0efc00 to 0efcff. 

Usage guidelines 
Only FCF, FCF-NPV, and NPV switches support this command. On FCF or NPV switches, you can 
set an FC-MAP value only in system view. On FCF-NPV switches, you can set an FC-MAP value 
only in VLAN view.  

An FC-MAP value identifies an FCoE network. Switches in the same FCoE network must have the 
same FC-MAP value. 

After an FC-MAP value is set, VFC interfaces perform a FIP renegotiation. 

Examples 
# Set the FC-MAP value to 0x0efcff on an FCF or NPV switch. 
<Sysname> system-view 

[Sysname] fcoe fcmap 0efcff 

Changing the FC-MAP will flap all VFC interfaces. Continue? [Y/N]:y 

# Set the FC-MAP value to 0x0efcff in VLAN 2 on an FCF-NPV switch. 
<Sysname> system-view 

[Sysname] vlan 2 

[Sysname-vlan2] fcoe fcmap 0efcff 

Changing the FC-MAP will flap all VFC interfaces in current VLAN. Continue? [Y/N]:y 

fcoe fka-adv-period 

Use fcoe fka-adv-period to set an FKA advertisement interval. 

Use undo fcoe fka-adv-period to restore the default. 

Syntax 
fcoe fka-adv-period fka-adv-period 

undo fcoe fka-adv-period 

Default 
The FKA advertisement interval is 8 seconds. 

Views 
System view 
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VLAN view 

Predefined user roles 
network-admin 

Parameters 
fka-adv-period: Specifies an FKA advertisement interval in the range of 4 to 600 seconds. 

Usage guidelines 
Only FCF, FCF-NPV, and NPV switches support this command. On FCF or NPV switches, you can 
set an FKA advertisement interval value only in system view. On FCF-NPV switches, you can set an 
FKA advertisement interval value only in VLAN view.  

When setting the FKA advertisement interval on an FCF or NPV switch, use Table 130 as a reference 
to avoid service disruption. 

Table 130 Recommended values for different application scenarios 

Recommended 
value Application scenarios Remarks 

Less than 90 
seconds 

Connected to servers, storage 
devices, or third-party 
switches. 

According to FC-BB-5, the upper limit of the FKA 
advertisement interval is 90 seconds. In this 
scenario, a single-chassis IRF fabric of an FCF 
switch or NPV switch will experience FCoE traffic 
disruption during an ISSU reboot for the following 
reasons:  
• The ISSU reboot takes more than 225 (2.5*90) 

seconds.  
• The peer deletes the virtual link for failing to 

receive unsolicited Discovery Advertisements 
within 225 seconds.  

You must adjust the FKA advertisement interval on 
the upstream FCF switch to ensure service continuity 
in either of the following situations: 
• A master/subordinate switchover on a 

multichassis IRF fabric of NPV switches.  
• An ISSU reboot on a multichassis IRF fabric of 

NPV switches  
The preceding steps are required for the following 
reasons: 
• The FKA advertisement interval configured on 

the NPV switch affects only its VFC interfaces in 
F mode and connected ENodes.  

• The VFC interfaces in NP mode of the NPV 
switch use the FKA advertisement interval 
learned from the upstream FCF switch.  

60–90 seconds 

Master/subordinate switchover 
on a multichassis IRF fabric 
takes more than 2.5 x 60 
seconds because of the 
amount of FCoE configuration. 
ISSU reboot on a multichassis 
IRF fabric takes more than 2.5 
x 60 seconds because of the 
amount of FCoE configuration.  

For more information about ISSU, see Fundamentals 
Configuration Guide. 

300–600 seconds 
ISSU reboot on a 
single-chassis IRF fabric to 
which no nodes are attached.  

During an ISSU reboot on a single-chassis IRF 
fabric, the switch cannot send unsolicited Discovery 
Advertisements or keepalive frames.  
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Examples 
# Set the FKA advertisement interval to 20 seconds on an FCF or NPV switch. 
<Sysname> system-view 

[Sysname] fcoe fka-adv-period 20 

# Set the FKA advertisement interval to 20 seconds in VLAN 2 on an FCF-NPV switch. 
<Sysname> system-view 

[Sysname] vlan 2 

[Sysname-vlan2] fcoe fka-adv-period 20 

fcoe global fcf-priority 

Use fcoe global fcf-priority to set the system FCF priority. 

Use undo fcoe global fcf-priority to restore the default. 

Syntax 
fcoe global fcf-priority priority 
undo fcoe global fcf-priority 

Default 
The system FCF priority is 128. 

Views 
System view 

VLAN view 

Predefined user roles 
network-admin 

Parameters 
priority: Specifies the system FCF priority in the range of 0 to 255. The smaller the value, the higher 
the priority. 

Usage guidelines 
This command takes effect on all VFC interfaces operating in F mode. 

Only FCF, FCF-NPV, and NPV switches support this command. On FCF or NPV switches, you can 
set the system FCF priority only in system view. On FCF-NPV switches, you can set the system FCF 
priority only in VLAN view.  

The system FCF priority is used in the fcf priority field in an unsolicited Discovery Advertisement. 

An ENode selects the FCF switch with the highest priority from the FCF switches sending Discovery 
Advertisements and sends a FLOGI request to it for login. 

Examples 
# Set the system FCF priority to 12 on an FCF or NPV switch. 
<Sysname> system-view 

[Sysname] fcoe global fcf-priority 12 

# Set the system FCF priority to 12 in VLAN 2 on an FCF-NPV switch. 
<Sysname> system-view 

[Sysname] vlan 2 

[Sysname-vlan2] fcoe global fcf-priority 12 
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New feature: Configuring VSANs 
The virtual storage area network (VSAN) feature breaks a physical SAN into multiple VSANs, and 
provides more secure, reliable, and flexible services. 

Devices in a VSAN cannot get information about any other VSAN and devices in any other VSAN. 
Each VSAN performs the following operations independently:  
• Selecting a principal switch.  
• Assigning domain IDs.  
• Running routing protocols.  
• Maintaining routing table and FIB table.  
• Providing services. 

The VSAN feature delivers the following benefits: 
• Improved security—VSANs are isolated from each other. 
• Improved scalability—Each VSAN independently runs and provides services. Different 

VSANs can use the same address space so that network scalability is improved. 
• Flexibility—You can assign interfaces to different VSANs without changing the physical 

connections of the SAN. 

VSAN fundamentals 
The interfaces in a VSAN can act as access ports or trunk ports. 
• Access port—An access port can belong to only one VSAN. 
• Trunk port—A trunk port can belong to multiple VSANs. 

FC interfaces and FC aggregate interfaces can act as access ports or trunk ports, depending on 
negotiation. 

VFC interfaces can only act as trunk ports.  

Access VSAN 
Figure 91 shows a typical access VSAN. 
• The ports of blue links on switches (including E_Ports and F_Ports) are configured as access 

ports and assigned to VSAN 1.  
• The ports of purple links are configured as access ports and assigned to VSAN 2. 

When servers read the disks, the FC frames are sent from servers to disks as follows:  
1. The N_Ports of different servers send FC frames to the F_Ports on FCF Switch A.  
2. Switch A searches for the outgoing interfaces in the FIB table of the VSAN that each F_Port 

belongs to. These F_Ports use different E_Ports as outgoing interfaces.  
3. Packets are forwarded out of these E_Ports, and they might travel across multiple 

VSAN-capable switches to the E_Ports of FCF Switch B. 
4. Switch B searches for the outgoing interfaces in the FIB tables of the VSAN that each E_Port 

belongs to, and forwards them to the F_Ports.  
5. The F_Ports send the frames to the N_Ports of different disk devices.  

The frames from the disk devices to the server are processed in the same way and finally reach the 
servers. 
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Figure 91 Access VSAN 

 
 

During the transmission procedure, frames are not changed. To support multiple VSANs, a switch 
must use different physical interfaces. The access VSAN feature does not reduce the number of 
physical connections. Though different VSANs are isolated from each other, they are physically 
rather than logically isolated. This mode cannot give full play to the advantages of the VSAN feature. 

Trunk VSAN in an FC network 
The trunk VSAN feature implements logical isolation among VSANs. A trunk VSAN adds a Virtual 
Fabric Tagging Header (VFT_Header, also known as VSAN tag) to the FC frames. The VFT_Header 
contains a VF_ID (also known as VSAN ID) field to indicate the VSAN of the FC frames. In this way, 
FC frames with different VF_IDs are contained in their respective VSANs, and different VSANs 
cannot communicate with each other. The trunk VSAN implements physical connectivity and logical 
isolation in the network. 

Figure 92 shows a typical trunk VSAN. 
• The F_Ports in blue on switches are configured as access ports and assigned to VSAN 1.  
• The F_Ports in purple are configured as access ports and assigned to VSAN 2.  
• The E_Ports are configured with trunk VSANs 1 and 2. 

When servers read the disks, the FC frames are sent from servers to disks as follows:  
1. The N_Ports of different servers send FC frames without VFT_Headers to the F_Ports on FCF 

switch Switch A.  
2. Switch A searches for the outgoing interfaces in the FIB table of the VSAN that each F_Port 

belongs to. These F_Ports use the same E_Port as the outgoing interface.  
3. When the frames are forwarded out of the E_Port, they are tagged with the VFT_Header of 

VSAN 1 and VSAN 2.  
4. The frames travel across multiple VSAN-capable switches to the E_Port of FCF switch Switch 

B. 
5. According to the VFT_Headers, Switch B searches for the outgoing interfaces in the FIB tables 

of the VSANs, and forwards them to the F_Ports.  
6. The F_Ports remove the VFT_Headers and send the frames to the N_Ports of different disk 

devices.  

The frames from the disk devices to the server are processed in the same way and finally reach the 
servers. 
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Figure 92 Trunk VSAN network 

 
 

During the transmission process, VFT_Headers are added to and removed from the frames. A switch 
can use the same physical interface to support multiple VSANs. The trunk VSAN feature reduces the 
number of physical connections, actually implementing logical isolation in a physical network. 

Trunk VSAN in an FCoE network 
FCoE transports FC over Ethernet. In an FCoE network:  
• VSANs in FC must be mapped to VLANs as configured by the user.  
• The FIB table for a VSAN is also stored on the relevant VLAN.  

FCoE frames use VLAN_Headers to replace VFT_Headers in FC frames and are forwarded based 
on the VLAN IDs in VLAN_Headers. 

A VFC interface can only act as a trunk port. The bound Ethernet interface must also be configured 
as a trunk port. Its trunk VLAN list must include the VLANs mapped to each VSAN in the trunk VSAN 
list of the VFC interface. An FCoE frame transmitted from a VFC interface can use the VLAN ID in 
VLAN_Header to identify the VLAN to which it belongs. 

VSAN mode negotiation 
FC interfaces and FC aggregate interfaces can act as access ports or trunk ports, depending on link 
negotiation. VFC interfaces can only act as trunk ports and do not require negotiation. 

Link negotiation involves a series of protocols. The Exchange Virtual Fabrics Parameters (EVFP) 
protocol determines the VSAN mode that applies. 

The EVFP negotiation determines the VSAN mode based on the following settings on both ends of a 
link: 
• Trunk mode—The trunk mode can be auto (default), on, or off. 
• Access VSAN—Indicates the VSAN to which the interface is added as an access port, which is 

VSAN 1 by default. 
• Trunk VSAN list—Indicates the VSANs to which the interface is added as a trunk port. By 

default, the VSAN list is empty. 

The EVFP negotiation process is as follows: 
1. The interface at each end sends its trunk mode, access VSAN, and trunk VSAN list to the peer. 
2. The two ends negotiate the VSAN tagging mode according to the trunk modes.  

Table 131 shows the negotiation rules. 
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Table 131 VSAN tagging mode negotiation rules 

Trunk mode of the 
peer end (right) 

Off On Auto 
Trunk mode of the 
local end (below) 
Off Non Tagging Non Tagging Non Tagging 

On Non Tagging Tagging Tagging 

Auto Non Tagging Tagging Non Tagging 
 

3. The two ends determine whether to act as access or trunk ports according to the negotiation 
result, their access VSANs, and their trunk VSAN lists. 
 If the negotiation result is Non Tagging, EVFP checks whether both ends have the same 

access VSAN. 
− If the two ends have different access VSANs, EVFP considers the access VSAN 

configurations as configuration errors.  
− If the two ends have the same access VSAN, the two interfaces both act as access 

ports. The configured trunk VSAN list does not take effect. The two interfaces can send 
and receive only FC frames without VFT_Headers. 

 If the negotiation result is Tagging, EVFP checks whether the trunk VSAN lists of both ends 
overlap and have common VSANs. 
− If the two ends do not have common VSANs, EVFP considers the trunk VSAN list 

configurations as configuration errors.  
− If the two ends have common VSANs, the two interfaces both act as trunk ports in the 

common VSANs. The configured access VSAN does not take effect.  

As shown in Figure 93:  
• The interfaces on FCF switch A are configured with trunk VSANs 1, 2, 3, and 4.  
• The interfaces on FCF switch B are configured with trunk VSANs 1, 2, and 3.  

After negotiation, the link connecting the two switches can only transmit FC frames with VF_ID 1, 2, 
or 3 in the VFT_Headers. The link cannot transmit frames without VFT_Headers or frames with 
VFT_Headers whose VF_ID fields are not the common VSANs of the two switches. 

Figure 93 VSAN trunk 
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Creating a VSAN 
The maximum number of VSANs (including VSAN 1) allowed on a switch is 32. 

By default, registered N_Ports in a VSAN belong to the default zone and cannot access one another. 
You can allow these N_Ports to access one another by configuring the default zone policy. For more 
information about zones, see "New feature: Configuring FC zones." 

To create a VSAN: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Create a VSAN and enter 
VSAN view. 

vsan vsan-id [ name 
vsan-name ] 

By default, only the default VSAN 
(VSAN 1) exists, and the name of 
VSAN 1 is VSAN0001. 

 

Configuring the operating mode for a VSAN 
You can configure either of the following operating modes for a VSAN on an FCF-NPV switch: 
• FCF mode—A VSAN operating in this mode acts as an FCF switch. 
• NPV mode—A VSAN operating in this mode acts as an NPV switch. 

Only FCF-NPV switches support this configuration. 

The access VSAN and trunk VSANs of an FC interface or FC aggregate interface must be 
configured with the same operating mode. 

To configure the operating mode for a VSAN: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSAN view. vsan vsan-id [ name 
vsan-name ] N/A 

3. Configure the operating mode 
for the VSAN. working-mode { fcf | npv } The default operating mode of a 

VSAN is NPV mode. 
 

Configuring the trunk mode 
FC interfaces and FC aggregate interfaces support the trunk mode configuration. VFC interfaces can 
work only as trunk ports and do not support the trunk mode configuration. 

If the switch connects to a node through an FC interface or FC aggregate interface, as a best 
practice, assign the interface to a VSAN as an access port. If you assign the interface to a VSAN as 
a trunk port, node login might be affected. 

To configure the trunk mode: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter FC interface view 
or FC aggregate interface 
view. 

interface { fc | san-aggregation } 
interface-number N/A 

3. Configure the trunk mode 
of the interface. port trunk mode { auto | off | on } By default, the trunk mode of an 
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Step Command Remarks 
interface is auto.  

 

Configuring an access VSAN 
You can assign interfaces to a VSAN as access ports one by one in interface view. Alternatively, you 
can assign multiple interfaces to a VSAN as access ports by configuring an interface list in VSAN 
view. If you assign an interface to different VSANs by using the two methods, the most recent 
configuration takes effect. 

Assigning an interface to a VSAN as an access port 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter FC interface view 
or FC aggregate interface 
view. 

interface { fc | 
san-aggregation } 
interface-number 

N/A 

3. Assign the interface to a 
VSAN as an access port. port access vsan vsan-id 

By default, an interface belongs to 
VSAN 1 as an access port. 
Make sure you have created the VSAN. 

 

Assigning interfaces to a VSAN as access ports in bulk 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSAN view. vsan vsan-id N/A 

3. Assign a list of interfaces to 
the VSAN as access ports. port interface-list By default, an interface belongs to VSAN 1 as 

an access port. 
 

Configuring a trunk VSAN 
FC interfaces, FC aggregate interfaces, and VFC interfaces can be assigned to multiple VSANs as 
trunk ports. 

If you assign an interface to VSANs as a trunk port multiple times, the new configuration does not 
overwrite the old configurations. The final trunk VSAN list is the union of all the VSANs to which you 
have assigned the interface. 

An FC interface or FC aggregate interface exchanges messages with the peer interface in the 
access VSAN to perform VSAN mode negotiation. Therefore, you must map the access VSAN to a 
VLAN in addition to configuring the trunk VSAN. By default, the access VSAN of an FC interface or 
FC aggregate interface is VSAN 1. 

To assign an interface to the specified VSANs as trunk ports: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter FC interface, FC 
aggregate interface, or VFC 
interface view. 

interface { fc | san-aggregation 
| vfc } interface-number N/A 
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Step Command Remarks 
3. Assign the interface to the 

specified VSANs as a trunk 
port so that the interface 
allows the specified VSANs 
to pass through. 

port trunk vsan vsan-id-list 

By default, an interface does not 
belong to any VSAN (including 
VSAN 1) as a trunk port. 
You can assign an interface to a 
nonexistent VSAN as a trunk port. 

 

Displaying and maintaining VSANs 
Execute display commands in any view. 
 

Task Command Remarks 
Display the member ports of 
VSANs. 

display vsan [ vsan-id ] 
port-member N/A 

Display the operating modes 
of VSANs. display vsan [ vsan-id ] status Supported only on FCF-NPV 

switches. 
 

VSAN configuration examples 

VSAN configuration example by using FC interfaces 

Network requirements 
As shown in Figure 94, configure the SAN to meet the following requirements: 
• Server A can read and write only the data of Disk A and Disk B. 
• Server B can read and write only the data of Disk C. 

Figure 94 Network diagram 

 
 

Configuration procedure 
This section describes only the VSAN configurations.  
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# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchA> system-view 

[SwitchA] system-working-mode advance 

[SwitchA] save 

[SwitchA] quit 

<SwitchA> reboot 

# Configure the switch to operate in FCF mode.  
<SwitchA> system-view 

[SwitchA] fcoe-mode fcf 

# Create VSAN 10, and allow the zone members in the default zone to access one another. 
[SwitchA] vsan 10 

[SwitchA-vsan10] zone default-zone permit 

[SwitchA-vsan10] quit 

# Create VSAN 20, and allow the zone members in the default zone to access one another.  
[SwitchA] vsan 20 

[SwitchA-vsan20] zone default-zone permit 

[SwitchA-vsan20] quit 

# Change Ten-GigabitEthernet 1/0/1 into FC 1/0/1.  
[SwitchA] interface ten-gigabitethernet 1/0/1 

[SwitchA-Ten-GigabitEthernet1/0/1] port-type fc 

# Configure the mode of FC 1/0/1 as E.  
[SwitchA-Fc1/0/1] fc mode e 

# Configure FC 1/0/1 to autonegotiate the speed.  
[SwitchA-Fc1/0/1] speed auto 

# Configure the trunk mode of FC 1/0/1 as On, and assign FC 1/0/1 to VSANs 10 and 20 as a 
trunk port. 
[SwitchA-Fc1/0/1] port trunk mode on 

[SwitchA-Fc1/0/1] port trunk vsan 10 20 

[SwitchA-Fc1/0/1] quit 

# Change Ten-GigabitEthernet 1/0/2 into FC 1/0/2.  
[SwitchA] interface ten-gigabitethernet 1/0/2 

[SwitchA-Ten-GigabitEthernet1/0/2] port-type fc 

# Configure the mode of FC 1/0/2 as F.  
[SwitchA-Fc1/0/2] fc mode f 

# Configure FC 1/0/2 to autonegotiate the speed.  
[SwitchA-Fc1/0/2] speed auto 

# Assign FC 1/0/2 to VSAN 10 as an access port. 
[SwitchA-Fc1/0/2] port access vsan 10 

[SwitchA-Fc1/0/2] quit 

# Change Ten-GigabitEthernet 1/0/3 into FC 1/0/3.  
[SwitchA] interface ten-gigabitethernet 1/0/3 

[SwitchA-Ten-GigabitEthernet1/0/3] port-type fc 

# Configure the mode of FC 1/0/3 as F.  
[SwitchA-Fc1/0/3] fc mode f 

# Configure FC 1/0/3 to autonegotiate the speed.  
[SwitchA-Fc1/0/3] speed auto 
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# Assign FC 1/0/3 to VSAN 20 as an access port. 
[SwitchA-Fc1/0/3] port access vsan 20 

[SwitchA-Fc1/0/3] quit 

# Enable FCoE in VLAN 10 and map VLAN 10 to VSAN 10.  
[SwitchA] vlan 10 

[SwitchA-vlan10] fcoe enable vsan 10 

[SwitchA-vlan10] quit 

# Enable FCoE in VLAN 20 and map VLAN 20 to VSAN 20.  
[SwitchA] vlan 20 

[SwitchA-vlan20] fcoe enable vsan 20 

[SwitchA-vlan20] quit 

2. Configure Switch B in the same way Switch A is configured.  

Verifying the configurations 
# Display member interfaces of each VSAN on switches, for example, Switch A. 
[SwitchA] display vsan port-member 

VSAN 1: 

  Access Ports: 

  Trunk Ports: 

 

VSAN 10: 

  Access Ports: 

    Fc1/0/2 

  Trunk Ports: 

    Fc1/0/1 

 

VSAN 20: 

  Access Ports: 

    Fc1/0/3 

  Trunk Ports: 

    Fc1/0/1 

VSAN configuration examples by using VFC interfaces 

Network requirements 
As shown in Figure 95, configure the VSANs to meet the following requirements: 
• Server A can read and write only the data of Disk A and Disk B. 
• Server B can read and write only the data of Disk C. 
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Figure 95 Network diagram 

 
 

Configuration procedure 
This section describes only the VSAN configurations.  
1. Configure Switch A: 

# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchA> system-view 

[SwitchA] system-working-mode advance 

[SwitchA] save 

[SwitchA] quit 

<SwitchA> reboot 

# Configure the switch to operate in FCF mode.  
<SwitchA> system-view 

[SwitchA] fcoe-mode fcf 

# Create VSAN 10, and allow the zone members in the default zone to access one another. 
[SwitchA] vsan 10 

[SwitchA-vsan10] zone default-zone permit 

[SwitchA-vsan10] quit 

# Create VSAN 20, and allow the zone members in the default zone to access one another.  
[SwitchA] vsan 20 

[SwitchA-vsan20] zone default-zone permit 

[SwitchA-vsan20] quit 

# Create VFC 1.  
[SwitchA] interface vfc 1 

# Configure the mode of VFC 1 as E.  
[SwitchA-Vfc1] fc mode e 

# Bind VFC 1 to Ten-GigabitEthernet 1/0/1.  
[SwitchA-Vfc1] bind interface ten-gigabitethernet 1/0/1 

# Assign VFC 1 to VSAN 10 and VSAN 20 as a trunk port.  
[SwitchA-Vfc1] port trunk vsan 10 20 

[SwitchA-Vfc1] quit 
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# Configure Ten-GigabitEthernet 1/0/1 as a trunk port, and assign the port to VLAN 10 and 
VLAN 20.  
[SwitchA] interface ten-gigabitethernet 1/0/1 

[SwitchA-Ten-GigabitEthernet1/0/1] port link-type trunk 

[SwitchA-Ten-GigabitEthernet1/0/1] port trunk permit vlan 10 20 

[SwitchA-Ten-GigabitEthernet1/0/1] quit 

# Create VFC 2.  
[SwitchA] interface vfc 2 

# Configure the mode of VFC 2 as F.  
[SwitchA-Vfc2] fc mode f 

# Bind VFC 2 to Ten-GigabitEthernet 1/0/2.  
[SwitchA-Vfc2] bind interface ten-gigabitethernet 1/0/2 

# Assign VFC 2 to VSAN 10 as a trunk port.  
[SwitchA-Vfc2] port trunk vsan 10 

[SwitchA-Vfc2] quit 

# Configure Ten-GigabitEthernet 1/0/2 as a trunk port, and assign the port to VLAN 10.  
[SwitchA] interface ten-gigabitethernet 1/0/2 

[SwitchA-Ten-GigabitEthernet1/0/2] port link-type trunk 

[SwitchA-Ten-GigabitEthernet1/0/2] port trunk permit vlan 10 

[SwitchA-Ten-GigabitEthernet1/0/2] quit 

# Create VFC 3.  
[SwitchA] interface vfc 3 

# Configure the mode of VFC 3 as F.  
[SwitchA-Vfc3] fc mode f 

# Bind VFC 3 to Ten-GigabitEthernet 1/0/3.  
[SwitchA-Vfc3] bind interface ten-gigabitethernet 1/0/3 

# Assign VFC 3 to VSAN 20 as a trunk port.  
[SwitchA-Vfc3] port trunk vsan 20 

[SwitchA-Vfc3] quit 

# Configure Ten-GigabitEthernet 1/0/3 as a trunk port, and assign the port to VLAN 20.  
[SwitchA] interface ten-gigabitethernet 1/0/3 

[SwitchA-Ten-GigabitEthernet1/0/3] port link-type trunk 

[SwitchA-Ten-GigabitEthernet1/0/3] port trunk permit vlan 20 

[SwitchA-Ten-GigabitEthernet1/0/3] quit 

# Enable FCoE in VLAN 10 and map VLAN 10 to VSAN 10.  
[SwitchA] vlan 10 

[SwitchA-vlan10] fcoe enable vsan 10 

[SwitchA-vlan10] quit 

# Enable FCoE in VLAN 20 and map VLAN 20 to VSAN 20.  
[SwitchA] vlan 20 

[SwitchA-vlan20] fcoe enable vsan 20 

[SwitchA-vlan20] quit 

2. Configure Switch B in the same way Switch A is configured.  

Verifying the configuration 
# Display member interfaces of each VSAN on switches, for example, Switch A. 
[SwitchA] display vsan port-member 

VSAN 1: 
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  Access Ports: 

  Trunk Ports: 

 

VSAN 10: 

  Access Ports: 

  Trunk Ports: 

    Vfc1 

    Vfc2 

 

VSAN 20: 

  Access Ports: 

  Trunk Ports: 

    Vfc1 

    Vfc3 

VSAN commands 

display vsan port-member 

Use display vsan port-member to display the member interfaces of a VSAN. 

Syntax 
display vsan [ vsan-id ] port-member 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. If you do not specify a VSAN, this 
command displays the member interfaces of each VSAN. 

Usage guidelines 
Only FCF, FCF-NPV, and NPV switches support this command.  

Examples 
# Display the member interfaces of each VSAN. 
<Sysname> display vsan port-member 

VSAN 1: 

  Access Ports:  

    Fc1/0/1              Fc1/0/2 

  Trunk Ports: 

    Vfc1                 Vfc2              Vfc3 

  

VSAN 2: 

  Access Ports: 

  Trunk Ports: 

    Vfc1 
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VSAN 10: 

  Access Ports: 

  Trunk Ports: 

  

VSAN 100: 

  Access Ports: 

  Trunk Ports: 

    Vfc1                 Vfc2              Vfc3 

display vsan status 

Use display vsan status to display the operating modes of VSANs. 

Syntax 
display vsan [ vsan-id ] status 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. If you do not specify a VSAN, this 
command displays the operating mode of each VSAN. 

Usage guidelines 
Only FCF-NPV switches support this command. 

Examples 
# Display the operating mode of each VSAN. 
<Sysname> display vsan status 

VSAN 1: 

  Name: VSAN0001 

  Working mode: FCF 

 

VSAN 10: 

  Name: VSAN0010 

  Working mode: NPV 

Related commands 
vsan 
working-mode 

port 

Use port to assign a list of interfaces to a VSAN as access ports in batch. 

Use undo port to remove a list of access ports from a VSAN in batch. 
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Syntax 
port interface-list 

undo port interface-list 

Default 
An interface belongs to VSAN 1 as an access port. 

Views 
VSAN view 

Predefined user roles 
network-admin 

Parameters 
interface-list: Specifies a space-separated list of up to 10 interface items. Each item specifies an 
interface or a range of interfaces in the form of interface-type interface-number1 to interface-type 
interface-number2. The value for interface-number2 must be greater than or equal to the value for 
interface-number1. The interface type can be FC interface or FC aggregate interface. 

Usage guidelines 
Only FCF, FCF-NPV, and NPV switches support this command. 

To assign a single interface to a VSAN, use the port access vsan command. If you assign one 
interface to different VSANs by using the port command and the port access vsan command, the 
new configuration for the interface overwrites the previous configuration. 

An FC interface or FC aggregate interface exchanges messages with the peer interface in the 
access VSAN to perform VSAN mode negotiation. Therefore, you must map the access VSAN to a 
VLAN. 

Examples 
# Assign FC 1/0/1 through FC 1/0/5 to VSAN 10 as access ports in batch. 
<Sysname> system-view 

[Sysname] vsan 10 

[Sysname-vsan10] port fc 1/0/1 to fc 1/0/5 

Related commands 
port access vsan 

port access vsan 

Use port access vsan to assign an interface to a VSAN as an access port. 

Use undo port access vsan to restore the default. 

Syntax 
port access vsan vsan-id 

undo port access vsan 

Default 
An interface belongs to VSAN 1 as an access port. 

Views 
FC interface view 

FC aggregate interface view 
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Predefined user roles 
network-admin 

Parameters 
vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. Make sure the VSAN already exists on 
the device. Otherwise, this command fails. 

Usage guidelines 
Only FCF, FCF-NPV, and NPV switches support this command. 

To assign multiple interfaces to a VSAN as access ports in batch, use the port command. If you 
assign one interface to different VSANs by using the port command and the port access vsan 
command, the new configuration for the interface overwrites the previous configuration. 

Examples 
# Create VSAN 10, and assign FC 1/0/1 to VSAN 10 as an access port. 
<Sysname> system-view 

[Sysname] vsan 10 

[Sysname-vsan10] quit 

[Sysname] interface fc 1/0/1 

[Sysname-Fc1/0/1] port access vsan 10 

Related commands 
port 

port trunk mode 

Use port trunk mode to set the trunk mode for an interface. 

Use undo port trunk mode to restore the default. 

Syntax 
port trunk mode { auto | off | on } 

undo port trunk mode 

Default 
The trunk mode is auto for interfaces on an FCF switch. The trunk mode is off for interfaces on an 
NPV switch or FCF-NPV switch. 

Views 
FC interface view 

FC aggregate interface view 

Predefined user roles 
network-admin 

Parameters 
auto: Specifies the auto mode. 

off: Specifies the off mode. 

on: Specifies the on mode. 

Usage guidelines 
Only FCF, FCF-NPV, and NPV switches support this command. 
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An FCF switch supports three trunk modes: auto (default), off, and on. An NPV switch or FCF-NPV 
switch supports two trunk modes: off (default) and on. 

The two interfaces of a link use the EVFP protocol to negotiate whether to support VSAN tagging 
according to their trunk modes. 

If the switch connects to a node through an FC interface or FC aggregate interface, as a best 
practice, assign the interface to a VSAN as an access port. If you assign the interface to a VSAN as 
a trunk port, node login might be affected. 

Examples 
# Set the trunk mode to on for FC 1/0/1. 
<Sysname> system-view 

[Sysname] interface fc 1/0/1 

[Sysname-Fc1/0/1] port trunk mode on 

port trunk vsan 

Use port trunk vsan to assign an interface to the specified VSANs as a trunk port. 

Use undo port trunk vsan to remove an interface from the specified VSANs. 

Syntax 
port trunk vsan vsan-id-list 

undo port trunk vsan vsan-id-list 

Default 
An interface is not assigned to any VSANs as a trunk port. 

Views 
FC interface view 

FC aggregate interface view 

VFC interface view 

Predefined user roles 
network-admin 

Parameters 
vsan-id-list: Specifies a space-separated list of up to 10 VSAN items. Each item specifies a VSAN ID 
or a range of VSAN IDs in the format of vsan-id1 to vsan-id2. The value range for the vsan-id 
argument is 1 to 3839. The value for vsan-id2 must be greater than or equal to the value for vsan-id1. 

Usage guidelines 
Only FCF, FCF-NPV, and NPV switches support this command.  

As a best practice, do not include both FCF-mode VSANs and NPV-mode VSANs on an FCF-NPV 
switch in a VSAN list. If you do so, the following events occur during trunk mode negotiation: 
• An E_Port selects only FCF-mode VSANs. 
• An NP_Port selects only NPV-mode VSANs. 

An FC interface or FC aggregate interface exchanges messages with the peer interface in the 
access VSAN to perform VSAN mode negotiation. Therefore, you must map the access VSAN to a 
VLAN in addition to configuring the trunk VSAN. By default, the access VSAN of an FC interface or 
FC aggregate interface is VSAN 1. 

Examples 
# Assign FC 1/0/1 to VSANs 1, 2, 10, and 20 through 100. 
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<Sysname> system-view 

[Sysname] interface fc 1/0/1 

[Sysname-Fc1/0/1] port trunk vsan 1 to 2 10 20 to 100 

# Assign VFC 1 to VSANs 1, 2, 10, and 20 through 100. 
<Sysname> system-view 

[Sysname] interface vfc 1 

[Sysname-Vfc1] port trunk vsan 1 to 2 10 20 to 100 

Related commands 
working-mode 

vsan 

Use vsan to create a VSAN and enter its view, or enter the view of an existing VSAN. 

Use undo vsan to restore the name of a VSAN to the default or delete a VSAN. 

Syntax 
vsan vsan-id [ name vsan-name ] 

undo vsan vsan-id [ name ] 

Default 
Only the default VSAN (VSAN 1) exists, and the name of VSAN 1 is VSAN0001. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
vsan vsan-id: Specifies a VSAN ID in the range of 1 to 3839. 

name vsan-name: Specifies a name for the VSAN, a case-sensitive string of 1 to 32 characters. The 
name must start with a letter and can contain letters, numbers, and special symbols in Table 132. 

Table 132 Special symbols 

Name Symbol 
Caret ^ 

Dollar sign $ 

Minus sign - 

Underscore _ 
 

If you do not specify a VSAN name, the default VSAN name is VSAN plus a four-digit VSAN ID. For 
example, the default name of VSAN 10 is VSAN0010. 

Usage guidelines 
Only FCF, FCF-NPV, and NPV switches support this command.  

You cannot delete the default VSAN (VSAN 1). 

You can create a maximum of 32 VSANs (including VSAN 1).  

If you specify the name keyword, the undo vsan command restores the VSAN name to its default. If 
you do not specify the name keyword, the undo vsan command deletes the VSAN. 
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Examples 
# Create VSAN 10 and enter its view. 
<Sysname> system-view 

[Sysname] vsan 10 

[Sysname-vsan10] 

# Change the name of VSAN 10 from its default to FCF-VSAN. 
<Sysname> system-view 

[Sysname] vsan 10 name FCF-VSAN 

[Sysname-vsan10] 

# Create VSAN 11 with a name of FCF-VSAN, and enter the view of VSAN 11. 
<Sysname> system-view 

[Sysname] vsan 11 name FCF-VSAN 

[Sysname-vsan11] 

# Restore the name of VSAN 11 to its default. 
<Sysname> system-view 

[Sysname] undo vsan 11 name 

# Delete VSAN 11. 
<Sysname> system-view 

[Sysname] undo vsan 11 

Related commands 
display vsan status 

working-mode 

Use working-mode to set the operating mode for a VSAN. 

Use undo working-mode to restore the default. 

Syntax 
working-mode { fcf | npv } 

undo working-mode 

Default 
The operating mode of a VSAN is NPV. 

Views 
VSAN view 

Predefined user roles 
network-admin 

Parameters 
fcf: Specifies the FCF mode. 

npv: Specifies the NPV mode 

Usage guidelines 
Only FCF-NPV switches support this command. 

A VSAN operating in FCF mode acts as an FCF switch. A VSAN operating in NPV mode acts as an 
NPV switch. 
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The access VSAN and trunk VSANs of an FC interface or FC aggregate interface must be 
configured with the same operating mode. 

Examples 
# Set the operating mode to FCF for VSAN 10. 
<Sysname> system-view 

[Sysname] vsan 10 

[Sysname-vsan10] working-mode fcf 

Related commands 
display vsan status 
fc mode 

New feature: Building a fabric 

Overview 
A fabric transmits data for servers and disk devices. When building a fabric, you must perform the 
following tasks:  
• Assign a domain ID to each FCF switch in the fabric.  
• Assign an FC address to each node connected to the fabric. 

You can build a fabric through one of the following modes: 
• Dynamic mode—A principal switch is automatically selected to assign domain IDs to all 

switches in the fabric, and then each switch assigns FC addresses to the N_Ports connected to 
it. Dynamic mode enables centralized network management and is applicable to large-sized 
networks. 

• Static mode—You must manually assign domain IDs to all switches in the fabric, and then 
each switch assigns FC addresses to the N_Ports connected to it. Static mode avoids network 
flapping, but it is applicable only to simple, small-sized networks. This mode does not include a 
principal switch selection process. 

Figure 96 Fabric building workflows 

 
 

Principal switch selection 

During the dynamic fabric building process, it is the principal switch that assigns domain IDs to all 
switches in the network. 

The switch with the highest priority is selected as the principal switch. When multiple switches have 
the same priority, the switch with the smallest WWN is selected. 
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FC address 
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The principal switch selection process is as follows: 
1. When the principal switch selection starts, each switch performs the following operations:  

 Considers itself to be the principal switch.  
 Records itself in the principal switch information.  
 Starts the Principal Switch Selection Timer (PSST), which is 10 seconds. 

2. Before the PSST times out, the switches exchange packets carrying the principal switch 
information to select a principal switch.  

3. On receiving a packet carrying principal switch information, a switch compares the priority and 
WWN of the principal switch carried in the packet with those locally recorded. The switch 
replaces the locally recorded principal switch information with the information recorded in the 
packet when any of the following conditions exist:  
 The priority carried in the packet is higher.  
 The priority in the packet is the same and the WWN is smaller.  
Also, it notifies the other switches of the change. Finally, all switches in the network make an 
agreement on the principal switch. 

4. When the PSST times out, if the locally recorded principal switch information is the local switch, 
the switch becomes the principal switch. 

After the principal switch is selected, the WWN of the principal switch becomes the fabric name. 
 

 NOTE: 
During the process, if a switch receives a packet that updates the principal switch information, the 
switch must record the E_Port receiving the packet. The link relevant to this E_Port is called the 
upstream principal link.  
 

Domain ID assignment 

A domain represents a switch and all N_Ports connected to the switch. Each domain must have a 
domain ID. 

Domain IDs can be manually configured or automatically assigned for FCF switches. 
• When you manually configure static domain IDs, you must assign a unique domain ID to each 

switch in the fabric. 
• When domain IDs are dynamically assigned, the fabric configuration process is performed to 

select a principal switch and assign domain IDs. After the principal switch is selected, the 
principal switch assigns domain IDs to all switches in the fabric. After the fabric configuration 
process, each switch has a unique domain ID. 

The dynamic domain ID assignment process is as follows: 
1. The principal switch assigns itself a domain ID. 

 If you have configured a domain ID on the principal switch, the principal switch assigns itself 
the configured domain ID.  

 If you have not configured a domain ID on the principal switch, the principal switch assigns 
itself a random domain ID.  

2. The principal switch notifies its downstream switches to request domain IDs from it. 
3. A downstream switch requests a domain ID from the principal switch.  

If the downstream switch is configured with a domain ID, it sends the configured domain ID in its 
request. 

4. The principal switch assigns a domain ID to the downstream switch according to the following 
rules: 
 If the downstream switch requests a configured domain ID that is available, the principal 

switch assigns the configured domain ID. 
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 The principal switch assigns a random domain ID when one of the following conditions 
exists: 
− The downstream switch does not request a configured domain ID.  
− The configured domain ID is not available. 

 If all available domain IDs have been assigned, the principal switch notifies the downstream 
switch that no domain ID can be assigned. 

5. After the downstream switch receives the domain ID assignment notification from the principal 
switch, it works according to the following rules: 
 The downstream switch isolates its upstream principal link and brings down the relevant 

interface when any of the following conditions exist: 
− The downstream switch has been configured with a static domain ID different from the 

one assigned by the principal switch.  
− The principal switch notifies the downstream switch that no domain ID can be assigned. 
For more information about domain ID types, see "Configuring a domain ID for a switch." 

 If none of the preceding conditions exist, the downstream switch performs the following 
operations:  
− Accepts the domain ID assigned by the principal switch and records it in a hidden file.  

If no new domain ID is configured when the downstream switch requests a domain ID 
next time, the recorded domain ID is sent in the request. To avoid writing domain IDs to 
the hidden file frequently, the switch starts a 5-second timer upon a domain ID change. 
The switch records the assigned domain ID in the hidden file when the timer expires. If a 
reboot is required after a domain ID change, reboot the switch 5 seconds after the 
domain ID change. 

− Notifies its downstream switches to request domain IDs from the principal switch. 
6. Steps 2 through 5 are repeated until all downstream switches have been assigned domain IDs. 
 

 NOTE: 
During the process, if a switch receives a domain ID request on an E_Port, the switch records the 
E_Port. The link relevant to this E_Port is called the downstream principal link. 
 

FC address assignment 

After a switch obtains a domain ID, it assigns FC addresses to N_Ports directly connected. 

The Domain_ID field in the FC address is the domain ID of the switch, and it does not need 
assignment.  

The switch assigns an FC address according to the following rules: 
• If you bind the WWN of an N_Port to an FC address, the switch assigns the bound FC address 

to the N_Port. 
• If the N_Port itself has a desired FC address, the switch assigns the desired FC address, if 

available. 
• The switch assigns the smallest available area ID and port ID to the N_Port when one of the 

following conditions exists: 
 The N_Port itself does not have a desired FC address.  
 The desired FC address is unavailable. 

Fabric building configuration task list 
As a best practice, use dynamic mode for large networks to facilitate centralized management and 
use static mode for small networks to avoid network flapping. 
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Building a fabric statically 

Tasks at a glance Remarks 
(Required.) Enabling or disabling the fabric configuration 
feature 

To statically build a fabric, you must 
disable the fabric configuration feature. 

(Required.) Setting a fabric name 

When statically building a fabric, you must 
manually configure the fabric name, and 
make sure all switches in the fabric are 
configured with the same fabric name. 

(Optional.) Configuring an allowed domain ID list N/A 

(Required.) Configuring a domain ID for a switch 
When statically building a fabric, you must 
manually configure a domain ID for each 
switch.  

(Optional.) Configuring the persistent FC ID feature N/A 

(Optional.) Setting the maximum number of logged-in nodes N/A 

(Optional.) Setting fabric timers N/A 

(Optional.) Configuring RSCN aggregation N/A 

(Optional.) Configuring and obtaining FC4 information of nodes N/A 

(Optional.) Configuring Smart SAN N/A 
 

Building a fabric dynamically 

Tasks at a glance Remarks 
(Required.) Enabling or disabling the fabric configuration 
feature 

To dynamically build a fabric, you must 
enable the fabric configuration feature. 

(Optional.) Setting the switch priority Principal switch selection relies on the 
switch priority. 

(Optional.) Configuring an allowed domain ID list N/A 

(Optional.) Configuring a domain ID for a switch When dynamically building a fabric, you 
can configure domain IDs for switches.  

(Optional.) Configuring the persistent FC ID feature N/A 

(Optional.) Setting the maximum number of logged-in nodes N/A 

(Optional.) Setting fabric timers N/A 

(Optional.) Configuring the fabric reconfiguration feature N/A 

(Optional.) Configuring an interface to reject incoming RCF 
requests N/A 

(Optional.) Enabling SNMP notifications for the fabric or name 
service module N/A 

(Optional.) Configuring RSCN aggregation N/A 

(Optional.) Configuring and obtaining FC4 information of nodes N/A 

(Optional.) Configuring Smart SAN N/A 
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Enabling or disabling the fabric configuration feature 
To dynamically build a fabric, you must enable the fabric configuration feature on switches. After you 
enable the fabric configuration feature on FCF switches, the switches exchange messages to select 
the principal switch. Then, the principal switch dynamically assigns domain IDs to all switches in the 
fabric.  

To statically build a fabric, you must disable the fabric configuration feature on switches and 
manually configure a unique domain ID for each switch. After you disable the fabric configuration 
feature on FCF switches, the switches will not select a principal switch and cannot obtain domain IDs 
dynamically.  

Enabling the fabric configuration feature 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSAN view. vsan vsan-id N/A 

3. Enable the fabric configuration 
feature for the VSAN. domain configure enable By default, the fabric configuration 

feature is enabled. 
 

Disabling the fabric configuration feature 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSAN view. vsan vsan-id N/A 

3. Disable the fabric configuration 
feature for the VSAN. 

undo domain configure 
enable 

By default, the fabric configuration 
feature is enabled. 

 

Setting a fabric name 
You can set a fabric name for each VSAN on an FCF switch. The default fabric name for a VSAN is 
the WWN of the switch.  

Set the fabric names only when you build a fabric statically. Make sure the same fabric name is set 
for a VSAN on all switches in the fabric. In a dynamically built fabric, each VSAN uses the WWN of 
the principal switch as the fabric name. 

To set a fabric name: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSAN view. vsan vsan-id N/A 

3. Set a fabric name for the VSAN. fabric-name name The default fabric name for a VSAN is the 
WWN of the switch. 

Setting the switch priority 
The FCF switch with the highest priority (smallest priority value) will be selected as the principal 
switch. 
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The priority is set on a per-VSAN basis, and one FCF switch can have different priorities in different 
VSANs. 

In a stable fabric, the set priority does not take effect immediately, and the running priority of a switch 
might be different from the set priority. To make the set priority take effect, use the domain restart 
disruptive command to initiate a disruptive reconfiguration. After a disruptive reconfiguration, the 
running priority might be different from the set priority, depending on the set priority value, as shown 
in Table 133. 

Table 133 Set priority and running priority mappings 

Set priority Running priority 

≤ 2 
• Principal switch—Same as the set priority. 
• Non-principal switch—3. 

> 2 
• Principal switch—2. 
• Non-principal switch—Same as the set priority. 

 

To set the switch priority: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSAN view. vsan vsan-id N/A 

3. Set the switch priority in the VSAN. priority priority The default setting is 128.  
 

Configuring an allowed domain ID list 
To successfully configure an allowed domain ID list on the principal switch, make sure all assigned 
and locally configured domain IDs are included in the list. After you configure an allowed domain ID 
list, the principal switch assigns only domain IDs available in the allowed list. 

To successfully configure an allowed domain ID list on a non-principal switch, make sure the runtime 
domain ID of the switch is included in the allowed list. After you configure an allowed domain ID list 
on a non-principal switch, the following rules apply: 
• The locally configured domain ID must be included in the allowed list. Otherwise, the domain ID 

configuration fails. 
• The principal switch must assign a domain ID that is included in the allowed list of the 

non-principal switch. Otherwise, the non-principal switch refuses the assigned domain ID and 
isolates its interface connected to the principal switch. 

As a best practice, configure the same allowed domain ID list for all switches in a VSAN. 

To configure an allowed domain ID list: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSAN view. vsan vsan-id N/A 

3. Configure an allowed 
domain ID list for the 
VSAN. 

allowed-domain-id 
domain-id-list 

By default, the allowed domain IDs 
are 1 to 239.  

 

Configuring a domain ID for a switch 
In different scenarios, the configured domain ID has different meanings. 
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• In a statically built fabric, a switch uses the configured domain ID as its actual domain ID. You 
must manually configure a domain ID for each switch. 

• In a dynamically built fabric, a switch requests the configured domain ID from the principal 
switch but might be assigned a different domain ID. Configuring a domain ID is optional in a 
dynamically built fabric. 

The configured domain ID can be static or preferred. 
• In a statically built fabric, the two types make no difference. 
• In a dynamically built fabric, when the assigned domain ID and requested domain ID for a 

non-principal switch are different, the following rules apply:  
 If the configured domain ID is preferred, the non-principal switch accepts the domain ID 

assigned by the principal switch.  
 If the configured domain ID is static, the non-principal switch isolates the upstream principal 

link and refuses the assigned domain ID. 

As a best practice, configure domain IDs of the same type for all switches in a VSAN. 

To configure a domain ID for a switch: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSAN view. vsan vsan-id N/A 

3. Configure a domain ID for 
the switch in the VSAN. 

domain-id domain-id { preferred | 
static } 

By default, the domain ID is 0 
preferred. 

 

Configuring the persistent FC ID feature 
The persistent FC ID feature binds WWNs of N_Ports or NP_Ports to FC IDs in persistent FC ID 
entries. When an N_Port or NP_Port logs in to the fabric for the first time or across switch reboots, it 
is assigned the bound FC ID. Persistent FC ID entries include the following types: 
• Static entries—Can only be manually configured. 
• Dynamic entries—Can be manually configured or dynamically learned. When an N_Port or 

NP_Port logs in and is assigned an FC ID, the system learns the WWN and binds the assigned 
FC ID to the WWN. The N_Port or NP_Port is assigned the bound FC ID across device reboots 
if you have saved the configuration. 

A WWN can be bound to only one FC ID, and vice versa. If the WWN has been assigned another FC 
ID or the FC ID has been assigned to another WWN, a persistent FC ID entry cannot be created. 

To configure the persistent FC ID feature: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSAN view. vsan vsan-id N/A 

3. Enable the persistent FC 
ID feature in the VSAN. fcid persistent enable By default, the persistent FC ID 

feature is enabled. 

4. (Optional.) Configure a 
persistent FC ID entry. 

wwn wwn-value fcid fcid-value 
[ dynamic ] 

By default, no user-configured 
persistent FC ID entries exist. 
Manually configured persistent FC ID 
entries take effect only when the 
persistent FC ID feature is enabled. 
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Setting the maximum number of logged-in nodes 
This feature is available only on switches operating in FCF mode. 

Logged-in nodes consume ACL resources. To save ACL resources, you can set the maximum 
number of logged-in nodes allowed in a VSAN. The number of logged-in nodes is the number of 
directly connected NPV switches plus the number of logged-in servers and disks. 

If the number of logged-in nodes exceeds the set maximum number, no logged-in nodes will be 
logged out. However, any new nodes cannot log in. You can manually log out nodes by shutting 
down interfaces connected to these nodes. 

The maximum number of logged-in nodes allowed depends on both this feature and hardware ACL 
resources. When hardware ACL resources are exhausted, any new nodes cannot log in. 

To set the maximum number of logged-in nodes: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSAN view. vsan vsan-id N/A 

3. Set the maximum number of 
logged-in nodes allowed in the 
VSAN. 

fc login-limit max-number By default, no maximum number 
is configured. 

 

Setting fabric timers 
The fabric operation involves the following timers: 
• Distributed service timeout period. 
• Error detection timeout period. 
• Resource allocation timeout period. 

For more information about these timers, see FC-related protocols and standards. 

You can set fabric timers in one of the following views: 
• System view—The setting takes effect on all VSANs. 
• VSAN view—The setting takes effect only on the VSAN. 

If you set a fabric timer in both system view and VSAN view, the setting in VSAN view applies to the 
VSAN. 

Setting fabric timers in system view 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Set the global distributed 
service timeout period. fc timer distributed-services value The default setting is 5000 

milliseconds.  

3. Set the global error 
detection timeout period. fc timer error-detect value The default setting is 2000 

milliseconds.  

4. Set the global resource 
allocation timeout period. fc timer resource-allocation value The default setting is 10000 

milliseconds.  
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Setting fabric timers in VSAN view 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSAN view. vsan vsan-id N/A 

3. Set the distributed 
service timeout period for 
the VSAN. 

timer distributed-services value The default setting is 5000 
milliseconds.  

4. Set the error detection 
timeout period for the 
VSAN. 

timer error-detect value The default setting is 2000 
milliseconds.  

5. Set the resource 
allocation timeout period 
for the VSAN. 

timer resource-allocation value The default setting is 10000 
milliseconds.  

 

Configuring the fabric reconfiguration feature 

 IMPORTANT: 
The fabric reconfiguration feature takes effect only when the fabric configuration feature is enabled. 
 

A fabric reconfiguration can be initiated manually or automatically by using the automatic 
reconfiguration feature. 

A fabric reconfiguration triggers a principal switch selection process. 

A fabric reconfiguration can be disruptive or nondisruptive. 
• Disruptive reconfiguration—Floods Reconfigure Fabric (RCF) frames throughout the fabric, 

and notifies all switches to perform a disruptive reconfiguration. During the reconfiguration 
procedure, each switch clears all data and performs renegotiation. Data transmission in the 
fabric is disrupted. 

• Nondisruptive reconfiguration—Floods Build Fabric (BF) frames throughout the fabric, and 
notifies all switches to perform a nondisruptive reconfiguration. During the reconfiguration 
procedure, each switch tries to save the last running data for its domain ID to remain 
unchanged. Thus, data transmission in the fabric is not disrupted. 

You can manually perform a disruptive reconfiguration after an interface is isolated or the priority of a 
switch is modified in a fabric. 

A disruptive reconfiguration is automatically performed if the domain ID lists overlap when two fabrics 
are merged. 

A nondisruptive reconfiguration is automatically performed when one of the following conditions 
exists: 
• When two fabrics are merged, the principal switch information of the two fabrics is different, and 

the domain ID lists are not empty and do not overlap. 
• A principal link in a fabric goes down. 

Enabling the automatic reconfiguration feature 

A fabric reconfiguration can be automatically performed only when the automatic reconfiguration 
feature is enabled. 

To enable the automatic reconfiguration feature: 
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Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSAN view. vsan vsan-id N/A 

3. Enable the automatic 
reconfiguration feature. 

domain auto-reconfigure 
enable 

By default, the automatic 
reconfiguration feature is disabled. 

 

Manually initiating a fabric reconfiguration 

Step Command 
1. Enter system view. system-view 

2. Enter VSAN view. vsan vsan-id 

3. Manually initiate a fabric reconfiguration. domain restart [ disruptive ] 
 

Configuring an interface to reject incoming RCF requests 
In a stable fabric, to avoid unnecessary disruptive reconfigurations, you can configure an interface to 
reject RCF requests received in a VSAN. With this feature, when the interface receives RCF 
requests in the VSAN, the switch replies with a reject message and isolates the interface. 

To configure an interface to reject received RCF requests: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter FC interface view, 
FC aggregate interface 
view, or VFC interface 
view. 

interface { fc | san-aggregation | 
vfc } interface-number N/A 

3. Configure the interface 
to reject the RCF 
requests received in a 
VSAN. 

fc domain rcf-reject vsan vsan-id By default, an interface does not 
reject received RCF requests.  

 

Enabling SNMP notifications for the fabric or name service module 
After you enable SNMP notifications for the fabric module or name service module, that module 
generates notifications for important events and sends the notifications to the SNMP module. For 
more information about SNMP notifications, see Network Management and Monitoring Configuration 
Guide. 

To enable SNMP notifications for the fabric or name service module: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enable SNMP 
notifications for the 
fabric module. 

snmp-agent trap enable fc-fabric 
[ domain-id-change | fabric-change ] 
* 

By default, SNMP notifications are 
disabled for the fabric module. 

3. Enable SNMP 
notifications for the 
name service module. 

snmp-agent trap enable 
fc-name-service [ login | logout ] * 

By default, SNMP notifications are 
disabled for the name service 
module. 
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Configuring RSCN aggregation 

RSCN 

An FCF switch uses a name service database to store information about registered nodes on the 
local switch and on remote switches in the fabric. The switch sends Registered State Change 
Notifications (RSCNs) to inform node information changes (node registration, node deregistration, or 
registration information change). An RSCN includes only the FC address of the node where the 
change occurred. 

When a change occurs, the switch sends ELS_RSCNs to its concerned registered nodes and 
SW-RSCNs to all reachable switches in the fabric. After receiving an RSCN, a switch or node 
automatically sends a name service query to obtain the new information. The switch receiving an 
RSCN also sends ELS_RSCNs to notify their concerned registered nodes. As a result, the changed 
information is notified and updated throughout the fabric. 
 

 NOTE: 
• Support for SW-RSCNs depends on the ESS negotiation between switches. 

• Concerned registered nodes refer to the nodes that have sent SCR requests to the switch for receiving 
RSCNs. Only these registered nodes can receive and respond to ELS_RSCNs. 

 

RSCN aggregation 

If changes occur on multiple nodes at the same time, the switch sends multiple ELS_RSCNs for 
each change to the concerned registered nodes. This reduces the transmission and processing 
performance. 

RSCN aggregation can alleviate the problem by using an RSCN aggregation timer. If multiple 
changes occur within the RSCN aggregation timer, the switch sends the FC addresses of the nodes 
with changes in one RSCN.  

Configuration procedure 

As a best practice, enable RSCN aggregation and set the same timer value on all switches in a 
VSAN. The RSCN aggregation timer takes effect only when RSCN aggregation is enabled.  

To configure RSCN aggregation: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSAN view. vsan vsan-id N/A 

3. Enable RSCN aggregation. rscn aggregation enable By default, RSCN aggregation is 
disabled. 

4. Set the RSCN aggregation 
timer. rscn aggregation timer value 

The default setting is 2000 
milliseconds. 
You can adjust this timer to control the 
frequency the switch responds to 
node information changes based on 
switch performance. 
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Configuring and obtaining FC4 information of nodes 
After a node registers with a switch through a FLOGI, the node sends a name service registration 
request to the switch to register extended information, including FC4 information. 

FC4 information includes the following fields to describe the FC4-layer protocol supported by a node 
and the feature of the supported protocol. 
• FC4-Type—FC4-layer protocol supported by a node, including SCSI-FCP, IP, SNMP, and NPV. 
• Feature—Feature of the supported FC4-layer protocol. Each FC4-layer protocol can include 

one of the four Features and defines the meaning of each Feature. 

Before communicating with other nodes, a node obtains information about all nodes that support 
SCSI-FCP from the switch. To display the FC4 information of nodes in the name service database, 
use the display fc name-service database command. 

When registering extended information, the following rules apply: 
• A server registers SCSI-FCP for FC4-Type and Initiator for Feature.  
• A disk device registers SCSI-FCP for FC4-Type and Target for Feature. 

As a result, servers can determine the disk devices to send access requests after obtaining 
information about nodes supporting SCSI-FCP. 

Enabling SCSI-FCP information autodiscovery 

In some situations, for example, when a node logs out and then logs back in, the node does not 
register SCSI-FCP support. As a result, the node does not have a Feature value. This might cause 
communication failure between the node and other nodes. 

This feature enables the switch to automatically obtain SCSI-FCP support and the Feature value by 
sending a PRLI packet to the node that is logging in. Then, the switch stores the SCSI-FCP 
information in the name service database. 
 

 NOTE: 
After this feature is enabled, nodes with older-model HBAs might not actively register name service 
information with the switch. 
 

To enable SCSI-FCP information autodiscovery: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSAN view. vsan vsan-id N/A 

3. Enable SCSI-FCP 
information autodiscovery. fc name-service auto-discovery By default, SCSI-FCP information 

autodiscovery is enabled. 
 

Configuring the default FC4 information for a node 

The switch records the default FC4 information in the name service database for a node when the 
following conditions exist: 
• The node does not register FC4 information.  
• The switch fails to obtain SCSI-FCP information from the node. 

The switch replaces the default FC4 information with the registered FC4 information or obtained 
SCSI-FCP information when any of the following events occur: 
• A node registers FC4 information.  
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• The switch obtains the SCSI-FCP information. 

The fc wwn default-fc4-type command can configure only one combination of FC4-Type and 
Feature at a time. 

To configure the default FC4 information for a node: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Configure the default 
FC4 information for a 
node. 

fc wwn wwn-value default-fc4-type 
{ type-value feature feature-map | 
scsi-fcp feature { feature-map | both | 
initiator | target } } 

By default, no default FC4 
information is configured. 

 

Configuring Smart SAN 

Overview 

Smart SAN is a SAN configuration and management solution that is designed for intelligence, 
simplicity, ease of maintenance, ease of diagnosis, and self-healing. Smart SAN simplifies user 
operations while increasing manageability for SANs. Smart SAN is deployed on all SAN network 
elements (storage devices, servers, and switches). A switch with Smart SAN enabled performs the 
following operations: 
• Collects information about servers and storage devices for mutual discovery. 
• Controls access between servers and storage devices, and automates zoning configuration. 

The zoning configuration includes creating and deleting peer zones, adding members to peer 
zones, and adding peer zones to a zone set and activating the zone set. 

• Collects diagnostic information about servers and storage devices by using Read Diagnostic 
Parameters (RDP) request packets for network monitoring and diagnosis. 

• Controls automatic login of servers and storage devices. 

Configuration procedure 

Smart SAN can be configured for FC/FCoE and iSCSI. Smart SAN for iSCSI is not supported in the 
current software version. 

After Smart SAN is enabled for FC/FCoE, the switch notifies the following modules to act as shown 
below: 
• FDMI—This module performs the following operations: 

a. Regularly sends RDP request packets to request diagnostic information about nodes. 
b. Updates information about local ports. 
c. Sends Add Diagnostic Parameters (ADP) packets to other switches to synchronize RDP 

database information. 
• FC zone—This module automatically configures each VSAN to operate in enhanced zoning 

mode. 
• Port security—This module automatically adds a Smart SAN entry to the port security 

database if the Smart SAN Security Support field in the Smart SAN attributes is not 0x00. 
If a node supports Smart SAN, its Register Port (RPRT) and Register Port Attributes (RPA) 
packets include Smart SAN attributes. 

To configure Smart SAN: 
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Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enable Smart SAN. smartsan enable [ fcoe | 
iscsi ] By default, Smart SAN is disabled. 

3. Set the interval for sending 
RDP request packets. 

rdp request-polling-interval 
interval 

The default setting is 30 minutes. 
This command can be used only after 
Smart SAN is enabled for FC/FCoE. 

 

Displaying and maintaining a fabric 
Execute display commands in any view and reset commands in user view. 
 

Task Command 
Display the domain information of the specified 
VSAN. display fc domain [ vsan vsan-id ] 

Display the list of domain IDs dynamically allocated 
in the specified VSAN. display fc domain-list [ vsan vsan-id ] 

Display ESS negotiation results. display fc ess [ vsan vsan-id ] 

Display node login information. display fc login [ vsan vsan-id ] [ count ] 

Display name service database information. 

display fc name-service database [ vsan vsan-id 
[ fcid fcid ] ] [ verbose ] 
display fc name-service database [ vsan vsan-id ] 
count 

Display the SCR table for an N_Port. display fc scr-table [ vsan vsan-id ] [ count ] 

Display the local switch WWN. display fc switch-wwn 

Display fabric timers. display fc timer [ distributed-services | 
error-detect | resource allocation ] [ vsan vsan-id ] 

Display FC ID assignment information. display fcid allocation [ vsan vsan-id ] 

Display persistent FC ID entries. display fcid persistent [ unused ] [ vsan vsan-id ] 

Display RDP database information. display rdp database [ port-name port-name ] 

Display the interval for sending RDP request 
packets. display rdp request-polling-interval 

Display Smart SAN status. display smartsan status 

Clear persistent FC ID entries for offline WWNs. reset fcid persistent [ static ] [ vsan vsan-id ] 
 

Fabric building configuration examples 

Static fabric building configuration example 

Network requirements 
As shown in Figure 97, use the static method to build a fabric. 
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Figure 97 Network diagram 

 
 

Configuration procedure 
This section describes only the fabric building configurations.  
1. Configure Switch A: 

# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchA> system-view 

[SwitchA] system-working-mode advance 

[SwitchA] save 

[SwitchA] quit 

<SwitchA> reboot 

# Configure the switch to operate in FCF mode.  
<SwitchA> system-view 

[SwitchA] fcoe-mode fcf 

# Disable the fabric configuration feature for VSAN 1. 
[SwitchA] vsan 1 

[SwitchA-vsan1] undo domain configure enable 

# Set a fabric name. 
[SwitchA-vsan1] fabric-name 11:11:11:11:11:11:11:11 

# Set the domain ID to 1. 
[SwitchA-vsan1] domain-id 1 static 

2. Configure Switch B: 
# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchB> system-view 

[SwitchB] system-working-mode advance 

[SwitchB] save 

[SwitchB] quit 

<SwitchB> reboot 

# Configure the switch to operate in FCF mode.  
<SwitchB> system-view 

[SwitchB] fcoe-mode fcf 

# Disable the fabric configuration feature for VSAN 1. 
<SwitchB> system-view 

[SwitchB] vsan 1 

[SwitchB-vsan1] undo domain configure enable 

# Set a fabric name. 
[SwitchA-vsan1] fabric-name 11:11:11:11:11:11:11:11 

# Set the domain ID to 2. 
[SwitchB-vsan1] domain-id 2 static 

Switch BSwitch A DiskServer
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Verifying the configuration 
# Verify the configuration on Switch A. 
[SwitchA-vsan1] display fc domain vsan 1 

Domain Information of VSAN 1: 

 

    Running time information: 

        State: Stable 

        Switch WWN: 48:33:43:2d:46:43:1A:1A 

        Fabric name: 11:11:11:11:11:11:11:11 

        Priority: 128 

        Domain ID: 1 

    Configuration information: 

        Domain configure: Disabled 

        Domain auto-reconfigure: Disabled 

        Fabric name: 11:11:11:11:11:11:11:11 

        Priority: 128 

        Domain ID: 1 (static) 

    Principal switch running time information: 

        Priority: 128 

 

    No interfaces available. 

The output shows that the domain configuration is complete and that the runtime domain ID of 
Switch A is 1. 

# Verify the configuration on Switch B. 
[SwitchB-vsan1] display fc domain vsan 1 

Domain Information of VSAN 1: 

 

    Running time information: 

        State: Stable 

        Switch WWN: 48:33:43:2d:46:43:1B:1B 

        Fabric name: 11:11:11:11:11:11:11:11 

        Priority: 128 

        Domain ID: 2 

    Configuration information: 

        Domain configure: Disabled 

        Domain auto-reconfigure: Disabled 

        Fabric name: 11:11:11:11:11:11:11:11 

        Priority: 128 

        Domain ID: 2 (static) 

    Principal switch running time information: 

        Priority: 128 

 

    No interfaces available. 

The output shows that the domain configuration is complete and that the runtime domain ID of 
Switch B is 2. 
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Dynamic fabric building configuration example 

Network requirements 
As shown in Figure 98, use the dynamic method to build a fabric. 

Figure 98 Network diagram 

 
 

Configuration procedure 
This section describes only fabric building configurations.  
1. Configure Switch A: 

# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchA> system-view 

[SwitchA] system-working-mode advance 

[SwitchA] save 

[SwitchA] quit 

<SwitchA> reboot 

# Configure the switch to operate in FCF mode.  
<SwitchA> system-view 

[SwitchA] fcoe-mode fcf 

# Enable the fabric configuration feature for VSAN 1. By default, the fabric configuration feature 
is enabled. 
[SwitchA] vsan 1 

[SwitchA-vsan1] domain configure enable 

# Set the domain ID to 11. 
[SwitchA-vsan1] domain-id 11 preferred 

2. Configure Switch B: 
# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchB> system-view 

[SwitchB] system-working-mode advance 

[SwitchB] save 

[SwitchB] quit 

<SwitchB> reboot 

# Configure the switch to operate in FCF mode.  
<SwitchB> system-view 

[SwitchB] fcoe-mode fcf 

Switch B

Switch A

Switch DSwitch C Disk
Server
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# Enable the fabric configuration feature for VSAN 1. By default, the fabric configuration feature 
is enabled. 
[SwitchB] vsan 1 

[SwitchB-vsan1] domain configure enable 

# Set the switch priority to 1, so that Switch B can be selected as the principal switch. 
[SwitchB-vsan1] priority 1 

3. Configure Switch C: 
# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchC> system-view 

[SwitchC] system-working-mode advance 

[SwitchC] save 

[SwitchC] quit 

<SwitchC> reboot 

# Configure the switch to operate in FCF mode.  
<SwitchC> system-view 

[SwitchC] fcoe-mode fcf 

# Enable the fabric configuration feature for VSAN 1. By default, the fabric configuration feature 
is enabled. 
[SwitchC] vsan 1 

[SwitchC-vsan1] domain configure enable 

# Set the domain ID to 13. 
[SwitchC-vsan1] domain-id 13 preferred 

4. Configure Switch D: 
# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchD> system-view 

[SwitchD] system-working-mode advance 

[SwitchD] save 

[SwitchD] quit 

<SwitchD> reboot 

# Configure the switch to operate in FCF mode.  
<SwitchD> system-view 

[SwitchD] fcoe-mode fcf 

# Enable the fabric configuration feature for VSAN 1. By default, the fabric configuration feature 
is enabled. 
[SwitchD] vsan 1 

[SwitchD-vsan1] domain configure enable 

# Set the domain ID to 14. 
[SwitchD-vsan1] domain-id 14 preferred 

Verifying the configuration 
Verify the configuration on switches, for example, Switch A. 

# Display the domain information of VSAN 1. 
[SwitchA-vsan1] display fc domain vsan 1 

Domain Information of VSAN 1: 

 

    Running time information: 
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        State: Stable 

        Switch WWN: 48:33:43:2d:46:43:1A:1A 

        Fabric name: 48:33:43:2d:46:43:1B:1B 

        Priority: 128 

        Domain ID: 11 

    Configuration information: 

        Domain configure: Enabled 

        Domain auto-reconfigure: Disabled 

        Fabric name: 48:33:43:2d:46:43:1A:1A 

        Priority: 128 

        Domain ID: 11 (preferred) 

    Principal switch running time information: 

        Priority: 1 

 

    Path          Interface 

    Upstream      Vfc1 

    Downstream    Vfc2 

The output shows that the domain configuration is complete and that the principal switch assigns 
domain ID 11 to Switch A. 

# Display the domain ID list of VSAN 1. 
[SwitchA-vsan1] display fc domain-list vsan 1 

Domain list of VSAN 1: 

  Number of domains: 4 

 

  Domain ID      WWN 

  0x05(5)        48:33:43:2d:46:43:1B:1B [Principal] 

  0x0b(11)       48:33:43:2d:46:43:1A:1A [Local] 

  0x0d(13)       48:33:43:2d:46:43:1C:1C 

  0x0e(14)       48:33:43:2d:46:43:1D:1D 

The output shows that Switch B becomes the principal switch and assigns a random domain ID (ID 
5) to itself. 

Fabric building commands 

allowed-domain-id 

Use allowed-domain-id to configure an allowed domain ID list for a VSAN. 

Use undo allowed-domain-id to delete an allowed domain ID list of a VSAN. 

Syntax 
allowed-domain-id domain-id-list 

undo allowed-domain-id domain-id-list 

Default 
The allowed domain ID list for a VSAN includes domain IDs 1 to 239. 

Views 
VSAN view 
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Predefined user roles 
network-admin 

Parameters 
domain-id-list: Specifies a space-separated list of up to 8 domain items. Each item specifies a 
domain ID or a range of domain IDs in the format of domain-id1 to domain-id2. The value for 
domain-id2 must be greater than or equal to the value for domain-id1. The value range for the 
domain-id argument is 1 to 239. 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

To successfully configure an allowed domain ID list on the principal switch, make sure all assigned 
and locally configured domain IDs are included in the list. After you configure an allowed domain ID 
list, the principal switch assigns only domain IDs available in the allowed list. 

To successfully configure an allowed domain ID list on a non-principal switch, make sure the runtime 
domain ID of the switch is included in the allowed list. After you configure an allowed domain ID list 
on a non-principal switch, the following rules apply: 
• The locally configured domain ID must be included in the allowed list. Otherwise, the domain ID 

configuration fails. 
• The principal switch must assign a domain ID that is included in the allowed list of the 

non-principal switch. Otherwise, the non-principal switch refuses the assigned domain ID and 
isolates its interface connected to the principal switch. 

As a best practice, configure the same allowed domain ID list on all switches in a VSAN. 

Examples 
# Configure VSAN 1 to allow domains 3 through 10. 
<Sysname> system-view 

[Sysname] vsan 1 

[Sysname-vsan1] allowed-domain-id 3 to 10 

display fc domain 

Use display fc domain to display the domain information for VSANs. 

Syntax 
display fc domain [ vsan vsan-id ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. If you do not specify a VSAN, this 
command displays the domain information for all VSANs. On an FCF-NPV switch, this command 
displays the domain information for only VSANs operating in FCF mode. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

The displayed domain information includes runtime and configuration information of the local switch 
and runtime information of the principal switch. 
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Examples 
# Display the domain information for VSAN 1. 
<Sysname> display fc domain vsan 1 

Domain Information of VSAN 1: 

 

    Running time information: 

        State: Stable 

        Switch WWN: 41:6e:64:69:61:6d:6f:21 

        Fabric name: 41:6e:64:69:61:6d:6f:21 

        Priority: 2 

        Domain ID: 100 

    Configuration information: 

        Domain configure: Enabled 

        Domain auto-reconfigure: Disabled 

        Fabric name: 41:6e:64:69:61:6d:6f:21 

        Priority: 128 

        Domain ID: 100 (static) 

    Principal switch running time information: 

        Priority: 2 

 

    Path               Interface 

    Downstream         Vfc1 

    Downstream         Vfc2 

    Downstream         Vfc4 

Table 134 Command output 

Field Description 

State 
Running status: 
• Stable—The configuration is finished. 
• Unstable—The configuration is not finished. 

Switch WWN WWN of the local switch. 

Fabric name Name of the fabric. 

Priority Running priority of the local switch. 

Domain ID Runtime domain ID of the local switch. 

Configuration information Configuration of the local switch. 

Domain configure 
State of the fabric configuration feature: 
• Enabled. 
• Disabled. 

Domain auto-reconfigure 
State of the automatic reconfiguration feature: 
• Enabled. 
• Disabled. 

Fabric name Fabric name configured on the switch. 

Priority Locally configured priority of the switch. 
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Field Description 

Domain ID 

Locally configured domain ID. The field in the parentheses can be one of the 
following: 
• static. 
• preferred. 

Principal switch running time 
information Runtime information of the principal switch. 

Priority Running priority of the principal switch. 

Path 
Path type of the interface: 
• Upstream—Upstream principal link. 
• Downstream—Downstream principal link. 

Interface Local interface. 
 

display fc domain-list 

Use display fc domain-list to display the list of domain IDs dynamically assigned in VSANs. 

Syntax 
display fc domain-list [ vsan vsan-id ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. If you do not specify a VSAN, this 
command displays the lists of domain IDs dynamically assigned in all VSANs. On an FCF-NPV 
switch, this command displays the lists of domain IDs dynamically assigned in only VSANs operating 
in FCF mode. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

For a dynamically built fabric, this command displays the list of domain IDs dynamically assigned in a 
VSAN and includes the following information:  
• The total number of domains.  
• Mappings between domain IDs and switch WWNs. 

Examples 
# Display the list of domain IDs dynamically assigned in VSAN 1. 
<Sysname> display fc domain-list vsan 1 

Domain list of VSAN 1: 

  Number of domains: 3 

 

  Domain ID    WWN 

  0xc8(200)    20:01:00:05:30:00:47:df [Principal] 

  0x63(99)     20:01:00:0d:ec:08:60:c1 [Local] 

  0x61(97)     50:00:53:0f:ff:f0:10:06 
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Table 135 Command output 

Field Description 
Domain list of VSAN Domain ID list of the VSAN.  

Number of domains Total number of domains.  

WWN WWN of the switch. Principal indicates a principal switch, and Local 
indicates a local switch.  

 

Related commands 
domain configure enable 

display fc ess 

Use display fc ess to display the Exchange Switch Support (ESS) negotiation result, including the 
following information: 
• The capabilities of the local switch after the ESS negotiation.  
• The capabilities of the remote switch after the ESS negotiation. 

Syntax 
display fc ess [ vsan vsan-id ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. If you do not specify a VSAN, this 
command displays the ESS negotiation results for all VSANs. On an FCF-NPV switch, this command 
displays the ESS negotiation results for only VSANs operating in FCF mode. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

Examples 
# Display the ESS negotiation result for VSAN 2. 
<Sysname> display fc ess vsan 2 

ESS info of VSAN 2: 

  Domain: 57 

    Directory Server Capability: 

      Accept large name server objects: Yes 

      Accept small name server objects: No 

      Accept large + FC-4 Features name server objects: No 

      Accept small + FC-4 Features name server objects: No 

      Support receiving ACCept with 0 length: Yes 

    Fabric Controller Capability: 

     Support receiving the SW_RSCN Request: Yes 

    Fabric Configuration Server Capability: 

      Support basic configuration services: Yes 
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      Support platform configuration services: No 

      Support topology discovery configuration services: Yes 

      Support enhanced configuration services: Yes 

    Enhanced Zone Server Capability: 

      Support enhanced zoning management: Yes 

  Domain: 224 

    Directory Server Capability: 

      Accept large name server objects: Yes 

      Accept small name server objects: No 

      Accept large + FC-4 Features name server objects: No 

      Accept small + FC-4 Features name server objects: No 

      Support receiving ACCept with 0 length: Yes 

    Fabric Controller Capability: 

     Support receiving the SW_RSCN Request: Yes 

    Fabric Configuration Server Capability: 

      Support basic configuration services: Yes 

      Support platform configuration services: No 

      Support topology discovery configuration services: Yes 

      Support enhanced configuration services: Yes 

    Enhanced Zone Server Capability: 

      Support enhanced zoning management: Yes 

Table 136 Command output 

Field Description 
Domain Domain ID of the switch.  

Directory Server Capability List of directory server capabilities.  

Accept large name server objects 

Indicates whether the switch supports accepting large name 
server objects. 
A large name server object contains the symbolic name of the 
N_Port and the symbolic name of the node in addition to the 
information of a small name server object.  

Accept small name server objects 

Indicates whether the switch supports accepting small name 
server objects. 
A small name server object contains only the basic information, 
and does not contain the symbolic name of the N_Port, the 
symbolic name of the node, or information about supported 
FC-4 features.  

Accept large + FC-4 Features name 
server objects 

Indicates whether the switch supports accepting large + 
FC-4-feature name server objects.  

Accept small + FC-4 Features name 
server objects 

Indicates whether the switch supports accepting small + 
FC-4-feature name server objects. 

Support receiving ACCept with 0 length Indicates whether the switch supports accepting an ACCEPT 
reply whose payload is 0.  

Fabric Controller Capability List of fabric controller capabilities. 

Support receiving the SW_RSCN 
Request 

Indicates whether the switch supports accepting an SW_RSCN 
(Registered State Change Notification) request.  

Support enhanced zoning management Indicates whether the switch supports enhanced zoning. 
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display fc login 

Use display fc login to display the node login information for VSANs. 

Syntax 
display fc login [ vsan vsan-id ] [ count ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. If you do not specify a VSAN, this 
command displays the node login information for all VSANs. On an FCF-NPV switch, this command 
displays the node login information for only VSANs operating in FCF mode. 

count: Displays the total number of logged-in nodes. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

Examples 
# Display the node login information for VSAN 1. 
<Sysname> display fc login vsan 1 

Interface VSAN FCID     Node WWN                Port WWN 

Vfc1      1    0x010000 21:01:00:1b:32:a0:fa:18 21:01:00:1b:32:a0:fa:17 

# Display the number of logged-in nodes for VSAN 1. 
<Sysname> display fc login vsan 1 count 

Total entries: 1 

# Display the number of logged-in nodes for each VSAN and the total number of logged-in nodes. 
<Sysname> display fc login count 

VSAN        Entries 

1           1 

2           1 

 

Total entries: 2 

Table 137 Command output 

Field Description 
Interface Interface on the switch connected to the node. 

FCID FC address assigned by the switch to the node. 

Port WWN WWN of the port connecting the node to the switch. 

Entries Number of logged-in nodes for a VSAN. 

Total Entries Total number of logged-in nodes. 
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display fc name-service database 

Use display fc name-service database to display the name service database information. 

Syntax 
display fc name-service database [ vsan vsan-id [ fcid fcid ] ] [ verbose ] 

display fc name-service database [ vsan vsan-id ] count 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. If you do not specify a VSAN, this 
command displays the name service database information for all VSANs. On an FCF-NPV switch, 
this command displays the name service database information for only VSANs operating in FCF 
mode. 

fcid fcid: Specifies an FC address in the range of 0x010000 to efffff (hexadecimal). If you do not 
specify an FC address, this command displays the name service entries of all FC addresses. 

verbose: Displays detailed information about the name service database. If you do not specify this 
keyword, the command displays brief information about the name service database. 

count: Displays the number of name service entries. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

Examples 
# Display brief information about the name service database for VSAN 1. 
<Sysname> display fc name-service database vsan 1 

VSAN 1: 

  FCID     Type               PWWN(vendor)                      FC4-type:feature 

  0x030001 0x01(N)            20:00:00:05:30:00:25:a3           SCSI-FCP 

  0x030200 0x01(N)            20:00:00:49:c9:28:c7:01           NPV 

Table 138 Command output 

Field Description 
FCID FC address of the N_Port. 
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Field Description 

Type 

Port type registered by the node with the switch: 
• 0x00(Unidentified)—No port type is registered. 
• 0x01(N)—N_Port, which directly connects to the fabric. 
• 0x02(NL)—NL_Port, which connects to the fabric through an 

arbitrated loop. 
• 0x03(F/NL)—F_Port or NL_Port. 
• 0x7f(Nx)—N_Port, NL_Port, or F_Port, or NL_Port. 
• 0x81(F)—F_Port, which connects to an N_Port. 
• 0x82(FL)—FL_Port, which connects to an NL_Port. 
• 0x84(E)—E_Port, which connects to an E_Port or B_Port. 
• 0x85(B)—B_Port. The ports on a bridge that connect two 

E_Ports are called B_Ports. 
• 0xXX(Unknown)—Port types other than the preceding ones. 
NOTE: 
Typically, only N_Ports and NL_Ports will be registered by a node. 

PWWN(vendor) WWN of the N_Port (name of vendor). 

FC4-type:feature 

FC4 type feature entry (when this command displays brief 
information, up to two FC4 type feature entries are displayed): 
• FC4 type—Includes SCSI-FCP, LLC/SNAP, SW_ILS, SNMP, 

GS3, VI, and NPV. 
• Feature—Includes supporting Initiator, Target, or Initiator/Target. 

 

# Display detailed information about the name service database. 
<Sysname> display fc name-service database verbose 

VSAN:1     FCID:0x030001 

  Port-WWN(vendor): 20:00:00:05:30:00:25:a3 

  Node-WWN: 20:00:00:05:30:00:25:9e 

  Class: 2,3 

  Node-IP-addr: 192.168.0.52 

  FC4-types(FC4_features): SCSI-FCP 

  Symbolic-port-name: 

  Symbolic-node-name: 

  Port-type: 0x01(N) 

  Fabric-port-WWN: 30:30:30:30:65:33:64:6b 

  Hard-addr: 0x000000 

 

VSAN:1     FCID:0x030200 

  Port-WWN(vendor): 20:00:00:5a:c9:28:c7:01 

  Node-WWN: 10:00:00:5a:c9:28:c7:01 

  Class: 3 

  Node-IP-addr: 192.168.0.52 

  FC4-types(FC4_features): NPV 

  Symbolic-port-name: NPV-Sysname:Vfc1 

  Symbolic-node-name: NPV-Sysname 

  Port-type: 0x01(N) 

  Fabric-port-WWN: 22:0a:00:05:30:00:26:1e 

  Hard-addr: 0x000000 
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--- Total 2 entries --- 

# Display the number of name service entries for VSAN 1. 
<Sysname> display fc name-service database vsan 1 count 

Total entries: 2 

Table 139 Command output 

Field Description 
FCID FC address of the N_Port. 

Port-WWN(vendor) WWN of the N_Port (name of vendor). 

Node-WWN WWN of the node.  

Class Class of service. 

Node-IP-addr IP address of the node. 

FC4-types(FC4 features) 

FC4 type (feature) entries: 
• FC4 type—Includes SCSI-FCP, LLC/SNAP, SW_ILS, SNMP, 

GS3, VI, and NPV. 
• Feature—Includes supporting Initiator, Target, or 

Initiator/Target. 

Symbolic-port-name  
Symbolic name, which is used for describing an N_Port. For an 
NP_Port on an HPE NPV switch, it is in the form of 
system-name:port-name. 

Symbolic-node-name  Symbolic name, which is used for describing a node. For an HPE 
NPV switch, it is the system-name. 

Port-type  

Port type registered by the node with the switch: 
• 0x00(Unidentified)—No port type is registered. 
• 0x01(N)—N_Port, which directly connects to the fabric. 
• 0x02(NL)—NL_Port, which connects to the fabric through an 

arbitrated loop. 
• 0x03(F/NL)—F_Port or NL_Port. 
• 0x7f(Nx)—N_Port, NL_Port, or F_Port, or NL_Port. 
• 0x81(F)—F_Port, which connects to an N_Port. 
• 0x82(FL)—FL_Port, which connects to an NL_Port. 
• 0x84(E)—E_Port, which connects to an E_Port or B_Port. 
• 0x85(B)—B_Port. The ports on a bridge that connect two 

E_Ports are called B_Ports. 
• 0xXX(Unknown)—Port types other than the preceding ones. 
NOTE: 
Typically, only N_Ports and NL_Ports will be registered by a node.  

Fabric-port-WWN WWN of the F_Port.  

Hard-addr Hardware address of the N_Port. 

Total entries Number of entries in the VSAN.  
 

display fc scr-table 

Use display fc scr-table to display the State Change Registration (SCR) list of N_Ports in VSANs. 

Syntax 
display fc scr-table [ vsan vsan-id ] [ count ] 



 

746 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. If you do not specify a VSAN, this 
command displays the SCR lists for all VSANs. On an FCF-NPV switch, this command displays the 
SCR lists for only VSANs operating in FCF mode. 

count: Displays the number of SCR entries. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

Examples 
# Display the SCR list. 
<Sysname> display fc scr-table 

SCR table for VSAN 1: 

FCID         REGISTERED FOR 

0x1b0300     fabric detected rscns 

0x010121     nx_port detected rscns 

             fabric name change rscns 

             peer zone change rscns 

 

--- Total 2 entries --- 

# Display the number of SCR entries in VSAN 1. 
<Sysname> display fc scr-table vsan 1 count 

Total entries: 2 

Table 140 Command output 

Field Description 
SCR table for VSAN SCR list in a VSAN.  

FCID FC address of the N_Port.  

REGISTERED FOR 

Type of Registered State Change Notification (RSCN) messages to accept: 
• fabric detected rscns—Accepts all RSCN messages sent by the 

switches in the fabric. 
• nx_port detected rscns—Accepts all RSCN messages sent by N_Ports. 
• fabric name change rscns—Accepts all RSCN messages sent for fabric 

name changes. 
• peer zone change rscns—Accepts all RSCN messages sent for peer 

zone changes. 
• full rscns—Accepts all RSCN messages.  

Total entries Number of SCR entries in the VSAN.  
 

display fc switch-wwn 

Use display fc switch-wwn to display the local switch WWN. 
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Syntax 
display fc switch-wwn 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Usage guidelines 
Only FCF, FCF-NPV, and NPV switches support this command.  

Examples 
# Display the local switch WWN. 
<Sysname> display fc switch-wwn 

Switch WWN is 10:00:00:0d:ec:ff:a3:25 

display fc timer 

Use display fc timer to display fabric timers. 

Syntax 
display fc timer [ distributed-services | error-detect | resource-allocation ] [ vsan vsan-id ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
distributed-services: Displays the distributed service timeout period, in milliseconds. 

error-detect: Displays the error detection timeout period, in milliseconds. 

resource-allocation: Displays the resource allocation timeout period, in milliseconds. 

vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. If you do not specify a VSAN, this 
command displays global fabric timer information. 

Usage guidelines 
Only FCF, FCF-NPV, and NPV switches support this command.  

If you do not specify the distributed-services, error-detect, or resource-allocation keyword, this 
command displays all fabric timers. 

Examples 
# Display all the fabric timers for VSAN 1. 
<Sysname> display fc timer vsan 1 

Timer of VSAN 1: 

  Distributed-services timer: 5000 ms 

  Error-detect timer:         2000 ms 

  Resource-allocation timer:  10000 ms 
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display fcid allocation 

Use display fcid allocation to display FC ID assignment information. 

Syntax 
display fcid allocation [ vsan vsan-id ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. If you do not specify a VSAN, this 
command displays FC ID assignment information for all VSANs. On an FCF-NPV switch, this 
command displays the FC ID assignment information for only VSANs operating in FCF mode. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

Examples 
# Display FC ID assignment information for VSAN 1. 
<Sysname> display fcid allocation vsan 1 

VSAN 1: 

Free FCIDs: 0xef0000 to 0xef06ff 

            0xef0701 to 0xef08ff 

            0xef0901 to 0xefffff 

 

Assigned FCIDs: 0xef0700 

                0xef0900 

 

Number of free FCIDs: 65534 

Number of assigned FCIDs: 2 

display fcid persistent 

Use display fcid persistent to display persistent FC ID entries. 

Syntax 
display fcid persistent [ unused ] [ vsan vsan-id ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
unused: Specifies unused persistent FC ID entries. If the bound WWN in a persistent FC ID entry is 
not online, the persistent FC ID entry is called an unused persistent FC ID entry. If you do not specify 
this keyword, the command displays all persistent FC ID entries. 
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vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. If you do not specify a VSAN, this 
command displays persistent FC ID entries for all VSANs. On an FCF-NPV switch, this command 
displays the FC ID entries for only VSANs operating in FCF mode. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

Examples 
# Display persistent FC ID entries for all VSANs. 
<Sysname> display fcid persistent 

VSAN 1: 

FCID persistence: Enabled 

Total entries: 3 

WWN                      FCID       Used   Assignment 

10:00:00:00:c9:ef:39:5f  0x1e0002   Yes    Dynamic 

10:00:00:00:c9:ef:39:60  0x1e1000   Yes    Static 

10:00:00:00:c9:ef:39:68  0x1e000a   Yes    Dynamic 

 

VSAN 2: 

FCID persistence: Disabled 

Total entries: 0 

Table 141 Command output 

Field Description 

Used 
Indicates whether the FC ID is used: 
• Yes—The FC ID is used and the WWN is online. 
• No—The FC ID is not used and the WWN is offline. 

Assignment 
FC ID type: 
• Dynamic. 
• Static. 

 

display rdp database 

Use display rdp database to display RDP database information. 

Syntax 
display rdp database [ port-name port-name ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
port-name port-name: Specifies a port by its name, in the format of xx:xx:xx:xx:xx:xx:xx:xx, where x 
is a hexadecimal number. The port can be any port in the FC SAN. If you do not specify a port, this 
command displays RDP database information for all ports in the FC SAN. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  
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RDP database information can be displayed only after Smart SAN is enabled for FC/FCoE. 

The RDP database includes the RDP database information of the following ports: 
• N_Ports directly connected to the switch. 
• Ports on the switch. 
• N_Ports not directly connected to the switch and ports on other switches in the FC SAN. 

For N_Ports, the RDP database includes information about only N_Ports that have registered with 
the device. 

Examples 
# Display the RDP database information for all ports in the FC SAN. 
<Sysname> display rdp database port-name 10:00:00:00:c9:88:a4:9e 

Port Name: 10:00:00:00:c9:88:a4:9d 

  Node Name: 20:00:00:e0:fc:f1:e8:01 

  Fabric Port Name: 20:00:00:50:c9:a3:c4:57 

  Fabric Node Name: 20:64:00:e1:cf:25:09:01 

  Port Speed: 

    Port Speed Capabilities: 40 Gbps 

    Port Operating Speed: 40 Gbps 

  Link Error Status (FCoE): 

      Link Failure Count: 1 

      Virtual Link Failure Count: 2 

      Missing FIP Keep Alive or Discovery Advertisement Count: 3 

      Symbol Error During Carrier Count: 4 

      Error Block Count: 5 

      Frame Check Sequence Error Count: 6 

  QSFP Diagnostics: 

    Temperature:  

      High Alarm: 127.99C    Low Alarm: -128.00C 

      High Warning: 120.00C  Low Warning: -120.00C 

      Current: 40.00C 

      State: Normal 

    Voltage:  

      High Alarm: 6.3000V    Low Alarm: 3.7000V 

      High Warning: 5.5000V  Low Warning:4.5000V   

      Current: 5.0000V 

      State: Normal 

    Lane 0 Bias Current: 

      High Alarm: 120.0000mA    Low Alarm: 70.0000mA 

      High Warning: 110.0000mA  Low Warning:80.0000mA  

      Current: 110.9000mA 

      State: High Warning 

    Lane 0 Tx Power:  

      High Alarm: 6.5000mW    Low Alarm: 5.0000mW 

      High Warning: 6.3000mW  Low Warning:5.3000mW  

      Current: 6.0000mW 

      State: Normal 

    Lane 0 Rx Power:  

      High Alarm: 6.5000mW    Low Alarm: 5.0000mW 
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      High Warning: 6.3000mW  Low Warning:5.3000mW  

      Current: 6.0000mW 

      State: Normal 

    Lane 1 Bias Current: 

      High Alarm: 120.0000mA    Low Alarm: 70.0000mA 

      High Warning: 110.0000mA  Low Warning:80.0000mA  

      Current: 110.9000mA 

      State: High Warning 

    Lane 1 Tx Power:  

      High Alarm: 6.5000mW    Low Alarm: 5.0000mW 

      High Warning: 6.3000mW  Low Warning:5.3000mW  

      Current: 6.0000mW 

      State: Normal 

    Lane 1 Rx Power:  

      High Alarm: 6.5000mW    Low Alarm: 5.0000mW 

      High Warning: 6.3000mW  Low Warning:5.3000mW  

      Current: 6.0000mW 

      State: Normal 

    Lane 2 Bias Current: 

      High Alarm: 120.0000mA    Low Alarm: 70.0000mA 

      High Warning: 110.0000mA  Low Warning:80.0000mA  

      Current: 110.9000mA 

      State: High Warning 

    Lane 2 Tx Power:  

      High Alarm: 6.5000mW    Low Alarm: 5.0000mW 

      High Warning: 6.3000mW  Low Warning:5.3000mW  

      Current: 6.0000mW 

      State: Normal 

    Lane 2 Rx Power:  

      High Alarm: 6.5000mW    Low Alarm: 5.0000mW 

      High Warning: 6.3000mW  Low Warning:5.3000mW  

      Current: 6.0000mW 

      State: Normal 

    Lane 3 Bias Current: 

      High Alarm: 120.0000mA    Low Alarm: 70.0000mA 

      High Warning: 110.0000mA  Low Warning:80.0000mA  

      Current: 110.9000mA 

      State: High Warning 

    Lane 3 Tx Power:  

      High Alarm: 6.5000mW    Low Alarm: 5.0000mW 

      High Warning: 6.3000mW  Low Warning:5.3000mW  

      Current: 6.0000mW 

      State: Normal 

    Lane 3 Rx Power: 

      High Alarm: 6.5000mW    Low Alarm: 5.0000mW 

      High Warning: 6.3000mW  Low Warning:5.3000mW  

      Current: 6.0000mW 

      State: Normal 
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  Tx Type: Short Wave Laser 

  Optical Port: Yes 

  Connector Type: QSFP 

  FEC Active: Yes 

  FEC Status: 

  Corrected blocks: 3 

  Uncorrected blocks: 1 

  Buffer Credit: 

    Receive B2B Credit:15 

    Transmit B2B Credit: 15 

    Nominal Port RTT: 10000ns 

  Optical Product Data: 

    Vendor Name: HPE 

    Part Number:QSFP-40G-LR4-WDM1300 

    Serial Number: AA05011023 

    Revision: N 

    Date: 260414 

Port Name: 28:05:00:e0:fc:f1:58:2a 

  Node Name: - 

  Port Speed: 

    Port Speed Capabilities: 2 Gbps, 4Gbps, 8Gbps, 16Gbps 

    Port Operating Speed: 4 Gbps 

  Link Error Status (FC): 

    Link Failure Count: 1 

    Loss-of-Synchronization Count: 2 

    Loss-of-Signal Count: 3 

    Primitive Sequence Protocol Errors: 2 

    Invalid Transmission Words: 1 

    Invalid CRC Count: 1 

  SFP Diagnostics:  

    Temperature:  

    High Alarm: 127.99C    Low Alarm: -128.00C 

    High Warning: 120.00C  Low Warning: -120.00C 

    Current: 40C 

    State: Normal 

  Voltage:  

    High Alarm: 6.3000V    Low Alarm: 3.7000V 

    High Warning: 5.5000V  Low Warning:4.5000V   

    Current: 5.0000V 

    State: Normal 

  Bias Current:  

    High Alarm: 120.0000mA    Low Alarm: 70.0000mA 

    High Warning: 110.0000mA  Low Warning:80.0000mA  

    Current: 110.9000mA 

    State: High Warning 

  Tx Power:  

    High Alarm: 6.5000mW    Low Alarm: 5.0000mW 

    High Warning: 6.3000mW  Low Warning:5.3000mW  
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    Current: 6.0000mW 

    State: Normal 

  Rx Power:  

    High Alarm: 6.5000mW    Low Alarm: 5.0000mW 

    High Warning: 6.3000mW  Low Warning:5.3000mW  

    Current: 6.0000mW 

    State: Normal 

  Tx Type: Short Wave Laser 

    Optical Port: Yes 

    Connector Type: SFP+ 

  FEC Active: No 

  Buffer Credit: 

    Receive B2B Credit:15 

    Transmit B2B Credit: 15 

    Nominal Port RTT: 10000ns 

  Optical Product Data: 

    Vendor Name: HPE 

    Part Number: SFP-XG-LX-SM1310 

    Serial Number: AA05011023 

    Revision: N 

    Date: - 

Port Name: 28:05:00:e0:fc:f1:58:2a 

  Node Name: - 

Table 142 Command output 

Field Description 
Port Name Port WWN. 

Node Name This field displays the node WWN for an Nx_Port, a hyphen (-) for an F_Port 
or E_Port, and the WWN of the NPV switch for an NP_Port. 

Fabric Port Name WWN of the F_Port or NP_Port directly connected to the Nx_Port. 

Fabric Node Name WWN of the switch where the F_Port or NP_Port directly connected to the 
Nx_Port resides. 

Port Speed Capabilities 

The supported speed can be one or more of the following options: 
• 1 Gbps. 
• 2 Gbps. 
• 4 Gbps. 
• 8 Gbps. 
• 10 Gbps. 
• 16 Gbps. 
• 32 Gbps. 
This field displays Unknown for speeds other than the preceding ones. 
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Field Description 

Port Operating Speed 

The current speed can only be one of the following options: 
• 1 Gbps. 
• 2 Gbps. 
• 4 Gbps. 
• 8 Gbps. 
• 10 Gbps. 
• 16 Gbps. 
• 32 Gbps. 
This field displays Unknown for speeds other than the preceding ones. 

Link Error Status 

Link error state: 
• Link Error Status (FCoE)—Link error state for the VFC interface directly 

connected to the Nx_Port. 
• Link Error Status (FC) —Link error state for the FC interface directly 

connected to the Nx_Port. 

Link Failure Count Number of link failures detected through physical link transition detection. 

Virtual Link Failure Count Number of link failures detected by the virtual link maintenance protocol. 

Missing FIP Keep Alive or 
Discovery Advertisement 
Count 

Number of missing virtual link maintenance protocol frames. 

Symbol Error During 
Carrier Count 

Number of reception errors at the PHY layer that occur during frame 
reception. 

Error Block Count Cumulative count of the events counted by the 8-bit errored blocks counter. 

Frame Check Sequence 
Error Count 

Number of Ethernet frames received that are an integral number of octets in 
length and do not pass the FCS check. 

Temperature Internally measured transceiver temperature. 

Voltage Internally measured supply voltage. 

Bias Current Measured transmitter laser bias current. 

Tx Power Measured coupled TX output power. 

Rx Power Measured received optical power. 

Lane This field is displayed only when a multi-channel QSFP transceiver module is 
used. 

Tx Type 

Transmitter type of the Nx_Port: 
• Short Wave Laser. 
• Long Wave Laser LC 1310nm. 
• Long Wave Laser LL 1550nm. 

Optical Port Indicates whether the Nx_Port is an optical port: Yes or No. 

FEC Active Indicates whether Forward Error Correction (FEC) is active: Yes or No. 

Corrected blocks Number of FEC blocks corrected by hardware. 

Uncorrected blocks Number of FEC blocks not corrected by hardware. 

Receive B2B Credit B2B credit information of the local end. 

Transmit B2B Credit B2B credit information of the remote end. 

Nominal Port RTT 
Roundtrip time for the port to receiving and sending packets. 
Unknown means that the roundtrip time is not obtained. 
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Field Description 
Revision Vendor's revision level for the part number provided. 

Date Date when the product was manufactured. 
 

display rdp request-polling-interval 

Use display rdp request-polling-interval to display the interval for sending RDP request packets. 

Syntax 
display rdp request-polling-interval 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

The interval for sending RDP request packets can be displayed only after Smart SAN is enabled for 
FC/FCoE. 

Examples 
# Display the interval for sending RDP request packets. 
<Sysname> display rdp request-polling-interval 

RDP request-polling-interval: 30 minutes 

display smartsan status 

Use display smartsan status to display the Smart SAN status. 

Syntax 
display smartsan status 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

Examples 
# Display the Smart SAN status. 
<Sysname> display smartsan status 

Smart SAN Status: 

  FC/FCoE: Enabled 

  iSCSI: Disabled 
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domain auto-reconfigure enable 

Use domain auto-reconfigure enable to enable automatic reconfiguration in a VSAN. 

Use undo domain auto-reconfigure enable to disable automatic reconfiguration in a VSAN. 

Syntax 
domain auto-reconfigure enable 
undo domain auto-reconfigure enable 

Default 
Automatic reconfiguration is disabled in a VSAN. 

Views 
VSAN view 

Predefined user roles 
network-admin 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

This command takes effect only when the fabric configuration feature is enabled. 

A fabric reconfiguration triggers a principal switch selection phase. 

A disruptive reconfiguration is automatically performed if the domain ID lists overlap when two fabrics 
are merged. 

A nondisruptive reconfiguration is automatically performed when one of the following conditions 
exists: 
• When two fabrics are merged, the principal switch information of the two fabrics is different, and 

the domain ID lists are not empty and do not overlap. 
• A principal link in a fabric goes down. 

Examples 
# Enable the automatic reconfiguration feature in VSAN 1. 
<Sysname> system-view 

[Sysname] vsan 1 

[Sysname-vsan1] domain auto-reconfigure enable 

Related commands 
domain configure enable 

domain configure enable 

Use domain configure enable to enable the fabric configuration feature in a VSAN. 

Use undo domain configure enable to disable the fabric configuration feature in a VSAN. 

Syntax 
domain configure enable 
undo domain configure enable 

Default 
The fabric configuration feature is enabled in a VSAN. 
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Views 
VSAN view 

Predefined user roles 
network-admin 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

To dynamically build a fabric, you must enable the fabric configuration feature on switches. After you 
enable the fabric configuration feature on FCF switches, the switches exchange messages to select 
the principal switch. Then, the principal switch dynamically assigns domain IDs to all switches in the 
fabric.  

To statically build a fabric, you must disable the fabric configuration feature on switches and 
manually set a unique domain ID for each switch. After you disable the fabric configuration feature on 
FCF switches, the switches will not select a principal switch and cannot obtain domain IDs 
dynamically.  

Examples 
# Enable the fabric configuration feature in VSAN 1. 
<Sysname> system-view 

[Sysname] vsan 1 

[Sysname-vsan1] domain configure enable 

domain restart 

Use domain restart to manually initiate a fabric reconfiguration in a VSAN. 

Syntax 
domain restart [ disruptive ] 

Views 
VSAN view 

Predefined user roles 
network-admin 

Parameters 
disruptive: Initiates a disruptive reconfiguration. If you do not specify this keyword, the command 
initiates a nondisruptive reconfiguration. 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

This command takes effect only when the fabric configuration feature is enabled. 

A fabric reconfiguration triggers a principal switch selection phase. 

A fabric reconfiguration can be disruptive or nondisruptive. 
• Disruptive reconfiguration—Floods Reconfigure Fabric (RCF) frames throughout the fabric 

and notifies all switches to perform a disruptive reconfiguration. During the reconfiguration 
procedure, each switch clears all data and performs renegotiation, and data transmission in the 
fabric is disrupted. 

• Nondisruptive reconfiguration—Floods Build Fabric (BF) frames throughout the fabric and 
notifies all switches to perform a nondisruptive reconfiguration. During the reconfiguration 
procedure, each switch tries to save the last running data for its domain ID to remain 
unchanged. Thus, data transmission in the fabric is not disrupted. 



 

758 

For fabric settings that do not take effect immediately (for example, switch priority), you can perform 
a disruptive reconfiguration to make them take effect. 

Examples 
# Manually initiate a disruptive reconfiguration in VSAN 1. 
<Sysname> system-view 

[Sysname] vsan 1 

[Sysname-vsan1] domain restart disruptive 

The command may cause traffic interruption. Continue? [Y/N]:y 

Related commands 
domain configure enable 

domain-id 

Use domain-id to set a domain ID in a VSAN. 

Use undo domain-id to restore the default. 

Syntax 
domain-id domain-id { preferred | static } 

undo domain-id 

Default 
The domain ID is 0 preferred in a VSAN. 

Views 
VSAN view 

Predefined user roles 
network-admin 

Parameters 
domain-id: Specifies a domain ID in the range of 1 to 239. 

preferred: Specifies the domain ID as preferred. 

static: Specifies the domain ID as static. 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

The upper-layer protocol identifies only the WWNs, but FCF switches use domain IDs to route and 
forward packets. Domain IDs are assigned on a per-VSAN basis and have a default value of 0, which 
cannot distinguish devices. Therefore, you must statically configure or dynamically assign domain 
IDs for FCF switches. 

In the static domain ID assignment method, the ID type configuration does not affect the assignment 
result. 

In the dynamic domain ID assignment method, the principal switch assigns a domain ID to each 
switch in the fabric.  
• If a non-principal switch fails to get the configured preferred domain ID from the principal switch, 

it accepts any other domain ID assigned by the principal switch.  
• If a non-principal switch fails to get the configured static domain ID, it does not accept any other 

domain ID and isolates the upstream principal link. 

As a best practice, configure domain IDs of the same type for all switches in a VSAN. 
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Examples 
# Configure static domain ID 55 in VSAN 1. 
<Sysname> system-view 

[Sysname] vsan 1 

[Sysname-vsan1] domain-id 55 static 

Non-disruptive reconfiguration or isolating the switch may be performed. Continue? [Y/N]:y 

fabric-name 

Use fabric-name to set a fabric name in a VSAN. 

Use undo fabric-name to restore the default. 

Syntax 
fabric-name name 

undo fabric-name 

Default 
The fabric name is the WWN of the switch. 

Views 
VSAN view 

Predefined user roles 
network-admin 

Parameters 
name: Specifies a fabric name, in the format of xx:xx:xx:xx:xx:xx:xx:xx, where x is a hexadecimal 
number. 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

An FCF switch supports assigning a fabric name to each VSAN, in the same format as the WWN (a 
64-bit address). 

Set fabric names only when you build a fabric statically. You must set the same fabric name on all 
switches in a VSAN. In a dynamically built fabric, each VSAN uses the WWN of the principal switch 
as the fabric name. 

Examples 
# Set the fabric name to 10:11:12:13:14:15:16:17 in VSAN 1. 
<Sysname> system-view 

[Sysname] vsan 1 

[Sysname-vsan1] fabric-name 10:11:12:13:14:15:16:17 

fc domain rcf-reject 

Use fc domain rcf-reject to configure an interface to reject the RCF requests received in a VSAN. 

Use undo fc domain rcf-reject to configure an interface to accept the RCF requests received in a 
VSAN. 

Syntax 
fc domain rcf-reject vsan vsan-id 

undo fc domain rcf-reject vsan vsan-id 
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Default 
An interface does not reject the RCF requests received in a VSAN. 

Views 
FC interface view 

FC aggregate interface view 

VFC interface view 

Predefined user roles 
network-admin 

Parameters 
vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

In a stable fabric, to avoid unnecessary disruptive reconfigurations, you can configure an interface to 
reject the RCF requests received in a VSAN. With this feature, when the interface receives an RCF 
request in the VSAN, the switch replies with a reject message and isolates the interface. 

Examples 
# Configure FC 1/0/1 to reject the RCF requests received in VSAN 1. 
<Sysname> system-view 

[Sysname] interface fc 1/0/1 

[Sysname-Fc1/0/1] fc domain rcf-reject vsan 1 

# Configure VFC 1 to reject the RCF requests received in VSAN 1. 
<Sysname> system-view 

[Sysname] interface vfc 1 

[Sysname-Vfc1] fc domain rcf-reject vsan 1 

fc login-limit 

Use fc login-limit to set the maximum number of logged-in nodes allowed in a VSAN. 

Use undo fc login-limit to restore the default. 

Syntax 
fc login-limit max-number 

undo fc login-limit 

Default 
The number of logged-in nodes allowed in a VSAN is not limited. 

Views 
VSAN view 

Predefined user roles 
network-admin 

Parameters 
max-number: Specifies the maximum number of logged-in nodes, in the range of 1 to 65535. 
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Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

Logged-in nodes consume ACL resources. To save ACL resources, you can set the maximum 
number of logged-in nodes allowed in a VSAN. The number of logged-in nodes is the number of 
directly connected NPV switches plus the number of logged-in servers and disks. 

If the number of nodes that have logged in exceeds the maximum number, no logged-in nodes will be 
logged out. However, any new nodes cannot log in. You can log out nodes by shutting down 
interfaces connected to these nodes. 

The maximum number of logged-in nodes depends on both this command and hardware ACL 
resources. When hardware ACL resources are exhausted, any new nodes cannot log in. 

Examples 
# Configure VSAN 2 to allow up to 256 nodes to log in. 
<Sysname> system-view 

[Sysname] vsan 2 

[Sysname-vsan2] fc login-limit 256 

fc name-service auto-discovery 

Use fc name-service auto-discovery to enable SCSI-FCP information autodiscovery. 

Use undo fc name-service auto-discovery to disable SCSI-FCP information autodiscovery. 

Syntax 
fc name-service auto-discovery 
undo fc name-service auto-discovery 

Default 
SCSI-FCP information autodiscovery is enabled. 

Views 
VSAN view 

Predefined user roles 
network-admin 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

In some situations, for example, when a node logs out and then logs back in, the node does not 
register SCSI-FCP support. As a result, the node does not have a Feature value. This might cause 
communication failure between the node and other nodes. 

This command enables the switch to automatically obtain SCSI-FCP support and the Feature value 
by sending a PRLI packet to the node logging in. Then, the switch stores the SCSI-FCP information 
in the name service database. 
 

 NOTE: 
After this command is configured, nodes with older-model HBAs might not actively register name 
service information with the switch. 
 

Examples 
# Enable SCSI-FCP information autodiscovery in VSAN 2. 
<Sysname> system-view 
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[Sysname] vsan 2 

[Sysname-vsan2] fc name-service auto-discovery 

fc timer distributed-services 

Use fc timer distributed-services to set the global distributed service timeout period. 

Use undo fc timer distributed-services to restore the default. 

Syntax 
fc timer distributed-services value 

undo fc timer distributed-services 

Default 
The global distributed service timeout period is 5000 milliseconds. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
value: Specifies the distributed service timeout period in the range of 5000 to 10000 milliseconds. 

Usage guidelines 
Only FCF, FCF-NPV, and NPV switches support this command.  

The distributed service timeout period can be set in system view or VSAN view. 

The setting in system view takes effect on all VSANs. The setting in VSAN view takes effect only on 
the current VSAN. 

If you set the distributed service timeout period both globally and for a VSAN, the setting for the 
VSAN takes precedence. 

Examples 
# Set the global distributed service timeout period to 6000 milliseconds. 
<Sysname> system-view 

[Sysname] fc timer distributed-services 6000 

Related commands 
timer distributed-services 

fc timer error-detect 

Use fc timer error-detect to set the global error detection timeout period. 

Use undo fc timer error-detect to restore the default. 

Syntax 
fc timer error-detect value 

undo fc timer error-detect 

Default 
The global error detection timeout period is 2000 milliseconds. 
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Views 
System view 

Predefined user roles 
network-admin 

Parameters 
value: Specifies the error detection timeout period in the range of 1000 to 10000 milliseconds. 

Usage guidelines 
Only FCF, FCF-NPV, and NPV switches support this command.  

The error detection timeout period can be set in system view or VSAN view. 

The setting in system view takes effect on all VSANs. The setting in VSAN view takes effect only on 
the current VSAN. 

If you set the error detection timeout period both globally and for a VSAN, the setting for the VSAN 
takes precedence. 

Examples 
# Set the global error detection timeout period to 6000 milliseconds. 
<Sysname> system-view 

[Sysname] fc timer error-detect 6000 

Related commands 
timer error-detect 

fc timer resource-allocation 

Use fc timer resource-allocation to set the global resource allocation timeout period. 

Use undo fc timer resource-allocation to restore the default. 

Syntax 
fc timer resource-allocation value 

undo fc timer resource-allocation 

Default 
The global resource allocation timeout period is 10000 milliseconds. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
value: Specifies the resource allocation timeout period in the range of 5000 to 10000 milliseconds. 

Usage guidelines 
Only FCF, FCF-NPV, and NPV switches support this command.  

The resource allocation timeout period can be set in system view or VSAN view. 

The setting in system view takes effect on all VSANs. The setting in VSAN view takes effect only on 
the current VSAN. 
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If you set the resource allocation timeout period both globally and for a VSAN, the setting for the 
VSAN takes precedence. 

Examples 
# Set the global resource allocation timeout period to 6000 milliseconds. 
<Sysname> system-view 

[Sysname] fc timer resource-allocation 6000 

Related commands 
timer resource-allocation 

fc wwn default-fc4-type 

Use fc wwn default-fc4-type to configure the default FC4 information for a node. 

Use undo fc wwn default-fc4-type to delete the default FC4 information of a node. 

Syntax 
fc wwn wwn-value default-fc4-type { type-value feature feature-map | scsi-fcp feature 
{ feature-map | both | initiator | target } } 
undo fc wwn wwn-value default-fc4-type { type-value | scsi-fcp } 

Default 
The default FC4 information for a node is not configured for a node. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
wwn-value: Specifies an N_Port by its WWN in the format of xx:xx:xx:xx:xx:xx:xx:xx (hexadecimal). 

type-value: Specifies a supported FC4-Type by its value in the range of 0 to 255. The FC4-Type field 
is 256 bits, each of which represents an FC4-Type. If a bit is set to 1, the FC4-Type that the bit 
represents is supported. Only one bit can be set to 1 at the same time. 

scsi-fcp: Specifies the supported FC4-Type as SCSI-FCP, which has a type-value of 8. 

feature feature-map: Specifies the Feature value for the supported FC4-Type. The value range for 
feature-map is 0 to 15. The Feature field is 4 bits, each of which represents a Feature. If a bit is set to 
1, the Feature that the bit represents is supported. Multiple bits can be set to 1 at the same time. For 
example, if the value is set to 15, the node supports four Features of the FC4-Type. If the value is set 
to 0, the node supports none of the four Features. When you specify supported FC4-Type as 
SCSI-FCP, you can configure the following keywords: 
• initiator: Specifies support for the initiator Feature, which has a feature-map of 2. 
• target: Specifies support for the target Feature, which has a feature-map of 1. 
• both: Specifies support for both initiator and target Features, which has a feature-map of 3. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

The switch records the default FC4 information in the name service database for a node when the 
following conditions exist:  
• The node does not register FC4 information.  
• The switch fails to obtain SCSI-FCP information from the node.  
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The switch replaces the default FC4 information with the registered FC4 information or obtained 
SCSI-FCP information when one of the following events occurs: 
• A node registers FC4 information.  
• The switch obtains the SCSI-FCP information. 

You can execute this command multiple times to configure different FC4-Types for one N_Port. 

Examples 
# Configure the default FC4 information for the node with WWN 00:00:00:11:22:33:44:55. 
<Sysname> system-view 

[Sysname] fc wwn 00:00:00:11:22:33:44:55 default-fc4-type scsi-fcp feature target 

[Sysname] fc wwn 00:00:00:11:22:33:44:55 default-fc4-type 9 feature 7 

fcid persistent enable 

Use fcid persistent enable to enable the persistent FC ID feature in a VSAN. 

Use undo fcid persistent enable to disable the persistent FC ID feature in a VSAN. 

Syntax 
fcid persistent enable 

undo fcid persistent enable 

Default 
The persistent FC ID feature is enabled in a VSAN. 

Views 
VSAN view 

Predefined user roles 
network-admin 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

Manually configured persistent FC ID entries take effect only when the persistent FC ID feature is 
enabled. After you disable the persistent FC ID feature, all static and dynamic persistent FC ID 
entries are deleted. 

An association between a WWN and its assigned FC ID is recorded when the WWN logs in. When 
you re-enable the persistent FC ID feature after you disable it, the system generates dynamic 
persistent FC ID entries for the associations.  

The system can store up to 40000 persistent FC ID entries. When this limit is reached, the system 
deletes dynamic persistent FC ID entries for all offline WWNs before generating new ones. 

Examples 
# Disable the persistent FC ID feature in VSAN 1. 
<Sysname> system-view 

[Sysname] vsan 1 

[Sysname-vsan1] undo fcid persistent enable 

Related commands 
wwn fcid 
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priority 

Use priority to set the switch priority in a VSAN. 

Use undo priority to restore the default. 

Syntax 
priority priority 

undo priority 

Default 
The switch priority is 128 in a VSAN. 

Views 
VSAN view 

Predefined user roles 
network-admin 

Parameters 
priority: Specifies the switch priority in the range of 1 to 254. A smaller value indicates a higher 
priority. 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

One FC switch can have different priorities in different VSANs. The FC switch with the highest priority 
in a VSAN will be selected as the principal switch in that VSAN. 

To make the priority setting take effect, perform a disruptive reconfiguration by using the domain 
restart disruptive command. 

Examples 
# Set the switch priority to 64 in VSAN 1. 
<Sysname> system-view 

[Sysname] vsan 1 

[Sysname-vsan1] priority 64 

Related commands 
domain restart 

rdp request-polling-interval 

Use rdp request-polling-interval to set the interval for sending RDP request packets. 

Use undo rdp request-polling-interval to restore the default. 

Syntax 
rdp request-polling-interval interval 

undo rdp request-polling-interval 

Default 
The interval for sending RDP request packets is 30 minutes. 

Views 
System view 
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Predefined user roles 
network-admin 

Parameters 
interval: Specifies the interval for sending RDP request packets, in the range of 5 to 1440 minutes. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

The interval for sending RDP request packets can be set only after Smart SAN is enabled for 
FC/FCoE. 

Examples 
# Set the interval for sending RDP request packets to 5 minutes. 
<Sysname> system-view 

[Sysname] rdp request-polling-interval 5 

Related commands 
display rdp request-polling-interval 

reset fcid persistent 

Use reset fcid persistent to clear persistent FC ID entries for offline WWNs. 

Syntax 
reset fcid persistent [ static ] [ vsan vsan-id ] 

Views 
User view 

Predefined user roles 
network-admin 

Parameters 
static: Specifies static persistent FC ID entries. If you do not specify this keyword, the command 
clears dynamic persistent FC ID entries. 
vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. If you do not specify a VSAN, this 
command clears persistent FC ID entries for offline WWNs in all VSANs. On an FCF-NPV switch, 
this command clears the FC ID entries for offline WWNs in only VSANs operating in FCF mode. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

Examples 
# Clear all dynamic persistent FC ID entries in VSAN 1. 
<Sysname> reset fcid persistent vsan 1 

rscn aggregation enable 

Use rscn aggregation enable to enable RSCN aggregation. 

Use undo rscn aggregation enable to disable RSCN aggregation. 

Syntax 
rscn aggregation enable 
undo rscn aggregation enable 
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Default 
RSCN aggregation is disabled. 

Views 
VSAN view 

Predefined user roles 
network-admin 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

For multiple change events occurring within the RSCN aggregation timer interval, RSCN 
aggregation places the FC addresses of multiple nodes with changes into a single RSCN. This 
feature reduces the number of RSCNs sent to the concerned registered nodes. 

As a best practice, enable RSCN aggregation and set the same RSCN aggregation timer value on all 
switches in a VSAN. 

Examples 
# Enable RSCN aggregation in VSAN 1. 
<Sysname> system-view 

[Sysname] vsan 1 

[Sysname-vsan1] rscn aggregation enable 

Related commands 
rscn aggregation timer 

rscn aggregation timer 

Use rscn aggregation timer to set the RSCN aggregation timer. 

Use undo rscn aggregation timer to restore the default. 

Syntax 
rscn aggregation timer value 

undo rscn aggregation timer 

Default 
The RSCN aggregation timer is 2000 milliseconds. 

Views 
VSAN view 

Predefined user roles 
network-admin 

Parameters 
value: Specifies the RSCN aggregation timer value in the range of 100 to 2000 milliseconds. 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

The RSCN aggregation timer takes effect only when RSCN aggregation is enabled. 

As a best practice, enable RSCN aggregation and set the same RSCN aggregation timer value on all 
switches in a VSAN. 
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Examples 
# Set the RSCN aggregation timer of VSAN 1 to 1500 milliseconds. 
<Sysname> system-view 

[Sysname] vsan 1 

[Sysname-vsan1] rscn aggregation timer 1500 

Related commands 
rscn aggregation enable 

smartsan enable 

Use smartsan enable to enable Smart SAN. 

Use undo smartsan enable to disable Smart SAN. 

Syntax 
smartsan enable [ fcoe | iscsi ] 
undo smartsan enable [ fcoe | iscsi ] 

Default 
Smart SAN is disabled. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
fcoe: Specifies Smart SAN for FC/FCoE. 

iscsi: Specifies Smart SAN for iSCSI. This keyword is not supported in the current software version. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

If you do not specify the fcoe or iscsi keyword, Smart SAN is enabled or disabled for both FC/FCoE 
and iSCSI. 

The undo smartsan enable command deletes local peer zone information, but not peer zone 
information received from other switches. For more information about peer zones, see "New feature: 
Configuring FC zones." 

Examples 
# Enable Smart SAN for both FC/FCoE and iSCSI. 
<Sysname> system-view 

[Sysname] smartsan enable 

# Enable Smart SAN for FC/FCoE. 
<Sysname> system-view 

[Sysname] smartsan enable fcoe 

# Enable Smart SAN for iSCSI. 
<Sysname> system-view 

[Sysname] smartsan enable iscsi 



 

770 

Related commands 
display smartsan status 

snmp-agent trap enable fc-fabric 

Use snmp-agent trap enable fc-fabric to enable SNMP notifications for the fabric module. 

Use undo snmp-agent trap enable fc-fabric to disable SNMP notifications for the fabric module. 

Syntax 
snmp-agent trap enable fc-fabric [ domain-id-change | fabric-change ] * 

undo snmp-agent trap enable fc-fabric [ domain-id-change | fabric-change ] * 

Default 
All SNMP notifications for the fabric module are disabled. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
domain-id-change: Specifies notifications about domain ID changes. 

fabric-change: Specifies notifications about fabric changes. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

To report critical fabric module events to an NMS, enable SNMP notifications for the fabric module. 
For fabric module event notifications to be sent correctly, you must also configure SNMP on the 
device. For more information about SNMP configuration, see Network Management and Monitoring 
Configuration Guide. 

If you do not specify a notification, this command enables all SNMP notifications for the fabric 
module. 

After you enable SNMP notifications for domain ID changes, the switch generates a notification 
when its domain ID changes in a VSAN. The notification includes the VSAN ID, the switch WWN, 
and the new domain ID. 

After you enable SNMP notifications for fabric changes, the switch generates a notification when it 
sends or receives a BF or RCF frame for fabric reconfiguration. The notification includes the VSAN 
ID for fabric reconfiguration.  

Examples 
# Enable all SNMP notifications for the fabric module. 
<Sysname> system-view 

[Sysname] snmp-agent trap enable fc-fabric 

snmp-agent trap enable fc-name-service 

Use snmp-agent trap enable fc-name-service to enable SNMP notifications for the name service 
module. 

Use undo snmp-agent trap enable fc-name-service to disable SNMP notifications for the name 
service module. 
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Syntax 
snmp-agent trap enable fc-name-service [ login | logout ] * 
undo snmp-agent trap enable fc-name-service [ login | logout ] * 

Default 
All SNMP notifications for the name service module are disabled. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
login: Specifies notifications about node login. 

logout: Specifies notifications about node logout. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

To report critical name service module events to an NMS, enable SNMP notifications for the name 
service module. For name service event notifications to be sent correctly, you must also configure 
SNMP on the device. For more information about SNMP configuration, see Network Management 
and Monitoring Configuration Guide. 

If you do not specify a notification, this command enables all SNMP notifications for the name service 
module. 

After you enable SNMP notifications for node login or logout, the switch generates a notification 
when a node registers or deregisters its name service information with the switch. The notification 
includes the VSAN ID, the switch WWN, and the WWN of the N_Port. 

Examples 
# Enable all SNMP notifications for the name service module. 
<Sysname> system-view 

[Sysname] snmp-agent trap enable fc-name-service 

timer distributed-services 

Use timer distributed-services to set the distributed service timeout period for a VSAN. 

Use undo timer distributed-services to restore the default. 

Syntax 
timer distributed-services value 

undo timer distributed-services 

Default 
The distributed service timeout period is 5000 milliseconds for a VSAN. 

Views 
VSAN view 

Predefined user roles 
network-admin 
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Parameters 
value: Specifies the distributed service timeout period in the range of 5000 to 10000 milliseconds. 

Usage guidelines 
Only FCF, FCF-NPV, and NPV switches support this command.  

The distributed service timeout period can be set in system view or VSAN view. 

The setting in system view takes effect on all VSANs. The setting in VSAN view takes effect only on 
the current VSAN. 

If you set the distributed service timeout period both globally and for a VSAN, the setting for the 
VSAN takes precedence. 

Examples 
# Set the distributed service timeout period to 6000 milliseconds for VSAN 1. 
<Sysname> system-view 

[Sysname] vsan 1 

[Sysname-vsan1] timer distributed-services 6000 

Related commands 
fc timer distributed-services 

timer error-detect 

Use timer error-detect to set the error detection timeout period for a VSAN. 

Use undo timer error-detect to restore the default. 

Syntax 
timer error-detect value 

undo timer error-detect 

Default 
The error detection timeout period is 2000 milliseconds for a VSAN. 

Views 
VSAN view 

Predefined user roles 
network-admin 

Parameters 
value: Specifies the error detection timeout period in the range of 1000 to 10000 milliseconds. 

Usage guidelines 
Only FCF, FCF-NPV, and NPV switches support this command.  

The error detection timeout period can be set in system view or VSAN view. 

The setting in system view takes effect on all VSANs. The setting in VSAN view takes effect only on 
the current VSAN. 

If you set the error detection timeout period both globally and for a VSAN, the setting for the VSAN 
takes precedence. 

Examples 
# Set the error detection timeout period to 6000 milliseconds for VSAN 1. 
<Sysname> system-view 
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[Sysname] vsan 1 

[Sysname-vsan1] timer error-detect 6000 

Related commands 
fc timer error-detect 

timer resource-allocation 

Use timer resource-allocation to set the resource allocation timeout period for a VSAN. 

Use undo timer resource-allocation to restore the default. 

Syntax 
timer resource-allocation value 

undo timer resource-allocation 

Default 
The resource allocation timeout period is 10000 milliseconds for a VSAN. 

Views 
VSAN view 

Predefined user roles 
network-admin 

Parameters 
value: Specifies the resource allocation timeout period in the range of 5000 to 10000 milliseconds. 

Usage guidelines 
Only FCF, FCF-NPV, and NPV switches support this command.  

The resource allocation timeout period can be set in system view or VSAN view. 

The setting in system view takes effect on all VSANs. The setting in VSAN view takes effect only on 
the current VSAN. 

If you set the resource allocation timeout period both globally and for a VSAN, the setting for the 
VSAN takes precedence. 

Examples 
# Set the resource allocation timeout period to 6000 milliseconds for VSAN 1. 
<Sysname> system-view 

[Sysname] vsan 1 

[Sysname-vsan1] timer resource-allocation 6000 

Related commands 
fc timer resource-allocation 

wwn fcid 

Use wwn fcid to configure a persistent FC ID entry. 

Use undo wwn fcid to delete a persistent FC ID entry. 

Syntax 
wwn wwn-value fcid fcid-value [ dynamic ] 

undo wwn wwn-value fcid 
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Default 
No manually configured persistent FC ID entries exist. 

Views 
VSAN view 

Predefined user roles 
network-admin 

Parameters 
wwn-value: Specifies the WWN of an N_Port or NP_Port, in the format of xx:xx:xx:xx:xx:xx:xx:xx, 
where x is a hexadecimal number. 

fcid-value: Specifies an FC ID in the format of xxxxxx, where x is a hexadecimal number. The first two 
digits indicate the domain ID, the next two digits indicate the area ID, and the remaining two digits 
indicate the port ID. The domain ID must be a runtime domain ID in the VSAN. 

dynamic: Specifies the persistent FC ID entry as dynamic. If you do not specify this keyword, the 
configured persistent FC ID entry is static. 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

A WWN can be bound to only one FC ID and vice versa. If a WWN has been assigned another FC ID 
or the FC ID has been assigned to another WWN, the persistent FC ID entry cannot be configured. 

Manually configured persistent FC ID entries take effect only when the persistent FC ID feature is 
enabled. 

When the entry limit (40000) is reached, the system deletes dynamic persistent FC ID entries for all 
offline WWNs before adding new entries. If all persistent FC ID entries are static or all WWNs are 
online, the system denies all new FLOGI requests. 

Examples 
# In VSAN 1, configure a static persistent FC ID entry (WWN is 33:e8:00:05:30:00:16:df and FC ID is 
010312). 
<Sysname> system-view 

[Sysname] vsan 1 

[Sysname-vsan1] wwn 33:e8:00:05:30:00:16:df fcid 010312 

Related commands 
fcid persistent enable 

New feature: Configuring FC routing and forwarding 

Overview 
Routing and forwarding in an FC SAN is achieved through FCF switches. When an FCF switch 
receives a packet, the FCF switch performs the following operations: 
• Selects an optimal route based on the destination address.  
• Forwards the packet to the next FCF switch in the path until the packet reaches the last FCF 

switch. 

The last FCF switch forwards the packet to the destination node. 

Routing provides the path information that guides the forwarding of packets. 
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Routing table and FIB table 

An FCF switch determines the best routes by using its routing table and sends those routes to the 
FIB table, which guides packet forwarding. An FCF switch maintains one routing table and one FIB 
table for each VSAN. 

Routing table contents 
The routing table saves the routes discovered by various routing protocols. Routes in a routing table 
include the following types: 
• Direct routes—Routes discovered by link layer protocols. 
• Static routes—Routes manually configured by the administrator. 
• FSPF routes—Routes discovered by the Fabric Shortest Path First (FSPF) protocol. 

To display brief information about a routing table, use the display fc routing-table command as 
follows: 
<Sysname> display fc routing-table vsan 1 

Routing Table: VSAN 1 

  Destinations : 6          Routes : 6 

  Destination/mask   Protocol   Preference   Cost     Interface 

  0x020000/8         FSPF       20           265      Vfc1 

  0x120000/8         STATIC     10           0        Vfc2 

  0xfffc01/24        DIRECT     0            0        InLoop0 

  0xfffffa/24        DIRECT     0            0        InLoop0 

  0xfffffc/24        DIRECT     0            0        InLoop0 

  0xfffffd/24        DIRECT     0            0        InLoop0 

A route entry includes the following key items: 
• Destination—Destination address of an FC frame. 
• mask—Together with the destination address, specifies the domain address of the destination 

node or FCF switch. A logical AND operation between the destination address and the network 
mask yields the domain address of the destination node or FCF switch. For example, if the 
destination address is 0x010001 and the mask is 0xff0000, the domain address of the 
destination node or FCF switch is 0x010000. A network mask contains a certain number of 
consecutive 1s. It can be expressed in hexadecimal format or by the number of 1s. 

• Protocol—Protocol type, which can be DIRECT (direct routes), STATIC (static routes), or 
FSPF (FSPF routes). 

• Preference—Direct routes, static routes, and FSPF routes might exist to the same destination. 
All of these types of routes are assigned preferences. Direct routes have a preference of 0, 
static routes have a preference of 10, and FSPF routes have a preference of 20. The optimal 
route is the one with the highest priority (smallest preference value). 

• Cost—Cost of the route. For routes to the same destination and with the same preference, the 
route with the lowest cost is the optimal one. The cost of direct routes is 0. The costs of static 
routes and FSPF routes are configurable. 

• Interface—Specifies the interface through which a matching FC frame is to be forwarded out of 
the FCF switch. 

FIB table contents 
Each entry in the FIB table specifies the output interface for packets destined for an FCF switch or 
node. 

To display FIB table information, use the display fc fib command as follows: 
<Sysname> display fc fib vsan 1 

FC FIB information in VSAN 1: 



 

776 

  Destination count: 6 

  FIB entry count: 6 

 

  Destination/Mask              Interface 

  0x020000/8                    Vfc1 

  0x120000/8                    Vfc2 

  0xfffc01/24                   InLoop0 

  0xfffffa/24                   InLoop0 

  0xfffffc/24                   InLoop0 

  0xfffffd/24                   InLoop0 

The key items Destination, Mask, and Interface in an FIB table have the same meanings as those 
in a routing table. 

Direct routes 

The sources of direct routes include well-known addresses and the FC addresses that the local 
switch assigns to directly-connected N_Ports. 
• The well-known addresses are usually used to access FCF switches. For information about 

using common well-known addresses, see "Appendix B Well-known fabric addresses." All 
well-known addresses are added to the routing table as the destination addresses of direct 
routes. The direct route includes the following settings:  
 The destination address is a well-known address. 
 The mask is 0xffffff. 
 The outgoing interface is InLoop0. 

• When an FCF switch assigns FC addresses to directly connected N_Ports, the FCF switch 
adds the direct routes of these addresses to the routing table. The direct route includes the 
following settings:  
 The destination address is an assigned FC address.  
 The mask is 0xffffff.  
 The outgoing interface is the FC interface, FC aggregate interface, or VFC interface 

connected to the N_Port. 

Static routes 

Static routes are manually configured by the administrator. After you configure a static route, an FC 
frame to a destination is forwarded along the specified path. 

In a simple network, static routes are enough for implementing network connectivity. By correctly 
setting up and using static routes, you can improve network performance and guarantee bandwidth 
for critical network applications. 

Static routes cannot adapt to network topology changes. If a fault or a topological change occurs in 
the network, the network administrator must modify the static routes manually. 

Static routes support equal-cost routes. When you configure multiple equal-cost static routes to the 
same destination but with different outgoing interfaces, equal-cost routes are generated. 

FSPF routes 

FSPF is a route selection protocol based on link states. FSPF can automatically calculate the best 
path between any two switches in a fabric. 

FSPF has the following characteristics: 
• Can be used for any topology. 
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• Supports equal-cost routes. 
• Performs topology calculations on a per-VSAN basis. 
• Runs only on E_Ports and provides a loop-free topology. 
• Provides a topology database on each switch to track the state of all links. 
• Uses the Dijkstra algorithm to calculate routes. 
• Provides fast convergence in the event of topology changes. 

Basic concepts 
• LSDB—The link state database (LSDB) stores global topology information for switches and link 

state information of all switches in link state records (LSRs). 
• LSR—An LSR describes information about all link states between a switch and its directly 

connected switches. 
Each LSR generated by a switch is called an LSR instance. LSRs generated by all switches 
form the LSDB. An LSR contains all or part of the following link state information: 
 LSR hold time. 
 Domain ID of the switch advertising the LSR. 
 LSR instance number. Every time an LSR is updated, the instance number increments by 1. 
 Link ID, which identifies a link and includes the domain ID of the switch at the peer end of 

the link. 
 Source interface and destination interface of the link. 
 Link type, for example, point-to-point connection. 
 Cost for packet transmission over the link. The smaller the cost, the better the link. The 

route selection algorithm uses this value to determine the best route. The interface cost is 
configurable. 

FSPF packet types 
The following protocol packets are used in FSPF: 
• Hello packets—Sent periodically to discover and maintain FSPF neighbors. 
• Link state update (LSU)—Advertises local link state information in LSRs to the neighboring 

switches. 
• Link state acknowledgment (LSA)—Acknowledges the received LSR. 

After receiving an LSU, a switch needs to acknowledge its LSR with an LSA. Otherwise, the 
neighboring switch retransmits the LSR. 

How FSPF works 
FSPF works as follows: 
1. The switch periodically sends hello packets to establish neighbor relationships with other 

switches. 
2. After establishing neighbor relationships, the switches synchronize LSDBs by exchanging all 

LSRs in their respective LSDBs. A switch carries LSRs in LSUs and acknowledges received 
LSRs with LSAs. 

3. After the synchronization is complete, the LSDB in each switch contains LSRs of all switches in 
the fabric. 

4. The switch uses the Dijkstra algorithm to calculate the shortest paths to other switches based 
on the local LSDB. Then, it determines the outgoing interfaces and generates an FSPF routing 
table. 

5. When the network topology or link state changes, the switch floods a new LSR to its 
neighboring switches. After receiving the LSR, the neighboring switches add it to their LSDBs 
and flood it to their respective neighbors. In this way, all switches in the fabric receive that LSR. 
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6. Local LSDB updating results in SPF calculation. The calculated shortest path tree list is 
updated to the FSPF routing table. 

Configuring static FC routes 

Configuration restrictions and guidelines 

When you configure static FC routes, follow these restrictions and guidelines: 
• The destination address of a static FC route is in the range of 010000 to EFFFFF 

(hexadecimal). You cannot configure a route with a well-known address as the destination 
address. 

• The outgoing interface of a static FC route can only be an FC interface, FC aggregate interface, 
or VFC interface. 

• If you configure two routes with the same destination address, mask, and outgoing interface, 
but with different costs, the route configured later applies.  

Configuration procedure 

To configure a static FC route: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSAN view. vsan vsan-id N/A 

3. Configure a static 
FC route. 

fc route-static fcid { mask | mask-length } 
interface-type interface-number [ cost 
cost-value ] 

By default, no static FC route 
exists.  

 

Configuring FSPF 
FSPF is enabled by default. Typically, you do not need to perform special tasks. 

You can change FSPF parameters on a per-VSAN or per-interface basis. 

FSPF configuration task list 

Tasks at a glance Remarks 
Change FSPF parameters for a VSAN in VSAN view 
• (Required.) Enabling FSPF 
• (Optional.) Setting the shortest SPF calculation interval 
• (Optional.) Setting the minimum LSR arrival interval 
• (Optional.) Setting the minimum LSR refresh interval 

N/A 

(Optional.) Change FSPF parameters for an interface in 
interface view 
• Setting the FSPF cost for an interface 
• Setting the hello interval for an interface 
• Setting the dead interval for an interface 
• Setting the LSR retransmission interval for an interface 
• Disabling FSPF for an interface 

Configure parameters on interfaces 
operating in E mode. 

(Optional.) Configuring FSPF GR N/A 
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Tasks at a glance Remarks 
• Configuring the GR restarter 
• Configuring the GR helper 

 

Enabling FSPF 

FSPF-related features can work in a VSAN only after you enable FSPF in the VSAN. 

To enable FSPF: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSAN view. vsan vsan-id N/A 

3. Enable FSPF in the VSAN. fspf enable By default, FSPF is enabled after a VSAN is 
created. 

 

Setting the shortest SPF calculation interval 

SPF calculations occur when the LSDB changes. To limit the CPU resources consumed by frequent 
SPF calculations, you can change the shortest SPF calculation interval. 

The shortest SPF calculation interval defines the minimum interval between two consecutive SPF 
calculations. A smaller value means that FSPF responds faster to fabric changes by recalculating 
routes in a VSAN, but it requires more CPU resources. 

To set the shortest SPF calculation interval: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSAN view. vsan vsan-id N/A 

3. Set the shortest SPF 
calculation interval. fspf spf-hold-time value The default setting is 0 seconds. 

 

Setting the minimum LSR arrival interval 

The minimum LSR arrival interval specifies the interval between received LSR updates in a VSAN. 
Any LSR updates that arrive before this interval expires are dropped. This helps avoid frequent SPF 
calculations caused by LSDB updating. 

To set the minimum LSR arrival interval: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSAN view. vsan vsan-id N/A 

3. Set the minimum LSR 
arrival interval. fspf min-ls-arrival value The default setting is 1 second. 
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Setting the minimum LSR refresh interval 

The minimum LSR refresh interval specifies the interval at which LSRs are refreshed. To reduce SPF 
calculations and LSR flooding in a fabric caused by frequent LSR refreshing, the switch cannot 
refresh local LSRs within this interval. 

To set the minimum LSR refresh interval: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSAN view. vsan vsan-id N/A 

3. Set the minimum LSR 
refresh interval. 

fspf min-ls-interval 
interval The default setting is 5 seconds. 

 

Setting the FSPF cost for an interface 

Each link has a cost. The route selection algorithm uses this value to determine the best route. The 
smaller the interface FSPF cost, the smaller the link cost. 

To set the FSPF cost for an interface: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter FC interface, FC 
aggregate interface, or 
VFC interface view. 

interface { fc | 
san-aggregation | vfc } 
interface-number 

N/A 

3. Set the FSPF cost for the 
interface in a VSAN. 

fspf cost cost-value vsan 
vsan-id 

By default, the FSPF cost for FC interfaces is 
calculated by using the following formula: 
1.0*1.062e12/baud rate 
By default, the FSPF cost for FC aggregate 
interfaces and VFC interfaces is 100. 

 

Setting the hello interval for an interface 

The hello interval specifies the time between the hello packets sent periodically by the switch to 
discover and maintain neighbor relationships. 
 

 NOTE: 
The hello interval must be smaller than the dead interval and must be the same at the two ends of 
the link. 
 

To set the hello interval for an interface: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter FC interface, FC 
aggregate interface, or VFC 
interface view. 

interface { fc | 
san-aggregation | vfc } 
interface-number 

N/A 

3. Set the hello interval for the 
interface in a VSAN. 

fspf hello-interval interval 
vsan vsan-id The default setting is 20 seconds. 
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Setting the dead interval for an interface 

After two switches establish a neighbor relationship, they send hello packets at the hello interval to 
each other to maintain the neighbor relationship. The dead interval specifies the interval during 
which at least one hello packet must be received from a neighbor before the neighbor is considered 
nonexistent and removed. 
 

 NOTE: 
The dead interval must be greater than the hello interval and must be the same at the two ends of 
the link. 
 

To set the dead interval for an interface: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter FC interface, FC 
aggregate interface, or VFC 
interface view. 

interface { fc | 
san-aggregation | vfc } 
interface-number 

N/A 

3. Set the dead interval for the 
interface in a VSAN. 

fspf dead-interval interval 
vsan vsan-id The default setting is 80 seconds. 

 

Setting the LSR retransmission interval for an interface 

The LSR retransmission interval specifies the time to wait for an LSR acknowledgment from the 
neighbor before retransmitting the LSR. 

To set the LSR retransmission interval for an interface: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter FC interface, FC 
aggregate interface, or VFC 
interface view. 

interface { fc | 
san-aggregation | vfc } 
interface-number 

N/A 

3. Set the LSR retransmission 
interval for the interface in a 
VSAN. 

fspf retransmit-interval 
interval vsan vsan-id The default setting is 5 seconds. 

 

Disabling FSPF for an interface 

With FSPF enabled, an interface can participate in SPF calculation. To avoid SPF calculations on an 
interface, disable FSPF on the interface. 

To disable FSPF on an interface: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter FC interface, FC 
aggregate interface, or VFC 
interface view. 

interface { fc | 
san-aggregation | vfc } 
interface-number 

N/A 

3. Disable FSPF for the interface 
in a VSAN. fspf silent vsan vsan-id By default, FSPF is enabled on all 

interfaces. 
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Configuring FSPF GR 

FSPF Graceful Restart (GR) enables nonstop forwarding of traffic by backing up FSPF configuration 
information in the following situations:  
• A protocol restart (for example, the FSPF process restart triggered by the process command).  
• An active/standby switchover. 

GR involves the following roles: 
• GR restarter—GR-capable device where a protocol restart or active/standby switchover 

occurs. 
• GR helper—The GR restarter's neighboring device that assists in the GR process. 

Configuring the GR restarter 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enable FSPF GR. fspf graceful-restart By default, FSPF GR is disabled. 

3. Set the maximum FSPF GR 
interval. 

fspf graceful-restart 
interval interval The default setting is 120 seconds. 

 

Configuring the GR helper 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enable FSPF GR helper. fspf graceful-restart helper By default, FSPF GR helper is 
enabled. 

 

Displaying and maintaining FC routing and forwarding 
Execute display commands in any view and reset commands in user view. 
 

Task Command 

Display FC Exchange table information.  

display fc exchange { link | protocol } [ slot 
slot-number ] 
display fc exchange link verbose [ slot slot-number 
[ exid exid ] ] 

Display FC FIB table information. display fc fib [ fcid [ mask-length ] ] vsan vsan-id 

Display FC routing table information. 

display fc routing-table [ vsan vsan-id ] [ statistics | 
verbose ] 
display fc routing-table vsan vsan-id fc-id [ mask | 
mask-length ] [ verbose ] 

Display FSPF GR state information. display fspf graceful-restart [ vsan vsan-id ] 

Display link state database information. display fspf lsdb [ vsan vsan-id ] 

Display FSPF neighbor information. display fspf neighbor [ vsan vsan-id ] 

Display FSPF statistics. display fspf statistics [ vsan vsan-id ] 

Clear FSPF statistics. reset fspf counters [ vsan vsan-id ] 
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FC routing configuration examples 

Static FC routing configuration example by using FC interfaces 

Network requirements 
As shown in Figure 99, configure static routes to enable any two FCF switches to communicate with 
each other. 

Figure 99 Network diagram 

 
  

Configuration procedure 
This section describes only the FC routing configuration.  
1. Configure Switch A: 

# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchA> system-view 

[SwitchA] system-working-mode advance 

[SwitchA] save 

[SwitchA] quit 

<SwitchA> reboot 

# Configure the switch to operate in FCF mode.  
<SwitchA> system-view 

[SwitchA] fcoe-mode fcf 

# Enable the fabric configuration feature for VSAN 1. 
[SwitchA] vsan 1 

[SwitchA-vsan1] domain configure enable 

# Set the domain ID to 1. 
[SwitchA-vsan1] domain-id 1 static 

[SwitchA-vsan1] quit 

# Change Ten-GigabitEthernet 1/0/1 into FC 1/0/1.  
[SwitchA] interface ten-gigabitethernet 1/0/1 

[SwitchA-Ten-GigabitEthernet1/0/1] port-type fc 

# Configure the mode of FC 1/0/1 as E.  
[SwitchA-Fc1/0/1] fc mode e 

# Configure FC 1/0/1 to autonegotiate the speed.  
[SwitchA-Fc1/0/1] speed auto 

Switch B

Switch A

FC1/0/1
XGE1/0/1

Switch C
Domain ID: 1 Domain ID: 3

Domain ID: 2

FC1/0/1
XGE1/0/1

FC1/0/2
XGE1/0/2

FC1/0/1
XGE1/0/1
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# Configure the trunk mode of FC 1/0/1 as On, and assign FC 1/0/1 to VSAN 1 as a trunk port. 
[SwitchA-Fc1/0/1] port trunk mode on 

[SwitchA-Fc1/0/1] port trunk vsan 1 

[SwitchA-Fc1/0/1] quit 

# Enable FCoE in VLAN 10 and map VLAN 10 to VSAN 1.  
[SwitchA] vlan 10 

[SwitchA-vlan10] fcoe enable vsan 1 

[SwitchA-vlan10] quit 

# Configure two static routes in VSAN 1. 
[SwitchA] vsan 1 

[SwitchA-vsan1] fc route-static 020000 8 fc 1/0/1 

[SwitchA-vsan1] fc route-static 030000 8 fc 1/0/1 

2. Configure Switch B: 
# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchB> system-view 

[SwitchB] system-working-mode advance 

[SwitchB] save 

[SwitchB] quit 

<SwitchB> reboot 

# Configure the switch to operate in FCF mode.  
<SwitchB> system-view 

[SwitchB] fcoe-mode fcf 

# Enable the fabric configuration feature for VSAN 1. 
[SwitchB] vsan 1 

[SwitchB-vsan1] domain configure enable 

# Set the domain ID to 2. 
[SwitchB-vsan1] domain-id 2 static 

[SwitchB-vsan1] quit 

# Change Ten-GigabitEthernet 1/0/1 into FC 1/0/1.  
[SwitchB] interface ten-gigabitethernet 1/0/1 

[SwitchB-Ten-GigabitEthernet1/0/1] port-type fc 

# Configure the mode of FC 1/0/1 as E.  
[SwitchB-Fc1/0/1] fc mode e 

# Configure FC 1/0/1 to autonegotiate the speed.  
[SwitchB-Fc1/0/1] speed auto 

# Configure the trunk mode of FC 1/0/1 as On, and assign FC 1/0/1 to VSAN 1 as a trunk port. 
[SwitchB-Fc1/0/1] port trunk mode on 

[SwitchB-Fc1/0/1] port trunk vsan 1 

[SwitchB-Fc1/0/1] quit 

# Change Ten-GigabitEthernet 1/0/2 into FC 1/0/2.  
[SwitchB] interface ten-gigabitethernet 1/0/2 

[SwitchB-Ten-GigabitEthernet1/0/2] port-type fc 

# Configure the mode of FC 1/0/2 as E.  
[SwitchB-Fc1/0/2] fc mode e 

# Configure FC 1/0/2 to autonegotiate the speed.  
[SwitchB-Fc1/0/2] speed auto 
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# Configure the trunk mode of FC 1/0/2 as On, and assign FC 1/0/2 to VSAN 1 as a trunk port. 
[SwitchB-Fc1/0/2] port trunk mode on 

[SwitchB-Fc1/0/2] port trunk vsan 1 

[SwitchB-Fc1/0/2] quit 

# Enable FCoE in VLAN 10 and map VLAN 10 to VSAN 1.  
[SwitchB] vlan 10 

[SwitchB-vlan10] fcoe enable vsan 1 

[SwitchB-vlan10] quit 

# Configure two static routes in VSAN 1. 
[SwitchB] vsan 1 

[SwitchB-vsan1] fc route-static 010000 8 fc 1/0/1 

[SwitchB-vsan1] fc route-static 030000 8 fc 1/0/2 

3. Configure Switch C: 
# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchC> system-view 

[SwitchC] system-working-mode advance 

[SwitchC] save 

[SwitchC] quit 

<SwitchC> reboot 

# Configure the switch to operate in FCF mode.  
<SwitchC> system-view 

[SwitchC] fcoe-mode fcf 

# Enable the fabric configuration feature for VSAN 1. 
[SwitchC] vsan 1 

[SwitchC-vsan1] domain configure enable 

# Set the domain ID to 3. 
[SwitchC-vsan1] domain-id 3 static 

[SwitchC-vsan1] quit 

# Change Ten-GigabitEthernet 1/0/1 into FC 1/0/1.  
[SwitchC] interface ten-gigabitethernet 1/0/1 

[SwitchC-Ten-GigabitEthernet1/0/1] port-type fc 

# Configure the mode of FC 1/0/1 as E.  
[SwitchC-Fc1/0/1] fc mode e 

# Configure FC 1/0/1 to autonegotiate the speed.  
[SwitchC-Fc1/0/1] speed auto 

# Configure the trunk mode of FC 1/0/1 as On, and assign FC 1/0/1 to VSAN 1 as a trunk port. 
[SwitchC-Fc1/0/1] port trunk mode on 

[SwitchC-Fc1/0/1] port trunk vsan 1 

[SwitchC-Fc1/0/1] quit 

# Enable FCoE in VLAN 10 and map VLAN 10 to VSAN 1.  
[SwitchC] vlan 10 

[SwitchC-vlan10] fcoe enable vsan 1 

[SwitchC-vlan10] quit 

# Configure two static routes in VSAN 1. 
[SwitchC] vsan 1 

[SwitchC-vsan1] fc route-static 010000 8 fc 1/0/1 
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[SwitchC-vsan1] fc route-static 020000 8 fc 1/0/1 

Verifying the configuration 
# Display the FC routing table in VSAN 1 on Switch A. 
[SwitchA-vsan1] display fc routing-table vsan 1 

Routing Table: VSAN 1 

  Destinations : 6          Routes : 6 

  Destination/mask   Protocol   Preference   Cost     Interface 

  0x020000/8         STATIC     10           0        Fc1/0/1 

  0x030000/8         STATIC     10           0        Fc1/0/1 

  0xfffc01/24        DIRECT     0            0        InLoop0 

  0xfffffa/24        DIRECT     0            0        InLoop0 

  0xfffffc/24        DIRECT     0            0        InLoop0 

  0xfffffd/24        DIRECT     0            0        InLoop0 

# Display the FC routing table in VSAN 1 on Switch B. 
[SwitchB-vsan1] display fc routing-table vsan 1 

Routing Table: VSAN 1 

  Destinations : 6          Routes : 6 

  Destination/mask   Protocol   Preference   Cost     Interface 

  0x010000/8         STATIC     10           0        Fc1/0/1 

  0x030000/8         STATIC     10           0        Fc1/0/2 

  0xfffc02/24        DIRECT     0            0        InLoop0 

  0xfffffa/24        DIRECT     0            0        InLoop0 

  0xfffffc/24        DIRECT     0            0        InLoop0 

  0xfffffd/24        DIRECT     0            0        InLoop0 

# Display the FC routing table in VSAN 1 on Switch C. 
[SwitchC-vsan1] display fc routing-table vsan 1 

Routing Table: VSAN 1 

  Destinations : 6          Routes : 6 

  Destination/mask   Protocol   Preference   Cost     Interface 

  0x010000/8         STATIC     10           0        Fc1/0/1 

  0x020000/8         STATIC     10           0        Fc1/0/1 

  0xfffc03/24        DIRECT     0            0        InLoop0 

  0xfffffa/24        DIRECT     0            0        InLoop0 

  0xfffffc/24        DIRECT     0            0        InLoop0 

  0xfffffd/24        DIRECT     0            0        InLoop0 

# FCping Switch C from Switch A. 
[SwitchA-vsan1] fcping fcid fffc03 vsan 1 

FCPING fcid 0xfffc03: 128 data bytes, press CTRL_C to break 

Reply from 0xfffc03: bytes = 128 time = 23 ms 

Reply from 0xfffc03: bytes = 128 time = 9 ms 

Reply from 0xfffc03: bytes = 128 time = 19 ms 

Reply from 0xfffc03: bytes = 128 time = 14 ms 

Reply from 0xfffc03: bytes = 128 time = 25 ms 

 

--- 0xfffc03 fcping statistics --- 

5 packet(s) transmitted 

5 packet(s) received 
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0.00% packet loss 

round-trip min/avg/max = 9/18/25 ms 

The output shows that Switch A can reach Switch C. 

Static FC routing configuration example by using VFC interfaces 

Network requirements 
As shown in Figure 100, configure static routes so any two FCF switches can communicate with 
each other. 

Figure 100 Network diagram 

 
 

Configuration procedure 
This section describes only the FC routing configuration.  
1. Configure Switch A: 

# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchA> system-view 

[SwitchA] system-working-mode advance 

[SwitchA] save 

[SwitchA] quit 

<SwitchA> reboot 

# Configure the switch to operate in FCF mode.  
<SwitchA> system-view 

[SwitchA] fcoe-mode fcf 

# Enable the fabric configuration feature for VSAN 1. 
[SwitchA] vsan 1 

[SwitchA-vsan1] domain configure enable 

# Set the domain ID to 1. 
[SwitchA-vsan1] domain-id 1 static 

[SwitchA-vsan1] quit 

# Create VFC 1.  
[SwitchA] interface vfc 1 

# Configure the mode of VFC 1 as E.  
[SwitchA-Vfc1] fc mode e 

# Bind VFC 1 to Ten-GigabitEthernet 1/0/1.  
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Switch C
Domain ID: 1 Domain ID: 3
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[SwitchA-Vfc1] bind interface ten-gigabitethernet 1/0/1 

# Assign VFC 1 to VSAN 1 as a trunk port.  
[SwitchA-Vfc1] port trunk vsan 1 

[SwitchA-Vfc1] quit 

# Configure Ten-GigabitEthernet 1/0/1 as a trunk port, and assign the port to VLAN 10.  
[SwitchA] interface ten-gigabitethernet 1/0/1 

[SwitchA-Ten-GigabitEthernet1/0/1] port link-type trunk 

[SwitchA-Ten-GigabitEthernet1/0/1] port trunk permit vlan 10 

[SwitchA-Ten-GigabitEthernet1/0/1] quit 

# Enable FCoE in VLAN 10 and map VLAN 10 to VSAN 1.  
[SwitchA] vlan 10 

[SwitchA-vlan10] fcoe enable vsan 1 

[SwitchA-vlan10] quit 

# Configure two static routes in VSAN 1. 
[SwitchA] vsan 1 

[SwitchA-vsan1] fc route-static 020000 8 vfc 1 

[SwitchA-vsan1] fc route-static 030000 8 vfc 1 

2. Configure Switch B: 
# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchB> system-view 

[SwitchB] system-working-mode advance 

[SwitchB] save 

[SwitchB] quit 

<SwitchB> reboot 

# Configure the switch to operate in FCF mode.  
<SwitchB> system-view 

[SwitchB] fcoe-mode fcf 

# Enable the fabric configuration feature for VSAN 1. 
[SwitchB] vsan 1 

[SwitchB-vsan1] domain configure enable 

# Set the domain ID to 2. 
[SwitchB-vsan1] domain-id 2 static 

[SwitchB-vsan1] quit 

# Create VFC 1.  
[SwitchB] interface vfc 1 

# Configure the mode of VFC 1 as E.  
[SwitchB-Vfc1] fc mode e 

# Bind VFC 1 to Ten-GigabitEthernet 1/0/1.  
[SwitchB-Vfc1] bind interface ten-gigabitethernet 1/0/1 

# Assign VFC 1 to VSAN 1 as a trunk port.  
[SwitchB-Vfc1] port trunk vsan 1 

[SwitchB-Vfc1] quit 

# Configure Ten-GigabitEthernet 1/0/1 as a trunk port, and assign the port to VLAN 10.  
[SwitchB] interface ten-gigabitethernet 1/0/1 

[SwitchB-Ten-GigabitEthernet1/0/1] port link-type trunk 

[SwitchB-Ten-GigabitEthernet1/0/1] port trunk permit vlan 10 
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[SwitchB-Ten-GigabitEthernet1/0/1] quit 

# Create VFC 2.  
[SwitchB] interface vfc 2 

# Configure the mode of VFC 2 as E.  
[SwitchB-Vfc2] fc mode e 

# Bind VFC 2 to Ten-GigabitEthernet 1/0/2.  
[SwitchB-Vfc2] bind interface ten-gigabitethernet 1/0/2 

# Assign VFC 2 to VSAN 1 as a trunk port.  
[SwitchB-Vfc2] port trunk vsan 1 

[SwitchB-Vfc2] quit 

# Configure Ten-GigabitEthernet 1/0/2 as a trunk port, and assign the port to VLAN 10.  
[SwitchB] interface ten-gigabitethernet 1/0/2 

[SwitchB-Ten-GigabitEthernet1/0/2] port link-type trunk 

[SwitchB-Ten-GigabitEthernet1/0/2] port trunk permit vlan 10 

[SwitchB-Ten-GigabitEthernet1/0/2] quit 

# Enable FCoE in VLAN 10 and map VLAN 10 to VSAN 1.  
[SwitchB] vlan 10 

[SwitchB-vlan10] fcoe enable vsan 1 

[SwitchB-vlan10] quit 

# Configure two static routes in VSAN 1. 
[SwitchB] vsan 1 

[SwitchB-vsan1] fc route-static 010000 8 vfc 1 

[SwitchB-vsan1] fc route-static 030000 8 vfc 2 

3. Configure Switch C: 
# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchC> system-view 

[SwitchC] system-working-mode advance 

[SwitchC] save 

[SwitchC] quit 

<SwitchC> reboot 

# Configure the switch to operate in FCF mode.  
<SwitchC> system-view 

[SwitchC] fcoe-mode fcf 

# Enable the fabric configuration feature for VSAN 1. 
[SwitchC] vsan 1 

[SwitchC-vsan1] domain configure enable 

# Set the domain ID to 3. 
[SwitchC-vsan1] domain-id 3 static 

[SwitchC-vsan1] quit 

# Create VFC 1.  
[SwitchC] interface vfc 1 

# Configure the mode of VFC 1 as E.  
[SwitchC-Vfc1] fc mode e 

# Bind VFC 1 to Ten-GigabitEthernet 1/0/1.  
[SwitchC-Vfc1] bind interface ten-gigabitethernet 1/0/1 

# Assign VFC 1 to VSAN 1 as a trunk port.  
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[SwitchC-Vfc1] port trunk vsan 1 

[SwitchC-Vfc1] quit 

# Configure Ten-GigabitEthernet 1/0/1 as a trunk port, and assign the port to VLAN 10.  
[SwitchC] interface ten-gigabitethernet 1/0/1 

[SwitchC-Ten-GigabitEthernet1/0/1] port link-type trunk 

[SwitchC-Ten-GigabitEthernet1/0/1] port trunk permit vlan 10 

[SwitchC-Ten-GigabitEthernet1/0/1] quit 

# Enable FCoE in VLAN 10 and map VLAN 10 to VSAN 1.  
[SwitchC] vlan 10 

[SwitchC-vlan10] fcoe enable vsan 1 

[SwitchC-vlan10] quit 

# Configure two static routes in VSAN 1. 
[SwitchC] vsan 1 

[SwitchC-vsan1] fc route-static 010000 8 vfc 1 

[SwitchC-vsan1] fc route-static 020000 8 vfc 1 

Verifying the configuration 
# Display the FC routing table in VSAN 1 on Switch A. 
[SwitchA-vsan1] display fc routing-table vsan 1 

Routing Table: VSAN 1 

  Destinations : 6          Routes : 6 

  Destination/mask   Protocol   Preference   Cost     Interface 

  0x020000/8         STATIC     10           0        Vfc1 

  0x030000/8         STATIC     10           0        Vfc1 

  0xfffc01/24        DIRECT     0            0        InLoop0 

  0xfffffa/24        DIRECT     0            0        InLoop0 

  0xfffffc/24        DIRECT     0            0        InLoop0 

  0xfffffd/24        DIRECT     0            0        InLoop0 

# Display the FC routing table in VSAN 1 on Switch B. 
[SwitchB-vsan1] display fc routing-table vsan 1 

Routing Table: VSAN 1 

  Destinations : 6          Routes : 6 

  Destination/mask   Protocol   Preference   Cost     Interface 

  0x010000/8         STATIC     10           0        Vfc1 

  0x030000/8         STATIC     10           0        Vfc2 

  0xfffc02/24        DIRECT     0            0        InLoop0 

  0xfffffa/24        DIRECT     0            0        InLoop0 

  0xfffffc/24        DIRECT     0            0        InLoop0 

  0xfffffd/24        DIRECT     0            0        InLoop0 

# Display the FC routing table in VSAN 1 on Switch C. 
[SwitchC-vsan1] display fc routing-table vsan 1 

Routing Table: VSAN 1 

  Destinations : 6          Routes : 6 

  Destination/mask   Protocol   Preference   Cost     Interface 

  0x010000/8         STATIC     10           0        Vfc1 

  0x020000/8         STATIC     10           0        Vfc1 

  0xfffc03/24        DIRECT     0            0        InLoop0 

  0xfffffa/24        DIRECT     0            0        InLoop0 
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  0xfffffc/24        DIRECT     0            0        InLoop0 

  0xfffffd/24        DIRECT     0            0        InLoop0 

# FCping Switch C from Switch A. 
[SwitchA-vsan1] fcping fcid fffc03 vsan 1 

FCPING fcid 0xfffc03: 128 data bytes, press CTRL_C to break 

Reply from 0xfffc03: bytes = 128 time = 23 ms 

Reply from 0xfffc03: bytes = 128 time = 9 ms 

Reply from 0xfffc03: bytes = 128 time = 19 ms 

Reply from 0xfffc03: bytes = 128 time = 14 ms 

Reply from 0xfffc03: bytes = 128 time = 25 ms 

 

--- 0xfffc03 fcping statistics --- 

5 packet(s) transmitted 

5 packet(s) received 

0.00% packet loss 

round-trip min/avg/max = 9/18/25 ms 

The output shows that Switch A can reach Switch C. 

FSPF configuration example by using FC interfaces 

Network requirements 
As shown in Figure 101, configure FSPF to enable the two FCF switches to communicate with each 
other. 

Figure 101 Network diagram 

 
 

Configuration procedure 
This section describes only FC routing configurations.  
1. Configure Switch A: 

# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchA> system-view 

[SwitchA] system-working-mode advance 

[SwitchA] save 

[SwitchA] quit 

<SwitchA> reboot 

# Configure the switch to operate in FCF mode.  
<SwitchA> system-view 

[SwitchA] fcoe-mode fcf 

# Enable the fabric configuration feature for VSAN 1. 
[SwitchA] vsan 1 

[SwitchA-vsan1] domain configure enable 

# Set the domain ID to 1. 
[SwitchA-vsan1] domain-id 1 static 

# Enable FSPF. 
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[SwitchA-vsan1] fspf enable 

[SwitchA-vsan1] quit 

# Change Ten-GigabitEthernet 1/0/1 into FC 1/0/1.  
[SwitchA] interface ten-gigabitethernet 1/0/1 

[SwitchA-Ten-GigabitEthernet1/0/1] port-type fc 

# Configure the mode of FC 1/0/1 as E.  
[SwitchA-Fc1/0/1] fc mode e 

# Configure FC 1/0/1 to autonegotiate the speed.  
[SwitchA-Fc1/0/1] speed auto 

# Configure the trunk mode of FC 1/0/1 as On, and assign FC 1/0/1 to VSAN 1 as a trunk port. 
[SwitchA-Fc1/0/1] port trunk mode on 

[SwitchA-Fc1/0/1] port trunk vsan 1 

# Enable FSPF on FC 1/0/1. 
[SwitchA-Fc1/0/1] undo fspf silent vsan 1 

[SwitchA-Fc1/0/1] quit 

# Enable FCoE in VLAN 10 and map VLAN 10 to VSAN 1.  
[SwitchA] vlan 10 

[SwitchA-vlan10] fcoe enable vsan 1 

[SwitchA-vlan10] quit 

2. Configure Switch B: 
# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchB> system-view 

[SwitchB] system-working-mode advance 

[SwitchB] save 

[SwitchB] quit 

<SwitchB> reboot 

# Configure the switch to operate in FCF mode.  
<SwitchB> system-view 

[SwitchB] fcoe-mode fcf 

# Enable the fabric configuration feature for VSAN 1. 
[SwitchB] vsan 1 

[SwitchB-vsan1] domain configure enable 

# Set the domain ID to 2. 
[SwitchB-vsan1] domain-id 2 static 

# Enable FSPF. 
[SwitchB-vsan1] fspf enable 

[SwitchB-vsan1] quit 

# Change Ten-GigabitEthernet 1/0/1 into FC 1/0/1.  
[SwitchB] interface ten-gigabitethernet 1/0/1 

[SwitchB-Ten-GigabitEthernet1/0/1] port-type fc 

# Configure the mode of FC 1/0/1 as E.  
[SwitchB-Fc1/0/1] fc mode e 

# Configure FC 1/0/1 to autonegotiate the speed.  
[SwitchB-Fc1/0/1] speed auto 

# Configure the trunk mode of FC 1/0/1 as On, and assign FC 1/0/1 to VSAN 1 as a trunk port. 
[SwitchB-Fc1/0/1] port trunk mode on 
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[SwitchB-Fc1/0/1] port trunk vsan 1 

# Enable FSPF for FC 1/0/1. 
[SwitchB-Fc1/0/1] undo fspf silent vsan 1 

[SwitchB-Fc1/0/1] quit 

# Enable FCoE in VLAN 10 and map VLAN 10 to VSAN 1.  
[SwitchB] vlan 10 

[SwitchB-vlan10] fcoe enable vsan 1 

[SwitchB-vlan10] quit 

Verifying the configuration 
# Display FSPF neighbor information on Switch A. 
[SwitchA] display fspf neighbor 

FSPF neighbor information of VSAN 1(01): 

  Interface   NbrDomain   IfIndex   NbrIfIndex   Dead Time   State 

  Fc1/0/1     2           0x68      0x68         00:01:06    Full 

# Display information about the FC routing table on Switch A. 
[SwitchA] display fc routing-table vsan 1 

Routing Table: VSAN 1 

  Destinations : 5          Routes : 5 

  Destination/mask   Protocol   Preference   Cost     Interface 

  0x020000/8         FSPF       20           1062     Fc1/0/1 

  0xfffc01/24        DIRECT     0            0        InLoop0 

  0xfffffa/24        DIRECT     0            0        InLoop0 

  0xfffffc/24        DIRECT     0            0        InLoop0 

  0xfffffd/24        DIRECT     0            0        InLoop0 

# FCping Switch B from Switch A. 
[SwitchA] fcping fcid fffc02 vsan 1 

FCPING fcid 0xfffc02: 128 data bytes, press CTRL_C to break. 

Reply from 0xfffc02: bytes = 128 time = 1.102 ms 

Reply from 0xfffc02: bytes = 128 time = 0.276 ms 

Reply from 0xfffc02: bytes = 128 time = 0.253 ms 

Reply from 0xfffc02: bytes = 128 time = 0.270 ms 

Reply from 0xfffc02: bytes = 128 time = 0.247 ms 

 

--- 0xfffc02 fcping statistics --- 

5 packet(s) transmitted 

5 packet(s) received 

0.00% packet loss 

round-trip min/avg/max = 0.247/0.430/1.102 ms 

The output shows that Switch A can reach Switch B. 

FSPF configuration example by using VFC interfaces 

Network requirements 
As shown in Figure 102, configure FSPF so the two FCF switches can communicate with each other. 
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Figure 102 Network diagram 

 
 

Configuration procedure 
This section describes only the FC routing configurations.  
1. Configure Switch A: 

# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchA> system-view 

[SwitchA] system-working-mode advance 

[SwitchA] save 

[SwitchA] quit 

<SwitchA> reboot 

# Configure the switch to operate in FCF mode.  
<SwitchA> system-view 

[SwitchA] fcoe-mode fcf 

# Create VSAN 2 and enable the fabric configuration feature for VSAN 2. 
[SwitchA] vsan 2 

[SwitchA-vsan2] domain configure enable 

# Set the domain ID to 1. 
[SwitchA-vsan2] domain-id 1 static 

# Enable FSPF. 
[SwitchA-vsan2] fspf enable 

[SwitchA-vsan2] quit 

# Create VFC 1.  
[SwitchA] interface vfc 1 

# Configure the mode of VFC 1 as E.  
[SwitchA-Vfc1] fc mode e 

# Bind VFC 1 to Ten-GigabitEthernet 1/0/1.  
[SwitchA-Vfc1] bind interface ten-gigabitethernet 1/0/1 

# Assign VFC 1 to VSAN 2 as a trunk port.  
[SwitchA-Vfc1] port trunk vsan 2 

[SwitchA-Vfc1] quit 

# Configure Ten-GigabitEthernet 1/0/1 as a trunk port, and assign the port to VLAN 10.  
[SwitchA] interface ten-gigabitethernet 1/0/1 

[SwitchA-Ten-GigabitEthernet1/0/1] port link-type trunk 

[SwitchA-Ten-GigabitEthernet1/0/1] port trunk permit vlan 10 

[SwitchA-Ten-GigabitEthernet1/0/1] quit 

# Enable FCoE in VLAN 10 and map VLAN 10 to VSAN 2.  
[SwitchA] vlan 10 

[SwitchA-vlan10] fcoe enable vsan 2 

[SwitchA-vlan10] quit 

# Enable FSPF for VFC 1. 
[SwitchA] interface vfc 1 
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[SwitchA-Vfc1] undo fspf silent vsan 2 

[SwitchA-Vfc1] quit 

2. Configure Switch B: 
# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchB> system-view 

[SwitchB] system-working-mode advance 

[SwitchB] save 

[SwitchB] quit 

<SwitchB> reboot 

# Configure the switch to operate in FCF mode.  
<SwitchB> system-view 

[SwitchB] fcoe-mode fcf 

# Create VSAN 2 and enable the fabric configuration feature for VSAN 2. 
[SwitchB] vsan 2 

[SwitchB-vsan2] domain configure enable 

# Set the domain ID to 2. 
[SwitchB-vsan2] domain-id 2 static 

# Enable FSPF. 
[SwitchB-vsan2] fspf enable 

[SwitchB-vsan2] quit 

# Create VFC 1.  
[SwitchB] interface vfc 1 

# Configure the mode of VFC 1 as E.  
[SwitchB-Vfc1] fc mode e 

# Bind VFC 1 to Ten-GigabitEthernet 1/0/1.  
[SwitchB-Vfc1] bind interface ten-gigabitethernet 1/0/1 

# Assign VFC 1 to VSAN 2 as a trunk port.  
[SwitchB-Vfc1] port trunk vsan 2 

[SwitchB-Vfc1] quit 

# Configure Ten-GigabitEthernet 1/0/1 as a trunk port, and assign the port to VLAN 10.  
[SwitchB] interface ten-gigabitethernet 1/0/1 

[SwitchB-Ten-GigabitEthernet1/0/1] port link-type trunk 

[SwitchB-Ten-GigabitEthernet1/0/1] port trunk permit vlan 10 

[SwitchB-Ten-GigabitEthernet1/0/1] quit 

# Enable FCoE in VLAN 10 and map VLAN 10 to VSAN 2.  
[SwitchB] vlan 10 

[SwitchB-vlan10] fcoe enable vsan 2 

[SwitchB-vlan10] quit 

# Enable FSPF for VFC 1. 
[SwitchB] interface vfc 1 

[SwitchB-Vfc1] undo fspf silent vsan 2 

[SwitchB-Vfc1] quit 

Verifying the configuration 
# Display the FSPF neighbor information for Switch A. 
[SwitchA] display fspf neighbor 

FSPF neighbor information of VSAN 2(01): 
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  Interface   NbrDomain   IfIndex   NbrIfIndex   Dead Time   State 

  Vfc1        2           0x68      0x68         00:01:06    Full 

# Display the routing table information for Switch A. 
[SwitchA] display fc routing-table vsan 2 

Routing Table: VSAN 2 

  Destinations : 5          Routes : 5 

  Destination/mask   Protocol   Preference   Cost     Interface 

  0x020000/8         FSPF       20           100      Vfc1 

  0xfffc01/24        DIRECT     0            0        InLoop0 

  0xfffffa/24        DIRECT     0            0        InLoop0 

  0xfffffc/24        DIRECT     0            0        InLoop0 

  0xfffffd/24        DIRECT     0            0        InLoop0 

# FCping Switch B from Switch A. 
[SwitchA] fcping fcid fffc02 vsan 2 

FCPING fcid 0xfffc02: 128 data bytes, press CTRL_C to break. 

Reply from 0xfffc02: bytes = 128 time = 1.102 ms 

Reply from 0xfffc02: bytes = 128 time = 0.276 ms 

Reply from 0xfffc02: bytes = 128 time = 0.253 ms 

Reply from 0xfffc02: bytes = 128 time = 0.270 ms 

Reply from 0xfffc02: bytes = 128 time = 0.247 ms 

 

--- 0xfffc02 fcping statistics --- 

5 packet(s) transmitted 

5 packet(s) received 

0.00% packet loss 

round-trip min/avg/max = 0.247/0.430/1.102 ms 

The output shows that Switch A can reach Switch B. 

FC routing and forwarding commands 

display fc exchange 

Use display fc exchange to display FC exchange entries. 

Syntax 
display fc exchange { link | protocol } [ slot slot-number ] 
display fc exchange link verbose slot slot-number exid exid 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
link: Specifies link exchange entries. 

protocol: Specifies protocol exchange entries. 

verbose: Displays detailed information about link exchange entries. 



 

797 

exid exid: Displays link exchange entries for an exchange ID in the range of 0 to 65534. 

slot slot-number: Specifies an IRF member device by its member ID. If you do not specify a member 
device, this command displays exchange entries for the master device.  

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

The exchange is a basic concept of FC. All data frames and control frames are transmitted based on 
the exchange. An exchange indicates one data exchange between communication entities and can 
contain multiple bidirectional packet exchanges. 

An exchange pair (initiating exchange and responding exchange) must be created for each data 
exchange. Service classes that provide reliable transmission services (classes 1, 2, and 6) perform 
packet acknowledgment, error detection, and packet retransmission based on the exchange pair. 

Exchanges include the following categories: 
• Protocol exchange—Created only at the server end based on the protocol number and VSAN 

ID and used for monitoring connection establishment. 
• Link exchange—Created at both ends based on the exchange ID and used for packet 

exchange. 

Examples 
# Display the protocol exchange entries for slot 1.  
<Sysname> display fc exchange protocol slot 1 

 Local_ID:EXID     Remote_ID:EXID     State       Slot  Protocol 

 0x000000:65535    0x000000:65535     LISTEN      1     6 

# Display the link exchange entries for slot 2.  
<Sysname> display fc exchange link slot 2 

 Local_ID:EXID     Remote_ID:EXID     State       Slot  Protocol 

 0x060501:1024     0x010001:1025      ESTABLISHED 2     8 

#  Display detailed information about the link exchange entry with exchange ID 1 for slot 1.  
<Sysname> display fc exchange link verbose slot 1 exid 1 

 slot: 1 

 protocol: 8 

 connection info: Local = 0x090801:1155 ,  Remote = 0x050001:1089 

 PCB flags: 0x2 

 FC Class: FC_CLASS_F 

 connection state: ESTABLISHED 

 VSAN ID: 25 

Table 143 Command output 

Field Description 

Local_ID:EXID/Local 
FC address and exchange ID of the local end. 
This field is ignored for a protocol exchange. 

Remote_ID:EXID/Remote 
FC address and exchange ID of the peer end. 
This field is ignored for a protocol exchange. 
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Field Description 

State/connection state 

Connection state of the FC exchange: 
• PREPARE—The protocol exchange is successfully bound, or the 

link exchange is waiting for the response packet. 
• LISTEN—The protocol exchange is monitoring the connection. 
• ESTABLISHED—The connection has been established. 
• ABTS—An ABTS was sent due to a connection timeout or error, 

and the ABTS ACK is being expected. 
• BA_ACC—An ABTS was received, an BA_ACC is replied, and an 

ACC ACK is being expected. 
• ABTS_ACK—An ABTS ACK was received, and a BA_ACC is 

being expected. 
• CLOSED—The connection is closed. 

Slot/slot Card where the FC exchange is created. 

Protocol/protocol FC protocol number. 

PCB flags 

FC exchange state flags: 
• 0x1—The value 0 indicates the sending end, and 1 indicates the 

replying end. 
• 0x2—The value 0 means there is no initiative, and 1 means there 

is initiative. 
• 0x4—The value 1 indicates the first packet of the exchange. 
• 0x8—The value 1 indicates that the exchange is waiting to be 

aged. 

FC Class 

FC connection service level (FC_CLASS_3 requires no ACK): 
• FC_CLASS_1. 
• FC_CLASS_2. 
• FC_CLASS_3. 
• FC_CLASS_F. 
• FC_CLASS_6. 

 

display fc fib 

Use display fc fib to display the FC FIB entries. 

Syntax 
display fc fib [ fcid [ mask-length ] ] vsan vsan-id 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
fcid: Specifies a destination FC address in the range of 000000 to ffffff (hexadecimal). 

mask-length: Specifies the mask length for the destination address, in the range of 0 to 24. 

vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 4095. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  
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The device looks up the VSAN ID and FC address in the FC FIB for the outgoing interface. 

If you specify both the fcid and mask-length arguments, this command displays FC FIB entries for 
the specified FC address and mask length. 

If you specify the fcid argument but not the mask-length argument, this command displays FC FIB 
entries for the specified FC address according to the longest matching rule. 

If you do not specify the fcid argument or the mask-length argument, this command displays all FC 
FIB entries. 

Examples 
# Display all the FC FIB entries in VSAN 18. 
<Sysname> display fc fib vsan 18 

FC FIB information in VSAN 18: 

  Destination count: 6 

  FIB entry count: 7 

 

  Destination/Mask              Interface 

  0x030100/16                   Vfc1 

  0x030100/16                   Vfc2 

  0x030100/24                   Vfc3 

  0xfffc01/24                   InLoop0 

  0xfffffa/24                   InLoop0 

  0xfffffc/24                   InLoop0 

  0xfffffd/24                   InLoop0 

# Display the FC FIB entries for the specified FC address according to the longest matching rule. 
<Sysname> display fc fib 030100 vsan 18 

FC FIB information in VSAN 18: 

  Destination count: 1 

  FIB entry count: 1 

 

  Destination/Mask              Interface 

  0x030100/24                   Vfc3 

# Display the FC FIB entries for the specified FC address and mask length. 
<Sysname> display fc fib 030100 16 vsan 18 

FC FIB information in VSAN 18: 

  Destination count: 1 

  FIB entry count: 2 

 

  Destination/Mask              Interface 

  0x030100/16                   Vfc1 

  0x030100/16                   Vfc2 

Table 144 Command output 

Field Description 
Destination count Number of destination addresses. 

FIB entry count Number of FIB entries, including equal-cost routes. 

Destination/Mask Destination address/mask length. 

Interface Outgoing interface. 
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display fc routing-table 

Use display fc routing-table to display the FC routing table. 

Syntax 
display fc routing-table [ vsan vsan-id ] [ statistics | verbose ] 

display fc routing-table vsan vsan-id fcid [ mask | mask-length ] [ verbose ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 4095. If you do not specify a VSAN, this 
command displays routing information of all VSANs. 

fcid: Specifies the destination FC address for FC routes, in the range of 010000 to efffff 
(hexadecimal). 

mask: Specifies a hexadecimal mask of the FC address. This argument is used together with the fcid 
argument. The value of this argument can be ff0000, ffff00, or ffffff. If you do not specify a 
hexadecimal mask, this command displays the routing information for the FC address fcid with 
masks 0xff0000, 0xffff00, and 0xffffff. 

mask-length: Specifies a decimal mask of the FC address. This argument is used together with the 
fcid argument. The value of this argument can be 8, 16, or 24. If you do not specify a decimal mask, 
this command displays the routing information for the FC address fcid with masks 8, 16, and 24. 

statistics: Displays the statistics for the FC routing table. 

verbose: Displays detailed information about the FC routing table. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

The routing table stores routes discovered by various routing protocols. You can use this command 
to display brief information, detailed information, and statistics about the routing table. 

The display fc routing-table [ vsan vsan-id ] [ statistics | verbose ] command displays all routes in 
a VSAN or in all VSANs. The display fc routing-table vsan vsan-id fcid [ mask | mask-length ] 
[ verbose ] command displays one route in a VSAN. 

If you specify do not specify the statistics or verbose keyword, this command displays brief 
information about the FC routing table. 

The brief information contains information about only active routes. The detailed information 
contains information about both active and inactive routes. 

Examples 
# Display brief information about all the routes in VSAN 5. 
<Sysname> display fc routing-table vsan 5 

Routing Table: VSAN 5 

  Destinations : 5          Routes : 8 

  Destination/mask   Protocol   Preference   Cost     Interface 

  0x040000/8         FSPF       20           100      Vfc1 

  0x040000/8         FSPF       20           100      Vfc2 

  0x040000/8         FSPF       20           100      Vfc3 
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  0x040000/8         FSPF       20           100      Vfc4 

  0xfffc01/24        DIRECT     0            0        InLoop0 

  0xfffffa/24        DIRECT     0            0        InLoop0 

  0xfffffc/24        DIRECT     0            0        InLoop0 

  0xfffffd/24        DIRECT     0            0        InLoop0 

# Display detailed information about all the routes in VSAN 5. 
<Sysname> display fc routing-table vsan 5 verbose 

Routing Table: VSAN 5 

  Destinations : 5          Routes : 5 

 

  Destination/mask: 0x120000/8 

          Protocol: STATIC 

        Preference: 10 

              Cost: 0 

         Interface: Vfc1 

             State: Active 

               Age: 0h21m36s 

 

  Destination/mask: 0xfffc01/24 

          Protocol: DIRECT 

        Preference: 0 

              Cost: 0 

         Interface: InLoop0 

             State: Active 

               Age: 0h21m36s 

 

  Destination/mask: 0xfffffa/24 

          Protocol: DIRECT 

        Preference: 0 

              Cost: 0 

         Interface: InLoop0 

             State: Active 

               Age: 0h21m36s 

 

  Destination/mask: 0xfffffc/24 

          Protocol: DIRECT 

        Preference: 0 

              Cost: 0 

         Interface: InLoop0 

             State: Active 

               Age: 0h21m36s 

 

  Destination/mask: 0xfffffd/24 

          Protocol: DIRECT 

        Preference: 0 

              Cost: 0 

         Interface: InLoop0 

             State: Active 
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               Age: 0h21m36s 

Table 145 Command output 

Field Description 
VSAN VSAN number. 

Destination/mask FC address/mask. 

Protocol 

Protocol type:  
• DIRECT—Direct routes.  
• STATIC—Static routes.  
• FSPF—FSPF routes.  

Preference Route preference. 

Cost Route cost.  

Interface Outgoing interface.  

State Route state: Active or Inactive.  

Age Lifetime of the route in the routing table, in the format of XXhXXmXXs.  
 

# Display the statistics for all the routes in VSAN 5. 
<Sysname> display fc routing-table vsan 5 statistics 

Routing Table: VSAN 5 

  Protocol  route       active      added       deleted 

  DIRECT    4           4           4           0 

  STATIC    1           1           1           0 

  FSPF      0           0           0           0 

  Total     5           5           5           0 

Table 146 Command output 

Field Description 
VSAN VSAN number. 

Protocol 

Protocol type: 
• DIRECT—Direct routes. 
• STATIC—Static routes. 
• FSPF—FSPF routes. 

route Number of routes of the specified protocol type.  

active Number of active routes of the specified protocol type.  

added Number of added routes of the specified protocol type.  

deleted Number of deleted routes of the specified protocol type.  

Total Total number of routes.  
 

Related commands 
fc route-static 

display fspf graceful-restart 

Use display fspf graceful-restart to display FSPF GR status information. 
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Syntax 
display fspf graceful-restart [ vsan vsan-id ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. If you do not specify a VSAN, this 
command displays FSPF GR status information for all VSANs. On an FCF-NPV switch, this 
command displays the FSPF GR status information for only VSANs operating in FCF mode. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

The FSPF GR status information includes the following: 
• Whether GR restarter is enabled.  
• Whether GR helper is enabled.  
• Number of GR restarters being restarted.  
• Number of GR helpers assisting in restarting the local device. 

Examples 
# Display FSPF GR status information. 
<Sysname> display fspf graceful-restart 

Graceful-restart capability      : Disable 

Helper capability                : Enable 

Graceful-restart period          : 120 seconds 

 

FSPF graceful restart information of VSAN 1: 

  Number of neighbors under helper : 0 

  Number of restarting neighbors   : 0 

 

FSPF graceful restart information of VSAN 2: 

  Number of neighbors under helper : 0 

  Number of restarting neighbors   : 0 

Table 147 Command output 

Field Description 
Graceful-restart capability Indicates whether GR restarter capability is enabled: Enable or Disable. 

Helper capability Indicates whether GR helper capability is enabled: Enable or Disable. 

Number of neighbors under 
helper Number of neighbors acting as GR helpers. 

Number of restarting 
neighbors Number of neighbors acting as GR restarters. 

 

Related commands 
fspf graceful-restart 



 

804 

fspf graceful-restart helper 
fspf graceful-restart interval 

display fspf lsdb 

Use display fspf lsdb to display FSPF link state database (LSDB) information. 

Syntax 
display fspf lsdb [ vsan vsan-id ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. If you do not specify a VSAN, this 
command displays LSDB information for all VSANs. On an FCF-NPV switch, this command displays 
the LSDB information for only VSANs operating in FCF mode. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

The FSPF LSDB information includes the total number of link state records (LSRs) and information 
about each LSR. 

Examples 
# Display FSPF LSDB information. 
<Sysname> display fspf lsdb 

FSPF LSDB information of VSAN 1(01): 

  Total LSR count: 2 

    FSPF Link State Database for Domain 01 

      LSR Type                  : 1 

      LSR Age                   : 0 

      LSR Incarnation number    : 0x80000008 

      LSR Checksum              : 0x7deb 

      Number of links           : 1 

      NbrDomainID    IfIndex    NbrIfIndex    LinkType    Cost 

      -------------------------------------------------------- 

      2              0x68       0x68          1           265 

    FSPF Link State Database for Domain 02 

      LSR Type                  : 1 

      LSR Age                   : 6 

      LSR Incarnation number    : 0x80000008 

      LSR Checksum              : 0x7dea 

      Number of links           : 1 

      NbrDomainID    IfIndex    NbrIfIndex    LinkType    Cost 

      -------------------------------------------------------- 

      1              0x68       0x68          1           265 
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Table 148 Command output 

Field Description 
FSPF LSDB information of 
VSAN 

LSDB information for a VSAN. The value in parentheses is the domain ID in 
decimal of the local switch. 

FSPF Link State Database 
for Domain LSDB information for a domain ID (switch). 

LSR Type LSR type, which can only be Switch Link Record (0x01). 

LSR Incarnation number LSR instance number. 

NbrDomainID Neighbor domain ID. 

IfIndex Outgoing interface index of the local switch. 

NbrIfIndex Neighbor interface index. 

Link Type 
Link type: 
• 0x01—Point-to-point. 
• 0xF0-FF—Vendor-defined. 

Cost Link cost. 
 

display fspf neighbor 

Use display fspf neighbor to display FSPF neighbor information. 

Syntax 
display fspf neighbor [ vsan vsan-id ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. If you do not specify a VSAN, this 
command displays information about all FSPF neighbors. On an FCF-NPV switch, this command 
displays the FSPF neighbor information for only VSANs operating in FCF mode. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

The FSPF neighbor information includes the following details: 
• Neighbor domain ID.  
• Neighbor interface index.  
• Outgoing interface index of the local switch.  
• Remaining dead interval of the neighbor.  
• Neighbor state. 

Examples 
# Display FSPF neighbor information. 
<Sysname> display fspf neighbor 

FSPF neighbor information of VSAN 1(01): 
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  Interface   NbrDomain   IfIndex   NbrIfIndex   Dead Time   State 

  Vfc1        2           0x68      0x68         00:01:06    Full 

Table 149 Command output 

Field Description 
FSPF neighbor information 
of VSAN 

FSPF neighbor information for a VSAN. The value in parentheses is the 
domain ID in decimal of the local switch. 

Interface Interface name of the local switch. 

NbrDomain Neighbor domain ID in decimal. 

IfIndex Outgoing interface index of the local switch. 

NbrIfIndex Neighbor interface index. 

Dead Time Remaining dead interval of the neighbor. If no hello packet is received from 
the neighbor after this interval, the neighbor state changes to Init. 

State 

Neighbor state: 
• Down—The neighbor does not start negotiation. 
• Init—The neighbor has started negotiation. 
• DB_Exchange—The neighbor has been discovered. 
• DB_Wait—The local switch has sent the LSR. 
• DB_Ack_Wait—The neighbor has sent the LSR. 
• Full—Synchronization is complete. 

 

display fspf statistics 

Use display fspf statistics to display FSPF statistics. 

Syntax 
display fspf statistics [ vsan vsan-id ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. If you do not specify a VSAN, this 
command displays the FSPF statistics for all VSANs. On an FCF-NPV switch, this command 
displays the FSPF statistics for only VSANs operating in FCF mode. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

FSPF statistics contain global statistics and interface statistics.  
• Global statistics—Contain the current number of SPF calculations, number of error packets, 

total number of packets received and sent.  
• Interface statistics—Contain the total number of packets received and sent on each interface. 

Examples 
# Display FSPF statistics. 
<Sysname> display fspf statistics 
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FSPF statistics of VSAN 1(01): 

  SPF computing count: 6 

  Statistics counters: 

    Bad packet       : 0      Neighbor unknown   : 0 

    Timer mismatch   : 0      Neighbor state low : 0 

    Bad LSR          : 0 

  Packet statistics: 

    Type          Input        Output 

    HELLO         50           50 

    LSU           5            5 

    LSA           4            4 

  Interface Vfc1 statistics: 

    Type          Input        Output 

    HELLO         50           50 

    LSU           5            5 

    LSA           4            4 

Table 150 Command output 

Field Description 

FSPF statistics of VSAN FSPF statistics for a VSAN. The value in parentheses is the domain ID in 
decimal of the local switch. 

SPF computing count Number of SPF calculations. 

Interface statistics Packet statistics on the interface. 

Bad packet Number of error packets. 

Timer mismatch Number of packets whose hello or dead interval does not match that of the 
neighbor. 

Bad LSR Number of error LSRs. 

Neighbor unknown Number of packets received from unknown neighbors. 

Neighbor state low Number of LSUs and LSAs received in Init state. 

Type Packet type: Hello, LSU, or LSA. 

Input Number of packets received. 

Output Number of packets sent. 
 

Related commands 
reset fspf counters 

fc route-static 

Use fc route-static to configure a static FC route. 

Use undo fc route-static to delete a static FC route. 

Syntax 
fc route-static fcid { mask | mask-length } interface-type interface-number [ cost cost-value ] 
undo fc route-static fcid { mask | mask-length } interface-type interface-number 

Default 
No static FC routes exist. 
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Views 
VSAN view 

Predefined user roles 
network-admin 

Parameters 
fcid: Specifies the destination FC address of the static FC route, in the range of 010000 to efffff 
(hexadecimal). 

mask: Specifies a hexadecimal mask of the FC address. This argument is used together with the fcid 
argument. The value of this argument can be ff0000, ffff00, or ffffff. 

mask-length: Specifies the mask length of the FC address. This argument is used together with the 
fcid argument. The value of this argument can be 8, 16, or 24. 

interface-type interface-number: Specifies the outgoing interface of the static FC route, which must 
be an existing FC interface, FC aggregate interface, or VFC interface on the FCF switch. 

cost cost-value: Specifies the cost of the route, in the range of 0 to 65535. The default is 0. 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

Static routes are manually configured by an administrator. After an administrator configures a static 
route, an FC frame to the specified destination is forwarded along the static route. 

In a simple network, static routes are enough for implementing network connectivity. When the 
network fails or the network topology changes, you must manually modify the static routes. 

Static routes support equal-cost routes. When you configure multiple equal-cost static routes to the 
same destination but with different outgoing interfaces, equal-cost routes are generated. 

Examples 
# Add a static FC route, whose destination FC address is 0x010000, mask is 8, outgoing interface is 
FC 1/0/1, and cost is 20. 
<Sysname> system-view 

[Sysname] vsan 5 

[Sysname-vsan5] fc route-static 010000 8 fc 1/0/1 cost 20 

# Add a static FC route, whose destination FC address is 0x010000, mask is 8, outgoing interface is 
VFC 1, and cost is 20. 
<Sysname> system-view 

[Sysname] vsan 5 

[Sysname-vsan5] fc route-static 010000 8 vfc 1 cost 20 

Related commands 
display fc routing-table 

fspf cost 

Use fspf cost to set the FSPF cost for an interface in a VSAN. 

Use undo fspf cost to delete the FSPF cost setting of an interface in a VSAN. 

Syntax 
fspf cost cost-value vsan vsan-id 

undo fspf cost vsan vsan-id 
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Default 
The FSPF cost of FC interfaces in a VSAN is calculated by using this formula: 1.0*1.062e12/baud 
rate. 

The FSPF cost is 100 for FC aggregate interfaces and VFC interfaces. 

Views 
FC interface view 

FC aggregate interface view 

VFC interface view 

Predefined user roles 
network-admin 

Parameters 
cost-value: Specifies the FSPF cost in the range of 1 to 65535. 

vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

Each link has a cost. The route selection algorithm uses this value to determine the best route. The 
smaller the interface FSPF cost, the smaller the link cost. 

Examples 
# Set the FSPF cost to 1000 for FC 1/0/1 in VSAN 4. 
<Sysname> system-view 

[Sysname] interface fc 1/0/1 

[Sysname-Fc1/0/1] fspf cost 1000 vsan 4 

# Set the FSPF cost to 1000 for VFC 1 in VSAN 4. 
<Sysname> system-view 

[Sysname] interface vfc 1 

[Sysname-Vfc1] fspf cost 1000 vsan 4 

fspf dead-interval 

Use fspf dead-interval to set the dead interval for an interface in a VSAN. 

Use undo fspf dead-interval to delete the dead interval setting of an interface in a VSAN. 

Syntax 
fspf dead-interval interval vsan vsan-id 

undo fspf dead-interval vsan vsan-id 

Default 
The dead interval for an interface in a VSAN is 80 seconds. 

Views 
FC interface view 

FC aggregate interface view 

VFC interface view 

Predefined user roles 
network-admin 
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Parameters 
interval: Specifies the dead interval in the range of 2 to 65535 seconds. 

vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

After two switches establish a neighbor relationship, they send hello packets at the hello interval to 
each other to maintain the neighbor relationship. The dead interval specifies the time during which at 
least one hello packet must be received from a neighbor before the neighbor is considered 
nonexistent and is removed. 

The dead interval must be greater than the hello interval and must be the same at the two ends of a 
link. 

Examples 
# Set the dead interval to 100 seconds for FC 1/0/1 in VSAN 4. 
<Sysname> system-view 

[Sysname] interface fc 1/0/1 

[Sysname-Fc1/0/1] fspf dead-interval 100 vsan 4 

# Set the dead interval to 100 seconds for VFC 1 in VSAN 4. 
<Sysname> system-view 

[Sysname] interface vfc 1 

[Sysname-Vfc1] fspf dead-interval 100 vsan 4 

Related commands 
fspf hello-interval 

fspf enable 

Use fspf enable to enable FSPF in a VSAN. 

Use undo fspf enable to disable FSPF in a VSAN. 

Syntax 
fspf enable 
undo fspf enable 

Default 
FSPF is enabled in a VSAN. 

Views 
VSAN view 

Predefined user roles 
network-admin 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

FSPF-related features work in a VSAN only after you enable FSPF in the VSAN. 

Examples 
# Enable FSPF in VSAN 4. 
<Sysname> system-view 

[Sysname] vsan 4 
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[Sysname-vsan4] fspf enable 

fspf graceful-restart 

Use fspf graceful-restart to enable FSPF GR. 

Use undo fspf graceful-restart to disable FSPF GR. 

Syntax 
fspf graceful-restart 
undo fspf graceful-restart 

Default 
FSPF GR is disabled. 

Views 
System view 

Predefined user roles 
network-admin 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

FSPF Graceful Restart (GR) ensures nonstop forwarding of traffic by backing up FSPF configuration 
information in the following situations:  
• Protocol restart.  
• Active/standby switchover. 

GR involves the following roles: 
• GR restarter—GR-capable device where a protocol restart or active/standby switchover 

occurs. 
• GR helper—The GR restarter's neighboring device that assists in the GR process. 

Examples 
# Enable FSPF GR. 
<Sysname> system-view 

[Sysname] fspf graceful-restart 

Related commands 
display fspf graceful-restart 
fspf graceful-restart helper 

fspf graceful-restart helper 

Use fspf graceful-restart helper to enable FSPF GR helper. 

Use undo fspf graceful-restart helper to disable FSPF GR helper. 

Syntax 
fspf graceful-restart helper 
undo fspf graceful-restart helper 

Default 
FSPF GR helper is enabled. 



 

812 

Views 
System view 

Predefined user roles 
network-admin 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

The switch can assist the GR restarter in completing the GR process only after it is enabled with 
FSPF GR helper. 

Examples 
# Enable FSPF GR helper. 
<Sysname> system-view 

[Sysname] fspf graceful-restart helper 

Related commands 
display fspf graceful-restart 
fspf graceful-restart 

fspf graceful-restart interval 

Use fspf graceful-restart interval to set the maximum FSPF GR interval. 

Use undo fspf graceful-restart interval to restore the default. 

Syntax 
fspf graceful-restart interval interval 
undo fspf graceful-restart interval 

Default 
The maximum FSPF GR interval is 120 seconds. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
interval: Specifies the maximum FSPF GR interval in the range of 40 to 1800 seconds. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

If the GR restarter fails to complete the GR process within the maximum FSPF GR interval, it 
immediately exits the GR process. 

Examples 
# Set the maximum FSPF GR interval to 100 seconds. 
<Sysname> system-view 

[Sysname] fspf graceful-restart interval 100 

Related commands 
display fspf graceful-restart 
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fspf hello-interval 

Use fspf hello-interval to set the hello interval for an interface in a VSAN. 

Use undo fspf hello-interval to delete the hello interval setting of an interface in a VSAN. 

Syntax 
fspf hello-interval interval vsan vsan-id 

undo fspf hello-interval vsan vsan-id 

Default 
The hello interval for an interface in a VSAN is 20 seconds. 

Views 
FC interface view 

FC aggregate interface view 

VFC interface view 

Predefined user roles 
network-admin 

Parameters 
interval: Specifies the hello interval in the range of 1 to 65534 seconds. 

vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

The hello interval specifies the time between the hello packets sent periodically by the switch to 
discover and maintain neighbor relationships. 

The hello interval must be smaller than the dead interval and must be the same at the two ends of the 
link. 

Examples 
# Set the hello interval to 10 seconds for FC 1/0/1 in VSAN 4. 
<Sysname> system-view 

[Sysname] interface fc 1/0/1 

[Sysname-Fc1/0/1] fspf hello-interval 10 vsan 4 

# Set the hello interval to 10 seconds for VFC 1 in VSAN 4. 
<Sysname> system-view 

[Sysname] interface vfc 1 

[Sysname-Vfc1] fspf hello-interval 10 vsan 4 

Related commands 
fspf dead-interval 

fspf min-ls-arrival 

Use fspf min-ls-arrival to set the minimum LSR arrival interval for a VSAN. 

Use undo fspf min-ls-arrival to restore the default. 

Syntax 
fspf min-ls-arrival value 
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undo fspf min-ls-arrival 

Default 
The minimum LSR arrival interval for a VSAN is 1 second. 

Views 
VSAN view 

Predefined user roles 
network-admin 

Parameters 
value: Specifies the minimum LSR arrival interval in the range of 0 to 60 seconds. 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

The minimum LSR arrival interval specifies the interval between received LSR updates in a VSAN. 
Any LSR updates that arrive before this interval expires are dropped. This helps avoid frequent SPF 
calculations caused by LSDB updating. 

Examples 
# Set the minimum LSR arrival interval to 10 seconds for VSAN 2. 
<Sysname> system-view 

[Sysname] vsan 2 

[Sysname-vsan2] fspf min-ls-arrival 10 

fspf min-ls-interval 

Use fspf min-ls-interval to set the minimum LSR refresh interval for a VSAN. 

Use undo fspf min-ls-interval to restore the default. 

Syntax 
fspf min-ls-interval interval 

undo fspf min-ls-interval 

Default 
The minimum LSR refresh interval is 5 seconds for a VSAN. 

Views 
VSAN view 

Predefined user roles 
network-admin 

Parameters 
interval: Specifies the minimum LSR refresh interval in the range of 1 to 60 seconds. 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

The minimum LSR refresh interval specifies the interval at which LSRs are refreshed. To reduce SPF 
calculations and LSR flooding in a fabric caused by frequent LSR refreshing, the switch will not 
refresh local LSRs within this interval. 

Examples 
# Set the minimum LSR refresh interval to 10 seconds for VSAN 2. 
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<Sysname> system-view 

[Sysname] vsan 2 

[Sysname-vsan2] fspf min-ls-interval 10 

fspf retransmit-interval 

Use fspf retransmit-interval to set the LSR retransmission interval for an interface in a VSAN. 

Use undo fspf retransmit-interval to delete the LSR retransmission interval setting of an interface 
in a VSAN. 

Syntax 
fspf retransmit-interval interval vsan vsan-id 

undo fspf retransmit-interval vsan vsan-id 

Default 
The LSR retransmission interval for an interface in a VSAN is 5 seconds. 

Views 
FC interface view 

FC aggregate interface view 

VFC interface view 

Predefined user roles 
network-admin 

Parameters 
interval: Specifies the LSR retransmission interval in the range of 1 to 65535 seconds. 

vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

The LSR retransmission interval specifies the time to wait for an LSR acknowledgment from the 
neighbor before retransmitting the LSR. 

Examples 
# Set the LSR retransmission interval to 10 seconds for FC 1/0/1 in VSAN 4. 
<Sysname> system-view 

[Sysname] interface fc 1/0/1 

[Sysname-Fc1/0/1] fspf retransmit-interval 10 vsan 4 

# Set the LSR retransmission interval to 10 seconds for VFC 1 in VSAN 4. 
<Sysname> system-view 

[Sysname] interface vfc 1 

[Sysname-Vfc1] fspf retransmit-interval 10 vsan 4 

fspf silent 

Use fspf silent to disable FSPF for an interface in a VSAN. 

Use undo fspf silent to enable FSPF for an interface in a VSAN. 

Syntax 
fspf silent vsan vsan-id 
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undo fspf silent vsan vsan-id 

Default 
FSPF is enabled for all interfaces in a VSAN. 

Views 
FC interface view 

FC aggregate interface view 

VFC interface view 

Predefined user roles 
network-admin 

Parameters 
vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

With FSPF enabled, an interface can participate in the SPF calculation. To avoid SPF calculations on 
an interface, disable FSPF on the interface. 

Examples 
# Disable FSPF for FC 1/0/1 in VSAN 4. 
<Sysname> system-view 

[Sysname] interface fc 1/0/1 

[Sysname-Fc1/0/1] fspf silent vsan 4 

# Disable FSPF for VFC 1 in VSAN 4. 
<Sysname> system-view 

[Sysname] interface vfc 1 

[Sysname-Vfc1] fspf silent vsan 4 

fspf spf-hold-time 

Use fspf spf-hold-time to set the shortest SPF calculation interval for a VSAN. 

Use undo fspf spf-hold-time to restore the default. 

Syntax 
fspf spf-hold-time value 

undo fspf spf-hold-time 

Default 
The shortest SPF calculation interval is 0 seconds in a VSAN. 

Views 
VSAN view 

Predefined user roles 
network-admin 

Parameters 
value: Specifies the shortest SPF calculation interval in the range of 0 to 60 seconds. 
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Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

When the LSDB changes, SPF calculations occur, which consume CPU resources. To prevent 
frequent SPF calculations from consuming too many CPU resources, you can set the shortest SPF 
calculation interval. 

The shortest SPF calculation interval defines the minimum interval between two consecutive SPF 
calculations. Setting a small value means that FSPF responds quickly to fabric changes by 
recalculating routes in a VSAN. A small value consumes more CPU resources. 

Examples 
# Set the shortest SPF calculation interval to 10 seconds for VSAN 2. 
<Sysname> system-view 

[Sysname] vsan 2 

[Sysname-vsan2] fspf spf-hold-time 10 

reset fspf counters 

Use reset fspf counters to clear FSPF statistics. 

Syntax 
reset fspf counters [ vsan vsan-id ] 

Views 
User view 

Predefined user roles 
network-admin 

Parameters 
vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. If you do not specify a VSAN, this 
command clears the FSPF statistics for all VSANs. On an FCF-NPV switch, this command clears the 
FSPF statistics for only VSANs operating in FCF mode. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

Examples 
# Clear FSPF statistics in VSAN 2. 
<Sysname> reset fspf counters vsan 2 

Related commands 
display fspf statistics 

New feature: Configuring FC zones 

Overview 
The VSAN feature divides a physical SAN into multiple VSANs, which are separated from one 
another, and provides more secure, reliable, and flexible services. A VSAN, however, cannot perform 
access control over the servers and disk devices (or the N_Ports) connected to a fabric. N_Ports in 
the same VSAN can access one another only if these N_Ports register name services. This creates 
data security risks. 
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Zoning can solve the security problem by dividing a VSAN into zones and adding N_Ports or F_Ports 
to different zones for different purposes. In this way, N_Ports in different zones are separated to 
implement access control. 

Adding an F_Port to a zone adds all N_Ports that log in through the F_Port to that zone. 

Zoning mode 

Two zoning modes are available: basic zoning and enhanced zoning. 

Table 151 shows the differences between the two zoning modes. 

Table 151 Differences between basic zoning and enhanced zoning 

Basic zoning Enhanced zoning 
The default zone policy and hard zoning status are 
not distributed during the zone distribution process. 
You must manually configure these settings on all 
switches to ensure consistency across the fabric. 

The default zone policy and hard zoning status are 
distributed throughout the fabric. 

If a zone belongs to multiple zone sets, an instance 
of the zone is created in each zone set. 

Zone sets can reference a defined zone, which 
reduces the payload of packets for zone merge or 
distribution. 

Merge rules are simple. Merge rules are complex and are affected by the 
merge control feature. 

 

Zone database 

To control access among N_Ports, you can assign N_Ports to different zones as needed, which form 
a zone set. The same N_Ports can form multiple zone sets according to different zone division 
policies. These zones and zone sets form a zone database. 

Zone database structure 
The zone database is organized into three levels, including zone set, zone, and zone member. 

Figure 103 Zone database structure 
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In the zone database structure: 
• A zone set is a set of zones. A zone is a set of zone members, which are N_Ports or F_Ports.  

 N_Port membership can be identified by the WWN (pWWN) or FC address of an N_Port.  
 F_Port membership is identified by the WWN of an F_Port (fWWN). 

• Each VSAN can have multiple zone sets, each zone set can have multiple zones, and each 
zone can have multiple zone members. 

• Zone membership configuration supports use of zone aliases. A zone alias is a set of N_Ports, 
which can be considered as a whole. To simplify configuration, you can add common zone 
members in multiple zones to a zone alias, and use the zone alias in different zones. 

Active zone set 
Each VSAN can have multiple zone sets, but only one zone set can be effective at a time. It is called 
the active zone set. Access control over N_Ports is subject to the active zone set. 

To ensure consistent access control over N_Ports across a fabric, specify a zone set as the active 
zone set on a switch and distribute it to the entire fabric. 

When you activate a zone set, a copy of the zone set at the time of activation is created and is called 
the active zone set. After that, modifications to the zone set do not take effect on the copy until the 
zone set is reactivated. Figure 104 shows the relationship between active and full zone sets. 

Figure 104 Active and full zone sets 
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In basic zoning mode, the system checks the size of the data to be distributed when you activate a 
zone set. If the size of the data exceeds the system limit, the activation fails, and an error message is 
displayed. 

In enhanced zoning mode, the system does not limit the size of the data to be distributed. 

Default zone 
Registered N_Ports that are not in the active zone set automatically become part of the default zone. 
The N_Ports in zones of the active zone set are part of the active zone set.  

If members of the default zone are allowed to access each other, the following events occur:  
• The default zone can be considered to be part of the active zone set.  
• The default zone participates in access control among N_Ports.  

Otherwise, the default zone is not in the active zone set and does not participate in access control 
among the N_Ports. 

In basic zoning mode, the switch does not distribute the default zone policy across the fabric. You 
must manually configure a consistent default zone policy across the fabric. In enhanced zoning 
mode, the switch distributes the default zone policy during the zone distribution process. 

Peer zone 
A zone can be common zone or a peer zone. Unless otherwise indicated, a zone in in FC and FCoE 
is a common zone. 

Peer zones are supported only in enhanced zoning mode. 

You can define a peer zone on a target device by specifying a zone name, the principal member, and 
peer members. The switch automatically creates the defined peer zone when receiving related 
packets from the target device. 

Each peer zone can have one principal member and multiple peer members. The principal member 
can communicate with all peer members. Any two peer members in a peer zone cannot 
communicate with each other unless they are allowed to communicate with each other in another 
zone. 

Pairwise 

The Pairwise feature is supported only in enhanced zoning mode. 

Typically, servers do not need to access each other, and storage devices do not need to access each 
other. Without the Pairwise feature, an access entry is generated for any pair of members in a zone.  

The following roles are defined for zone members: 
• Initiator—Typically a server. 
• Target—Typically a storage device. 

You can specify the role of a member as an initiator, a target, or both when adding the member. A 
member can have different roles in different zones.  

The Pairwise feature runs on a per-zone basis. When the Pairwise feature is enabled for a zone, 
access entries are not generated for initiator-initiator pairs or target-target pairs.  
• An initiator member can access target members.  
• A target member can access initiator members.  
• A member acting as both an initiator and a target can access both target members and initiator 

members. 

When the Pairwise feature is disabled for a zone, member roles do not take effect in that zone. 



 

821 

Zone distribution in basic zoning mode 

Zone distribution occurs when a switch distributes its zone database to all the other devices in the 
same fabric. The distributing switch is called a manager switch, and all other switches are called 
managed switches. 

In basic zoning mode, the following distribution types are provided: 
• Complete distribution—Distributes both the active zone set and the zone database. 
• Incomplete distribution—Distributes only the active zone set. 

Zone distribution methods 
You can distribute zones by using one of the following methods: 
• Activate a zone set as the active zone set on a switch by using the zoneset activate command. 

At the time of activation, the active zone set is distributed to all the other switches. 
If the size of the zone set exceeds the system limit, the activation fails. 
This method determines whether to carry the zone database according to the configured 
distribution type. 

• Distribute the active zone set and the zone database directly by using the zoneset distribute 
command on a switch. 
This method performs a complete distribution regardless of the configured distribution type. 

Managed switches replace their respective active zone sets or zone databases with the received 
data, regardless of the distribution types configured on them. If a managed switch receives only the 
zone database, the managed switch does not retain its active zone set (if present) after replacement. 

Zone distribution process 
The manager switch completes data synchronization with each managed switch by using the 
following packets: 
• Acquire Change Authorization (ACA). 
• Stage Fabric Configuration Update (SFC). 
• Update Fabric Configuration (UFC). 
• Release Change Authorization (RCA). 

These types of packets implement locking, data synchronization, submission, and unlocking 
processes, respectively. These processes ensure that only one switch is the manager switch when 
multiple users trigger a data distribution on different switches at the same time. 
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Figure 105 Distribution process 
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4. The manager switch sends an SFC request to all managed switches. The SFC request carries 
data to be synchronized, including the active zone set and zone database information. After 
receiving the SFC request, the managed switch calculates the total numbers of zones, zone 
sets, and zone aliases if its local zone database is replaced.  
 If none of the total numbers exceed the limit, the managed switch replies with an ACC 

packet. 
 If any of the total numbers exceed the limit, the managed switch replies with an RJT packet. 

5. After receiving ACC packets from all managed switches, the manager switch sends a UFC 
request to the managed switches. The UFC request notifies the managed switches to replace 
their local data with the received data.  
Otherwise, the manager switch sends an RCA request to notify managed switches to release 
the change authorization state. 

6. After receiving the UFC request, the managed switch updates its local zone database. It replies 
with an ACC packet for a successful update and with an RJT packet for a failed update. 

7. The manager switch notifies managed switches by sending an RCA request to release the 
change authorization state after receiving ACC packets from all managed switches. 

8. After receiving the RCA request, the managed switch releases its change authorization state 
and replies with an ACC packet. 

9. The manager switch releases its change authorization state after receiving ACC packets from 
all managed switches. 

Zone distribution in enhanced zoning mode 

Enhanced zoning has the following differences from basic zoning in zone distribution: 
• Enhanced zoning distributes the zone policy and hard zoning status in addition to the active 

zone set and zone database. 
The zone policy includes the merge control mode and default zone policy. For information about 
the merge control mode, see "Zone merge in enhanced zoning mode." 

• Enhanced zoning always performs complete distribution and does not support the zoneset 
distribute full command. 

You can use the same zone distribution methods for basic zoning as used in enhanced zoning mode. 

A zoning mode switchover between basic zoning and enhanced zoning also causes zone 
distribution. Switchover-triggered distribution distributes the active zone set, zone database, zone 
policy, and hard zoning status. 

For both switchover-triggered distribution and zone distribution in enhanced zoning mode, the SFC 
request includes the zone policy whether or not the SFC request has the active zone set and zone 
database. 

For zone distribution in enhanced zoning mode, the SFC request always has hard zoning status. 

For zone distribution caused by a switchover from basic zoning to enhanced zoning, the SFC 
request has hard zoning status. 

For zone distribution caused by a switchover from enhanced zoning to basic zoning, the SFC 
request does not have hard zoning status. 

Zone merge in basic zoning mode 

When two fabrics are merged, zone data might exist in both fabrics. In this case, zone data needs to 
be merged. Zone data to be merged includes the active zone set and zone database. 

In basic zoning mode, the following merge types are provided: 
• Complete merge—Merges both the active zone sets and zone databases. 
• Incomplete merge—Merges only the active zone sets. 
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The merged switches merge all received data, regardless of their merge types. 
 

 NOTE: 
The pWWN is a preferred choice over FC addresses to identify zone members, because FC 
addresses might change at fabric merge and the merge result might not be as expected. 
 

Zone merge process 
When a switch discovers a new neighbor (the link layer module discovers neighbors and notifies the 
zone module), it starts a merge process with the neighbor. If the data changes after merging, the 
switch sends the changed data to neighbor switches until all switches in the fabric update their data. 

During the merge, the switch sends Merge Request Resource Allocation (MRRA) requests to 
negotiate the size of data transmitted. Then, the switch sends Merge Request (MR) packets 
containing data to be merged to neighbor switches. 

Figure 106 Zone merge process between two switches 
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4. After receiving the MR request, Switch B obtains the zone data and merges it with its local zone 
data.  

5. Switch B replies with an ACC packet for a successful merge or with an RJT packet containing 
the cause of failure for a failed merge. 

6. After the merge process initiated by Switch A is complete, the following rules apply:  
 If the local data of Switch B is the same as or a subset of the local data of Switch A, Switch 

B ends the merge process with Switch A.  
 Otherwise, Switch B initiates a merge process with Switch A.  

The merge process is the same as the process initiated by Switch A to Switch B, as shown 
in steps 5, 6, 7, and 8 in Figure 106. 

7. After the merge process initiated by Switch A is complete, Switch B initiates a merge process to 
all its neighbors. This synchronizes Switch B's local database changes resulting from the merge 
to the entire fabric. 

Two 1-way merge processes can ensure data consistency between Switch A and Switch B. 
 

 NOTE: 
Consistent active zone sets among switches can be achieved by a merge. Consistent zone 
databases achieved after a merge, however, require all participating switches to be configured with 
complete merge. 
 

Zone merge rules 
Table 152 Zone merge rules 

Local database Neighbor database Merge status Merge result 
The zone databases contain zone sets with the 
same name, but zones in these zone sets have 
different names. 

Successful 
The union of the local database 
and neighbor database. Zone sets 
with the same name are merged. 

The zone databases contain zone sets with different 
names. Successful 

The union of the local database 
and neighbor database. All zone 
sets with different names are 
retained. 

The zone databases contain zones or zone aliases 
with different names. Successful 

The union of the local database 
and neighbor database. All zone 
sets or zone aliases with different 
names are retained. 

The Pairwise feature status is different for one or 
more of the zones with the same name in the active 
zone sets or zone databases. 

Failed Both databases remain 
unchanged. 

The databases contain zones or zone aliases with 
the same name but with one or more different zone 
members. 

Failed Both databases remain 
unchanged. 

Zones with the same name in the active zone set 
contain the same zone members, but one or more of 
these members have different roles. 
Or 
Zones or zone aliases with the same name in the 
zone databases contain the same zone members, 
but one or more of these members have different 
roles. 

Failed Both databases remain 
unchanged. 

Empty Contain data Successful The neighbor database overwrites 
the local database. 
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Local database Neighbor database Merge status Merge result 

Contain data Empty Successful The local database overwrites the 
neighbor database. 

 

 NOTE: 
• If two active zone sets have different names, the larger name obtained by string comparison acts as the 

name of the active zone set after merging. 

• If the active zone sets on two switches fail to merge, the two switches isolate their connecting link by 
bringing down the relevant ports in the VSAN, in addition to keeping their zone databases unchanged. 

 

Zone merge in enhanced zoning mode 

Enhanced zoning has the following differences from basic zoning in zone merge: 
• Enhanced zoning always performs complete merges, regardless of the merge type. 
• The MR request has the hard zoning status and a merge flag field in addition to the active zone 

set and zone database. 
The merge flag field includes the merge control mode and default zone policy. 

• In the event of a merge failure, the link between participating switches is isolated, and both zone 
databases remain unchanged. 

• Enhanced zoning has stricter rules than basic zoning. 

The enhanced zoning mode includes the following merge rules: 
• If either the merge control mode or default zone policy is different from that in the local zone 

database, the merge will fail. 
• If both the merge control mode and default zone policy are the same as that in the local zone 

database, the following rules apply: 
 If the merge control mode is Restrict, the system checks whether the data carried in the MR 

request is the same as the local zone database. 
− If the data is the same as the local zone database, the merge will succeed, and both 

databases remain unchanged. 
− If the data is different from the local zone database, the merge will fail. 

 If the merge control mode is Allow, the following rules apply: 
− If the two active zone sets contain zones with the same name but with one or more 

different zone members, the merge will fail. 
− If the two zone databases contain zone sets, zones, or zone aliases with the same name 

but one or more different members, the merge will fail. 
− If the two zone databases contain zone members with the same name but one or more 

of these members have different roles, the merge will fail. 
− If the two zone databases contain zones with the same name, but the Pairwise feature 

status is different for one or more of these zones, the merge will fail. 
− If hard zoning status is different in the two zone databases, the merge will fail. 
− If the two active zone sets contain zones with different names and none of the preceding 

conditions exist, the merge will succeed. The merged active zone set is the union of the 
two active zone sets. 

− If the two zone databases contain zone sets, zones, or zone aliases with different names 
and none of the preceding conditions exist, the merge will succeed. The merged zone 
database is the union of the two zone databases. 
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Access control 

For a server to access a disk device through the name service, the server and the disk device must 
be in one zone of the active zone set. Only members in the same zone can access each other. 

FC zone configuration task list 

Tasks at a glance Remarks 
(Required.) Configuring a zoning mode N/A 

(Required.) Configuring the Pairwise feature This task can be performed only in 
enhanced zoning mode. 

(Optional.) Configuring zone aliases N/A 

(Required.) Configuring zones N/A 

(Optional.) Configuring a peer zone N/A 

(Required.) Configuring zone sets N/A 

(Required.) Configuring the default zone policy N/A 

(Required.) Configuring the zone distribution and merge type This task can be configured only in basic 
zoning mode. 

(Required.) Configuring a merge control mode This task can be configured only in 
enhanced zoning mode. 

(Optional.) Enabling hard zoning N/A 

(Required.) Activating a zone set and distributing it to the entire 
fabric N/A 

(Optional.) Triggering a complete distribution N/A 

(Optional.) Renaming a zone alias, zone, or zone set N/A 

(Optional.) Copying a zone alias, zone, or zone set N/A 

(Optional.) Deleting the zone database N/A 

(Optional.) Enabling SNMP notifications for the zone module N/A 
 

 NOTE: 
• You cannot modify zone configurations during zone distribution or merge. 

• In a fabric, only one manager switch can initiate distribution at a time. The next distribution can be initiated 
only after the previous one is complete. 

 

Configuring a zoning mode 
Two zoning modes are available: basic zoning and enhanced zoning. By default, the basic zoning 
mode is enabled. 

A zoning mode switchover causes a zone distribution to ensure zoning mode consistency across the 
fabric. You can switch from basic zoning to enhanced zoning only if the following conditions are met: 
• All switches in the fabric support the enhanced zoning mode. 
• No invalid static routes exist in the fabric. 

After enhanced zoning is enabled on a switch, the switch checks ESS negotiation results for 
enhanced zoning support on other switches. 
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The switch performs ESS negotiation with all switches that appear in its routing table as 
destinations, including unreachable destinations in invalid static routes. The switch assumes 
that unreachable destinations do not support enhanced zoning. 

When you switch between zoning modes, the system prints a message that the switchover will cause 
a zone distribution. 
• If you enter No, no operation is performed.  
• If you enter Yes, the local switch changes the zoning mode and generates the corresponding 

configuration. Then, the local switch distributes the change to the entire fabric. If the distribution 
fails, the system prints a log message, and the change takes effect on the local switch. In this 
case, manually trigger a complete distribution to ensure zoning mode consistency across the 
fabric. 

For a switchover from enhanced zoning to basic zoning, if the size of the active zone set exceeds the 
system limit in basic zoning mode, the switchover fails. 

To configure a zoning mode: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSAN view. vsan vsan-id N/A 

3. Configure a zoning mode. 

• Enable the enhanced zoning 
mode: 
zone mode enhanced 

• Enable the basic zoning 
mode: 
undo zone mode enhanced 

By default, the basic zoning mode is 
enabled. 

 

Configuring the Pairwise feature 
This feature allows a zone member to access only members with a different role in the same zone. A 
member with both roles can access both initiator members and target members. 

After you disable this feature for a zone, all members in the zone can access each other, regardless 
of member roles. 

This feature can be configured only in enhanced zoning mode. 

To configure the Pairwise feature: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSAN view. vsan vsan-id N/A 

3. Enter zone view. zone name zone-name N/A 

4. Configure the Pairwise 
feature. 

• Enable the Pairwise feature: 
pairwise-zoning enable 

• Disable the Pairwise feature: 
undo pairwise-zoning 
enable 

By default, the Pairwise feature is 
disabled. 
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Configuring zone aliases 
You can specify members of a zone alias by using their FC addresses, pWWNs, or fWWNs. An 
fWWN is the WWN of an F_Port. An F_Port member represents all N_Ports that log in through the 
F_Port. Any specified N_Port members can be indirectly connected to the switch. 

You can specify the role of a member as an initiator, a target, or both when adding the member. The 
role can be configured only in enhanced zoning mode and takes effect only when the Pairwise 
feature is enabled. 

To configure a zone alias: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSAN view. vsan vsan-id N/A 

3. Create a zone alias and 
enter zone alias view. zone-alias name zone-alias-name By default, no zone aliases exist. 

4. Add a member to the 
zone alias. 

member { fcid fcid | fwwn fwwn | 
pwwn pwwn } [ initiator | target ] 

By default, no member exists in a 
new zone alias. 

 

Configuring zones 
You can specify members of a zone by using their FC addresses, pWWNs, fWWNs, or zone aliases. 
An fWWN is the WWN of an F_Port. An F_Port member represents all N_Ports that log in through 
the F_Port. A zone alias represents a group of N_Ports. Any specified N_Port members can be 
indirectly connected to the switch. A member can belong to more than one zone. 

You can specify the role of a member as an initiator, a target, or both when adding the member. The 
role can be configured only in enhanced zoning mode and takes effect only when the Pairwise 
feature is enabled. 

As a best practice, add one HBA of a server and one HBA of a storage device to one zone. If a zone 
has one HBA of a server and multiple HBAs of storage devices, you must enable the Pairwise feature 
for the zone.  

To configure a zone: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSAN view. vsan vsan-id N/A 

3. Create a zone and enter 
zone view. zone name zone-name By default, no zones exist. 

4. Add a member to the 
zone. 

member { { fcid fcid | fwwn fwwn | 
pwwn pwwn } [ initiator | target ] | 
zone-alias zone-alias-name } 

By default, no member exists in a 
new zone. 

 

Configuring a peer zone 
This feature allows you to convert a common zone to a peer zone. To convert a common zone to a 
peer zone, you must first enable Smart SAN for FC/FCoE. 

A zone enabled with the Pairwise feature cannot be converted to a peer zone. 

To configure a peer zone: 
 



 

830 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSAN view. vsan vsan-id N/A 

3. Enter zone view. zone name zone-name By default, a zone is a common 
zone. 

4. Convert the common zone to a 
peer zone and specify the 
principal member for the peer 
zone. 

zone-type peer-zone 
principal-member wwn 

The principal member must be a 
port on a node. 
This command sets the principal 
member to a target. 
This command deletes the 
settings for the common zone. 

 

Configuring zone sets 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSAN view. vsan vsan-id N/A 

3. Create a zone set and 
enter zone set view. zoneset name zoneset-name By default, no zone sets exist. 

4. Add a zone to the zone 
set. member zone-name By default, no zone exists in a new 

zone set. 
 

Configuring the default zone policy 
In enhanced zoning mode, the switch distributes the default zone policy with other zone data. In 
basic zoning mode, you must manually configure a consistent default zone policy across the fabric. 

After the switch performs a zoning mode switchover, it also distributes the default zone policy with 
other zone data. 

To configure the default zone policy: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSAN view. vsan vsan-id N/A 

3. Permit members in the 
default zone to access 
each other. 

zone default-zone permit Use one of the commands. 
By default, default zone members 
are not permitted to access each 
other. 

4. Deny members in the 
default zone from 
accessing each other. 

undo zone default-zone permit 

 

Configuring the zone distribution and merge type 
Complete distribution (or merge) distributes (or merges) both the active zone set and zone database. 
Incomplete distribution (or merge) distributes (or merges) only the active zone set. 

This feature is supported only in basic zoning mode. In enhanced zoning mode, the zone distribution 
and merge type is always complete, and this feature is not supported. 
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The configured distribution type applies to distribution operations triggered by the zoneset activate 
command instead of the zoneset distribute command. 

The configured merge type applies to all merge operations. 

To configure the zone distribution and merge type: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSAN view. vsan vsan-id N/A 

3. Configure the zone 
distribution and merge 
type as complete. 

zoneset distribute full The default setting is incomplete. 

 

Configuring a merge control mode 
Two merge control modes are available: Restrict and Allow. For information about these two modes, 
see "Zone merge in enhanced zoning mode." 

This feature is supported only in enhanced zoning mode. The merge control mode affects the result 
of a merge operation. A merge operation can succeed only when the merge control mode is the 
same on both participating switches. If the merge operation fails, the link connecting the participating 
switches is isolated. 

To ensure a consistent merge control mode across the fabric, use the zone activate or zone 
distribute command after you configure a merge control mode. 

To configure a merge control mode: 
 

Step Command Remarks 
1. Enter system view.  system-view N/A 

2. Enter VSAN view. vsan vsan-id N/A 

3. Configure a merge control 
mode. 

• Configure the merge control 
mode as Restrict: 
zone merge-control restrict 

• Configure the merge control 
mode as Allow: 
undo zone merge-control 
restrict 

The default merge control mode 
is Allow. 

 

Enabling hard zoning 

Overview 

Switches implement zone access control in one of the following methods: 
• Soft zoning—When a registered node queries the nodes in the current fabric through generic 

service packets, soft zoning filters the nodes based on zone rules and returns only the matching 
nodes. Soft zoning is always in effect.  
Because soft zoning is used only when a node accesses other nodes, it can restrict only the 
result of queries that a node initiates to switches, and it cannot directly control the underlayer 
traffic. When a node performs traffic attacks against the node that should be filtered by zone 
rules, soft zoning cannot perform access control for the node. 

• Hard zoning—Hard zoning converts the zone configurations into lower-layer driver rules and 
deploys the rules to the hardware to form hardware zone rules. Then, the traffic in the switch is 
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forwarded strictly based on hardware zone rules. Hard zoning takes effect only when the 
hardware resources are sufficient for deploying zone rules.  
When the hardware resources are not sufficient for deploying the hardware zone rules of the 
current VSAN, the system performs the following operations:  
 Clears all deployed hardware zone rules in order to keep the integrity of rules.  
 Automatically disables hard zoning.  
To improve the security for a VSAN, you can enable hard zoning for the VSAN. After hard 
zoning is enabled for a VSAN, the system triggers deploying all zone rules of the VSAN. After 
hard zoning is manually disabled for a VSAN, the system clears the hardware zone rules 
already deployed for the VSAN and stops deploying new zone rules for the VSAN.  

The two methods can work separately and supplement each other. They work together to implement 
node access control based on the zone configurations.  

Configuration restrictions and guidelines 

When you configure hard zoning, follow these restrictions and guidelines: 
• When soft zoning is enough for meeting the access control requirements of a VSAN, you can 

disable hard zoning for the VSAN to save the hardware entry resources. 
• In basic zoning mode, you must manually configure hard zoning to ensure consistency across 

the fabric. In enhanced zoning mode, zone distribution distributes hard zoning status with other 
zone data.  

• To view the hard zoning status, use the display zone status command. 
• Do not configure the zone hard-zoning enable command when the switch is merging or 

distributing zones. 

Configuration procedure 

To enable hard zoning: 
 

Step Command Remarks 
1. Enter system view.  system-view N/A 

2. Enter VSAN view. vsan vsan-id N/A 

3. Enable hard zoning. zone hard-zoning enable By default, hard zoning is 
enabled. 

 

Activating a zone set and distributing it to the entire fabric 
You can use the zoneset activate command to activate a zone set on a switch and distribute the 
active zone set to the entire fabric. Then, the active zone set is used to implement access control. 
The modifications to the active zone set do not take effect until reactivation. 

The zone set to be activated must have been created and must contain at least one N_Port member. 
Only one active zone set can exist in a VSAN. In basic zoning mode, if the size of the active zone set 
exceeds the system limit, the activation fails. 

In basic zoning mode, the distribution type specified by using the zoneset distribute full command 
applies to distribution operations triggered by the zoneset activate command. In enhanced zoning 
mode, the zoneset distribute full command is not supported, and the distribution type is always 
complete. 

In either basic or enhanced zoning mode, the system prints a log message if the distribution fails 
because of a network fault. To ensure a consistent active zone set across the fabric, reactivate the 
zone set after the network fault is fixed. 
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To activate a zone set and distribute it to the entire fabric: 
 

Step Command 
1. Enter system view. system-view 

2. Enter VSAN view. vsan vsan-id 
3. Activate a zone set as the active zone set and 

distribute it to the entire fabric. zoneset activate name zoneset-name 
 

 NOTE: 
Active zone set information does not contain the alias names of zone members. If a zone in the 
active zone set has members with a zone alias, the non-overlapping N_Port members in the zone 
alias are added to the zone. You can view the zone member change by using the display zoneset 
active command. 
 

Triggering a complete distribution 
Use the zoneset distribute command to trigger a one-time complete distribution, which distributes 
both the active zone set and zone database. In enhanced zoning mode, the zone policy and hard 
zoning status are also distributed. 

After activating a zone set by using the zoneset activate command, you can modify the zone 
database configuration. The zoneset distribute command distributes the active zone set and the 
modified zone database to the entire fabric without changing the active zone set. 

If the distribution fails because of a network fault, the system prints a log message. To ensure zone 
data consistency across the fabric, trigger a new complete distribution after the network fault is fixed. 

To trigger a complete distribution: 
 

Step Command 
1. Enter system view. system-view 

2. Enter VSAN view. vsan vsan-id 

3. Trigger a complete distribution. zoneset distribute 
 

Renaming a zone alias, zone, or zone set 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSAN view. vsan vsan-id N/A 

3. Rename a zone alias. zone-alias rename old-name 
new-name 

The zone alias to be renamed 
must have been created, and the 
new zone alias must not have 
been created. 

4. Rename a zone. zone rename old-name new-name 

The zone to be renamed must 
have been created, and the new 
zone must not have been created. 
After renaming a peer zone on the 
switch, you must modify the peer 
zone name on nodes to the same 
name. 
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Step Command Remarks 

5. Rename a zone set. zoneset rename old-name 
new-name 

The zone set to be renamed must 
have been created, and the new 
zone set must not have been 
created. 

 

Copying a zone alias, zone, or zone set 
You can create a zone alias, zone, or zone set by copying an existing one. The source and the 
destination have the same contents but different names. 

To copy a zone alias, zone, or zone set: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSAN view. vsan vsan-id N/A 

3. Copy an existing zone 
alias to create a new 
zone alias. 

zone-alias clone src-name 
dest-name 

The source zone alias must have 
been created, and the destination 
zone alias must not have been 
created. 

4. Copy an existing zone to 
create a new zone. zone clone src-name dest-name 

The source zone must have been 
created, and the destination zone 
must not have been created. 

5. Copy an existing zone set 
to create a new zone set. zoneset clone src-name dest-name 

The source zone set must have 
been created, and the destination 
zone set must not have been 
created. 

 

Deleting the zone database 
You can delete the zone database for the specified VSAN, including all zone sets, zones, and zone 
aliases, but not the active zone set. 

To delete the zone database: 
 

Step Command 
1. Enter system view. system-view 

2. Enter VSAN view. vsan vsan-id 

3. Delete the zone database. delete zone database all 
 

Enabling SNMP notifications for the zone module 
After you enable SNMP notifications for the zone module, the zone module generates notifications 
for important events and sends the notifications to the SNMP module. For more information about 
SNMP notifications, see Network Management and Monitoring Configuration Guide. 

To enable SNMP notifications for the zone module: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 
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Step Command Remarks 

2. Enable SNMP 
notifications for the zone 
module. 

snmp-agent trap enable fc-zone 
[ activation-completed | 
defaultzone-change | 
hardzone-change | merge-failed | 
merge-succeeded ] * 

By default, SNMP notifications for 
the zone module are disabled. 

 

Displaying and maintaining FC zones 
Execute display commands in any view and reset commands in user view. 
 

Task Command 
Display zone information. display zone [ [ name zone-name ] vsan vsan-id ] 

Display parent information for a zone member. display zone member { fcid fcid | pwwn pwwn | 
zone-alias zone-alias-name } [ vsan vsan-id ] 

Display zoning packet statistics. display zone statistics [ vsan vsan-id ] 

Display the zoning configuration and status. display zone status [ vsan vsan-id ] 

Display zone alias information. display zone-alias [ [ name zone-alias-name ] vsan 
vsan-id ] 

Display zone set information. display zoneset [ [ name zoneset-name ] vsan 
vsan-id ] 

Display information about the active zone set. display zoneset active [ vsan vsan-id ] 

Clear zoning packet statistics. reset zone statistics [ vsan vsan-id ] 
 

FC zone configuration example 

Network requirements 

As shown in Figure 107, all nodes have registered with the switches. 

Configure access control in VSAN 1 to meet the following requirements: 
• Server A cannot access any disk but might need to subsequently. 
• Server B can access Disks A, B, and C. 
• Server C can only access Disk C. 
• Servers cannot access each other. 
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Figure 107 Network diagram 

 
 

Requirements analysis 

To meet the network requirements, divide VSAN 1 into three zones as follows: 
• Assign Server A to Zone 1. 
• Assign Server B and Disks A, B, and C to Zone 2. 
• Assign Server C and Disk C to Zone 3. 
• Enable Pairwise for Zone 2, configure Server B as an initiator, and configure Disks A, B, and C 

as targets. 
• Create a zone set named Zoneset1, which contains zones Zone1, Zone2, and Zone3, and 

activate it. 

Configuration procedure 

This section describes only FC zone configurations on Switch A. You do not need to configure FC 
zones on Switch B.  

# Configure the switch to operate in advanced mode, save the configuration, and reboot the switch. 
(Skip this step if the switch is operating in advanced mode.) 
<SwitchA> system-view 

[SwitchA] system-working-mode advance 

[SwitchA] save 

[SwitchA] quit 

<SwitchA> reboot 

# Configure the switch to operate in FCF mode.  
<SwitchA> system-view 

[SwitchA] fcoe-mode fcf 

# Enable the enhanced zoning mode in VSAN 1. 
[SwitchA] vsan 1 

[SwitchA-vsan1] zone mode enhanced 

The zoning database in this switch would be distributed throughout the fabric. Continue? 

[Y/N]:y 

PWWN:
11:22:33:44:55:66:77:88
(FC_ID:020006)

FC_ID:
010001

FC_ID:
010002

FC_ID:
010003

FC_ID:
020004

PWWN:
22:33:44:55:66:77:88:99
(FC_ID:020005)

Switch A Switch B

Server A

Server B

Server C

Disk A

Disk B

Disk C

Zone 1

Zone 2

Zone 3
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[SwitchA-vsan1] 

# Create a zone named Zone1, and specify FC ID 010001 as its member.  
[SwitchA-vsan1] zone name Zone1 

[SwitchA-vsan1-zone-Zone1] member fcid 010001 

[SwitchA-vsan1-zone-Zone1] quit 

# Create a zone named Zone2, and enable the Pairwise feature for Zone2.  
[SwitchA-vsan1] zone name Zone2 

[SwitchA-vsan1-zone-Zone2] pairwise-zoning enable 

# Specify FC ID 010002 as its initiator member. 
[SwitchA-vsan1-zone-Zone2] member fcid 010002 initiator 

# Specify pWWNs 11:22:33:44:55:66:77:88 and 22:33:44:55:66:77:88:99 as its target members. 
[SwitchA-vsan1-zone-Zone2] member pwwn 11:22:33:44:55:66:77:88 target 

[SwitchA-vsan1-zone-Zone2] member pwwn 22:33:44:55:66:77:88:99 target 

# Specify FC ID 020004 as its target member. 
[SwitchA-vsan1-zone-Zone2] member fcid 020004 target 

[SwitchA-vsan1-zone-Zone2] quit 

# Create a zone named Zone3.  
[SwitchA-vsan1] zone name Zone3 

# Specify FC ID 010003 as a member of Zone3. 
[SwitchA-vsan1-zone-Zone3] member fcid 010003 initiator 

# Specify FC ID 020004 as a member of Zone3. 
[SwitchA-vsan1-zone-Zone3] member fcid 020004 

[SwitchA-vsan1-zone-Zone3] quit 

# Create a zone set named Zoneset1 and add zones Zone1, Zone2, and Zone3 as its members. 
[SwitchA-vsan1] zoneset name Zoneset1 

[SwitchA-vsan1-zoneset-Zoneset1] member Zone1 

[SwitchA-vsan1-zoneset-Zoneset1] member Zone2 

[SwitchA-vsan1-zoneset-Zoneset1] member Zone3 

[SwitchA-vsan1-zoneset-Zoneset1] quit 

# Activate a zone set as the active zone set and distribute it to the entire fabric. 
[SwitchA-vsan1] zoneset activate name Zoneset1 

Verifying the configuration 

Perform all verification tasks on Switch B. 

# Display zone set information for VSAN 1. 
<SwitchB> display zoneset vsan 1 

VSAN 1: 

  zoneset name Zoneset1 

    zone name Zone1 

      fcid 0x010001 

    zone name Zone2 

      fcid 0x010002 initiator 

      fcid 0x020004 target 

      pwwn 11:22:33:44:55:66:77:88 target 

      pwwn 22:33:44:55:66:77:88:99 target 
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    zone name Zone3 

      fcid 0x010003 

      fcid 0x020004 target 

# Display information about Zone 2 in VSAN 1. 
<SwitchB> display zone name Zone2 vsan 1 

VSAN 1: 

  zone name Zone2 

    fcid 0x010002 initiator 

    fcid 0x020004 target 

    pwwn 11:22:33:44:55:66:77:88 target 

    pwwn 22:33:44:55:66:77:88:99 target 

# Display the zone to which 020004 (FC ID type) belongs. 
<SwitchB> display zone member fcid 020004 

fcid 0x020004 

VSAN 1: 

    zone Zone2 

    zone Zone3 

# Display information about the active zone set in VSAN 1. 
<SwitchB> display zoneset active vsan 1 

VSAN 1: 

  zoneset name Zoneset1 

    zone name Zone1 

      *fcid 0x010001 

    zone name Zone2 

      *fcid 0x010002 

      *fcid 0x020004 

      *fcid 0x020005 [pwwn 22:33:44:55:66:77:88:99] 

      *fcid 0x020006 [pwwn 11:22:33:44:55:66:77:88] 

    zone name Zone3 

      *fcid 0x010003 

      *fcid 0x020004 

FC zone commands 

delete zone database all 

Use delete zone database all to delete zone database information. 

Syntax 
delete zone database all 

Views 
VSAN view 

Predefined user roles 
network-admin 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  
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This command deletes all zone sets, zones, and zone aliases in the zone database, but not the 
active zone set. 

Examples 
# Delete zone database information for VSAN 1. 
<Sysname> system-view 

[Sysname] vsan 1 

[Sysname-vsan1] delete zone database all 

This operation will delete all information of the zone database except active zone set. 

Continue? [Y/N]:y 

display zone 

Use display zone to display zone information. 

Syntax 
display zone [ [ name zone-name ] vsan vsan-id ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
name zone-name: Specifies a zone by its name, a case-sensitive string of 1 to 64 characters. The 
name can contain letters (uppercase and lowercase), numbers, and special symbols (see Table 
153). It must start with a letter. 

Table 153 Special symbols 

Name Symbol 
Caret ^ 

Dollar sign $ 

Minus sign - 

Underscore _ 
 

vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. On an FCF-NPV switch, this 
command displays the zone information for only VSANs operating in FCF mode. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

If you specify both a zone and a VSAN, this command displays information about the specified zone 
in the specified VSAN. 

If you specify only a VSAN, this command displays information about all zones in the specified 
VSAN. 

If you do not specify a zone or a VSAN, this command displays information about all zones in all 
VSANs. 

Examples 
# Display information about all zones in all VSANs. 
<Sysname> display zone 
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VSAN 1: 

  zone name z1 

    fcid 0x111111 initiator 

    fcid 0x222222 target 

    pwwn 11:11:11:11:22:22:22:22 

    fwwn 02:0e:30:30:33:33:32:35 

  zone name z2 

    fcid 0x111111 

    zone-alias name za1 

    fcid 0x333333 initiator 

Table 154 Command output 

Field Description 
fcid FC address of the zone member. 

pwwn pWWN of the zone member. 

fwwn fWWN of the zone member. 

initiator 
target 

Role of a zone member. If no role is indicated, the member has both roles. 

 

Related commands 
member (zone view) 

zone clone 
zone name 
zone rename 

display zone member 

Use display zone member to display parent information for a zone member. 

Syntax 
display zone member { fcid fcid | fwwn fwwn | pwwn pwwn | zone-alias zone-alias-name } [ vsan 
vsan-id ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
fcid fcid: Specifies a zone member by its FC address, in the format of xxxxxx, where x is a 
hexadecimal number. 
fwwn fwwn: Specifies a zone member by its fWWN, in the format of xx:xx:xx:xx:xx:xx:xx:xx, where x 
is a hexadecimal number. 

pwwn pwwn: Specifies a zone member by its pWWN, in the format of xx:xx:xx:xx:xx:xx:xx:xx, where 
x is a hexadecimal number. 
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zone-alias zone-alias-name: Specifies a zone alias name, a case-sensitive string of 1 to 64 
characters. A zone alias name can contain letters (uppercase and lowercase), numbers, and special 
symbols (see Table 153). It must start with a letter. 
vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. If you do not specify a VSAN, this 
command displays parent information for zone members in all VSANs. On an FCF-NPV switch, this 
command displays the parent information for zone members for only VSANs operating in FCF mode. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

You can use this command to display parent information for a zone member specified by its FC 
address, pWWN, fWWN, or zone alias.  

Parent information contains the following: 
• Zones and zone aliases to which the specified zone member belongs.  
• Zones to which the zone aliases belong.  
• VSANs to which the zones and zone aliases belong.  

If a zone alias is not assigned to any zones, only the parent VSANs are displayed for the zone alias. 

Examples 
# Display parent information for zone member with FC address 010000 in VSAN 1. 
<Sysname> display zone member fcid 010000 vsan 1 

fcid 0x010000 

  VSAN 1: 

    zone z1 

    zone z2  

    zone z3 

    zone-alias a1 

      zone z2 

      zone z3 

# Display parent information for zone member with pWWN 11:22:33:44:55:66:77:88 in all VSANs. 
<Sysname> display zone member pwwn 11:22:33:44:55:66:77:88 

pwwn 11:22:33:44:55:66:77:88 

  VSAN 1: 

    zone z1 

    zone z2 

    zone z3 

    zone-alias a1 

      zone z2 

      zone z3 

  VSAN 3: 

    zone z1 

# Display parent information for zone member with fWWN 12:22:33:44:55:66:77:88 in all VSANs. 
<Sysname> display zone member fwwn 12:22:33:44:55:66:77:88 

fwwn 12:22:33:44:55:66:77:88 

  VSAN 1: 

    zone z1 

    zone z2 

    zone z3 

    zone-alias a1 



 

842 

      zone z2 

      zone z3 

  VSAN 3: 

    zone z1 

# Display parent information for the zone alias za1 in VSAN 1. 
<Sysname> display zone member zone-alias za1 vsan 1 

zone-alias za1 

  VSAN 1: 

    zone z1 

    zone z2 

Table 155 Command output 

Field Description 
fcid FC address of the zone member for which parent information is displayed. 

pwwn pWWN of the zone member for which parent information is displayed. 

fwwn fWWN of the zone member for which parent information is displayed. 
 

Related commands 
member (zone view) 
member (zone alias view) 

display zone statistics 

Use display zone statistics to display zoning packet statistics. 

Syntax 
display zone statistics [ vsan vsan-id ] 

Views 
Any view 

Predefined user roles 
network-admin 

Parameters 
vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. If you do not specify a VSAN, this 
command displays zoning packet statistics for all VSANs. On an FCF-NPV switch, this command 
displays the zoning packet statistics for only VSANs operating in FCF mode. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

Examples 
# Display zoning packet statistics in VSAN 2. 
<Sysname> display zone statistics vsan 2 

VSAN 2: 

  Message type      Sent          Received 

  Merge Request     19            23 

  Merge Accept      17            18 

  Merge Reject      6             1 

  Change Request    144           18 
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  Change Accept     0             0 

  Change Reject     0             0 

Table 156 Command output 

Field Description 
Merge Request Number of Merge Request packets. 

Merge Accept Number of Merge Accept packets. 

Merge Reject Number of Merge Reject packets. 

Change Request Number of Distribution Request packets. 

Change Accept Number of Distribution Accept packets. 

Change Reject Number of Distribution Reject packets. 
 

Related commands 
reset zone statistics 

display zone status 

Use display zone status to display the zoning configuration and status. 

Syntax 
display zone status [ vsan vsan-id ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. If you do not specify a VSAN, this 
command displays the zoning configuration and status for all VSANs. On an FCF-NPV switch, this 
command displays the zoning configuration and status for only VSANs operating in FCF mode. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

The zoning configuration and status include the following:  
• Zoning mode.  
• Default zone policy.  
• Distribution and merge type (not displayed in enhanced zoning mode).  
• Zone database information (numbers of existing zone sets, zones, and zone aliases).  
• Zoning status. 

Examples 
# Display the zoning configuration and status in all VSANs. 
<Sysname> display zone status 

VSAN 1: 

  Mode: basic 

  Default zone: deny 
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  Distribute: active only 

  Hard-zoning: enabled 

  Full zoning database: 

    Zonesets: 10, Zones: 20, Zone-aliases: 0 

  Status: merging 

VSAN 2: 

  Mode: enhanced 

  Default zone: permit 

  Hard-zoning: enabled 

  Full zoning database: 

    Zonesets: 10, Zones: 20, Zone-aliases: 0 

  Status: distributing 

Table 157 Command output 

Field Description 
Mode Zoning mode: basic or enhanced. 

Default zone 
Default zone policy: 
• deny—Deny members in the default zone from accessing each other. 
• permit—Allow members in the default zone to access each other. 

Distribute 

Distribution and merge type: 
• active only—Incomplete distribution and merge. 
• full—Complete distribution and merge. 
In enhanced zoning mode, zone distribution and merge are not affected by 
the distribution and merge type. The distribution and merge type is not 
displayed for the enhanced zoning mode. 

Hard-zoning 

Hard zoning status: 
• enabled—Hard zoning is in effect. 
• disabled (Administratively)—Hard zoning is not in effect because it is 

manually disabled. 
• disabled (No enough hardware resource)—Hard zoning is not in 

effect because hardware resources are insufficient. 

Full Zoning Database Zone database information, including the numbers of zone sets, zones, and 
zone aliases in a VSAN. 

Status 

Zoning status: 
• merging—A zone merge is in progress. 
• distributing—A zone distribution is in progress. 
• Free—Neither zone merge nor zone distribution is in progress. 
In the merging or distributing state, zoning configuration is not allowed in 
the VSAN. 

 

Related commands 
zone default-zone permit 
zoneset distribute full 

display zone-alias 

Use display zone-alias to display zone alias information. 

Syntax 
display zone-alias [ [ name zone-alias-name ] vsan vsan-id ] 
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Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
name zone-alias-name: Specifies a zone alias by its name, a case-sensitive string of 1 to 64 
characters. The name can contain letters (uppercase and lowercase), numbers, and special symbols 
(see Table 153). It must start with a letter. 
vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. On an FCF-NPV switch, this 
command displays the zone alias information for only VSANs operating in FCF mode. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

If you specify both a zone alias and a VSAN, this command displays information about the specified 
zone alias in the specified VSAN. 

If you specify only a VSAN, this command displays information about all zone aliases in the specified 
VSAN. 

If you do not specify a zone alias or a VSAN, this command displays information about all zone 
aliases in all VSANs. 

Examples 
# Display information about all zone aliases in all VSANs. 
<Sysname> display zone-alias 

VSAN 1: 

  zone-alias name za1 

    fcid 0x111111 initiator 

    fcid 0x222222 target 

    pwwn 11:11:11:11:22:22:22:22 

  zone-alias name za2 

    fcid 0x111111 

    fwwn 12:11:11:11:22:22:22:22 

VSAN 2: 

  zone-alias name za1 

Table 158 Command output 

Field Description 
fcid FC address of a zone member. 

pwwn pWWN of a zone member. 

fwwn fWWN of a zone member. 

initiator 
target 

Role of a zone member. If no role is indicated, the member has both roles. 

 

Related commands 
member (zone alias view) 

zone-alias clone 
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zone-alias name 
zone-alias rename 

display zoneset 

Use display zoneset to display zone set information. 

Syntax 
display zoneset [ [ name zoneset-name] vsan vsan-id ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
name zoneset-name: Specifies a zone set by its name, a case-sensitive string of 1 to 64 characters. 
The name can contain letters (uppercase and lowercase), numbers, and special symbols (see Table 
153). It must start with a letter. 
vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. On an FCF-NPV switch, this 
command displays the zone information for only VSANs operating in FCF mode. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

If you specify both a zone set and a VSAN, this command displays information about the specified 
zone set in the specified VSAN. 

If you specify only a VSAN, this command displays information about all zone sets in the specified 
VSAN. 

If you do not specify a zone set or a VSAN, this command displays information about all zone sets in 
all VSANs. 

Examples 
# Display information about all zone sets in all VSANs. 
<Sysname> display zoneset 

VSAN 1: 

  zoneset name zs1 

    zone name z1 

      fcid 0x111111 

      fcid 0x222222 

      pwwn 11:11:11:11:22:22:22:22 

    zone name z2 

      fcid 0x111111 

      zone-alias name za1 

        fcid 0x111112 

  zoneset name zs2 

    zone name z1 

VSAN 2: 

VSAN 3: 

  zoneset name zs1 
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    zone name z1 

Table 159 Command output 

Field Description 
fcid FC address of a zone member. 

pwwn pWWN of a zone member. 
 

Related commands 
member (zone set view) 
zoneset clone 
zoneset name 
zoneset rename 

display zoneset active 

Use display zoneset active to display information about the active zone set. 

Syntax 
display zoneset active [ vsan vsan-id ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. If you do not specify a VSAN, this 
command displays information about active zone sets for all VSANs. On an FCF-NPV switch, this 
command displays information about active zone sets for only VSANs operating in FCF mode. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

A VSAN can have only one active zone set. 

The following rules apply to the command output: 
• Zone members are displayed in the order of FC address, pWWN, and fWWN. Zone members 

specified by the same identifier are displayed in ascending order of ASCII codes corresponding 
to the identifier values. 

• For a zone member that exists in the local name service database, this command prefixes an 
asterisk (*) to the related line.  
 If a zone member is specified by its pWWN, the switch performs the following operations: 

− Queries the associated FC address of the zone member from the name service 
database and displays the FC address.  

− Appends the pWWN enclosed in brackets ([]) to the FC address. 
 If a zone member is specified by its fWWN, the switch displays FC addresses of all N_Ports 

that log in through the F_Port. Each FC address is followed by the fWWN enclosed in 
brackets ([]). 

• For a zone member that does not exist in the local name service database, only the 
configuration content is displayed. 
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• Zone members cannot be displayed by zone alias in the active zone set. If a zone in the 
activated zone set has members with a zone alias, the non-overlapping N_Port members in the 
zone alias are added to the zone. 

• If members of the default zone are allowed to access each other, this command displays valid 
members in the default zone by FC address. Valid members in the default zone are members 
that have registered with the name service database and are not part of the active zone set. 

Examples 
# Display information about the active zone sets in all VSANs. 
<Sysname> display zoneset active 

  VSAN 1: 

    zoneset name zs1 

      zone name z1 

        *fcid 0x222222 

        *fcid 0x111111 [pwwn 20:00:00:05:30:00:25:a3] 

      zone name z2 

        fcid 0x123456 

        *fcid 0x111111 [pwwn 20:00:00:05:30:00:25:a3] 

        pwwn 20:00:00:05:30:00:25:a4 

        *fcid 0x333333 [pwwn 38:00:00:11:22:00:01:01] 

      zone name #default-zone# 

        *fcid 0x20abcd 

        *fcid 0xabcdef 

      zone name pz1 

        type: peer-zoning 

        *fcid 0x0a000c [pwwn 22:00:06:18:3a:73:ba:73] [principal] 

        *fcid 0x0b0001 [pwwn 21:00:03:41:ab:24:f3:00] 

        *fcid 0x010000 

        *fcid 0x690001 [fwwn 28:00:0e:28:3f:79:1a:20] 

      zone name pz2 

        type: peer-zoning 

        *fcid 0x0a0001 [pwwn 22:00:06:18:3a:1f:00:29] [principal] 

        *fcid 0x020012 

  VSAN 2: 

  VSAN 3: 

    zoneset name zs1 

      zone name z1 

         fcid 0x123456 

        *fcid 0x111111 [pwwn 20:00:00:05:30:00:25:a3] 

        pwwn 20:00:00:05:30:00:25:a4 

        *fcid 0x333333 [pwwn 38:00:00:11:22:00:01:01] 

        *fcid 0x222221 [fwwn 02:0e:30:30:33:33:32:35] 

        *fcid 0x222222 [fwwn 02:0e:30:30:33:33:32:35] 

        *fcid 0x222223 [fwwn 02:0e:30:30:33:33:32:35] 

        fwwn aa:bb:cc:dd:ee:ff:00:11 

# Display information about the active zone set in VSAN 1. 
<Sysname> display zoneset active vsan 1 

  VSAN 1: 

    zoneset name zs1 
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      zone name z1 

        *fcid 0x222222 

        *fcid 0x111111 [pwwn 20:00:00:05:30:00:25:a3] 

      zone name z2 

        fcid 0x123456 

        *fcid 0x111111 [pwwn 20:00:00:05:30:00:25:a3] 

        pwwn 20:00:00:05:30:00:25:a4 

        *fcid 0x333333 [pwwn 38:00:00:11:22:00:01:01] 

      zone name #default_zone# 

        *fcid 0x20abcd 

        *fcid 0xabcdef 

      zone name pz1 

        type: peer-zoning 

        *fcid 0x0a000c [pwwn 22:00:06:18:3a:73:ba:73] [principal] 

        *fcid 0x0b0001 [pwwn 21:00:03:41:ab:24:f3:00] 

        *fcid 0x010000 

        *fcid 0x690001 [fwwn 28:00:0e:28:3f:79:1a:20] 

      zone name pz2 

        type: peer-zoning 

        *fcid 0x0a0001 [pwwn 22:00:06:18:3a:1f:00:29] [principal] 

        *fcid 0x020012 

Table 160 Command output 

Field Description 

type 
Zoning type. 
Only peer zones support this field. This field displays peer-zoning for peer 
zones. 

principal 
Principal member in a peer zone.  
All other members are peer members. 

*fcid FC address of a zone member that exists in the local name service database. 

fcid FC address of a zone member that does not exist in the local name service 
database. 

pwwn pWWN of a zone member. 

fwwn fWWN of a zone member. 
 

Related commands 
zoneset activate name 

member (zone alias view) 

Use member to add a member to a zone alias. 

Use undo member to delete a member from a zone alias. 

Syntax 
member { fcid fcid | fwwn fwwn | pwwn pwwn } [ initiator | target ] 
undo member { fcid fcid | fwwn fwwn | pwwn pwwn } 
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Default 
No members exist in a zone alias. 

Views 
Zone alias view 

Predefined user roles 
network-admin 

Parameters 
fcid fcid: Specifies a member by its FC address, in the format of xxxxxx, where x is a hexadecimal 
number. 
fwwn fwwn: Specifies a member F_Port by its fWWN, in the format of xx:xx:xx:xx:xx:xx:xx:xx, where 
x is a hexadecimal number. Adding an F_Port to a zone alias adds all N_Ports that log in through the 
F_Port to that zone alias. 

pwwn pwwn: Specifies a member by its pWWN, in the format of xx:xx:xx:xx:xx:xx:xx:xx, where x is a 
hexadecimal number. 

initiator: Specifies a member as an initiator. If you do not specify the initiator or target keyword, the 
member acts as both an initiator and a target. 

target: Specifies a member as a target. If you do not specify the initiator or target keyword, the 
member acts as both an initiator and a target. 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

The role of a member can be configured only in enhanced zoning mode and takes effect only when 
the Pairwise feature is enabled. 

You can also use this command to change the role of a member. 

If the role of a member is specified by using the same identifier (FC address, pWWN, fWWN, or zone 
alias) multiple times, the role of the member is the role most recently specified. 

If the role of a member is specified by using different identifiers multiple times, the role of the member 
is the union of the specified roles. For example, if a member is specified as an initiator by using its FC 
address and specified as a target by using its pWWN, the member acts as both an initiator and a 
target. 

Examples 
# Create a zone alias named za1 and enter its view. 
<Sysname> system-view 

[Sysname] vsan 1 

[Sysname-vsan1] zone-alias name za1 

[Sysname-vsan1-zone-alias-za1] 

# Add an N_Port with FC address 010000 to zone alias za1 as an initiator. 
[Sysname-vsan1-zone-alias-za1] member fcid 010000 initiator 

# Add an N_Port with pWWN 01:02:03:04:05:06:07:08 to zone alias za1 as a target. 
[Sysname-vsan1-zone-alias-za1] member pwwn 01:02:03:04:05:06:07:08 target 

# Add an F_Port with fWWN 08:07:06:05:04:03:02:01 to zone alias za1 as both an initiator and a 
target. 
[Sysname-vsan2-zone-alias-za1] member fwwn 08:07:06:05:04:03:02:01 

Related commands 
display zone-alias 
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pairwise-zoning enable  

zone-alias name 

member (zone set view) 

Use member to add a zone to a zone set. 

Use undo member to remove a zone from a zone set. 

Syntax 
member zone-name 

undo member zone-name 

Default 
No zones exist in a zone set. 

Views 
Zone set view 

Predefined user roles 
network-admin 

Parameters 
zone-name: Specifies an existing zone by its name, a case-sensitive string of 1 to 64 characters. The 
name can contain letters (uppercase and lowercase), numbers, and special symbols (see Table 
153). It must start with a letter. 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

Examples 
# Create a zone named z1. 
<Sysname> system-view 

[Sysname] vsan 1 

[Sysname-vsan1] zone name z1 

[Sysname-vsan1-zone-z1] quit 

# Create a zone set named zs1 and enter its view. 
[Sysname] zoneset name zs1 

[Sysname-vsan1-zoneset-zs1] 

# Add zone z1 to zone set zs1. 
[Sysname-vsan1-zoneset-zs1] member z1 

Related commands 
display zoneset 
zone name 
zoneset name 

member (zone view) 

Use member to add a member to a zone. 

Use undo member to delete a member from a zone. 
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Syntax 
member { { fcid fcid | fwwn fwwn | pwwn pwwn } [ initiator | target ] | zone-alias zone-alias-name } 

undo member { fcid fcid | fwwn fwwn | pwwn pwwn | zone-alias zone-alias-name } 

Default 
No members exist in a user-created zone. 

Views 
Zone view 

Predefined user roles 
network-admin 

Parameters 
fcid fcid: Specifies a member by its FC address, in the format of xxxxxx, where x is a hexadecimal 
number. 
fwwn fwwn: Specifies a member F_Port by its fWWN, in the format of xx:xx:xx:xx:xx:xx:xx:xx, where 
x is a hexadecimal number. Adding an F_Port to a zone adds all N_Ports that log in through the 
F_Port to that zone. 

pwwn pwwn: Specifies a member by its pWWN, in the format of xx:xx:xx:xx:xx:xx:xx:xx, where x is a 
hexadecimal number. 

initiator: Specifies a member as an initiator. If you do not specify the initiator or target keyword, the 
member acts as both an initiator and a target. 

target: Specifies a member as a target. If you do not specify the initiator or target keyword, the 
member acts as both an initiator and a target. 

zone-alias zone-alias-name: Specifies an existing zone alias by its name, a case-sensitive string of 
1 to 64 characters. The name can contain letters (uppercase and lowercase), numbers, and special 
symbols (see Table 153). It must start with a letter. 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

The role of a member can be configured only in enhanced zoning mode and takes effect only when 
the Pairwise feature is enabled. 

You can also use this command to change the role (initiator, target, or both) of a member.  

You cannot use the undo member command to delete the primary member of a peer zone. 

If the role of a member is specified by using the same identifier (FC address, pWWN, fWWN, or zone 
alias) multiple times, the role of the member is the role most recently specified. 

If the role of a member is specified by using different identifiers multiple times, the role of the member 
is the union of the specified roles. For example, if a member is specified as an initiator by using its FC 
address and specified as a target by using its pWWN, the member acts as both an initiator and a 
target. 

As a best practice, add one HBA of a server and one HBA of a storage device to one zone. If a zone 
has one HBA of a server and multiple HBAs of storage devices, you must enable the Pairwise feature 
for the zone. 

Examples 
# Create a zone named z1 and enter its view. 
<Sysname> system-view 

[Sysname] vsan 1 

[Sysname-vsan1] zone name z1 

[Sysname-vsan1-zone-z1] 
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# Add an N_Port with FC address 010000 to zone z1 as an initiator. 
[Sysname-vsan1-zone-z1] member fcid 010000 initiator 

# Add an N_Port with pWWN 01:02:03:04:05:06:07:08 to zone z1 as a target. 
[Sysname-vsan1-zone-z1] member pwwn 01:02:03:04:05:06:07:08 target 

# Change the role of N_Port with pWWN 01:02:03:04:05:06:07:08 back to both initiator and target. 
[Sysname-vsan1-zone-z1] member pwwn 01:02:03:04:05:06:07:08 

# Add an F_Port with fWWN 08:07:06:05:04:03:02:01 to zone z1 as both an initiator and a target. 
[Sysname-vsan2-zone-z1] member fwwn 08:07:06:05:04:03:02:01 

# Add zone alias za1 (existing) to zone z1. 
[Sysname-vsan1-zone-z1] member zone-alias za1 

Related commands 
display zone 
display zone member 
pairwise-zoning enable 
zone name 
zone-alias name 

pairwise-zoning enable 

Use pairwise-zoning enable to enable the Pairwise feature for a zone. 

Use undo pairwise-zoning enable to disable the Pairwise feature for a zone. 

Syntax 
pairwise-zoning enable 
undo pairwise-zoning enable 

Default 
The Pairwise feature is disabled for a zone. 

Views 
Zone view 

Predefined user roles 
network-admin 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

This command can be configured only in enhanced zoning mode. 

The Pairwise feature runs on a per-zone basis. For the Pairwise feature to take effect, you must 
reactivate the active zone set after enabling the Pairwise feature. 

The following roles are defined for zone members: 
• Initiator—Typically a server. 
• Target—Typically a storage device. 

You can specify the role of a member as an initiator, a target, or both when adding the member. A 
member can have different roles in different zones.  

When the Pairwise feature is disabled for a zone, member roles do not take effect in that zone. 

When the Pairwise feature is enabled for a zone: 
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• An initiator member can access target members.  
• A target member can access initiator members.  
• A member acting as both an initiator and a target can access both target members and initiator 

members. 

The Pairwise feature status is distributed to the entire fabric when you configure the zoneset 
activate or zoneset distribute command. 

Examples 
# Enable the Pairwise feature for zone z1. 
<Sysname> system-view 

[Sysname] vsan 2 

[Sysname-vsan2] zone name z1 

[Sysname-vsan2-zone-z1] pairwise-zoning enable 

Related commands 
member (zone view) 
member (zone alias view) 

zoneset activate 
zoneset distribute 

reset zone statistics 

Use reset zone statistics to clear zoning packet statistics. 

Syntax 
reset zone statistics [ vsan vsan-id ] 

Views 
User view 

Predefined user roles 
network-admin 

Parameters 
vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. If you do not specify a VSAN, this 
command clears zoning packet statistics for all VSANs. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

Examples 
# Clear zoning packet statistics for VSAN 2. 
<Sysname> reset zone statistics vsan 2 

Related commands 
display zone statistics 

snmp-agent trap enable fc-zone 

Use snmp-agent trap enable fc-zone to enable SNMP notifications for the zoning module. 

Use undo snmp-agent trap enable fc-zone to disable SNMP notifications for the zoning module. 
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Syntax 
snmp-agent trap enable fc-zone [ activation-completed | defaultzone-change | 
hardzone-change | merge-failed | merge-succeeded ] * 

undo snmp-agent trap enable fc-zone [ activation-completed | defaultzone-change | 
hardzone-change | merge-failed | merge-succeeded ] * 

Default 
All SNMP notifications for the zoning module are disabled. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
activation-completed: Specifies notifications about zone set activation or deactivation. 

defaultzone-change: Specifies notifications about default zone policy changes. 

hardzone-change: Specifies notifications about hard zoning status changes. 

merge-failed: Specifies notifications about for merge failures. 

merge-succeeded: Specifies notifications about for merge successes. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

To report critical zoning events to an NMS, enable SNMP notifications for the zoning module. For 
zoning event notifications to be sent correctly, you must also configure SNMP on the device. For 
more information about SNMP configuration, see Network Management and Monitoring 
Configuration Guide. 

If you do not specify a notification, this command enables all SNMP notifications for the zoning 
module. 

Examples 
# Enable all SNMP notifications for the zoning module. 
<Sysname> system-view 

[Sysname] snmp-agent trap enable fc-zone 

zone clone 

Use zone clone to copy a zone. 

Syntax 
zone clone src-name dest-name 

Views 
VSAN view 

Predefined user roles 
network-admin 

Parameters 
src-name: Specifies the name of the source zone to be copied, a case-sensitive string of 1 to 64 
characters. A source zone name can contain letters (uppercase and lowercase), numbers, and 
special symbols (see Table 153). It must start with a letter. 
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dest-name: Specifies the name of the destination zone, a case-sensitive string of 1 to 64 characters. 
A destination zone name can contain letters (uppercase and lowercase), numbers, and special 
symbols (see Table 153). It must start with a letter. 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

Examples 
# Create a zone named z1. 
<Sysname> system-view 

[Sysname] vsan 1 

[Sysname-vsan1] zone name z1 

[Sysname-vsan1-zone-z1] quit 

# Create a zone named z2 by copying z1. 
[Sysname-vsan1] zone clone z1 z2 

Related commands 
display zone 
zone name 

zone default-zone permit 

Use zone default-zone permit to allow members in the default zone to access each other. 

Use undo zone default-zone permit to restore the default. 

Syntax 
zone default-zone permit 
undo zone default-zone permit 

Default 
Members in the default zone cannot access each other. 

Views 
VSAN view 

Predefined user roles 
network-admin 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

In enhanced zoning mode, the switch distributes the default zone policy with other zone data during 
a distribution process. In basic zoning mode, you must manually configure a consistent default zone 
policy across the fabric. 

When the switch performs a zoning mode switchover, it also distributes the default zone policy with 
other zone data. 

In enhanced zoning mode, a zone merge requires that the default zone policy is the same on all 
participating switches. Otherwise, the merge fails, and the links between the switches are isolated. 

Examples 
# Allow members in the default zone to access each other. 
<Sysname> system-view 

[Sysname] vsan 1 
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[Sysname-vsan1] zone default-zone permit 

Related commands 
display zone status 

zone mode enhanced 
zoneset activate 
zoneset distribute 

zone hard-zoning enable 

Use zone hard-zoning enable to enable hard zoning in a VSAN. 

Use undo zone hard-zoning enable to disable hard zoning in a VSAN. 

Syntax 
zone hard-zoning enable 
undo zone hard-zoning enable 

Default 
Hard zoning is enabled in a VSAN.  

Views 
VSAN view 

Predefined user roles 
network-admin 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

Soft zoning is always in effect. Hard zoning takes effect only when the hardware resources are 
sufficient for deploying zone rules of the current VSAN. When the hardware resources are 
insufficient, the system performs the following operations: 
• Clears all deployed hardware zone rules to keep the integrity of rules.  
• Automatically disables hard zoning.  

To improve the security for a VSAN, you can enable hard zoning for the VSAN. After hard zoning is 
enabled for a VSAN, the system begins to deploy all zone rules of the VSAN.  

When soft zoning can meet the access control requirements of a VSAN, you can disable hard zoning 
for the VSAN to save the hardware resources. After hard zoning is disabled for a VSAN, the system 
clears the hardware zone rules already deployed for the VSAN and stops deploying new zone rules.  

In enhanced zoning mode, the switch distributes hard zoning status with other zone data. In basic 
zoning mode, you must manually configure hard zoning to ensure consistency across the fabric. 

To view the hard zoning status, use the display zone status command. 

Do not configure this command when the switch is merging or distributing zones. 

Examples 
# Disable hard zoning for VSAN 2. 
<Sysname> system-view 

[Sysname] vsan 2 

[Sysname-vsan2] undo zone hard-zoning enable 
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Related commands 
display zone status 

zone merge-control restrict 

Use zone merge-control restrict to set the merge control mode to Restrict. 

Use undo zone merge-control restrict to restore the default. 

Syntax 
zone merge-control restrict 
undo zone merge-control restrict 

Default 
The merge control mode is Allow. 

Views 
VSAN view 

Predefined user roles 
network-admin 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

This command is supported only in enhanced zoning mode.  

Two merge control modes are available: Restrict and Allow. For more information about the Restrict 
and Allow merge control modes, see "Configuring a zoning mode." 

In enhanced zoning mode, the merge control mode affects the result of a merge operation. A merge 
operation can succeed only when the merge control mode is the same on both participating 
switches. If the merge operation fails, the link connecting the participating switches is isolated. 

To ensure a consistent merge control mode across the fabric, use the zone activate or zone 
distribute command after you configure this command. 

Examples 
# Set the merge control mode to Restrict for VSAN 2. 
<Sysname> system-view 

[Sysname] vsan 2 

[Sysname-vsan2] zone merge-control restrict 

# Set the merge control mode to Allow for VSAN 2. 
[Sysname-vsan2] undo zone merge-control restrict 

Related commands 
zone mode enhanced 
zoneset activate 
zoneset distribute 

zone mode enhanced 

Use zone mode enhanced to enable the enhanced zoning mode in a VSAN. 

Use undo zone mode enhanced to restore the default. 
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Syntax 
zone mode enhanced 
undo zone mode enhanced 

Default 
The basic zoning mode is enabled in a VSAN. 

Views 
VSAN view 

Predefined user roles 
network-admin 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

A zoning mode switchover causes a zone distribution to ensure zoning mode consistency across the 
fabric. You can switch from basic zoning to enhanced zoning only if the following conditions are met: 
• All switches in the fabric support the enhanced zoning mode. 
• No invalid static routes exist in the fabric. 

After enhanced zoning is enabled on a switch, the switch checks ESS negotiation results for 
enhanced zoning support on other switches. 
The switch performs ESS negotiation with all switches that appear in its routing table as 
destinations, including unreachable destinations in invalid static routes. The switch assumes 
that unreachable destinations do not support enhanced zoning. 

After you change the zoning mode, the switch distributes the change to the entire fabric. If the 
distribution fails, the system prints a log message, and the change takes effect only on the local 
switch. In this case, to ensure zoning mode consistency across the fabric, manually trigger a 
complete distribution. 

For a switchover from enhanced zoning to basic zoning, if the size of the active zone set exceeds the 
system limit in basic zoning mode, the switchover fails. 

Examples 
# Enable the enhanced zoning mode in VSAN 2. 
<Sysname> system-view 

[Sysname] vsan 2 

[Sysname-vsan2] zone mode enhanced 

Related commands 
display zone status 
zoneset distribute 

zone name 

Use zone name to create a zone and enter its view, or enter the view of an existing zone. 

Use undo zone name to delete a zone. 

Syntax 
zone name zone-name 

undo zone name zone-name 
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Default 
No zones exist. 

Views 
VSAN view 

Predefined user roles 
network-admin 

Parameters 
zone-name: Specifies a zone name, a case-sensitive string of 1 to 64 characters. A zone name can 
contain letters (uppercase and lowercase), numbers, and special symbols (see Table 153). It must 
start with a letter. 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

Examples 
# Create a zone named z1 and enter its view. 
<Sysname> system-view 

[Sysname] vsan 1 

[Sysname-vsan1] zone name z1 

[Sysname-vsan1-zone-z1] 

Related commands 
display zone 

zone rename 

Use zone rename to rename a zone. 

Syntax 
zone rename old-name new-name 

Views 
VSAN view 

Predefined user roles 
network-admin 

Parameters 
old-name: Specifies the name of the zone to be renamed, a case-sensitive string of 1 to 64 
characters. This name can contain letters (uppercase and lowercase), numbers, and special 
symbols (see Table 153). It must start with a letter. 

new-name: Specifies the new zone name, a case-sensitive string of 1 to 64 characters. This name 
can contain letters (uppercase and lowercase), numbers, and special symbols (see Table 153). It 
must start with a letter. 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

After renaming a peer zone on the switch, you must modify the peer zone name on nodes to the 
same name. 

Examples 
# Create a zone named z1. 
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<Sysname> system-view 

[Sysname] vsan 1 

[Sysname-vsan1] zone name z1 

[Sysname-vsan1-zone-z1] quit 

# Rename zone z1 as z2. 
[Sysname-vsan1] zone rename z1 z2 

Related commands 
display zone 
zone name 

zone-alias clone 

Use zone-alias clone to copy a zone alias. 

Syntax 
zone-alias clone src-name dest-name 

Views 
VSAN view 

Predefined user roles 
network-admin 

Parameters 
src-name: Specifies the name of the source zone alias to be copied, a case-sensitive string of 1 to 64 
characters. A source zone alias name can contain letters (uppercase and lowercase), numbers, and 
special symbols (see Table 153). It must start with a letter. 

dest-name: Specifies the name of the destination zone alias, a case-sensitive string of 1 to 64 
characters. A destination zone alias name can contain letters (uppercase and lowercase), numbers, 
and special symbols (see Table 153). It must start with a letter. 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

Examples 
# Create a zone alias named za1. 
<Sysname> system-view 

[Sysname] vsan 1 

[Sysname-vsan1] zone-alias name za1  

[Sysname-vsan1-zone-alias-za1] quit 

# Create a zone alias named za2 by copying zone alias za1. 
[Sysname-vsan1] zone-alias clone za1 za2 

Related commands 
display zone-alias 
zone-alias name 

zone-alias name 

Use zone-alias name to create a zone alias and enter its view, or enter the view of an existing zone 
alias. 
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Use undo zone-alias name to delete a zone alias. 

Syntax 
zone-alias name zone-alias-name 

undo zone-alias name zone-alias-name 

Default 
No zone aliases exist. 

Views 
VSAN view 

Predefined user roles 
network-admin 

Parameters 
zone-alias-name: Specifies the zone alias name, a case-sensitive string of 1 to 64 characters. A 
zone alias name can contain letters (uppercase and lowercase), numbers, and special symbols (see 
Table 153). It must start with a letter. 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

Examples 
# Create a zone alias named za1 and enter its view. 
<Sysname> system-view 

[Sysname] vsan 1 

[Sysname-vsan1] zone-alias name za1 

[Sysname-vsan1-zone-alias-za1] 

Related commands 
display zone-alias 

zone-alias rename 

Use zone-alias rename to rename a zone alias. 

Syntax 
zone-alias rename old-name new-name 

Views 
VSAN view 

Predefined user roles 
network-admin 

Parameters 
old-name: Specifies the name of the zone alias to be renamed, a case-sensitive string of 1 to 64 
characters. This name can contain letters (uppercase and lowercase), numbers, and special 
symbols (see Table 153). It must start with a letter. 

new-name: Specifies the new zone alias name, a case-sensitive string of 1 to 64 characters. This 
name can contain letters (uppercase and lowercase), numbers, and special symbols (see Table 
153). It must start with a letter. 
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Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

Examples 
# Create a zone alias named za1. 
<Sysname> system-view 

[Sysname] vsan 1 

[Sysname-vsan1] zone-alias name za1 

[Sysname-vsan1-zone-alias-za1] quit 

# Rename zone alias za1 as za2. 
[Sysname-vsan1] zone-alias rename za1 za2 

Related commands 
display zone-alias 
zone-alias name 

zoneset activate 

Use zoneset activate to activate a zone set and distribute it to the entire fabric. 

Use undo zoneset activate to delete an active zone set and distribute the deletion to the entire 
fabric. 

Syntax 
zoneset activate name zoneset-name 

undo zoneset activate 

Views 
VSAN view 

Predefined user roles 
network-admin 

Parameters 
name zoneset-name: Specifies the zone set to be activated by its name, a case-sensitive string of 1 
to 64 characters. This name can contain letters (uppercase and lowercase), numbers, and special 
symbols (see Table 153). It must start with a letter. 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

Each VSAN can have multiple zone sets. However, only one zone set can be active at a time. It is 
called the active zone set. The active zone set must contain at least one N_Port member and 
determines access control over N_Ports. 

The system prints a log message if the distribution fails because of a network fault. To ensure a 
consistent active zone set across the fabric, reactivate the zone set after the network fault is fixed. 

The distribution type specified by using the zoneset distribute full command applies to distribution 
operations triggered by the zoneset activate command. 

In basic zoning mode, if the size of the zone set to be activated exceeds the system limit, the 
activation fails. 

Examples 
# Create a zone named z1. 
<Sysname> system-view 



 

864 

[Sysname] vsan 1 

[Sysname-vsan1] zone name z1 

# Add an N_Port with FC address 010000 to zone z1. 
[Sysname-vsan1-zone-z1] member fcid 010000 

[Sysname-vsan1-zone-z1] quit 

# Create a zone set named zs1. 
[Sysname-vsan1] zoneset name zs1 

# Add zone z1 to zone set zs1. 
[Sysname-vsan1-zoneset-zs1] member z1 

[Sysname-vsan1-zoneset-zs1] quit 

# Activate zone set zs1 and distribute it to the entire fabric. 
[Sysname-vsan1] zoneset activate name zs1 

Related commands 
display zoneset active 
zoneset distribute full 

zoneset clone 

Use zoneset clone to create a zone set by copying an existing zone set. 

Syntax 
zoneset clone src-name dest-name 

Views 
VSAN view 

Predefined user roles 
network-admin 

Parameters 
src-name: Specifies the name of the source zone set to be copied, a case-sensitive string of 1 to 64 
characters. A source zone set name can contain letters (uppercase and lowercase), numbers, and 
special symbols (see Table 153). It must start with a letter. 

dest-name: Specifies the name of the destination zone set, a case-sensitive string of 1 to 64 
characters. A destination zone set name can contain letters (uppercase and lowercase), numbers, 
and special symbols (see Table 153). It must start with a letter. 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

Examples 
# Create a zone set named zs1. 
<Sysname> system-view 

[Sysname] vsan 1 

[Sysname-vsan1] zoneset name zs1 

[Sysname-vsan1-zoneset-zs1] quit 

# Create a zone set named zs1 by copying zone set zs2. 
[Sysname-vsan1] zoneset clone zs1 zs2 
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Related commands 
display zoneset 
zoneset name 

zoneset distribute 

Use zoneset distribute to trigger a one-time complete distribution, distributing both the active zone 
set and zone database. 

Syntax 
zoneset distribute 

Views 
VSAN view 

Predefined user roles 
network-admin 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

After activating a zone set by using the zoneset activate command, you can modify the zone 
database configuration. The zoneset distribute command distributes the active zone set and the 
modified zone database to the entire fabric without changing the active zone set. 

If the distribution fails, the system prints a log message. To ensure zone data consistency across the 
fabric, perform a new distribution. 

Examples 
# Trigger a complete distribution. 
<Sysname> system-view 

[Sysname] vsan 1 

[Sysname-vsan1] zoneset distribute 

zoneset distribute full 

Use zoneset distribute full to set the zone distribution and merge type to complete. 

Use undo zoneset distribute full to restore the default. 

Syntax 
zoneset distribute full 
undo zoneset distribute full 

Default 
The zone distribution and merge type is incomplete. 

Views 
VSAN view 

Predefined user roles 
network-admin 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  
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This command can be configured only in basic zoning mode. In enhanced zoning mode, the zone 
distribution and merge type is always complete, and this command is not supported. 

Complete distribution (or merge) distributes (or merges) both the active zone set and zone database. 
Incomplete distribution (or merge) distributes (or merges) only the active zone set. 

The set distribution type applies to distribution operations triggered by the zoneset activate 
command instead of the zoneset distribute command. 

The set merge type applies to all merge operations. 

Examples 
# Set the zone distribution and merge type to complete. 
<Sysname> system-view 

[Sysname] vsan 1 

[Sysname-vsan1] zoneset distribute full 

Related commands 
display zone status 
zoneset activate 

zoneset name 

Use zoneset name to create a zone set and enter its view, or enter the view of an existing zone set. 

Use undo zoneset name to delete a zone set. 

Syntax 
zoneset name zoneset-name 

undo zoneset name zoneset-name 

Default 
No zone sets exist. 

Views 
VSAN view 

Predefined user roles 
network-admin 

Parameters 
zoneset-name: Specifies the zone set name, a case-sensitive string of 1 to 64 characters. A zone set 
name can contain letters (uppercase and lowercase), numbers, and special symbols (see Table 
153). It must start with a letter. 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

Examples 
# Create a zone set named zs1 and enter its view. 
<Sysname> system-view 

[Sysname] vsan 1 

[Sysname-vsan1] zoneset name zs1 

[Sysname-vsan1-zoneset-zs1] 

Related commands 
display zoneset 
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zoneset rename 

Use zoneset rename to rename a zone set. 

Syntax 
zoneset rename old-name new-name 

Views 
VSAN view 

Predefined user roles 
network-admin 

Parameters 
old-name: Specifies the name of the zone set to be renamed, a case-sensitive string of 1 to 64 
characters. This name can contain letters (uppercase and lowercase), numbers, and special 
symbols (see Table 153). It must start with a letter. 

new-name: Specifies the new zone set name, a case-sensitive string of 1 to 64 characters. This 
name can contain letters (uppercase and lowercase), numbers, and special symbols (see Table 
153). It must start with a letter. 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command.  

Examples 
# Create a zone set named zs1. 
<Sysname> system-view 

[Sysname] vsan 1 

[Sysname-vsan1] zoneset name zs1 

[Sysname-vsan1-zoneset-zs1] quit 

# Rename zone set zs1 as zs2. 
[Sysname-vsan1] zoneset rename zs1 zs2 

Related commands 
display zoneset 
zoneset name 

zone-type peer-zone 

Use zone-type peer-zone to convert a common zone to a peer zone and specify the principal 
member for the peer zone. 

Use undo zone-type peer-zone to restore the default. 

Syntax 
zone-type peer-zone principal-member wwn 
undo zone-type peer-zone 

Default 
A zone is a common zone. 

Views 
Zone view 
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Predefined user roles 
network-admin 

Parameters 
wwn: Specifies the principal member by its WWN, in the format of xx:xx:xx:xx:xx:xx:xx:xx, where x is 
a hexadecimal number. The principal member must be a port on a node. 

Usage guidelines 
Before configuring this command, you must first enable Smart SAN for FC/FCoE. 

A zone enabled with the Pairwise feature cannot be converted to a peer zone. 

This command sets the principal member to a target. 

This command deletes the settings for the common zone. 

Examples 
# Convert a common zone named z1 to a peer zone and specify the port with WWN 
20:00:10:00:00:ef:94:00 as the principal member for the peer zone. 
<Sysname> system-view 

[Sysname] vsan 2 

[Sysname-vsan2] zone name z1 

[Sysname-vsan2-zone-z1] zone-type peer-zone principal-member 20:00:10:00:00:ef:94:00 

# Convert a peer zone named z1 to a common zone. 
<Sysname> system-view 

[Sysname] vsan 2 

[Sysname-vsan2] zone name z1 

[Sysname-vsan2-zone-z1] undo zone-type peer-zone 

Related commands 
zone name 
member (zone view) 

smartsan enable 

New feature: Configuring NPV 

Overview 
NPV enables an FC SAN to accommodate more than 239 switches. 

NPV switches forward traffic from nodes to the core switch. 

Figure 108 shows a typical NPV network diagram. 
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Figure 108 NPV network diagram 

 
 

 NOTE: 
An NPV switch must be directly connected to the core switch. 
 

Downlink interface and downlink 

A downlink interface, also known as a server interface, is an interface through which an NPV switch 
connects to a node. It can only be an FC interface, FC aggregate interface, or VFC interface, which 
must be configured to operate in F mode. 

A downlink is a link from an NPV switch to its node. 

Each downlink interface is uniquely mapped to an operational uplink interface. All traffic from the 
node connected to the downlink interface is forwarded to the core switch through the uplink interface. 

The system automatically shuts down a downlink interface that meets all the following conditions: 
• The downlink interface is an FC interface or FC aggregate interface. 
• The trunk mode is set to off for the downlink interface. 
• The downlink interface is assigned to a VSAN as an access port. 
• The downlink interface does not have available uplink interfaces in its VSAN. 

When the downlink interface has available uplink interfaces, the system automatically brings up the 
downlink interface. 

Uplink interface and uplink 

An uplink interface, also known as an external interface, is the interface through which an NPV 
switch connects to the core switch. It can only be an FC interface, FC aggregate interface, or VFC 
interface, which must be configured to operate in NP mode. 

An uplink is a link from an NPV switch to the core switch. 

When the uplink becomes operational, the NPV switch sends a fabric login (FLOGI) packet to the 
core switch for registration. The core switch assigns the uplink interface (NP_Port) an FC address. 
Then, the NPV switch registers itself with the name server on the core switch. When receiving a 
packet from a node, the NPV switch performs the following operations: 
• Forwards the packet to the core switch through the mapped uplink interface.  
• Passes the response packet from the core switch to the node through the downlink interface. 

NP_Port F_Port
F_Port

F_Port

N_Port

N_Port

Node

Node

Core switch
NPV switch

Fabric
Uplink port

Downlink port

Downlink port
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Downlink-to-uplink interface mappings 

NPV switches automatically map downlink interfaces to uplink interfaces. Before a downlink 
interface is brought up, the NPV switch maps it to the uplink interface to which the minimum number 
of downlink interfaces is mapped. 

Typically, automatic mapping can meet your requirements. When a downlink interface must be 
connected to a fabric through the specified uplink interfaces, you can manually map the downlink 
interface to the uplink interfaces. After you configure the mapping, the downlink interface can be 
mapped to only the configured uplink interfaces. If none of the configured uplink interfaces is 
operational, the downlink interface cannot be operational. 

A configured mapping selects the uplink interface with the minimum load from configured uplink 
interfaces and then maps the downlink interface to it. 

After a mapping is established, all traffic from the downlink interface is forwarded through the uplink 
interface. 

Load balancing 

Manual load balancing 
When a new uplink interface becomes operational, the NPV switch does not perform a remapping for 
load balancing. In the event of remapping, the NPV switch reinitializes downlink interfaces. Then, the 
nodes connected to downlink interfaces register with the core switch again. This causes traffic 
interruption to the nodes. 

You can manually trigger a remapping for better load balancing when a new uplink interface 
becomes operational. In this case, the NPV switch reinitializes all downlink interfaces. 

Automatic load balancing 
When the system detects that a new uplink interface becomes operational, it starts a delay timer. 
When the timer expires, the system automatically redistributes downlink interfaces across all uplink 
interfaces. If another uplink interface becomes operational before the timer expires, the system 
resets the timer. 

NPV configuration task list 

Tasks at a glance Remarks 
(Required.) Perform either of the following tasks: 
• Configure the switch to operate in NPV mode 
• Configure a VSAN to operate in NPV mode: 

 Configure the switch to operate in FCF-NPV 
mode 

 Configuring the operating mode for a VSAN 

For information about configuring a switch to 
operate in NPV or FCF-NPV mode, see 
"Configuring an FCoE mode." 

(Required.) Configuring uplink interfaces and downlink 
interfaces N/A 

(Optional.) Configuring downlink-to-uplink interface 
mappings N/A 

(Optional.) Manually initiating a load balancing process N/A 

(Optional.) Configuring automatic load balancing N/A 
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Configuring uplink interfaces and downlink interfaces 
After configuring the switch to operate in NPV mode, configure the uplink interfaces and downlink 
interfaces. 

Configuring uplink interfaces 

Uplink interfaces can only be FC interfaces, FC aggregate interfaces, or VFC interfaces in NP mode. 

To configure an uplink interface: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter FC interface view, 
FC aggregate interface 
view, or VFC interface 
view. 

interface { fc | 
san-aggregation | vfc } 
interface-number 

This interface is connected to the core switch. 

3. Configure the mode of 
the interface as NP. fc mode np The default setting is F mode on an NPV or 

FCF-NPV switch. 
 

Configuring downlink interfaces 

Downlink interfaces can only be FC interfaces, FC aggregate interfaces, or VFC interfaces in F 
mode. 

To configure a downlink interface: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter FC interface view, 
FC aggregate interface 
view, or VFC interface 
view. 

interface { fc | san-aggregation 
| vfc } interface-number This interface is connected to a node. 

3. Configure the mode of the 
interface as F. fc mode f The default setting is F mode on an 

NPV or FCF-NPV switch. 
 

Configuring downlink-to-uplink interface mappings 

 CAUTION: 
If an uplink interface mapped by a downlink interface is not in the configured mappings, the switch 
initializes the downlink interface, resulting in traffic interruption. 
 

NPV switches automatically map downlink interfaces to uplink interfaces. Typically, automatic 
mapping can meet your requirements. When a downlink interface must be connected to a fabric 
through the specified uplink interfaces, you can manually map the downlink interface to the uplink 
interfaces. 

After you configure the mapping, the downlink interface can be mapped to only the configured uplink 
interfaces. If none of the configured uplink interfaces is operational, the downlink interface cannot be 
operational. A configured mapping selects the uplink interface with the minimum load from 
configured uplink interfaces and then maps the downlink interface to it. 

To configure a downlink-to-uplink interface mapping: 
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Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSAN view. vsan vsan-id N/A 

3. Configure a 
downlink-to-uplink 
interface mapping. 

npv traffic-map 
server-interface interface-type 
interface-number 
external-interface 
interface-type interface-number 

By default, no mapping is configured. 

 

Manually initiating a load balancing process 
When traffic is not distributed evenly among uplink interfaces in a VSAN, use this feature to 
redistribute downlink traffic across all uplink interfaces for better load balancing. All downlink 
interfaces are reinitialized. Traffic disruption occurs on the nodes connected to each downlink 
interface. 

To initiate a disruptive load-balancing process: 
 

Step Command 
1. Enter system view. system-view 

2. Enter VSAN view. vsan vsan-id 

3. Manually initiate a load balancing process. npv load-balance disruptive 
 

Configuring automatic load balancing 
This feature automatically redistributes downlink interfaces across all uplink interfaces if the system 
detects new operational uplink interfaces.  

When the system detects a new operational uplink interface, the system starts a delay timer. When 
the timer expires, the system automatically redistributes downlink interfaces across all uplink 
interfaces. If another uplink interface becomes operational before the timer expires, the system 
resets the timer. The delay timer helps reduce network flapping caused by up/down events of uplink 
interfaces. If the link layer state of uplink interfaces is stable, set the delay timer to a smaller value. 
Otherwise, set the delay timer to a greater value. 

This feature might trigger a load balancing process when a new uplink interface become operational, 
which causes traffic disruption. 

When this feature is disabled, downlink-to-uplink interface mappings are not affected. 

To configure automatic load balancing: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSAN view. vsan vsan-id N/A 

3. Enable automatic load 
balancing. npv auto-load-balance enable By default, automatic load 

balancing is disabled. 

4. Set the delay timer for 
automatic load balancing. 

npv auto-load-balance interval 
interval 

The default setting is 30 
seconds. 
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Displaying and maintaining NPV 
Execute display commands in any view. 
 

Task Command 

Display the login information for interfaces. display fc nport [ interface interface-type 
interface-number ] 

Display the nodes on downlink interfaces and their 
mapped uplink interfaces. 

display npv login [ vsan vsan-id ] [ interface 
interface-type interface-number ] 
display npv login [ vsan vsan-id ] count 

Display the status information of interfaces. display npv status [ vsan vsan-id ] 

Display the traffic mapping information. display npv traffic-map [ vsan vsan-id ] [ interface 
interface-type interface-number ] 

 

NPV configuration examples 

NPV configuration example by using FC interfaces 

Network requirements 
As shown in Figure 109, configure Switch A (edge switch) as an NPV switch to expand the network. 

Figure 109 Network diagram 

 
 

Configuration procedure 
1. Configure Switch A: 

# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchA> system-view 

[SwitchA] system-working-mode advance 

[SwitchA] save 

[SwitchA] quit 

<SwitchA> reboot 

# Configure the switch to operate in NPV mode.  
<SwitchA> system-view 

[SwitchA] fcoe-mode npv 

# Create VSAN 1.  
[SwitchA] vsan 1 
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[SwitchA-vsan1] quit 

# Change Ten-GigabitEthernet 1/0/1 into FC 1/0/1, which acts as an uplink port.  
[SwitchA] interface ten-gigabitethernet 1/0/1 

[SwitchA-Ten-GigabitEthernet1/0/1] port-type fc 

# Configure the mode of FC 1/0/1 as NP.  
[SwitchA-Fc1/0/1] fc mode np 

# Configure FC 1/0/1 to autonegotiate the speed.  
[SwitchA-Fc1/0/1] speed auto 

# Configure the trunk mode of FC 1/0/1 as On, and assign FC 1/0/1 to VSAN 1 as a trunk port. 
[SwitchA-Fc1/0/1] port trunk mode on 

[SwitchA-Fc1/0/1] port trunk vsan 1 

[SwitchA-Fc1/0/1] quit 

# Change Ten-GigabitEthernet 1/0/2 into FC 1/0/2, which acts as a downlink port.  
[SwitchA] interface ten-gigabitethernet 1/0/2 

[SwitchA-Ten-GigabitEthernet1/0/2] port-type fc 

# Configure the mode of FC 1/0/2 as F.  
[SwitchA-Fc1/0/2] fc mode f 

# Configure FC 1/0/2 to autonegotiate the speed.  
[SwitchA-Fc1/0/2] speed auto 

# Assign FC 1/0/2 to VSAN 1 as an access port. 
[SwitchA-Fc1/0/2] port access vsan 1 

[SwitchA-Fc1/0/2] quit 

# Change Ten-GigabitEthernet 1/0/3 into FC 1/0/3, which acts as an downlink port.  
[SwitchA] interface ten-gigabitethernet 1/0/3 

[SwitchA-Ten-GigabitEthernet1/0/3] port-type fc 

# Configure the mode of FC 1/0/3 as F.  
[SwitchA-Fc1/0/3] fc mode f 

# Configure FC 1/0/3 to autonegotiate the speed.  
[SwitchA-Fc1/0/3] speed auto 

# Assign FC 1/0/3 to VSAN 1 as an access port. 
[SwitchA-Fc1/0/3] port access vsan 1 

[SwitchA-Fc1/0/3] quit 

# Enable FCoE in VLAN 10 and map VLAN 10 to VSAN 1.  
[SwitchA] vlan 10 

[SwitchA-vlan10] fcoe enable vsan 1 

[SwitchA-vlan10] quit 

2. Configure Switch B: 
# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchB> system-view 

[SwitchB] system-working-mode advance 

[SwitchB] save 

[SwitchB] quit 

<SwitchB> reboot 

# Configure the switch to operate in FCF mode.  
<SwitchB> system-view 

[SwitchB] fcoe-mode fcf 



 

875 

# Create VSAN 1.  
[SwitchB] vsan 1 

[SwitchB-vsan1] quit 

# Change Ten-GigabitEthernet 1/0/1 into FC 1/0/1.  
[SwitchB] interface ten-gigabitethernet 1/0/1 

[SwitchB-Ten-GigabitEthernet1/0/1] port-type fc 

# Configure the mode of FC 1/0/1 as F.  
[SwitchB-Fc1/0/1] fc mode f 

# Configure FC 1/0/1 to autonegotiate the speed.  
[SwitchB-Fc1/0/1] speed auto 

# Configure the trunk mode of FC 1/0/1 as On, and assign FC 1/0/1 to VSAN 1 as a trunk port. 
[SwitchB-Fc1/0/1] port trunk mode on 

[SwitchB-Fc1/0/1] port trunk vsan 1 

[SwitchB-Fc1/0/1] quit 

# Enable FCoE in VLAN 10 and map VLAN 10 to VSAN 1.  
[SwitchB] vlan 10 

[SwitchB-vlan10] fcoe enable vsan 1 

[SwitchB-vlan10] quit 

Verifying the configuration 
# Display the nodes on downlink interfaces and their mapped uplink interfaces. 
[SwitchA] display npv login 

Server                                                                  External 

Interface VSAN FCID     Node WWN                Port WWN                Interface 

Fc1/0/2   1    0x010001 21:00:00:00:c8:00:e4:30 20:00:00:00:c8:60:e4:9a Fc1/0/1 

Fc1/0/3   1    0x010002 21:00:00:00:c9:00:e4:30 20:00:00:00:c9:60:e4:9a Fc1/0/1 

# Display information about uplink and downlink interfaces on Switch A. 
[SwitchA] display npv status 

External Interfaces: 

  Interface: Fc1/0/1    VSAN tagging mode: Non Tagging 

    VSAN  State  FCID 

    1     Up     0x010000 

 

  Number of External Interfaces: 1 

 

Server Interfaces: 

  Interface : Fc1/0/2    VSAN tagging mode: Non Tagging 

    VSAN  State 

    1     Up 

 

  Interface : Fc1/0/3    VSAN tagging mode: Non Tagging 

    VSAN  State 

    1     Up 

 

  Number of Server Interfaces: 2 

# Display the traffic mapping information on NPV switch Switch A. 
[SwitchA] display npv traffic-map 

NPV traffic map information of VSAN 1: 
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Server Interface       External Interface 

Fc1/0/2                Fc1/0/1 

Fc1/0/3                Fc1/0/1 

NPV configuration example by using VFC interfaces 

Network requirements 
As shown in Figure 110, configure the edge switch (Switch A) as an NPV switch to expand the 
network. 

Figure 110 Network diagram 

 
 

Configuration procedure 
1. Configure Switch A: 

# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchA> system-view 

[SwitchA] system-working-mode advance 

[SwitchA] save 

[SwitchA] quit 

<SwitchA> reboot 

# Configure the switch to operate in NPV mode.  
<SwitchA> system-view 

[SwitchA] fcoe-mode npv 

# Create VSAN 1.  
[SwitchA] vsan 1 

[SwitchA-vsan1] quit 

# Create VFC 1.  
[SwitchA] interface vfc 1 

# Bind VFC 1 to Ten-GigabitEthernet 1/0/1.  
[SwitchA-Vfc1] bind interface ten-gigabitethernet 1/0/1 

# Assign VFC 1 to VSAN 1 as a trunk port.  
[SwitchA-Vfc1] port trunk vsan 1 

[SwitchA-Vfc1] quit 

# Configure Ten-GigabitEthernet 1/0/1 as a trunk port, and assign the port to VLAN 10.  
[SwitchA] interface ten-gigabitethernet 1/0/1 

[SwitchA-Ten-GigabitEthernet1/0/1] port link-type trunk 

[SwitchA-Ten-GigabitEthernet1/0/1] port trunk permit vlan 10 
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[SwitchA-Ten-GigabitEthernet1/0/1] quit 

# Create VFC 2.  
[SwitchA] interface vfc 2 

# Bind VFC 2 to Ten-GigabitEthernet 1/0/2.  
[SwitchA-Vfc2] bind interface ten-gigabitethernet 1/0/2 

# Assign VFC 2 to VSAN 1 as a trunk port.  
[SwitchA-Vfc2] port trunk vsan 1 

[SwitchA-Vfc2] quit 

# Configure Ten-GigabitEthernet 1/0/2 as a trunk port, and assign the port to VLAN 10.  
[SwitchA] interface ten-gigabitethernet 1/0/2 

[SwitchA-Ten-GigabitEthernet1/0/2] port link-type trunk 

[SwitchA-Ten-GigabitEthernet1/0/2] port trunk permit vlan 10 

[SwitchA-Ten-GigabitEthernet1/0/2] quit 

# Create VFC 3.  
[SwitchA] interface vfc 3 

# Bind VFC 3 to Ten-GigabitEthernet 1/0/3.  
[SwitchA-Vfc3] bind interface ten-gigabitethernet 1/0/3 

# Assign VFC 3 to VSAN 1 as a trunk port.  
[SwitchA-Vfc3] port trunk vsan 1 

[SwitchA-Vfc3] quit 

# Configure Ten-GigabitEthernet 1/0/3 as a trunk port, and assign the port to VLAN 10.  
[SwitchA] interface ten-gigabitethernet 1/0/3 

[SwitchA-Ten-GigabitEthernet1/0/3] port link-type trunk 

[SwitchA-Ten-GigabitEthernet1/0/3] port trunk permit vlan 10 

[SwitchA-Ten-GigabitEthernet1/0/3] quit 

# Enable FCoE in VLAN 10 and map VLAN 10 to VSAN 1.  
[SwitchA] vlan 10 

[SwitchA-vlan10] fcoe enable vsan 1 

[SwitchA-vlan10] quit 

# Configure the mode of the uplink port VFC 1 as NP.  
[SwitchA] interface vfc 1 

[SwitchA-Vfc1] fc mode np 

[SwitchA-Vfc1] quit 

# Configure the mode of the downlink ports VFC 2 and VFC 3 as F. 
[SwitchA] interface vfc 2 

[SwitchA-Vfc2] fc mode f 

[SwitchA-Vfc2] quit 

[SwitchA] interface vfc 3 

[SwitchA-Vfc3] fc mode f 

[SwitchA-Vfc3] quit 

2. Configure Switch B: 
# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchB> system-view 

[SwitchB] system-working-mode advance 

[SwitchB] save 

[SwitchB] quit 
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<SwitchB> reboot 

# Configure the switch to operate in FCF mode.  
<SwitchB> system-view 

[SwitchB] fcoe-mode fcf 

# Create VSAN 1.  
[SwitchB] vsan 1 

[SwitchB-vsan1] quit 

# Create VFC 1.  
[SwitchB] interface vfc 1 

# Configure the mode of VFC 1 as F.  
[SwitchB-Vfc1] fc mode f 

# Bind VFC 1 to Ten-GigabitEthernet 1/0/1.  
[SwitchB-Vfc1] bind interface ten-gigabitethernet 1/0/1 

# Assign VFC 1 to VSAN 1 as a trunk port.  
[SwitchB-Vfc1] port trunk vsan 1 

[SwitchB-Vfc1] quit 

# Configure Ten-GigabitEthernet 1/0/1 as a trunk port, and assign the port to VLAN 10.  
[SwitchB] interface ten-gigabitethernet 1/0/1 

[SwitchB-Ten-GigabitEthernet1/0/1] port link-type trunk 

[SwitchB-Ten-GigabitEthernet1/0/1] port trunk permit vlan 10 

[SwitchB-Ten-GigabitEthernet1/0/1] quit 

# Enable FCoE in VLAN 10 and map VLAN 10 to VSAN 1.  
[SwitchB] vlan 10 

[SwitchB-vlan10] fcoe enable vsan 1 

[SwitchB-vlan10] quit 

Verifying the configuration 
# Display the nodes on downlink interfaces and their mapped uplink interfaces. 
[SwitchA] display npv login 

Server                                                                  External 

Interface VSAN FCID     Node WWN                Port WWN                Interface 

Vfc2      1    0x010001 21:00:00:00:c8:00:e4:30 20:00:00:00:c8:60:e4:9a Vfc1 

Vfc3      1    0x010002 21:00:00:00:c9:00:e4:30 20:00:00:00:c9:60:e4:9a Vfc1 

# Display information about uplink and downlink interfaces on Switch A. 
[SwitchA] display npv status 

External Interfaces: 

  Interface: Vfc1    VSAN tagging mode: Tagging 

    VSAN  State  FCID 

    1     Up     0x010000 

 

  Number of External Interfaces: 1 

 

Server Interfaces: 

  Interface : Vfc2    VSAN tagging mode: Tagging 

    VSAN  State 

    1     Up 

 

  Interface : Vfc3    VSAN tagging mode: Tagging 
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    VSAN  State 

    1     Up 

 

  Number of Server Interfaces: 2 

# Display the traffic mapping information on NPV switch Switch A. 
[SwitchA] display npv traffic-map 

NPV traffic map information of VSAN 1: 

Server Interface       External Interface 

Vfc2                   Vfc1 

Vfc3                   Vfc1 

NPV commands 

display fc nport 

Use display fc nport to display the login information of interfaces. 

Syntax 
display fc nport [ interface interface-type interface-number ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
interface interface-type interface-number: Specifies an interface by its type and number. The 
interface must be an FC interface, FC aggregate interface, or VFC interface operating in NP mode. If 
you do not specify an interface, this command displays the login information of all interfaces. 

Usage guidelines 
Only NPV and FCF-NPV switches support this command.  

This command displays the login information sent by interfaces operating in NP mode to the FCF 
switch and management addresses obtained from the FCF switch. 

This command displays the information only if the NPV switch successfully registers with the FCF 
switch. 

Examples 
# Display the login information of interfaces. 
<Sysname> display fc nport 

NP port: Vfc1 

  Port-WWN: 20:00:00:41:22:a8:00:05 

  FC4-types(FC4_features): NPV 

  Symbolic-node-name: NPV-Sysname 

  Symbolic-port-name: NPV-Sysname: Vfc1 

  Node-IP-addr: 192.168.0.153 

  Peer management address: snmp://192.168.0.151 

                           snmp://192.168.0.152 
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NP port: Vfc2 

  Port-WWN: 20:00:00:49:c9:28:c7:01 

  FC4-types(FC4_features): NPV 

  Symbolic-node-name: NPV-Sysname 

  Symbolic-port-name: NPV-Sysname:Vfc2 

  Node-IP-addr: 192.168.0.153 

  Peer management address: snmp://192.168.0.151 

                           snmp://192.168.0.152 

Table 161 Command output 

Field Description 

FC4-types(FC4 features) An interface operating in NP mode always registers NPV as its FC4 type 
and has no FC4 feature. 

Symbolic-node-name Symbolic name in the form of system-name, which is used for describing the 
N_Port connected to the interface. 

Symbolic-port-name Symbolic name in the form of system-name:port-name, which is used for 
describing the interface. 

Node-IP-addr IP address of the NPV switch. 

Peer management address 

List of management addresses obtained by the interface from the FCF 
switch. 
For example, snmp://192.168.6.151 indicates that SNMP is used as the 
management protocol and the management address is 192.168.6.151. 
If nothing is displayed, the FCF switch is not configured with management 
addresses. 

 

display npv login 

Use display npv login to display the nodes on downlink interfaces and their mapped uplink 
interfaces. 

Syntax 
display npv login [ vsan vsan-id ] [ interface interface-type interface-number ] 

display npv login [ vsan vsan-id ] count 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. If you do not specify a VSAN, this 
command displays information for all VSANs. On an FCF-NPV switch, this command displays the 
node login information for only VSANs operating in NPV mode. 

interface interface-type interface-number: Specifies a downlink interface by its type and number. If 
you do not specify a downlink interface, this command displays information for all downlink 
interfaces. 

count: Displays the total number of logged-in nodes. 
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Usage guidelines 
Only NPV and FCF-NPV switches support this command.  

Examples 
# Display the nodes on downlink interfaces and their mapped uplink interfaces. 
<Sysname> display npv login 

Server                                                                  External 

Interface VSAN FCID     Node WWN                Port WWN                Interface 

Vfc2      1    0xae0002 20:00:00:23:89:c9:fc:02 20:00:00:23:89:c9:fc:02 Vfc1 

Vfc3      1    0xae0003 10:00:00:00:c9:66:6b:60 20:00:00:00:c9:66:6b:60 Vfc1 

# Display the number of logged-in nodes for VSAN 1. 
<Sysname> display npv login vsan 1 count 

Total entries: 2 

# Display the number of logged-in nodes for each VSAN and the total number of logged-in nodes. 
<Sysname> display npv login count 

VSAN        Entries 

1           2 

2           1 

 

Total entries: 3 

Table 162 Command output 

Field Description 
Server Interface Name of the downlink interface. 

External interface Name of the uplink interface mapped by the downlink interface. 

FCID FC address of the node. 

Port WWN Port WWN of the node. 

Entries Number of logged-in nodes for a VSAN. 

Total entries Total number of logged-in nodes. 
 

display npv status 

Use display npv status to display the status information of interfaces in VSANs. 

Syntax 
display npv status [ vsan vsan-id ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. If you do not specify a VSAN, this 
command displays the status information of interfaces in all VSANs. On an FCF-NPV switch, this 
command displays the status information of interfaces in only VSANs operating in NPV mode. 
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Usage guidelines 
Only NPV and FCF-NPV switches support this command.  

The status information of each interface includes the VSAN tagging mode, interface state, and FC 
address. 

Examples 
# Display the status information of interfaces in VSAN 1. 
<Sysname> display npv status vsan 1 

External Interfaces: 

  Interface: Vfc2  VSAN tagging mode: Tagging 

    VSAN  State  FCID 

    1     Up     0x010002 

 

  Interface: Vfc3  VSAN tagging mode: Tagging 

    VSAN  State  FCID 

    1     Up     0x010001 

 

  Number of External Interfaces: 2 

 

Server Interfaces: 

  Interface: Vfc2  VSAN tagging mode: Tagging 

    VSAN  State 

    1     Down 

 

  Number of Server Interfaces: 1 

# Display the status information of interfaces in all VSANs. 
<Sysname> display npv status 

External Interfaces: 

  Interface: Vfc1  VSAN tagging mode: Tagging 

    VSAN  State  FCID 

    2     Up     0x010003 

 

  Interface: Vfc2  VSAN tagging mode: Tagging 

    VSAN  State  FCID 

    1     Up     0x010002 

    2     Up     0x010003(Unavailable) 

    2     Down 

 

  Interface: Vfc3  VSAN tagging mode: Tagging 

    VSAN  State  FCID 

    1     Up     0x010001 

 

  Number of External Interfaces: 3 

 

Server Interfaces: 

  Interface: Vfc4  VSAN tagging mode: Tagging 

    VSAN  State 

    2     Up 
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  Interface: Vfc2  VSAN tagging mode: Tagging 

    VSAN  State 

    1     Down 

    2     Up 

    3     Down 

 

  Number of Server Interfaces: 2 

Table 163 Command output 

Field Description 
External Interfaces List of uplink interfaces. 

Server Interfaces List of downlink interfaces. 

Interface Interface name. 

State State of the interface: Up or Down. 

FCID 

After an uplink interface comes up, the FC ID allocated by the core switch is 
displayed. A downlink interface does not have an FC ID. 
One uplink interface can be up but it cannot work as an uplink interface when the 
following conditions exist: 
• An NPV switch is connected to two fabrics.  
• The two uplink interfaces of the NPV switch are assigned the same FC ID in a 

VSAN.  
In this case, Unavailable in parentheses is displayed after the FCID field. 
NOTE: 
Multiple fabrics can exist in an FC SAN. For example, in an FC SAN, if two FCF 
switches are not interconnected, each FCF switch forms a fabric. 

 

display npv traffic-map 

Use display npv traffic-map to display the traffic mapping information (downlink-to-uplink interface 
mappings). 

Syntax 
display npv traffic-map [ vsan vsan-id ] [ interface interface-type interface-number ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. If you do not specify a VSAN, this 
command displays the traffic mapping information for all VSANs. On an FCF-NPV switch, this 
command displays the traffic mapping information for only VSANs operating in NPV mode. 

interface interface-type interface-number: Specifies a downlink interface by its type and number. If 
you do not specify a downlink interface, this command displays the traffic mapping information of all 
downlink interfaces. 
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Usage guidelines 
Only NPV and FCF-NPV switches support this command.  

Examples 
# Display traffic mapping information. 
<Sysname> display npv traffic-map 

NPV traffic map information of VSAN 1: 

Server interface       External interface 

Vfc2                   Vfc1 

Vfc3                   Vfc1 

Vfc2                   Vfc4 

npv auto-load-balance enable 

Use npv auto-load-balance enable to enable automatic load balancing in a VSAN. 

Use undo npv auto-load-balance enable to disable automatic load balancing in a VSAN. 

Syntax 
npv auto-load-balance enable 
undo npv auto-load-balance enable 

Default 
Automatic load balancing is disabled in a VSAN. 

Views 
VSAN view 

Predefined user roles 
network-admin 

Usage guidelines 
Only NPV switches and VSANs operating in NPV mode support this command.  

The automatic load-balancing process is as follows: 
1. The system starts a delay timer when it detects a new operational uplink interface. 
2. The system automatically redistributes downlink interfaces across all uplink interfaces when the 

timer expires. 
If another uplink interface becomes operational before the timer expires, the system resets the 
timer. 

The automatic load balancing feature might trigger a load-balancing process when a new uplink 
interface becomes operational, which causes traffic disruption. When this feature is disabled, 
downlink-to-uplink interface mappings are not affected. 

Examples 
# Enable automatic load balancing in VSAN 1. 
<Sysname> system-view 

[Sysname] vsan 1 

[Sysname-vsan1] npv auto-load-balance enable 

npv auto-load-balance-interval 

Use npv auto-load-balance-interval to set the delay timer for automatic load balancing in a VSAN. 
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Use undo npv auto-load-balance-interval to restore the default. 

Syntax 
npv auto-load-balance-interval interval 

undo auto-load-balance-interval 

Default 
The delay timer is 30 seconds for automatic load balancing in a VSAN. 

Views 
VSAN view 

Predefined user roles 
network-admin 

Parameters 
interval: Specifies a value for the delay timer, in the range of 1 to 300 seconds. 

Usage guidelines 
Only NPV switches and VSANs operating in NPV mode support this command.  

The delay timer helps reduce network flapping caused by up/down events of uplink interfaces. If the 
link layer state of uplink interfaces is stable, set the delay timer to a smaller value. Otherwise, set the 
delay timer to a greater value. 

Examples 
# Set the delay timer for automatic load balancing to 20 seconds in VSAN 1. 
<Sysname> system-view 

[Sysname] vsan 1 

[Sysname-vsan1] npv auto-load-balance-interval 20 

npv load-balance disruptive 

Use npv load-balance disruptive to manually initiate a disruptive load-balancing process in a 
VSAN. 

Syntax 
npv load-balance disruptive 

Views 
VSAN view 

Predefined user roles 
network-admin 

Usage guidelines 
Only NPV switches and VSANs operating in NPV mode support this command.  

If the traffic load is not distributed evenly across the interfaces in a VSAN, you can use this command 
to manually initiate a disruptive load-balancing process. Then, all downlink interfaces are 
reinitialized, and the nodes connected to all downlink interfaces log in again to the core switch. 

This feature redistributes downlink traffic across all uplink interfaces for better load balancing. 
However, it causes traffic interruption on the nodes connected to all downlink interfaces. 

Examples 
# Manually initiate a disruptive load-balancing process in VSAN 1. 
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<Sysname> system-view 

[Sysname] vsan 1 

[Sysname-vsan1] npv load-balance disruptive 

The command may cause traffic interruption. Continue? [Y/N]:y 

npv traffic-map 

Use npv traffic-map to configure an uplink-to-downlink interface mapping. 

Use undo npv traffic-map to delete an uplink-to-downlink interface mapping. 

Syntax 
npv traffic-map server-interface interface-type interface-number external-interface interface-type 
interface-number 
undo npv traffic-map server-interface interface-type interface-number external-interface 
interface-type interface-number 

Default 
No uplink-to-downlink interface mappings exist. 

Views 
VSAN view 

Predefined user roles 
network-admin 

Parameters 
server-interface interface-type interface-number: Specifies a downlink interface by its type and 
number, which can only be an FC interface, FC aggregate interface, or VFC interface. 

external-interface interface-type interface-number: Specifies an uplink interface by its type and 
number, which can only be an FC interface, FC aggregate interface, or VFC interface. 

Usage guidelines 
Only NPV switches and VSANs operating in NPV mode support this command.  

A downlink interface selects an uplink interface to map as follows: 
• When uplink-to-downlink interface mappings are configured for the downlink interface, the 

downlink interface can select an uplink interface from only the configured mappings.  
• When no uplink-to-downlink interface mapping is configured for the downlink interface, the 

downlink interface can select an uplink interface from all uplink interfaces in the same VSAN. 

Examples 
# Configure a mapping between FC 1/0/1 (downlink interface) and FC 1/0/2 (uplink interface). 
<Sysname> system-view 

[Sysname] vsan 10 

[Sysname-vsan10] npv traffic-map server-interface fc 1/0/1 external-interface fc 1/0/2 

# Configure a mapping between VFC 1 (downlink interface) and VFC 2 (uplink interface). 
<Sysname> system-view 

[Sysname] vsan 10 

[Sysname-vsan10] npv traffic-map server-interface vfc 1 external-interface vfc 2 
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New feature: Configuring FIP snooping 

Overview 
To communicate with devices in the FC SAN, a node must register with an FC fabric. An FC switch 
has point-to-point connections with nodes. An FC switch brings up an interface connected to a node 
only after the node completes fabric login on the interface. 

In an FCoE implementation, Transit switches can be present between ENodes and FCF switches, so 
the connections between ENodes and FCF switches are no longer point-to-point. In this case, a 
node that has not performed fabric login might communicate with the FC SAN. For example, two 
ENodes are connected to one FCF switch through a Transit switch. After one ENode has registered 
with the FCF switch and the corresponding interface is brought up, the other ENode can also 
communicate with the FC SAN. 

FCoE Initialization Protocol Snooping (FIP snooping) is a security feature that can run only on Transit 
switches in an FCoE network. By checking source MAC addresses of FCoE frames, FIP snooping 
enables a Transit switch to forward FCoE frames only between the following elements: 
• An ENode that has performed fabric login.  
• The FCF switch that has accepted its fabric login. 

FIP snooping network diagram 

Figure 111 shows a typical FIP snooping network diagram. 

Figure 111 Network diagram 

 
 

Ethernet interfaces on a Transit switch can operate in ENode or FCF mode. An Ethernet interface 
connected to an ENode must be configured to operate in ENode mode. An Ethernet interface 
connected to an FCF switch must be configured to operate in FCF mode. 

To control packet exchange between ENodes and FCF switches, perform the following tasks on the 
Transit switch: 
• Enable FIP snooping.  
• Configure the Ethernet interfaces to operate in a correct mode. 

How FIP snooping works 

After FIP snooping is enabled for a VLAN, Ethernet interfaces on the Transit switch establish FIP 
snooping rules according to FIP frames (with EtherType as 0x8914). Then, the Ethernet interfaces 
control the forwarding of FCoE frames (with EtherType as 0x8906) based on the FIP snooping rules. 

To facilitate description, the following definitions are specified: 
• FIP snooping rules generated on an Ethernet interface operating in FCF mode are called FCF 

FIP snooping rules. 

FCF 
mode

ENode 
mode

ENode 
mode

FCF switch

Transit switch

Fabric

ENode

FCF switch

FCF 
mode
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• FIP snooping rules generated on an Ethernet interface operating in ENode mode are called 
ENode FIP snooping rules. 

Establishing FIP snooping rules 
FIP snooping rules are established when a virtual link is established between an ENode and an FCF 
switch. The following workflow is used to establish FIP snooping rules: 
1. After receiving an unsolicited Discovery Advertisement from an FCF switch, the Ethernet 

interface in FCF mode on the Transit switch performs the following operations:  
a. Generates an FCF FIP snooping rule based on the unsolicited Discovery Advertisement.  
b. Forwards the unsolicited Discovery Advertisement to the ENode.  
The FCF FIP snooping rule allows FCoE frames meeting the following requirements to pass 
through: 
 The source MAC address is the MAC address in the unsolicited Discovery Advertisement 

(FCoE MAC address of the FCF switch).  
 The 24 most significant bits of the destination MAC address is the FC-MAP value configured 

for the VLAN. 
2. The Transit switch receives a Discovery Solicitation from the ENode on the Ethernet interface in 

ENode mode.  
3. The Transit switch forwards the Discovery Solicitation to the FCF switch through the Ethernet 

interface in FCF mode. 
4. The Transit switch receives a FIP FLOGI request from the ENode on the Ethernet interface in 

ENode mode.  
5. The Transit switch forwards the FIP FLOGI request to the FCF switch through the Ethernet 

interface in FCF mode. 
6. When forwarding the FLOGI LS_ACC packet from the FCF switch to the ENode, the Ethernet 

interface in ENode mode performs the following operations: 
a. Obtains the FC address assigned by the FCF switch to the ENode and the FCoE MAC 

address of the FCF switch.  
b. Generates an ENode FIP snooping rule.  
The ENode FIP snooping rule allows FCoE frames meeting the following requirements to pass 
through: 
 The source MAC address is the FPMA (with FC-MAP as the 24 most significant bits and FC 

address as the 24 least significant bits). 
 The destination MAC address is the FCoE MAC address of the FCF switch. 

FIP snooping rules exist as long as the virtual link is present, and they are deleted when you delete 
the virtual link. 

Controlling forwarding of FCoE frames 
After establishing FIP snooping rules, a Transit switch forwards only FCoE frames that match FIP 
snooping rules. As a result, only successfully registered ENodes can communicate with FCF 
switches. 

FIP snooping configuration task list 

Tasks at a glance Remarks 
(Required.) Configuring an FCoE mode Configure the switch to operate in Transit mode. 

(Required.) Enabling FIP snooping N/A 

(Required.) Configuring the operating mode of an 
Ethernet interface N/A 
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Tasks at a glance Remarks 
(Optional.) Setting the FC-MAP value for a VLAN N/A 

 

Enabling FIP snooping 
FIP snooping is enabled on a per-VLAN basis. 

To enable FIP snooping for a VLAN: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VLAN view. vlan vlan-id N/A 

3. Enable FIP snooping for 
the VLAN. fip-snooping enable By default, FIP snooping is disabled for 

each VLAN. 
 

Configuring the operating mode of an Ethernet interface 
Ethernet interfaces on a Transit switch can operate in ENode mode or FCF mode. An Ethernet 
interface connected to an ENode must be configured to operate in ENode mode. An Ethernet 
interface connected to an FCF switch must be configured to operate in FCF mode. 

To configure the operating mode of an Ethernet interface: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter Layer 2 Ethernet 
interface view or Layer 2 
aggregate interface view. 

interface interface-type 
interface-number N/A 

3. Configure the operating 
mode of the interface. 

fip-snooping port-mode { enode 
| fcf } 

The default setting is ENode 
mode. 
This command does not take 
effect on member ports of a 
Layer 2 aggregate interface. 

 

Setting the FC-MAP value for a VLAN 
The FC-MAP value identifies an FCoE network. Switches (including FCF switches and Transit 
switches) in the same FCoE network must have the same FC-MAP value. 

You can use the fcoe fcmap command to set the FC-MAP value in frames sent out of an FCF switch. 
You can use the fip-snooping fc-map command to set an FC-MAP value for a VLAN on a Transit 
switch.  

When an Ethernet interface in the FIP snooping VLAN receives a frame from the FCF switch, the 
following rules apply: 
• If the FC-MAP value in the incoming frame is the same as that configured for the FIP snooping 

VLAN, the Ethernet interface forwards the frames.  
• If the FC-MAP value in the incoming frame is different from that configured for the FIP snooping 

VLAN, the Ethernet interface drops the frames. 

To set an FC-MAP value for a VLAN: 
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Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VLAN view. vlan vlan-id N/A 

3. Set an FC-MAP value 
for the VLAN. 

fip-snooping fc-map 
fc-map The default setting is 0x0efc00. 

 

Displaying and maintaining FIP snooping 
Execute display commands in any view. 
 

Task Command 
Display ENode information obtained by a Transit 
switch. display fip-snooping enode [ vlan vlan-id ] 

Display FCF switch information obtained by a 
Transit switch. display fip-snooping fcf [ vlan vlan-id ] 

Display the FIP snooping rules that are being 
flushed. 

display fip-snooping flushing-rules [ enode | fcf ] 
[ vlan vlan-id ] 

Display the FIP snooping rules that have been 
flushed.  

display fip-snooping rules [ enode | fcf ] [ vlan 
vlan-id ] [ slot slot-number ] 

Display information about FIP snooping sessions 
(connections between ENodes and FCF switches). display fip-snooping sessions [ vlan vlan-id ] 

 

FIP snooping configuration example 

Network requirements 

As shown in Figure 112, enable FIP snooping on the Transit switch for reliable communication 
between the ENode and FCF switch. 

Figure 112 Network diagram 

 
 

Configuration procedure 

1. Configure the Transit switch: 
# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<Transit> system-view 

[Transit] system-working-mode advance 

[Transit] save 

[Transit] quit 

<Transit> reboot 

# Configure the switch to operate in Transit mode. 
<Transit> system-view 

Fabric
FCF modeENode mode

FCF switchTransit switchENode

XGE1/0/1XGE1/0/2 XGE1/0/1

VFC1
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[Transit] fcoe-mode transit 

# Enable FIP snooping for VLAN 10. 
[Transit] vlan 10 

[Transit-vlan10] fip-snooping enable 

# Set the FC-MAP value to 0x0efc01 for VLAN 10. 
[Transit-vlan10] fip-snooping fc-map 0efc01 

[Transit-vlan10] quit 

# Configure Ten-GigabitEthernet 1/0/1 to allow VLAN 10. 
[Transit] interface ten-gigabitethernet 1/0/1 

[Transit-Ten-GigabitEthernet1/0/1] port link-type trunk 

[Transit-Ten-GigabitEthernet1/0/1] port trunk permit vlan 10 

# Configure Ten-GigabitEthernet 1/0/1 to operate in FCF mode. 
[Transit-Ten-GigabitEthernet1/0/1] fip-snooping port-mode fcf 

[Transit-Ten-GigabitEthernet1/0/1] quit 

# Configure Ten-GigabitEthernet 1/0/2 to allow VLAN 10. 
[Transit] interface ten-gigabitethernet 1/0/2 

[Transit-Ten-GigabitEthernet1/0/2] port link-type trunk 

[Transit-Ten-GigabitEthernet1/0/2] port trunk permit vlan 10 

# Configure Ten-GigabitEthernet 1/0/2 to operate in ENode mode. 
[Transit-Ten-GigabitEthernet1/0/2] fip-snooping port-mode enode 

[Transit-Ten-GigabitEthernet1/0/2] quit 

2. Configure the FCF switch: 
# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<FCF> system-view 

[FCF] system-working-mode advance 

[FCF] save 

[FCF] quit 

<FCF> reboot 

# Configure the switch to operate in FCF mode. 
<FCF> system-view 

[FCF] fcoe-mode fcf 

# Set the FC-MAP value to 0x0efc01. 
[FCF] fcoe fcmap 0efc01 

# Create VSAN 10. 
[FCF] vsan 10 

[FCF-vsan10] quit 

# Create VFC 1.  
[FCF] interface vfc 1 

# Configure the mode of VFC 1 as F.  
[FCF-vfc1] fc mode f 

# Assign VFC 1 to VSAN 10.  
[FCF-vfc1] port trunk vsan 10 

# Bind VFC 1 to Ten-GigabitEthernet 1/0/1.  
[FCF-vfc1] bind interface ten-gigabitethernet 1/0/1 

[FCF-Vfc1] quit 

# Configure Ten-GigabitEthernet 1/0/1 as a trunk port, and assign the port to VLAN 10.  
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[FCF] interface ten-gigabitethernet 1/0/1 

[FCF-Ten-GigabitEthernet1/0/1] port link-type trunk 

[FCF-Ten-GigabitEthernet1/0/1] port trunk permit vlan 10 

[FCF-Ten-GigabitEthernet1/0/1] quit 

# Enable FCoE in VLAN 10 and map VLAN 10 to VSAN 10.  
[FCF] vlan 10 

[FCF-vlan10] fcoe enable vsan 10 

Verifying the configuration 
# Display ENode information obtained by the Transit switch. 
[Transit] display fip-snooping enode 

VLAN 10: 

Interface   ENode WWN                  ENode MAC 

XGE1/0/2    10:00:00:11:22:00:0d:01    0000-1234-0d01 

# Display FCF switch information obtained by the Transit switch. 
[Transit] display fip-snooping fcf 

VLAN 10: 

Interface   FCF MAC          FCF WWN                 Fabric Name                ENode 

XGE1/0/1    0000-1234-0e01   10:00:00:11:22:00:0e:01 10:00:00:11:22:00:0e:01    1 

# Display information about FIP snooping sessions. 
[Transit] display fip-snooping sessions 

VLAN 10: 

FCF MAC          ENode MAC         VN_Port MAC     VN_Port WWN 

0000-1234-0e01   0000-1234-0d01    0efc-0001-0000  af:10:01:11:22:00:0d:01 

# Display the FIP snooping rules that have been flushed. 
[Transit] display fip-snooping rules 

Slot 1: 

  VLAN 10: 

    FCF rules information: 

      Interface   Source MAC/Mask     Destination MAC/Mask   Context 

      XGE1/0/1    0000-1234-0e01/48   0efc-0000-0000/24      ffffffff 

    ENode rules information: 

      Interface   Source MAC/Mask     Destination MAC/Mask   Context 

      XGE1/0/2    0efc-0001-0000/48   0000-1234-0e01/48      ffffffff 

FIP snooping commands 
The commands in this section are supported only on Transit switches. 

display fip-snooping enode 

Use display fip-snooping enode to display ENode information obtained by the Transit switch. 

Syntax 
display fip-snooping enode [ vlan vlan-id ] 

Views 
Any view 



 

893 

Predefined user roles 
network-admin 

network-operator 

Parameters 
vlan vlan-id: Specifies a VLAN by its ID in the range of 1 to 4094. If you do not specify a VLAN, this 
command displays ENode information for all VLANs. 

Examples 
# Display ENode information obtained by the Transit switch. 
<Sysname> display fip-snooping enode 

VLAN 2: 

Interface   ENode WWN                ENode MAC 

XGE1/0/1    21:01:00:1b:32:a0:fa:18  000c-2999-eacd 

Table 164 Command output 

Field Description 
Interface Ethernet interface connecting the Transit switch to the ENode. 

ENode MAC FCoE MAC address of the ENode. 
 

display fip-snooping fcf 

Use display fip-snooping fcf to display FCF switch information obtained by the Transit switch. 

Syntax 
display fip-snooping fcf [ vlan vlan-id ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
vlan vlan-id: Specifies a VLAN by its ID in the range of 1 to 4094. If you do not specify a VLAN, this 
command displays FCF switch information for all VLANs. 

Examples 
# Display FCF switch information obtained by the Transit switch. 
<Sysname> display fip-snooping fcf 

VLAN 3: 

Interface   FCF MAC        FCF WWN                 Fabric Name             ENode 

XGE1/0/1    000c-2999-eacd 66:66:66:63:66:64:61:30 41:6e:64:69:61:6d:6f:21 1 

XGE1/0/2    000c-2999-eaad 66:66:66:63:66:64:61:31 41:6e:64:69:61:6d:6f:22 2 

Table 165 Command output 

Field Description 
Interface Ethernet interface connecting the Transit switch to the FCF switch. 

FCF MAC FCoE MAC address of the FCF switch. 
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Field Description 
ENode Number of ENodes attached to an FCF switch. 

 

display fip-snooping flushing-rules 

Use display fip-snooping flushing-rules to display the FIP snooping rules that are being flushed. 

Syntax 
display fip-snooping flushing-rules [ enode | fcf ] [ vlan vlan-id ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
enode: Specifies ENode FIP snooping rules. 

fcf: Specifies FCF FIP snooping rules. 

vlan vlan-id: Specifies a VLAN by its ID in the range of 1 to 4094. If you do not specify a VLAN, this 
command displays the FIP snooping rules that are being flushed in all VLANs. 

Usage guidelines 
Only the FIP snooping rules that have been flushed can filter FCoE frames. FIP snooping rules that 
are being flushed cannot filter FCoE frames. 

If you do not specify enode or fcf, this command displays both ENode and FCF FIP snooping rules 
that are being flushed. 

Examples 
# Display the FIP snooping rules that are being flushed. 
<Sysname> display fip-snooping flushing-rules 

VLAN 2: 

  FCF flushing-rules information: 

    Interface   Source MAC/Mask      Destination MAC/Mask 

    XGE1/0/1    0000-1234-0212/48    0efc-0034-0111/24 

  ENode flushing-rules information: 

    Interface   Source MAC/Mask      Destination MAC/Mask 

    XGE1/0/2    0efc-0034-0202/48    0000-1234-0101/48 

 

VLAN 5: 

  FCF flushing-rules information: 

    Interface   Source MAC/Mask      Destination MAC/Mask 

    XGE1/0/3    0000-1234-2212/48    0efc-0034-2111/24 

Table 166 Command output 

Field Description 
Interface Ethernet interface on the Transit switch. 
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Related commands 
display fip-snooping rules 

display fip-snooping rules 

Use display fip-snooping rules to display the flushed FIP snooping rules. 

Syntax 
display fip-snooping rules [ enode | fcf ] [ vlan vlan-id ] [ slot slot-number ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
enode: Specifies ENode FIP snooping rules. 

fcf: Specifies FCF FIP snooping rules. 

vlan vlan-id: Specifies a VLAN by its ID in the range of 1 to 4094. If you do not specify a VLAN, this 
command displays the flushed FIP snooping rules in all VLANs. 

slot slot-number: Specifies an IRF member device by its member ID. If you do not specify a member 
device, this command displays the flushed FIP snooping rules for all member devices.  

Usage guidelines 
Only the flushed FIP snooping rules can filter FCoE frames. FIP snooping rules that are being 
flushed cannot filter FCoE frames. 

If you do not specify the enode or fcf keyword, this command displays both ENode and FCF FIP 
snooping rules that have been flushed. 

Examples 
# Display all flushed FIP snooping rules for slot 1.  
<Sysname> display fip-snooping rules slot 1 

Slot 1: 

  VLAN 2: 

    FCF rules information: 

      Interface   Source MAC/Mask     Destination MAC/Mask   Context 

      XGE1/0/1    0000-1234-0202/48   0efc-0034-0101/24      ffffffff 

    ENode rules information: 

      Interface   Source MAC/Mask     Destination MAC/Mask   Context 

      XGE1/0/2    0efc-0034-0102/48   0000-1234-0201/48      ffffffff 

 

  VLAN 4: 

    FCF rules information: 

      Interface   Source MAC/Mask      Destination MAC/Mask   Context 

      XGE1/0/3    0000-1234-1202/48    0efc-0034-1101/24      ffffffff 
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Table 167 Command output 

Field Description 
Interface Ethernet interface on the Transit switch. 

 

Related commands 
display fip-snooping flushing-rules 

display fip-snooping sessions 

Use display fip-snooping sessions to display information about FIP snooping sessions 
(connections between ENodes and FCF switches). 

Syntax 
display fip-snooping sessions [ vlan vlan-id ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
vlan vlan-id: Specifies a VLAN by its ID in the range of 1 to 4094. If you do not specify a VLAN, this 
command displays information about FIP snooping sessions for all VLANs. 

Examples 
# Display information about FIP snooping sessions. 
<Sysname> display fip-snooping sessions 

VLAN 2: 

FCF MAC         ENode MAC       VN_Port MAC     VN_Port WWN 

0000-1234-0202  0000-1234-0100  0efc-00ae-0002  41:6e:64:69:61:6d:6f:21 

Table 168 Command output 

Field Description 
FCF MAC FCoE MAC address of the FCF switch. 

ENode MAC FCoE MAC address of the ENode. 

VN_Port MAC MAC address of a VN_Port. 
 

fip-snooping enable 

Use fip-snooping enable to enable FIP snooping in a VLAN. 

Use undo fip-snooping enable to disable FIP snooping in a VLAN. 

Syntax 
fip-snooping enable 
undo fip-snooping enable 

Default 
FIP snooping is disabled in a VLAN. 
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Views 
VLAN view 

Predefined user roles 
network-admin 

Usage guidelines 
This command enables a VLAN on a Transit switch to process FCoE frames and FIP frames. 

Examples 
# Enable FIP snooping for VLAN 10. 
<Sysname> system-view 

[Sysname] vlan 10 

[Sysname-vlan10] fip-snooping enable 

fip-snooping fc-map 

Use fip-snooping fc-map to set an FC-MAP value for a VLAN. 

Use undo fip-snooping fc-map to restore the default. 

Syntax 
fip-snooping fc-map fc-map 

undo fip-snooping fc-map 

Default 
The FC-MAP value for a VLAN is 0x0efc00. 

Views 
VLAN view 

Predefined user roles 
network-admin 

Parameters 
fc-map: Specifies an FC-MAP value in the range of 0efc00 to 0efcff. 

Usage guidelines 
When an Ethernet interface in the FIP snooping VLAN receives a frame from the FCF switch, the 
following rules apply: 
• If the FC-MAP value in the incoming frame is the same as the value set for the FIP snooping 

VLAN, the Ethernet interface forwards the frame.  
• If the FC-MAP value in the incoming frame is different from the value set for the FIP snooping 

VLAN, the Ethernet interface drops the frame. 

To set the FC-MAP value in frames sent out of an FCF switch, use the fcoe fcmap command. 

Examples 
# Set the FC-MAP value to 0x0efcff for VLAN 10. 
<Sysname> system-view 

[Sysname] vlan 10 

[Sysname-vlan 10] fip-snooping fc-map 0efcff 

Related commands 
fcoe fcmap 
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fip-snooping port-mode 

Use fip-snooping port-mode to set the mode of an Ethernet interface. 

Use undo fip-snooping port-mode to restore the default. 

Syntax 
fip-snooping port-mode { enode | fcf } 
undo fip-snooping port-mode 

Default 
An Ethernet interface operates in ENode mode. 

Views 
Layer 2 aggregate interface view 

Layer 2 Ethernet interface view 

Predefined user roles 
network-admin 

Parameters 
enode: Specifies the ENode mode. 

fcf: Specifies the FCF mode. 

Usage guidelines 
This command does not take effect on member ports of a Layer 2 aggregate interface. 

Ethernet interfaces on a Transit switch can operate in ENode mode or FCF mode.  
• An Ethernet interface connected to an ENode must be configured to operate in ENode mode.  
• An Ethernet interface connected to an FCF switch must be configured to operate in FCF mode. 

Examples 
# Configure Ten-GigabitEthernet 1/0/2 to operate in FCF mode. 
<Sysname> system-view 

[Sysname] interface ten-gigabitethernet 1/0/2 

[Sysname-Ten-GigabitEthernet1/0/2] fip-snooping port-mode fcf 

New feature: Configuring port security 

Overview 
Typically, any device (a node or switch) in a SAN can log in to an FCF switch. The port security 
feature prevents unauthorized access to switch interfaces. 

After you configure port security for a VSAN, the switch performs authorization checks on each 
device that attempts to log in based on the port security database.  
• If the device passes the authorization checks, it is allowed to log in.  
• If the device fails the authorization checks, it is denied. 

The port security feature allows you to control access of the following devices: 
• An N_Port specified by its pWWN. 
• An NP_Port specified by its pWWN. 
• A node specified by its nWWN (represents all N_Ports on the node). 
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• An NPV switch specified by its nWWN (represents all NP_Ports on the NPV switch). 
• An FCF switch specified by its sWWN. 

Port security database 

A port security database stores device-interface binding entries. An entry specifies the interfaces 
through which a device can log in. Device-interface binding entries can be statically configured or 
automatically learned. 

After you enable auto learning, the switch automatically learns binding entries for devices that log in. 
Enable auto learning when devices are secure. Enabling auto learning reduces manual 
configuration. 

You can enable auto learning by using either of the following methods: 
• Enable auto learning while enabling port security. In this case, the switch learns binding entries 

for both devices already logged in and devices newly logged in. If you enable port security 
without enabling auto learning, devices already logged in are logged out. 

• Enable auto learning separately. In this case, the switch learns binding entries for only devices 
newly logged in. 

A port security database has the following types of binding entries: 
• Static entries—Manually configured and can overwrite learning and learned entries. 
• Learning entries—Automatically learned entries. A learning entry does not affect device login 

and is deleted when the corresponding device logs out. Learning entries cannot overwrite static 
or learned entries. 

• Learned entries—Converted from existing learning entries when auto learning is disabled. A 
learned entry affects device login and is not deleted when the corresponding device logs out. 

• Smart SAN static entries—Manually configured for Smart SAN-capable nodes whose Smart 
SAN Security Support field is not 0x00. They can overwrite Smart SAN learning entries. Smart 
SAN learning entries are converted to Smart SAN static entries when Smart SAN auto learning 
is disabled. 

• Smart SAN learning entries—Automatically learned for Smart SAN-capable nodes whose 
Smart SAN Security Support field is not 0x00. They cannot overwrite Smart SAN static entries. 
A Smart SAN learning entry does not affect device login and is deleted when the corresponding 
device logs out. 

An interface allows multiple devices to log in. If a device that does not have a binding entry logs in 
through a VFC interface, the port security feature shuts down the VFC interface. The devices that 
have logged in are also logged out. 

Authorization checks 

The switch determines whether to allow a device to log in by performing authorization checks as 
shown in Figure 113.  
 

 NOTE: 
Both static and learned binding entries affect device login. 
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Figure 113 Authorization checks 

 
 

After the switch denies a device, the switch shuts down the F_Port or isolates the E_Port connecting 
to the device. In this case, the F_Port or E_Port will not restore its state automatically even if you 
configure the F_Port or E_Port to allow the device. To allow a denied device, perform the following 
tasks: 
1. Configure a binding entry to allow the device. 
2. Execute the undo shutdown command to bring up the F_Port, or execute the shutdown and 

undo shutdown commands to bring up the E_Port. 
For an E_Port, you can also execute the undo port trunk and port trunk commands to remove 
its isolated state. 

Port security configuration task list 

Tasks at a glance 
(Required.) Enabling port security 

(Required.) Perform one or both of the following tasks: 

A device logs in through an interface on the switch.

Is port security is enabled?

Does the interface allow all devices to log in?

Is the device allowed to log in 
through any interface?

Is the device allowed to log in 
through this interface?

Is auto learning is enabled?

Are other devices are allowed to 
log in through this interface? 

Is the device allowed to log in 
through other interfaces?

Yes

No

No

No

Yes

No

Allow Deny

No

Yes

Yes

Yes

No

Yes

YesNo
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Tasks at a glance 
• Configuring binding entries 
• Enabling auto learning or Smart SAN auto learning 

(Required.) Converting learned entries to static entries 

(Optional.) Enabling SNMP notifications for port security 
 

Enabling port security 
You can configure other port security settings only after you enable port security. 

When you enable port security, you can also enable auto learning. If you enable auto learning when 
enabling port security, the switch performs the following operations: 
• Learns binding entries for both devices already logged in and devices newly logged in.  
• Adds the entries to the port security database as learning entries. 

When you enable port security, you can also enable Smart SAN auto learning. Smart SAN auto 
learning  takes effect only when Smart SAN is enabled. If you enable Smart SAN auto learning when 
enabling port security, the switch performs the following operations:  
• Learns binding entries for both already logged in and newly logged in nodes that are Smart 

SAN-capable and whose Smart SAN Security Support field is not 0x00. 
• Adds the entries to the port security database as Smart SAN learning entries. 

If you do not enable auto learning or Smart SAN auto learning, devices already logged in are logged 
out. 

If you do not enable auto learning but enable Smart SAN auto learning, the switch adds Smart SAN 
learning entries for only Smart SAN-capable nodes whose Smart SAN Security Support field is not 
0x00. The switch does not add Smart SAN learning entries for Smart SAN-incapable nodes. 

To enable port security: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSAN view. vsan vsan-id N/A 

3. Enable port security for the 
VSAN. 

fc-port-security enable 
[ all | auto-learn | 
smartsan-learn ] 

By default, port security is disabled for 
a VSAN. 

 

Configuring binding entries 
After you add or delete a binding entry, the switch performs authorization checks on devices already 
logged in.  
• If the device specified in the binding entry or a device on a specified interface passes 

authorization checks, the device is not logged out.  
• Otherwise, the device is logged out. 

To configure binding entries: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSAN view. vsan vsan-id N/A 
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Step Command Remarks 
3. Allow a pWWN to log in 

through the specified 
interfaces. 

pwwn pwwn [ interface 
interface-list ] 
[ smartsan-static ] 

By default, a pWWN is not allowed to 
log in through the specified interfaces. 

4. Allow an nWWN to log in 
through the specified 
interfaces. 

nwwn nwwn [ interface 
interface-list ] 

By default, an nWWN is not allowed to 
log in through the specified interfaces. 

5. Allow an sWWN to log in 
through the specified 
interfaces. 

swwn swwn [ interface 
interface-list ] 

By default, an sWWN is not allowed to 
log in through the specified interfaces. 

6. Allow any WWN to log in 
through the specified 
interfaces. 

any-wwn interface 
interface-list 

By default, WWNs are not allowed to log 
in through an interface. 

 

Enabling auto learning or Smart SAN auto learning 
You can enable both auto learning and Smart SAN auto learning in a VSAN. 

After you enable auto learning, all devices that are newly logged in are learned and added to the port 
security database as learning entries. A learning entry does not affect device login and is deleted 
when the corresponding device logs out. When you disable auto learning, learning entries are 
converted to learned entries. A learned entry affects device login and is not deleted when the 
corresponding device logs out. 

After you enable Smart SAN auto learning, the switch performs the following operations:  
• Learns binding entries for newly logged in nodes that are Smart SAN-capable and whose Smart 

SAN Security Support field is not 0x00. 
• Adds the entries to the port security database as Smart SAN learning entries. 

A Smart SAN learning entry does not affect device login and is deleted when the corresponding 
device logs out. When you disable Smart SAN auto learning, Smart SAN learning entries are 
converted to Smart SAN static entries. A Smart SAN static entry affects device login and is not 
deleted when the corresponding device logs out. 

To enable auto learning or Smart SAN auto learning: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter VSAN view. vsan vsan-id N/A 

3. Enable auto learning or 
Smart SAN auto learning 
for the VSAN. 

fc-port-security { auto-learn 
| smartsan-learn } 

By default, auto learning and Smart 
SAN auto learning are disabled in a 
VSAN. 

 

Converting learned entries to static entries 
Learned entries do not survive a reboot. To make learned entries survive reboots, convert the 
learned entries to static entries. 

To convert learned entries to static entries in a VSAN: 
 

Step Command 
1. Enter system view. system-view 

2. Enter VSAN view. vsan vsan-id 
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Step Command 
3. Convert learned entries to static entries in the VSAN. fc-port-security database copy 

 

Enabling SNMP notifications for port security 
After you enable SNMP notifications for port security, the port security module generates 
notifications for important events and sends the notifications to the SNMP module. For more 
information about SNMP notifications, see Network Management and Monitoring Configuration 
Guide. 

To enable SNMP notifications for port security: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enable SNMP notifications for 
port security. 

snmp-agent trap enable 
fc-port-security 
[ violation-happen ] 

By default, all SNMP notifications 
for port security are disabled. 

 

Displaying and maintaining port security 
Execute display commands in any view and reset commands in user view. 
 

Task Command 

Display binding entries in the port security 
database. 

display fc-port-security database { all | auto-learn | 
smartsan-learn | smartsan-static | static } [ interface 
interface-type interface-number ] [ vsan vsan-id ] 

Display port security statistics. display fc-port-security statistics [ vsan vsan-id ] 

Display the status of port security and auto 
learning. display fc-port-security status [ vsan vsan-id ] 

Display security violation entries. display fc-port-security violation [ vsan vsan-id ] 

Clear binding entries in the port security 
database. 

reset fc-port-security database { all | auto-learn | 
smartsan-static | static } [ interface interface-type 
interface-number ] vsan vsan-id 

Clear port security statistics. reset fc-port-security statistics vsan vsan-id 
 

Port security configuration examples 

Port security configuration example by using FC interfaces 

Network requirements 
As shown in Figure 114, the pWWN and nWWN of Server A are 20:36:44:78:66:77:ab:97 and 
10:36:44:78:66:77:ab:97, respectively. The pWWN and nWWN of Server B are 
20:33:44:78:66:77:ab:96 and 10:33:44:78:66:77:ab:96, respectively. The sWWNs of Switch A, 
Switch B, and Switch C are 10:83:45:87:66:19:ea:91, 10:83:45:87:66:19:bc:92, and 
10:83:45:87:66:19:bc:93, respectively. 

Configure port security to meet the following requirements: 
• Switch A, Server A, and Switch C can access one another. 
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• Switch B, Server B, and Switch C cannot access one another. 

Figure 114 Network diagram 

 
 

Configuration procedure 
This example describes only FC interface configurations. 
1. Configure Switch C: 

# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchC> system-view 

[SwitchC] system-working-mode advance 

[SwitchC] save 

[SwitchC] quit 

<SwitchC> reboot 

# Configure the switch to operate in FCF mode. 
<SwitchC> system-view 

[SwitchC] fcoe-mode fcf 

# Create VSAN 2. 
[SwitchC] vsan 2 

[SwitchC-vsan2] quit 

# Change Ten-GigabitEthernet 1/0/1 to FC 1/0/1. 
[SwitchC] interface ten-gigabitethernet 1/0/1 

[SwitchC-Ten-GigabitEthernet1/0/1] port-type fc 

# Configure FC 1/0/1 to operate in E mode and to autonegotiate the speed. 
[SwitchC-Fc1/0/1] fc mode e 

[SwitchC-Fc1/0/1] speed auto 

# Assign FC 1/0/1 to VSAN 2 as an access port. 
[SwitchC-Fc1/0/1] port access vsan 2 

[SwitchC-Fc1/0/1] quit 

# Change Ten-GigabitEthernet 1/0/2 to FC 1/0/2. 
[SwitchC] interface ten-gigabitethernet 1/0/2 

[SwitchC-Ten-GigabitEthernet1/0/2] port-type fc 

# Configure FC 1/0/2 to operate in E mode and to autonegotiate the speed. 
[SwitchC-Fc1/0/2] fc mode e 

[SwitchC-Fc1/0/2] speed auto 

# Assign FC 1/0/2 to VSAN 2 as an access port. 

Server A

Switch B

Switch C

Server B

FC1/0/4
XGE1/0/4

FC1/0/3
XGE1/0/3

FC1/0/1
XGE1/0/1

FC1/0/1
XGE1/0/1

FC1/0/1
XGE1/0/1

FC1/0/2
XGE1/0/2

Switch A
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[SwitchC-Fc1/0/2] port access vsan 2 

[SwitchC-Fc1/0/2] quit 

# Change Ten-GigabitEthernet 1/0/3 to FC 1/0/3. 
[SwitchC] interface ten-gigabitethernet 1/0/3 

[SwitchC-Ten-GigabitEthernet1/0/3] port-type fc 

# Configure FC 1/0/3 to operate in F mode and to autonegotiate the speed. 
[SwitchC-Fc1/0/3] fc mode f 

[SwitchC-Fc1/0/3] speed auto 

# Assign FC 1/0/3 to VSAN 2 as an access port. 
[SwitchC-Fc1/0/3] port access vsan 2 

[SwitchC-Fc1/0/3] quit 

# Change Ten-GigabitEthernet 1/0/4 to FC 1/0/4. 
[SwitchC] interface ten-gigabitethernet 1/0/4 

[SwitchC-Ten-GigabitEthernet1/0/4] port-type fc 

# Configure FC 1/0/4 to operate in F mode and to autonegotiate the speed. 
[SwitchC-Fc1/0/4] fc mode f 

[SwitchC-Fc1/0/4] speed auto 

# Assign FC 1/0/4 to VSAN 2 as an access port. 
[SwitchC-Fc1/0/4] port access vsan 2 

[SwitchC-Fc1/0/4] quit 

# Enable port security and auto learning in VSAN 2. 
[SwitchC] vsan 2 

[SwitchC-vsan2] fc-port-security enable auto-learn 

# Allow Switch A to log in through FC 1/0/1 and FC 1/0/2 in VSAN 2. 
[SwitchC-vsan2] swwn 10:83:45:87:66:19:ea:91 interface fc 1/0/1 to fc 1/0/2 

# Allow Server A to log in through FC 1/0/3 and FC 1/0/4 in VSAN 2. 
[SwitchC-vsan2] nwwn 20:36:44:78:66:77:ab:97 interface fc 1/0/3 to fc 1/0/4 

[SwitchC-vsan2] quit 

2. Configure Switch A: 
# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchA> system-view 

[SwitchA] system-working-mode advance 

[SwitchA] save 

[SwitchA] quit 

<SwitchA> reboot 

# Configure the switch to operate in FCF mode. 
<SwitchA> system-view 

[SwitchA] fcoe-mode fcf 

# Create VSAN 2. 
[SwitchA] vsan 2 

[SwitchA-vsan2] quit 

# Change Ten-GigabitEthernet 1/0/1 to FC 1/0/1. 
[SwitchA] interface ten-gigabitethernet 1/0/1 

[SwitchA-Ten-GigabitEthernet1/0/1] port-type fc 

# Configure FC 1/0/1 to operate in E mode and to autonegotiate the speed. 
[SwitchA-Fc1/0/1] fc mode e 
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[SwitchA-Fc1/0/1] speed auto 

# Assign FC 1/0/1 to VSAN 2 as an access port. 
[SwitchA-Fc1/0/1] port access vsan 2 

[SwitchA-Fc1/0/1] quit 

# Enable port security and auto learning in VSAN 2. 
[SwitchA] vsan 2 

[SwitchA-vsan2] fc-port-security enable auto-learn 

# Allow Switch C to log in through FC 1/0/1. 
[SwitchA-vsan2] swwn 10:83:45:87:66:19:bc:93 interface fc 1/0/1 

3. Configure Switch B: 
# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchB> system-view 

[SwitchB] system-working-mode advance 

[SwitchB] save 

[SwitchB] quit 

<SwitchB> reboot 

# Configure the switch to operate in FCF mode. 
<SwitchB> system-view 

[SwitchB] fcoe-mode fcf 

# Create VSAN 2. 
[SwitchB] vsan 2 

[SwitchB-vsan2] quit 

# Change Ten-GigabitEthernet 1/0/1 to FC 1/0/1. 
[SwitchB] interface ten-gigabitethernet 1/0/1 

[SwitchB-Ten-GigabitEthernet1/0/1] port-type fc 

# Configure FC 1/0/1 to operate in E mode and to autonegotiate the speed. 
[SwitchB-Fc1/0/1] fc mode e 

[SwitchB-Fc1/0/1] speed auto 

# Assign FC 1/0/1 to VSAN 2 as an access port. 
[SwitchB-Fc1/0/1] port access vsan 2 

[SwitchB-Fc1/0/1] quit 

# Enable port security and auto learning in VSAN 2. 
[SwitchB] vsan 2 

[SwitchB-vsan2] fc-port-security enable auto-learn 

# Configure FC 1/0/1 to deny Switch C (Configure FC 1/0/1 to allow any sWWN other than the 
WWN of Switch C). 
[SwitchB-vsan2] swwn 10:83:45:87:66:19:ea:91 interface fc 1/0/1 

Verifying the configuration 
# Display security violation entries in VSAN 2 on Switch C. 
[SwitchC] display fc-port-security violation vsan 2 

Total entries: 2 

Violations for VSAN 2: 

  Interface   Logging-in entity               Last time             Repeat count 

  Fc1/0/2     10:83:45:87:66:19:bc:92(sWWN)   2013/12/10 13:20:20   1 

  Fc1/0/4     20:33:44:78:66:77:ab:96(pWWN)   2013/10/10 12:55:10   1 

              10:33:44:78:66:77:ab:96(nWWN) 
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The output shows that Switch C denied Server B and Switch B. If Switch C initiates a login request to 
Switch B, the violation entry for Switch B does not appear in this output. Instead, a violation entry for 
Switch C appears in the output from this command on Switch B. 

Port security configuration example by using VFC interfaces 

Network requirements 
As shown in Figure 115, the pWWN and nWWN of Server A are 20:36:44:78:66:77:ab:97 and 
10:36:44:78:66:77:ab:97, respectively. The pWWN and nWWN of Server B are 
20:33:44:78:66:77:ab:96 and 10:33:44:78:66:77:ab:96, respectively. The sWWNs of Switch A, 
Switch B, and Switch C are 10:83:45:87:66:19:ea:91, 10:83:45:87:66:19:bc:92, and 
10:83:45:87:66:19:bc:93, respectively. 

Configure port security to meet the following requirements: 
• Switch A, Server A, and Switch C can access one another. 
• Switch B, Server B, and Switch C cannot access one another. 

Figure 115 Network diagram 

 
 

Configuration procedure 
This example describes only VFC interface configurations. 
1. Configure Switch C: 

# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchC> system-view 

[SwitchC] system-working-mode advance 

[SwitchC] save 

[SwitchC] quit 

<SwitchC> reboot 

# Configure the switch to operate in FCF mode. 
<SwitchC> system-view 

[SwitchC] fcoe-mode fcf 

# Create VSAN 2. 
[SwitchC] vsan 2 

[SwitchC-vsan2] quit 

# Create VFC 1, and configure VFC 1 to operate in E mode. 
[SwitchC] interface vfc 1 

[SwitchC-Vfc1] fc mode e 
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# Bind VFC 1 to Ten-GigabitEthernet 1/0/1, and assign VFC 1 to VSAN 2 as a trunk port. 
[SwitchC-Vfc1] bind interface ten-gigabitethernet 1/0/1 

[SwitchC-Vfc1] port trunk vsan 2 

[SwitchC-Vfc1] quit 

# Configure Ten-GigabitEthernet 1/0/1 to allow VLAN 2. 
[SwitchC] interface ten-gigabitethernet 1/0/1 

[SwitchC-Ten-GigabitEthernet1/0/1] port link-type trunk 

[SwitchC-Ten-GigabitEthernet1/0/1] port trunk permit vlan 2 

[SwitchC-Ten-GigabitEthernet1/0/1] quit 

# Create VFC 2, and configure VFC 2 to operate in E mode. 
[SwitchC] interface vfc 2 

[SwitchC-Vfc2] fc mode e 

# Bind VFC 2 to Ten-GigabitEthernet 1/0/2, and assign VFC 2 to VSAN 2 as a trunk port. 
[SwitchC-Vfc2] bind interface ten-gigabitethernet 1/0/2 

[SwitchC-Vfc2] port trunk vsan 2 

[SwitchC-Vfc2] quit 

# Configure Ten-GigabitEthernet 1/0/2 to allow VLAN 2. 
[SwitchC] interface ten-gigabitethernet 1/0/2 

[SwitchC-Ten-GigabitEthernet1/0/2] port link-type trunk 

[SwitchC-Ten-GigabitEthernet1/0/2] port trunk permit vlan 2 

[SwitchC-Ten-GigabitEthernet1/0/2] quit 

# Create VFC 3, and configure VFC 3 to operate in F mode. 
[SwitchC] interface vfc 3 

[SwitchC-Vfc3] fc mode f 

# Bind VFC 3 to Ten-GigabitEthernet 1/0/3, and assign VFC 3 to VSAN 2 as a trunk port. 
[SwitchC-Vfc3] bind interface ten-gigabitethernet 1/0/3 

[SwitchC-Vfc3] port trunk vsan 2 

[SwitchC-Vfc3] quit 

# Configure Ten-GigabitEthernet 1/0/3 to allow VLAN 2. 
[SwitchC] interface ten-gigabitethernet 1/0/3 

[SwitchC-Ten-GigabitEthernet1/0/3] port link-type trunk 

[SwitchC-Ten-GigabitEthernet1/0/3] port trunk permit vlan 2 

[SwitchC-Ten-GigabitEthernet1/0/3] quit 

# Create VFC 4, and configure VFC 4 to operate in F mode. 
[SwitchC] interface vfc 4 

[SwitchC-Vfc4] fc mode f 

# Bind VFC 4 to Ten-GigabitEthernet 1/0/4, and assign VFC 4 to VSAN 2 as a trunk port. 
[SwitchC-Vfc4] bind interface ten-gigabitethernet 1/0/4 

[SwitchC-Vfc4] port trunk vsan 2 

[SwitchC-Vfc4] quit 

# Configure Ten-GigabitEthernet 1/0/4 to allow VLAN 2. 
[SwitchC] interface ten-gigabitethernet 1/0/4 

[SwitchC-Ten-GigabitEthernet1/0/4] port link-type trunk 

[SwitchC-Ten-GigabitEthernet1/0/4] port trunk permit vlan 2 

[SwitchC-Ten-GigabitEthernet1/0/4] quit 

# Enable FCoE in VLAN 2 and map VLAN 2 to VSAN 2. 
[SwitchC] vlan 2 
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[SwitchC-vlan2] fcoe enable vsan 2 

[SwitchC-vlan2] quit 

# Enable port security and auto learning in VSAN 2. 
[SwitchC] vsan 2 

[SwitchC-vsan2] fc-port-security enable auto-learn 

# Allow Switch A to log in through VFC 1 and VFC 2 in VSAN 2. 
[SwitchC-vsan2] swwn 10:83:45:87:66:19:ea:91 interface vfc 1 to vfc 2 

# Allow Server A to log in through VFC 3 and VFC 4 in VSAN 2. 
[SwitchC-vsan2] nwwn 20:36:44:78:66:77:ab:97 interface vfc 3 to vfc 4 

[SwitchC-vsan2] quit 

2. Configure Switch A: 
# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchA> system-view 

[SwitchA] system-working-mode advance 

[SwitchA] save 

[SwitchA] quit 

<SwitchA> reboot 

# Configure the switch to operate in FCF mode. 
<SwitchA> system-view 

[SwitchA] fcoe-mode fcf 

# Create VSAN 2. 
[SwitchA] vsan 2 

[SwitchA-vsan2] quit 

# Create VFC 1, and configure VFC 1 to operate in E mode. 
[SwitchA] interface vfc 1 

[SwitchA-Vfc1] fc mode e 

# Bind VFC 1 to Ten-GigabitEthernet 1/0/1, and assign VFC 1 to VSAN 2 as a trunk port. 
[SwitchA-Vfc1] bind interface ten-gigabitethernet 1/0/1 

[SwitchA-Vfc1] port trunk vsan 2 

[SwitchA-Vfc1] quit 

# Configure Ten-GigabitEthernet 1/0/1 to allow VLAN 2. 
[SwitchA] interface ten-gigabitethernet 1/0/1 

[SwitchA-Ten-GigabitEthernet1/0/1] port link-type trunk 

[SwitchA-Ten-GigabitEthernet1/0/1] port trunk permit vlan 2 

[SwitchA-Ten-GigabitEthernet1/0/1] quit 

# Enable FCoE in VLAN 2 and map VLAN 2 to VSAN 2. 
[SwitchC] vlan 2 

[SwitchC-vlan2] fcoe enable vsan 2 

[SwitchC-vlan2] quit 

# Enable port security and auto learning in VSAN 2. 
[SwitchA] vsan 2 

[SwitchA-vsan2] fc-port-security enable auto-learn 

# Allow Switch C to log in through interface VFC 1. 
[SwitchA-vsan2] swwn 10:83:45:87:66:19:bc:93 interface vfc 1 

3. Configure Switch B: 
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# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchB> system-view 

[SwitchB] system-working-mode advance 

[SwitchB] save 

[SwitchB] quit 

<SwitchB> reboot 

# Configure the switch to operate in FCF mode. 
<SwitchB> system-view 

[SwitchB] fcoe-mode fcf 

# Create VSAN 2. 
[SwitchB] vsan 2 

[SwitchB-vsan2] quit 

# Create VFC 1, and configure VFC 1 to operate in E mode. 
[SwitchB] interface vfc 1 

[SwitchB-Vfc1] fc mode e 

# Bind VFC 1 to Ten-GigabitEthernet 1/0/1, and assign VFC 1 to VSAN 2 as a trunk port. 
[SwitchB-Vfc1] bind interface ten-gigabitethernet 1/0/1 

[SwitchB-Vfc1] port trunk vsan 2 

[SwitchB-Vfc1] quit 

# Configure Ten-GigabitEthernet 1/0/1 to allow VLAN 2. 
[SwitchB] interface ten-gigabitethernet 1/0/1 

[SwitchB-Ten-GigabitEthernet1/0/1] port link-type trunk 

[SwitchB-Ten-GigabitEthernet1/0/1] port trunk permit vlan 2 

[SwitchB-Ten-GigabitEthernet1/0/1] quit 

# Enable FCoE in VLAN 2 and map VLAN 2 to VSAN 2. 
[SwitchB] vlan 2 

[SwitchB-vlan2] fcoe enable vsan 2 

[SwitchB-vlan2] quit 

# Enable port security and auto learning in VSAN 2. 
[SwitchB] vsan 2 

[SwitchB-vsan2] fc-port-security enable auto-learn 

# Configure VFC 1 to deny Switch C in VSAN 2 (Configure VFC 1 to allow any sWWN other 
than the WWN of Switch C). 
[SwitchB-vsan2] swwn 10:83:45:87:66:19:ea:91 interface vfc 1 

Verifying the configuration 
# Display security violation entries in VSAN 2 on Switch C. 
[SwitchC] display fc-port-security violation vsan 2 

Total entries: 2 

Violations for VSAN 2: 

  Interface   Logging-in entity               Last time             Repeat count 

  Vfc2        10:83:45:87:66:19:bc:92(sWWN)   2013/12/10 13:20:20   1 

  Vfc4        20:33:44:78:66:77:ab:96(pWWN)   2013/10/10 12:55:10   1 

              10:33:44:78:66:77:ab:96(nWWN) 

The output shows that Switch C denied Server B and Switch B. If Switch C initiates a login request to 
Switch B, the violation entry for Switch B does not appear in this output. Instead, a violation entry for 
Switch C appears in the output from this command on Switch B. 
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Port security commands 

any-wwn 

Use any-wwn to allow any WWN to log in through the specified interfaces. 

Use undo any-wwn to delete the configuration. 

Syntax 
any-wwn interface interface-list 

undo any-wwn interface interface-list 

Default 
WWNs are not allowed to log in through an interface. 

Views 
VSAN view 

Predefined user roles 
network-admin 

Parameters 
interface interface-list: Specifies a space-separated list of up to 10 interface items. Each item 
specifies an interface or a range of interfaces in the form of interface-type interface-number1 to 
interface-type interface-number2. The value for interface-number2 must be greater than or equal to 
the value for interface-number1. The two interfaces that define an interface range must be the same 
type and on the same card. The interface type can only be FC interface (cannot be a member port of 
an FC aggregate interface), FC aggregate interface, or VFC interface.  

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command. 

You can configure this command only after you enable port security. 

After you add (or delete) a binding entry to (or from) the port security database, the switch performs 
authorization checks on devices already logged in. If a device on an interface specified in the binding 
entry passes authorization checks, the device is not logged out. Otherwise, the device is logged out. 

Examples 
# Allow any WWN to log in through FC 1/0/1 in VSAN 2. 
<Sysname> system-view 

[Sysname] vsan 2 

[Sysname-vsan2] any-wwn interface fc 1/0/1 

# Allow any WWN to log in through VFC 1 in VSAN 2. 
<Sysname> system-view 

[Sysname] vsan 2 

[Sysname-vsan2] any-wwn interface vfc 1 

Related commands 
display fc-port-security database 

display fc-port-security database 

Use display fc-port-security database to display binding entries in the port security database. 
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Syntax 
display fc-port-security database { all | auto-learn | smartsan-learn | smartsan-static | static } 
[ interface interface-type interface-number ] [ vsan vsan-id ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
all: Specifies all binding entries, including static entries, learned entries, and learning entries, Smart 
SAN learning entries, and Smart SAN static entries. 

auto-learn: Specifies learned and learning entries. 

smartsan-learn: Specifies Smart SAN learning entries. 

smartsan-static: Specifies Smart SAN static entries. 

static: Specifies static entries. 

interface interface-type interface-number: Specifies an interface by its type and number. If you do 
not specify an interface, this command displays binding entries for all interfaces. 

vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. If you do not specify a VSAN, this 
command displays binding entries for all VSANs. On an FCF-NPV switch, this command displays the 
binding entries for only VSANs operating in FCF mode. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command. 

Examples 
# Display all binding entries in the port security database for VSAN 2. 
<Sysname> display fc-port-security database all vsan 2 

Total entries: 7 

Database for VSAN 2: 

  Logging-in entity                Interface              Type 

  Any WWN                          Vfc3                   Static 

  20:33:44:78:66:77:ab:97(pWWN)    Any interface          Static 

  20:36:44:78:66:77:ab:97(pWWN)    Vfc2                   Static 

  20:36:44:78:66:77:ab:9e(pWWN)    Vfc2                   Learned 

  20:86:44:65:90:2a:ab:36(pWWN)    Vfc2                   SmartSAN-Static 

  20:86:44:62:90:2a:ab:3a(pWWN)    Vfc1                   Learning 

  20:86:44:65:90:2a:ab:3c(pWWN)    Vfc6                   SmartSAN-Learning 

  10:83:42:78:66:77:ab:93(nWWN)    Vfc3                   Static 

  10:36:44:78:66:77:ab:96(sWWN)    Vfc4                   Static 
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Table 169 Command output 

Field Description 

Logging-in entity 

WWN of the device permitted by an entry. The WWN type is displayed in the 
parenthesis and can be one of the following: 
• pWWN—WWN of an N_Port or NP_Port. 
• sWWN—WWN of an FCF switch. 
• nWWN—WWN of a node or an NPV switch. 
Any WWN indicates a WWN of any device. 

Interface 
Interface through which a device logs in. 
Any Interface indicates the device can log in through any interface. 

Type 

Entry type: 
• Static—Manually configured entries. 
• Learned—Entries converted from existing learning entries when auto 

learning is disabled. A learned entry is not deleted when the 
corresponding device logs out. 

• Learning—Entries automatically learned by the auto learning feature. 
A learning entry is deleted when the corresponding device logs out. 

• SmartSAN-Learning—Entries automatically learned by the Smart 
SAN auto learning feature for Smart SAN-capable nodes whose Smart 
SAN Security Support field is not 0x00. A Smart SAN learning entry is 
deleted when the corresponding device logs out. 

• SmartSAN-Static—Entries manually configured for Smart 
SAN-capable nodes whose Smart SAN Security Support field is not 
0x00. A Smart SAN static entry is not deleted when the corresponding 
device logs out. Smart SAN learning entries are converted to Smart 
SAN static entries when Smart SAN auto learning is disabled. 

 

Related commands 
reset fc-port-security database 

display fc-port-security statistics 

Use display fc-port-security statistics to display port security statistics. 

Syntax 
display fc-port-security statistics [ vsan vsan-id ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. If you do not specify a VSAN, this 
command displays port security statistics for all VSANs. On an FCF-NPV switch, this command 
displays the port security statistics for only VSANs operating in FCF mode. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command. 
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Examples 
# Display port security statistics for VSAN 2. 
<Sysname> display fc-port-security statistics vsan 2 

Statistics for VSAN 2: 

  Number of permitted pWWN logins: 2 

  Number of permitted nWWN logins: 2 

  Number of permitted sWWN logins: 2 

  Number of denied pWWN logins   : 0 

  Number of denied nWWN logins   : 0 

  Number of denied sWWN logins   : 0 

 

  Total logins permitted  : 6 

  Total logins denied     : 0 

Related commands 
reset fc-port-security statistics 

display fc-port-security status 

Use display fc-port-security status to display the port security status. 

Syntax 
display fc-port-security status [ vsan vsan-id ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. If you do not specify a VSAN, this 
command displays the port security status in all VSANs. On an FCF-NPV switch, this command 
displays the port security status in only VSANs operating in FCF mode. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command. 

This command also displays the configuration of the fc-port-security command. 

Examples 
# Display the port security status in all VSANs. 
<Sysname> display fc-port-security status 

Status for VSAN 1: 

  FC port security: Disabled 

  Auto learn: Disabled 

  SmartSAN auto learn: Disabled 

Status for VSAN 2: 

  FC port security: Enabled 

  Auto learn: Enabled 

  SmartSAN auto learn: Enabled 
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Table 170 Command output 

Field Description 

FC port security 
Status of port security: 
• Enabled. 
• Disabled. 

Auto learn 
Status of auto learning: 
• Enabled. 
• Disabled. 

SmartSAN auto learn 

Status of auto learning for Smart SAN-capable nodes whose Smart SAN 
Security Support field is not 0x00: 
• Enabled. 
• Disabled. 

 

Related commands 
fc-port-security 
fc-port-security enable 

display fc-port-security violation 

Use display fc-port-security violation to display security violation entries. 

Syntax 
display fc-port-security violation [ vsan vsan-id ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. If you do not specify a VSAN, this 
command displays security violation entries for all VSANs. On an FCF-NPV switch, this command 
displays the security violation entries for only VSANs operating in FCF mode. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command. 

Examples 
# Display security violation entries for VSAN 2. 
<Sysname> display fc-port-security violation vsan 2 

Total entries: 3 

Violations for VSAN 2: 

  Interface   Logging-in entity               Last time             Repeat count 

  Vfc1        20:36:44:78:66:77:ab:97(pWWN)   2013/10/30 12:29:23   2 

              20:00:00:e0:8b:06:d9:1d(nWWN) 

  Vfc2        20:42:78:66:77:ab:98:12(pWWN)   2013/10/29 17:29:23   3 

              20:00:00:e0:8b:06:d9:1d(nWWN) 

  Vfc3        10:36:44:78:66:77:ab:96(sWWN)   2013/10/28 11:30:23   12 
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Table 171 Command output 

Field Description 
Interface Interface through which a violating device attempted to log in. 

Logging-in entity 

WWN of a violating device. The WWN type is displayed in the parenthesis 
and can be one of the following: 
• pWWN—WWN of an N_Port or NP_Port. 
• sWWN—WWN of an FCF switch. 
• nWWN—WWN of a node or an NPV switch. 

Last time Time when a violating device last attempted to log in. 

Repeat count Number of times that a violating device attempted to log in. 
 

fc-port-security 

Use fc-port-security to enable auto learning or Smart SAN auto learning in a VSAN. 

Use undo fc-port-security to disable auto learning or Smart SAN auto learning in a VSAN. 

Syntax 
fc-port-security { auto-learn | smartsan-learn } 
undo fc-port-security { auto-learn | smartsan-learn } 

Default 
Auto learning and Smart SAN auto learning are disabled in a VSAN. 

Views 
VSAN view 

Predefined user roles 
network-admin 

Parameters 
auto-learn: Enables auto learning for nodes and switches. 

smartsan-learn: Enables Smart SAN auto learning for Smart SAN-capable nodes whose Smart 
SAN Security Support field is not 0x00. 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command. 

You can enable auto learning only after you enable port security. You can specify the 
smartsan-learn keyword only after you enable Smart SAN for FC/FCoE. 

After you enable auto learning, all devices that are newly logged in are added to the port security 
database as learning entries. A learning entry does not affect device login and is deleted when the 
corresponding device logs out. When you disable auto learning, learning entries are converted to 
learned entries. A learned entry affects device login and is not deleted when the corresponding 
device logs out. 

After you enable Smart SAN auto learning, the switch performs the following operations:  
• Learns binding entries for newly logged in nodes that are Smart SAN-capable and whose Smart 

SAN Security Support field is not 0x00. 
• Adds the entries to the port security database as Smart SAN learning entries. 

A Smart SAN learning entry does not affect device login and is deleted when the corresponding 
device logs out. When you disable Smart SAN auto learning, Smart SAN learning entries are 
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converted to Smart SAN static entries. A Smart SAN static entry affects device login and is not 
deleted when the corresponding device logs out. 

Examples 
# Enable auto learning in VSAN 2. 
<Sysname> system-view 

[Sysname] vsan 2 

[Sysname-vsan2] fc-port-security enable 

[Sysname-vsan2] fc-port-security auto-learn 

# Disable auto learning in VSAN 2 to convert learning entries to learned entries. 
[Sysname-vsan2] undo fc-port-security auto-learn 

Related commands 
display fc-port-security status 

fc-port-security database copy 

Use fc-port-security database copy to convert learned entries to static entries in a VSAN. 

Syntax 
fc-port-security database copy 

Views 
VSAN view 

Predefined user roles 
network-admin 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command. 

You can convert learned entries to static entries only after you enable port security. 

Learned entries do not survive a reboot. To make learned entries survive reboots, convert the 
learned entries to static entries. 

Examples 
# Convert learned entries to static entries in VSAN 2. 
<Sysname> system-view 

[Sysname] vsan 2 

[Sysname-vsan2] fc-port-security database copy 

Related commands 
display fc-port-security database 

fc-port-security enable 

Use fc-port-security enable to enable port security and auto learning or Smart SAN auto learning in 
a VSAN. 

Use undo fc-port-security enable to disable port security in a VSAN. 

Syntax 
fc-port-security enable [ all | auto-learn | smartsan-learn ] 

undo fc-port-security enable 
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Default 
Port security, auto learning, and Smart SAN auto learning are disabled in a VSAN. 

Views 
VSAN view 

Predefined user roles 
network-admin 

Parameters 
all: Enables both auto learning and Smart SAN auto learning. 

auto-learn: Enables auto learning. 

smartsan-learn: Enables Smart SAN auto learning. 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command. 

You can configure other port security settings only after you enable port security. 

You can specify the all or smartsan-learn keyword only after you enable Smart SAN for FC/FCoE.  

If you enable auto learning while enabling port security, the switch learns binding entries for both 
devices already logged in and devices newly logged in. If you enable port security without enabling 
auto learning, the switch logs out devices already logged in. 

When you enable port security, you can also enable Smart SAN auto learning. Smart SAN auto 
learning  takes effect only when Smart SAN is enabled. If you enable Smart SAN auto learning when 
enabling port security, the switch performs the following operations:  
• Learns binding entries for both already logged in and newly logged in nodes that are Smart 

SAN-capable and whose Smart SAN Security Support field is not 0x00. 
• Adds the entries to the port security database as Smart SAN learning entries. 

If you do not enable auto learning or Smart SAN auto learning, devices already logged in are logged 
out. 

If you do not enable auto learning but enable Smart SAN auto learning, the switch adds Smart SAN 
learning entries for only Smart SAN-capable nodes whose Smart SAN Security Support field is not 
0x00. Smart SAN-incapable nodes and switches are logged out. 

Examples 
# Enable port security and auto learning in VSAN 2. 
<Sysname> system-view 

[Sysname] vsan 2 

[Sysname-vsan2] fc-port-security enable auto-learn 

Related commands 
display fc-port-security status 

nwwn 

Use nwwn to allow an nWWN to log in through the specified interfaces. 

Use undo nwwn to delete the configuration. 

Syntax 
nwwn nwwn [ interface interface-list ] 

undo nwwn nwwn [ interface interface-list ] 
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Default 
An nWWN is not allowed to log in through the specified interfaces. 

Views 
VSAN view 

Predefined user roles 
network-admin 

Parameters 
nwwn: Specifies the nWWN (WWN of a node or an NPV switch) in the format of 
xx:xx:xx:xx:xx:xx:xx:xx, where x is a hexadecimal number. 

interface interface-list: Specifies a space-separated list of up to 10 interface items. Each item 
specifies an interface or a range of interfaces in the form of interface-type interface-number1 to 
interface-type interface-number2. The value for interface-number2 must be greater than or equal to 
the value for interface-number1. The two interfaces that define an interface range must be the same 
type and on the same card. The interface type can only be FC interface (cannot be a member port of 
an FC aggregate interface), FC aggregate interface, or VFC interface. If you do not specify the 
interface interface-list option, the specified nWWN can log in through any interface. 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command. 

You can configure this command only after you enable port security. 

After you add (or delete) a binding entry to (or from) the port security database, the switch performs 
authorization checks on devices already logged in. If the device specified in the binding entry or a 
device on a specified interface passes authorization checks, the device is not logged out. Otherwise, 
the device is logged out. 

Examples 
# Allow nWWN 20:36:44:78:66:77:ab:9e to log in through FC 1/0/1 in VSAN 2. 
<Sysname> system-view 

[Sysname] vsan 2 

[Sysname-vsan2] nwwn 20:36:44:78:66:77:ab:9e interface fc 1/0/1 

# Allow nWWN 20:36:44:78:66:77:ab:9e to log in through VFC 1 in VSAN 2. 
<Sysname> system-view 

[Sysname] vsan 2 

[Sysname-vsan2] nwwn 20:36:44:78:66:77:ab:9e interface vfc 1 

Related commands 
display fc-port-security database 

pwwn 

Use pwwn to allow a pWWN to log in through the specified interfaces. 

Use undo pwwn to delete the configuration. 

Syntax 
pwwn pwwn [ interface interface-list ] [ smartsan-static ] 

undo pwwn pwwn [ interface interface-list ] [ smartsan-static ] 

Default 
A pWWN is not allowed to log in through the specified interfaces. 
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Views 
VSAN view 

Predefined user roles 
network-admin 

Parameters 
nwwn: Specifies the pWWN (WWN of an N_Port or NP_Port) in the format of xx:xx:xx:xx:xx:xx:xx:xx, 
where x is a hexadecimal number. 

interface interface-list: Specifies a space-separated list of up to 10 interface items. Each item 
specifies an interface or a range of interfaces in the form of interface-type interface-number1 to 
interface-type interface-number2. The value for interface-number2 must be greater than or equal to 
the value for interface-number1. The two interfaces that define an interface range must be the same 
type and on the same card. The interface type can only be FC interface (cannot be a member port of 
an FC aggregate interface), FC aggregate interface, or VFC interface. If you do not specify the 
interface interface-list option, the specified pWWN can log in through any interface. 

smartsan-static: Allows Smart SAN-capable N_Ports or NP_Ports whose Smart SAN Security 
Support field is not 0x00 to log in through the specified interfaces. The configured entry is a Smart 
SAN static entry. If you do not specify this keyword, the configured entry is a static entry. 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command. 

You can configure this command only after you enable port security. You can specify the 
smartsan-static keyword only after you enable Smart SAN for FC/FCoE. 

After you add (or delete) a binding entry to (or from) the port security database, the switch performs 
authorization checks on devices already logged in. If the device specified in the binding entry or a 
device on a specified interface passes authorization checks, the device is not logged out. Otherwise, 
the device is logged out.  

Examples 
# Allow pWWN 20:36:44:78:66:77:ab:9e to log in through FC 1/0/1 in VSAN 2. 
<Sysname> system-view 

[Sysname] vsan 2 

[Sysname-vsan2] pwwn 20:36:44:78:66:77:ab:9e interface fc 1/0/1 

# Allow pWWN 20:36:44:78:66:77:ab:9e to log in through VFC 1 in VSAN 2. 
<Sysname> system-view 

[Sysname] vsan 2 

[Sysname-vsan2] pwwn 20:36:44:78:66:77:ab:9e interface vfc 1 

Related commands 
display fc-port-security database 

reset fc-port-security database 

Use reset fc-port-security database to clear binding entries in the port security database. 

Syntax 
reset fc-port-security database { all | auto-learn | smartsan-static | static } [ interface 
interface-type interface-number ] vsan vsan-id 

Views 
User view 
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Predefined user roles 
network-admin 

Parameters 
all: Specifies all binding entries, including static entries, learned entries, learning entries, and Smart 
SAN static entries. 

auto-learn: Specifies learned and learning entries. 

static: Specifies static entries. 

smartsan-static: Specifies Smart SAN static entries. 

interface interface-type interface-number: Specifies an interface by its type and number. If you do 
not specify an interface, this command clears binding entries for all interfaces. 

vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. On an FCF-NPV switch, this 
command clears the binding entries for only VSANs operating in FCF mode. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command. 

After you execute this command, the switch performs authorization checks on devices already 
logged in. Therefore, the switch might log out devices already logged in. 

Examples 
# Clear static binding entries in the port security database for VSAN 2. 
<Sysname> reset fc-port-security database static vsan 2 

Related commands 
display fc-port-security database 

reset fc-port-security statistics 

Use reset fc-port-security statistics to clear port security statistics for a VSAN. 

Syntax 
reset fc-port-security statistics vsan vsan-id 

Views 
User view 

Predefined user roles 
network-admin 

Parameters 
vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. On an FCF-NPV switch, this 
command clears the port security statistics for only VSANs operating in FCF mode. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command. 

Examples 
# Clear port security statistics for VSAN 2. 
<Sysname> reset fc-port-security statistics vsan 2 

Related commands 
display fc-port-security statistics 
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snmp-agent trap enable fc-port-security 

Use snmp-agent trap enable fc-port-security to enable SNMP notifications for port security. 

Use undo snmp-agent trap enable fc-fabric to disable SNMP notifications for port security. 

Syntax 
snmp-agent trap enable fc-port-security [ violation-happen ] 
undo snmp-agent trap enable fc-port-security [ violation-happen ] 

Default 
All SNMP notifications for port security are disabled. 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
violation-happen: Specifies notifications about only security violations. This keyword enables the 
switch to generate a notification when the switch detects a security violation. The notification 
includes the WWN of the violating device, the interface through which the violating device attempted 
to log in, and login time. If you do not specify this keyword, the command enables all SNMP 
notifications for port security. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command. 

To report critical port security events to an NMS, enable SNMP notifications for port security. For port 
security event notifications to be sent correctly, you must also configure SNMP on the device. For 
more information about SNMP configuration, see Network Management and Monitoring 
Configuration Guide. 

Examples 
# Enable all SNMP notifications for port security. 
<Sysname> system-view 

[Sysname] snmp-agent trap enable fc-port-security 

swwn 

Use swwn to allow an sWWN to log in through the specified interfaces. 

Use undo swwn to delete the configuration. 

Syntax 
swwn swwn [ interface interface-list ] 

undo swwn swwn [ interface interface-list ] 

Default 
An sWWN is not allowed to log in through the specified interfaces. 

Views 
VSAN view 

Predefined user roles 
network-admin 
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Parameters 
swwn: Specifies the sWWN (WWN of an FCF switch) in the format of xx:xx:xx:xx:xx:xx:xx:xx, where 
x is a hexadecimal number. 

interface interface-list: Specifies a space-separated list of up to 10 interface items. Each item 
specifies an interface or a range of interfaces in the form of interface-type interface-number1 to 
interface-type interface-number2. The value for interface-number2 must be greater than or equal to 
the value for interface-number1. The two interfaces that define an interface range must be the same 
type and on the same card. The interface type can only be FC interface (cannot be a member port of 
an FC aggregate interface), FC aggregate interface, or VFC interface. If you do not specify the 
interface interface-list option, the specified sWWN can log in through any interface. 

Usage guidelines 
Only FCF switches and VSANs operating in FCF mode support this command. 

You can configure this command only after you enable port security. 

After you add (or delete) a binding entry to (or from) the port security database, the switch performs 
authorization checks on devices already logged in. If the device specified in the binding entry or a 
device on a specified interface passes authorization checks, the device is not logged out. Otherwise, 
the device is logged out. 

Examples 
# Allow sWWN 20:36:44:78:66:77:ab:9e to log in through FC 1/0/1 in VSAN 2. 
<Sysname> system-view 

[Sysname] vsan 2 

[Sysname-vsan2] swwn 20:36:44:78:66:77:ab:9e interface fc 1/0/1 

# Allow sWWN 20:36:44:78:66:77:ab:9e to log in through VFC 1 in VSAN 2. 
<Sysname> system-view 

[Sysname] vsan 2 

[Sysname-vsan2] swwn 20:36:44:78:66:77:ab:9e interface vfc 1 

Related commands 
display fc-port-security database 

New feature: Configuring FCS 

Overview 
The Fabric Configuration Server (FCS) feature discovers topology information of a fabric, including 
switches in the fabric and ports on each switch. A management application (for example, SNMP 
software) determines the physical and logical topologies of the fabric based on the FCS topology 
information. It also manages the switches in the fabric. 

The FCS describes the topology of a fabric by using the following objects: 
• Interconnect element (IE) object—Each switch in a fabric is an IE object. One or more IE 

objects are interconnected to form a fabric. An IE object has a set of attributes, as shown in 
Table 172. 

• Port object—Each FC or VFC interface on an IE object is a port object. An IE object has one or 
more port objects. A port object has a set of attributes, as shown in Table 173. 

Table 172 IE object attributes 

Attribute Description 
IE WWN WWN of the IE. 
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Attribute Description 
IE type The IE type can only be Switch. 

Domain ID Domain ID of the IE. 

Fabric name Name of the fabric where the IE resides. 

Logical name Device name of the IE, which can be configured by using the sysname 
command. 

Management address list 

Management protocol supported by the IE and management address. 
Only SNMP is supported. The management address is in the form of a 
URL. For example, snmp://192.168.6.100 indicates that the 
management protocol is SNMP and the management address is 
192.168.6.100. 
An IE can have one or more management addresses. 

Information list Includes vendor name, product name/number, release code, and other 
vendor-specific information. 

 

Table 173 Port object attributes 

Attribute Description 
Port WWN WWN of the port. 

Port type Port mode: E_Port or F_Port. 

Tx type 

Transmitter type of the port: 
• 10GBASE-CX4. 
• 10GBASE-ER 1550nm laser. 
• 10GBASE-EW 1550nm laser. 
• 10GBASE-LR 1310nm laser. 
• 10GBASE-LW 1310nm laser. 
• 10GBASE-LX4 WWDM 1300nm laser. 
• 10GBASE-SR 850nm laser. 
• 10GBASE-SW 850nm laser. 
• Electrical-EL. 
• Long wave laser cost reduced-LC(1310nm). 
• Long wave laser-LL(1550nm). 
• Short wave laser-SN(850nm). 

Module type 

Transceiver module type of the port: 
• GBIC with serial ID. 
• GBIC without serial ID. 
• GLM. 
• QSFP. 
• SFP-DWDM. 
• SFP with serial ID. 
• SFP without serial ID. 
• X2-DWDM. 
• X2 Medium. 
• X2 short. 
• X2 Tall. 
• XENPAK. 
• XFP. 
• XPAX Medium. 
• XPAX short. 
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Attribute Description 
• XPAX Tall. 

Port number Port index. 

Attached port WWNs 
WWNs of connected ports. 
If the nodes are registered through an NPV switch, multiple connected 
ports might exist. 

Port state 
Current port status: 
• Online—The port link is connected. 
• Offline—The port link is not connected. 

Port speed capability 

The supported speed can be one or any combination of the following 
options: 
• 1 Gbps. 
• 2 Gbps. 
• 4 Gbps. 
• 8 Gbps. 
• 10 Gbps. 
• 16 Gbps. 
• 20 Gbps. 

Port speed operation 

The current speed can only be one of the following options: 
• 1 Gbps. 
• 2 Gbps. 
• 4 Gbps. 
• 8 Gbps. 
• 10 Gbps. 
• 16 Gbps. 
• 20 Gbps. 

Port zoning enforcement 
status Zoning type supported by the port: soft zoning or hard zoning. 

 

Starting a topology discovery 
You can start a topology discovery on any switch in a fabric. The topology discovery process is as 
follows: 
1. Each switch in a fabric maintains a list of all IE objects in the fabric. When no topology discovery 

is in progress in a VSAN, the switch displays the topology discovery status as localOnly in the 
VSAN. The switch stores all IE attributes and port attributes of its own and stores IE WWN, IE 
type, and domain ID attributes of other switches. 

2. When a topology discovery is started, the switch changes the topology discovery status to 
inProgress in the VSAN. The switch obtains the latest IE attributes and port attributes of all 
other switches in the fabric and updates them to the local FCS database. 

3. When the topology discovery is complete, the switch changes the topology discovery status to 
completed in the VSAN. The switch starts an aging timer to specify the amount of time for the 
topology discovery information to be retained. 

4. When the aging timer expires, the switch performs the following operations: 
 Deletes all topology discovery information except its own information.  
 Changes the topology discovery status in the relevant VSAN to localOnly. 

The fabric topology might change. During a topology discovery process, the switch does not obtain 
the following attributes: 
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• IE attributes and port attributes of an IE that joins the fabric after the switch starts obtaining 
these attributes of other IEs. 

• IE attributes and port attributes of an IE that change after the switch finishes obtaining all IE 
attributes and port attributes of that IE.  

The switch processes local topology changes in real time, regardless of topology discovery. 

To start a topology discovery: 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Start a topology 
discovery in specified 
VSANs. 

fcs discovery start [ age 
interval ] vsan vsan-list 

You can start a second topology discovery for 
the same VSAN only after the first topology 
discovery is complete. Otherwise, the system 
displays the message "FCS discovery is being 
performed". 

 

Stopping a topology discovery 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Stop a topology 
discovery in specified 
VSANs. 

fcs discovery stop vsan vsan-list 

After you execute this command, 
the system performs the following 
operations: 
• Stops the topology discovery 

in progress. 
• Deletes the topology 

information obtained from 
non-local switches. 

• Changes the topology 
discovery status back to 
localOnly. 

 

Displaying and maintaining FCS 
Execute display commands in any view. 
 

Task Command 
Display the topology discovery status. display fcs discovery status [ vsan vsan-id ] 

Display the FCS database information. display fcs database [ vsan vsan-id ] 

Display IE information. display fcs ie [ vsan vsan-id ] [ nwwn wwn ] 
[ verbose ] 

Display port information. display fcs port [ vsan vsan-id ] [ pwwn wwn ] 
[ verbose ] 
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FCS configuration example 

Network requirements 

As shown in Figure 116, start a topology discovery to obtain topology information in the fabric for the 
management application. 

Figure 116 Network diagram 

 
 

Configuration procedure 

This section describes only FCS configurations.  

# Configure the switch to operate in advanced mode, save the configuration, and reboot the switch. 
(Skip this step if the switch is operating in advanced mode.) 
<SwitchA> system-view 

[SwitchA] system-working-mode advance 

[SwitchA] save 

[SwitchA] quit 

<SwitchA> reboot 

# Configure the switch to operate in FCF mode.  
<SwitchA> system-view 

[SwitchA] fcoe-mode fcf 

# Start a topology discovery in VSAN 1. 
[SwitchA] fcs discovery start vsan 1 

Verifying the configuration 

# Display the FCS database information in VSAN 1 on Switch A. 
[SwitchA] display fcs database vsan 1 

FCS Local Database in VSAN 1: 

  IE WWN                   : 10:00:00:11:22:00:01:01 

  Domain ID                : 0x01 

  Management address list  : snmp://192.168.0.1 

  Fabric name              : 10:00:00:11:22:00:01:01 

  Logical name             : SwitchA 

  Information list         : HPE#HPE Simware32#Version 7.1.036, Alpha 0101 

  IE_Ports: 

    Interface   Port WWN                  Port type   Attached port WWNs 

    Vfc1        e1:01:00:11:22:00:01:01   E_Port      e2:01:00:11:22:00:01:01 

Switch B

Switch A

Switch DSwitch C Disk
Server
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    Vfc2        e1:01:00:11:22:00:01:02   E_Port      e3:01:00:11:22:00:01:01 

 

  IE WWN                   : 10:00:00:11:22:00:01:02 

  Domain ID                : 0x02 

  Management address list  : snmp://192.168.0.2 

  Fabric name              : 10:00:00:11:22:00:01:01 

  Logical name             : SwitchB 

  Information list         : HPE#HPE Simware32#Version 7.1.036, Alpha 0101 

  IE_Ports: 

    Interface   Port WWN                  Port type   Attached port WWNs 

    -           e2:01:00:11:22:00:01:01   E_Port      e1:01:00:11:22:00:01:01 

    -           e2:01:00:11:22:00:01:02   E_Port      e3:01:00:11:22:00:01:02 

    -           e2:01:00:11:22:00:01:03   E_Port      e4:01:00:11:22:00:01:01 

     

  IE WWN                   : 10:00:00:11:22:00:01:03 

  Domain ID                : 0x03 

  Management address list  : snmp://192.168.0.3 

  Fabric name              : 10:00:00:11:22:00:01:01 

  Logical name             : SwitchC 

  Information list         : HPE#HPE Simware32#Version 7.1.036, Alpha 0101 

  IE_Ports: 

    Interface   Port WWN                  Port type   Attached port WWNs 

    -           e3:01:00:11:22:00:01:01   E_Port      e1:01:00:11:22:00:01:02 

    -           e3:01:00:11:22:00:01:02   E_Port      e2:01:00:11:22:00:01:02 

    -           e3:01:00:11:22:00:01:03   F_Port      48:33:43:2d:46:43:1A:1A 

     

  IE WWN                   : 10:00:00:11:22:00:01:04 

  Domain ID                : 0x04 

  Management address list  : snmp://192.168.0.4 

  Fabric name              : 10:00:00:11:22:00:01:01 

  Logical name             : SwitchD 

  Information list         : HPE#HPE Simware32#Version 7.1.036, Alpha 0101 

  IE_Ports: 

    Interface   Port WWN                  Port type   Attached port WWNs 

    -           e4:01:00:11:22:00:01:01   E_Port      e2:01:00:11:22:00:01:03 

    -           e4:01:00:11:22:00:01:02   F_Port      48:33:43:2d:46:43:1B:1B 

# Display brief information about IEs in VSAN 1 on Switch A. 
[SwitchA] display fcs ie vsan 1 

IE List for VSAN 1: 

  IE WWN                  Domain ID  Mgmt addr list           Logical name 

  10:00:00:11:22:00:01:01 0x01       snmp://192.168.0.1       SwitchA 

  10:00:00:11:22:00:01:02 0x02       snmp://192.168.0.2       SwitchB 

  10:00:00:11:22:00:01:03 0x03       snmp://192.168.0.3       SwitchC 

  10:00:00:11:22:00:01:04 0x04       snmp://192.168.0.4       SwitchD 

 

Total 4 IEs in Fabric. 

# Display brief information about ports in VSAN 1 on Switch A. 
[SwitchA] display fcs port vsan 1 
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Port List for VSAN 1: 

  IE WWN: 10:00:00:11:22:00:01:01 

    Port WWN                Port type Tx type              Module type 

    e1:01:00:11:22:00:01:01 E_Port    10GBASE-CX4          SFP with serial ID 

    e1:01:00:11:22:00:01:02 E_Port    10GBASE-CX4          SFP with serial ID 

 

  Total 2 switch-ports in IE. 

 

  IE WWN: 10:00:00:11:22:00:01:02 

    Port WWN                Port type Tx type              Module type 

    e2:01:00:11:22:00:01:01 E_Port    10GBASE-CX4          SFP with serial ID 

    e2:01:00:11:22:00:01:02 E_Port    10GBASE-CX4          SFP with serial ID 

    e2:01:00:11:22:00:01:03 E_Port    10GBASE-CX4          SFP with serial ID 

 

  Total 3 switch-ports in IE. 

 

  IE WWN: 10:00:00:11:22:00:01:03 

    Port WWN                Port type Tx type              Module type 

    e3:01:00:11:22:00:01:01 E_Port    10GBASE-CX4          SFP with serial ID 

    e3:01:00:11:22:00:01:02 E_Port    10GBASE-CX4          SFP with serial ID 

    e3:01:00:11:22:00:01:03 F_Port    10GBASE-CX4          SFP with serial ID 

 

  Total 3 switch-ports in IE. 

 

  IE WWN: 10:00:00:11:22:00:01:04 

    Port WWN                Port type Tx type              Module type 

    e4:01:00:11:22:00:01:01 E_Port    10GBASE-CX4          SFP with serial ID 

    e4:01:00:11:22:00:01:02 F_Port    10GBASE-CX4          SFP with serial ID 

 

  Total 2 switch-ports in IE. 

FCS commands 
The commands in this section are supported only on FCF and FCF-NPV switches.  

display fcs database 

Use display fcs database to display the local FCS database information, including IE and port 
information. 

Syntax 
display fcs database [ vsan vsan-id ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 
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Parameters 
vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. If you do not specify a VSAN, this 
command displays the FCS database information in all VSANs. On an FCF-NPV switch, this 
command displays the FCS database information in only VSANs operating in FCF mode. 

Examples 
# Display the FCS database information in all VSANs. 
<Sysname> display fcs database 

FCS Local Database in VSAN 1: 

  IE WWN                   : 10:00:00:11:22:00:01:01 

  Domain ID                : 0x01 

  Management address list  : snmp://192.168.6.100 

                             snmp://192.168.0.100 

  Fabric name              : 10:00:00:11:22:00:01:01 

  Logical name             : IE-Sysname1 

  Information list         : xxx, Inc.#DS-A8263-M5#1.3(2a)  

  IE_Ports: 

    Interface   Port WWN                  Port type  Attached port WWNs 

    Vfc2        2f:12:01:11:22:00:01:01   F_Port      2f:12:01:11:22:00:01:02 

                                                     2f:12:01:11:22:00:01:03 

                                                     2f:12:01:11:22:00:01:04 

    Vfc1        38:00:00:11:22:00:01:01   E_Port     38:00:00:11:22:00:01:02 

 

  IE WWN                   : 10:00:00:11:22:00:01:02 

  Domain ID                : 0x02 

  Management address list  : snmp://192.168.6.101 

  Fabric name              : 10:00:00:11:22:00:01:01 

  Logical name             : IE-Sysname2 

  Information list         : xxx, Inc.#DS-A8263-M5#1.3(2a)  

  IE_Ports: 

    Interface   Port WWN                  Port type  Attached port WWNs 

    -           2f:15:01:11:22:00:01:01   F_Port     2f:15:01:11:22:00:01:02 

    -           38:00:00:11:22:00:01:01   E_Port     38:00:00:11:22:00:01:02 

 

 

FCS Local Database in VSAN 2: 

  IE WWN                   : 10:00:00:11:22:00:01:01 

  Domain ID                : 0x01 

  Management address list  : snmp://192.168.6.100 

                             snmp://192.168.0.100 

  Fabric name              : 10:00:00:11:22:00:01:01 

  Logical name             : IE-Sysname 

  Information list         : xxx, Inc.#DS-A8263-M5#1.3(2a)  

  IE_Ports: 

    Interface    Port WWN                  Port type  Attached port WWNs 
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Table 174 Command output 

Field Description 

Management address list 

• snmp://192.168.6.100—SNMP is supported by the IE, and the 
management IP address is 192.168.6.100. 

• Unknown—No management IP address is obtained from the IE. 
• NA—No management IP address is configured on the IE. 

Fabric name 
Name of the fabric where the IE resides. 
Unknown indicates that the fabric name is not obtained from the IE. 

Logical name 
Device name of the IE. 
Unknown indicates that the device name is not obtained from the IE. 

Information list 
Includes vendor name, model name/number, and release code. 
Unknown indicates that the information list is not obtained from the IE. 

Interface 
Interface name. 
The interface name is displayed for only interfaces on the local IE. For 
interfaces on non-local IEs, a hyphen (-) is displayed. 

Port type 
Port mode: E_Port or F_Port. 
Unknown is displayed for port modes other than E_Port and F_Port. 

Attached port WWNs 
WWNs of connected ports. 
NA indicates that the port does not connect to any ports. 

 

Related commands 
fcs discovery start 

display fcs discovery status 

Use display fcs discovery status to display the topology discovery status. 

Syntax 
display fcs discovery status [ vsan vsan-id ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. If you do not specify a VSAN, this 
command displays the topology discovery status in all VSANs. On an FCF-NPV switch, this 
command displays the topology discovery status in only VSANs operating in FCF mode. 

Examples 
# Display the topology discovery status in all VSANs. 
<Sysname> display fcs discovery status 

VSAN    Discovery Status 

1       inProgress 

2       completed 

3       localOnly 
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Related commands 
fcs discovery start 
fcs discovery stop 

display fcs ie 

Use display fcs ie to display IE information. 

Syntax 
display fcs ie [ vsan vsan-id [ nwwn wwn ] ] [ verbose ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. If you do not specify a VSAN, this 
command displays the IE information in all VSANs. On an FCF-NPV switch, this command displays 
the IE information in only VSANs operating in FCF mode. 

nwwn wwn: Specifies a node by its WWN in the format of xx:xx:xx:xx:xx:xx:xx:xx (hexadecimal). If 
you do not specify a node, this command displays the IE information for all nodes. 

verbose: Displays detailed IE information. If you do not specify this keyword, the command displays 
brief IE information. 

Examples 
# Display the IE information in all VSANs. 
<Sysname> display fcs ie 

IE List for VSAN 1: 

  IE WWN                   Domain ID   Mgmt addr list           Logical name 

  10:00:00:11:22:00:01:01  0x01        snmp://192.168.6.100     Sysname 

                                       snmp://192.168.0.100 

  10:00:00:11:22:00:01:02  0x02        snmp://192.168.6.101     Sysname 

 

  Total 2 IEs in Fabric. 

 

IE List for VSAN 2: 

  IE WWN                   Domain ID   Mgmt addr list           Logical name 

  10:00:00:11:22:00:01:01  0x01        snmp://192.168.6.100     Sysname 

 

  Total 1 IEs in Fabric. 

# Display the IE information in VSAN 1. 
<Sysname> display fcs ie vsan 1 

IE List for VSAN 1: 

  IE WWN                   Domain ID   Mgmt addr list           Logical name 

  10:00:00:11:22:00:01:01  0x01        snmp://192.168.6.100     Sysname 

                                       snmp://192.168.0.100 

  10:00:00:11:22:00:01:02  0x02        snmp://192.168.6.101     Sysname 
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  Total 2 IEs in Fabric. 

# Display the brief IE information for the node with WWN 10:00:00:11:22:00:01:01 in VSAN 1. 
<Sysname> display fcs ie vsan 1 nwwn 10:00:00:11:22:00:01:01 

IE WWN                   Domain ID   Mgmt addr list            Logical name 

10:00:00:11:22:00:01:01  0x01        snmp://192.168.6.100      Sysname 

                                     snmp://192.168.0.100 

# Display the detailed IE information for the node with WWN 10:00:00:11:22:00:01:01 in VSAN 1. 
<Sysname> display fcs ie vsan 1 nwwn 10:00:00:11:22:00:01:01 verbose  

IE Attributes: 

  IE WWN                 : 10:00:00:11:22:00:01:01 

  IE type                : Switch 

  Domain ID              : 0x01 

  Fabric name            : 10:00:00:11:22:00:01:01 

  Logical name           : Sysname 

  Management address list: snmp://192.168.6.100 

                           snmp://192.168.0.100 

  Information list       : 

    Vendor name      : abc, Inc. 

    Model name/number: DS-A8263-M5 

    Release code     : 1.3(2a) 

# Display the detailed IE information in all VSANs. 
<Sysname> display fcs ie verbose 

IE List for VSAN 1: 

  IE Attributes: 

    IE WWN                 : 10:00:00:11:22:00:01:01 

    IE type                : Switch 

    Domain ID              : 0x01 

    Fabric name            : 10:00:00:11:22:00:01:01 

    Logical name           : Sysname 

    Management address list: snmp://192.168.6.100 

                             snmp://192.168.0.100 

    Information list       :  

      Vendor name      : abc, Inc. 

      Model name/number: DS-A8263-M5 

      Release code     : 1.3(2a) 

 

  Total 1 IEs in Fabric. 

 

IE List for VSAN 2: 

  IE Attributes: 

    IE WWN                 : 10:00:00:11:22:00:01:01 

    IE type                : Switch 

    Domain ID              : 0x01 

    Fabric name            : 10:00:00:11:22:00:01:01 

    Logical name           : Sysname 

    Management address list: snmp://192.168.6.100 

                             snmp://192.168.0.100 
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    Information list       :  

      Vendor name      : abc, Inc. 

      Model name/number: DS-A8263-M5 

      Release code     : 1.3(2a) 

 

  Total 1 IEs in Fabric. 

Table 175 Command output 

Field Description 

IE type 
The IE type can only be Switch. 
Unknown is displayed for all other types. 

Fabric name 
Name of the fabric where the IE resides. 
Unknown indicates that the fabric name is not obtained from the IE. 

Logical name 
Device name of the IE. 
Unknown indicates that the device name is not obtained from the IE. 

Mgmt addr list 
Management address list 

• snmp://192.168.6.100—SNMP is supported by the IE, and the 
management IP address is 192.168.6.100. 

• Unknown—No management IP address is obtained from the IE. 
• NA—No management IP address is configured on the IE. 

Information list 
Includes vendor name, model name/number, and release code. 
Unknown indicates that the information list is not obtained from the IE. 

 

Related commands 
fcs discovery start 

display fcs port 

Use display fcs port to display port information. 

Syntax 
display fcs port [ vsan vsan-id [ pwwn wwn ] ] [ verbose ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. If you do not specify a VSAN, this 
command displays the port information in all VSANs. On an FCF-NPV switch, this command 
displays the port information in only VSANs operating in FCF mode. 

pwwn wwn: Specifies a port by its WWN in the format of xx:xx:xx:xx:xx:xx:xx:xx (hexadecimal). If 
you do not specify a port, this commands displays information about all ports. 

verbose: Displays detailed port information. If you do not specify this keyword, the command 
displays brief port information. 

Examples 
# Display the port information for all VSANs. 
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<Sysname> display fcs port 

Port List for VSAN 1: 

  IE WWN: 10:00:00:11:22:00:01:01 

    Port WWN                  Port type    Tx type             Module type 

    2f:15:01:11:22:00:01:01   Unknown      Shortwave Laser     SFP with Serial ID 

    38:00:00:11:22:00:01:01   E_Port       Shortwave Laser     SFP with Serial ID 

 

    Total 2 switch-ports in IE. 

 

  IE WWN: 10:00:00:11:22:00:01:02 

    Port WWN                  Port type    Tx type             Module type 

    38:00:00:11:22:00:01:02   E_Port       Shortwave Laser     SFP with Serial ID 

 

    Total 1 switch-ports in IE. 

 

Port List for VSAN 2: 

  IE WWN: 10:00:00:11:22:00:01:01 

    Port WWN                  Port type    Tx type             Module type 

    2f:15:01:11:22:00:01:01   Unknown      Shortwave Laser     SFP with Serial ID 

    38:00:00:11:22:00:01:01   E_Port       Shortwave Laser     SFP with Serial ID 

 

    Total 2 switch-ports in IE. 

# Display the brief port information for the port with WWN 38:00:00:11:22:00:01:01 in VSAN 1. 
<Sysname> display fcs port vsan 1 pwwn 38:00:00:11:22:00:01:01 

Port WWN                  Port type    Tx type             Module type 

38:00:00:11:22:00:01:01   E_Port       Shortwave Laser     SFP with Serial ID 

# Display the detailed port information for the port with WWN 38:00:00:11:22:00:01:01 in VSAN 1. 
<Sysname> display fcs port vsan 1 pwwn 38:00:00:11:22:00:01:01 verbose 

Port Attributes: 

  Port WWN                         : 38:00:00:11:22:00:01:01 

  Port type                        : E_Port 

  Tx type                          : Shortwave Laser 

  Module type                      : SFP with Serial ID 

  Port number                      : 465 

  Attached port WWNs               : 2f:15:01:11:22:00:01:02 

  Port state                       : Offline 

  Port speed capability            : 10Gbps, 16Gbps 

  Port speed operation             : 10Gbps  

  Port zoning enforcement status   : Soft, Hard 

Table 176 Command output 

Field Description 

Port type 
Port mode: E_Port or F_Port. 
Unknown is displayed for port modes other than E_Port and F_Port. 
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Field Description 

Tx type 

Transmitter type of the port: 
• 10GBASE-CX4. 
• 10GBASE-ER 1550nm laser. 
• 10GBASE-EW 1550nm laser. 
• 10GBASE-LR 1310nm laser. 
• 10GBASE-LW 1310nm laser. 
• 10GBASE-LX4 WWDM 1300nm laser. 
• 10GBASE-SR 850nm laser. 
• 10GBASE-SW 850nm laser. 
• Electrical-EL. 
• Long wave laser cost reduced-LC(1310nm). 
• Long wave laser-LL(1550nm). 
• Short wave laser-SN(850nm). 
Unknown is displayed for cable types other than the preceding ones or for a 
VN interface. 

Module type 

Transceiver module type of the port: 
• GBIC with serial ID. 
• GBIC without serial ID. 
• GLM. 
• QSFP. 
• SFP-DWDM. 
• SFP with serial ID. 
• SFP without serial ID. 
• X2-DWDM. 
• X2 Medium. 
• X2 short. 
• X2 Tall. 
• XENPAK. 
• XFP. 
• XPAX Medium. 
• XPAX short. 
• XPAX Tall. 
Other is displayed for transceiver module types other than the preceding 
ones. 
Unknown is displayed when the transceiver module type cannot be obtained 
or when the port is a VN interface. 

Port number Port index. 

Attached port WWNs 
WWNs of connected ports. 
If the nodes are registered through an NPV switch, there might be multiple 
connected ports. 

Port state 

Current port state: 
• Online—The port link is connected. 
• Offline—The port link is not connected. 
• Unknown—Port state other than Online or Offline. 
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Field Description 

Port speed capability 

The supported speed can be one or more of the following options: 
• 1 Gbps. 
• 2 Gbps. 
• 4 Gbps. 
• 8 Gbps. 
• 10 Gbps. 
• 16 Gbps. 
• 20 Gbps. 
Unknown is displayed for speeds other than the preceding ones or for a VN 
interface. 

Port speed operation 

The current speed can only be one of the following options: 
• 1 Gbps. 
• 2 Gbps. 
• 4 Gbps. 
• 8 Gbps. 
• 10 Gbps. 
• 16 Gbps. 
• 20 Gbps. 
Unknown is displayed for speeds other than the preceding ones or for a VN 
interface. Speed not established is displayed when the current port state is 
Offline. 

Port zoning enforcement 
status 

Zoning type supported by the port: soft zoning or hard zoning. 
Soft zoning and hard zoning can be both supported. NA is displayed when 
neither of them is supported. 

 

Related commands 
fcs discovery start 

fcs discovery start 

Use fcs discovery start to start a topology discovery in VSANs. 

Syntax 
fcs discovery start [ age interval ] vsan vsan-list 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
age interval: Specifies the aging time for the topology discovery information, in the range of 300 to 
86400 seconds. The default is 900 seconds. 

vsan vsan-list: Specifies a VSAN by its ID or a range of VSANs in the form of vsan-id1 to vsan-id2. 
The value range for the vsan-id argument is 1 to 3839. The value for vsan-id2 must be greater than 
or equal to the value for vsan-id1. 

Examples 
# Start a topology discovery in VSAN 1 through VSAN 100. 
<Sysname> system-view 
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[Sysname] fcs discovery start vsan 1 to 100 

Related commands 
display fcs database 
display fcs discovery status 
display fcs ie 
display fcs port 

fcs discovery stop 

Use fcs discovery stop to stop a topology discovery in VSANs. 

Syntax 
fcs discovery stop vsan vsan-list 

Views 
System view 

Predefined user roles 
network-admin 

Parameters 
vsan vsan-list: Specifies a VSAN by its ID or a range of VSANs in the form of vsan-id1 to vsan-id2. 
The value range for the vsan-id argument is 1 to 3839. The value for vsan-id2 must be greater than 
or equal to the value for vsan-id1. 

Examples 
# Stop the topology discovery in VSAN 1 through VSAN 100. 
<Sysname> system-view 

[Sysname] fcs discovery stop vsan 1 to 100 

Related commands 
fcs discovery start 

New feature: Configuring FDMI 

Overview 
The Fabric Device Management Interface (FDMI) feature allows you to view information about host 
bus adapters (HBAs) on all registered nodes in a fabric. The HBA information includes HBAs and 
ports on each HBA. 

Each switch obtains the HBA information of its directly connected and registered nodes and sends 
the information to other switches in the fabric. As a result, each switch has HBA information for all the 
nodes registered with the fabric. 

An HBA is an FC storage network card. Each HBA appears as an HBA object to the switch. An HBA 
object has a set of attributes, as shown in Table 177. 

Each physical FC interface on an HBA object is a port object. An HBA object can have a maximum of 
256 port objects. A port object has a set of attributes, as shown in Table 178. 

When RPRT or RPA packets from a port object include Smart SAN attributes, the following rules 
apply to displaying FDMI database information: 
• If the switch is enabled with Smart SAN, Smart SAN attributes are displayed for the port object. 
• If the switch is not enabled with Smart SAN, no information is displayed. 
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When RPRT or RPA packets from a port object do not include Smart SAN attributes, Smart SAN 
attributes are not displayed, regardless of whether the switch is enabled with Smart SAN. 

The following are Smart SAN attributes: 
• Smart SAN Service Category. 
• Smart SAN globally unique identifier (GUID). 
• Smart SAN Version. 
• Smart SAN Product Name (Model). 
• Smart SAN Port Info. 
• Smart SAN QoS Support. 
• Smart SAN Security Support. 
• Smart SAN Connected Ports. 

Table 177 HBA object attributes 

Attribute Description 

HBA ID 

An HBA ID identifies an HBA. 
If an HBA has only one physical interface, the WWN of the physical interface 
is used as the HBA ID. If the HBA has more than one physical interface, the 
WWN of one of the physical interfaces is selected as the HBA ID. 

Manufacturer Manufacturer of the HBA. 

Serial Number Serial number of the HBA. 

Model Model of the HBA. 

Model Description Model description for the HBA. 

Node Name WWN of the node where the HBA resides. 

Node Symbolic Name Symbolic name of the node where the HBA resides. 

Hardware Version Hardware version of the HBA. 

Driver Version Driver version of the HBA. 

Option ROM Version ROM version of the HBA. 

Firmware Version Firmware version of the HBA. 

OS Name and Version Operating system name and version number of the HBA. 

Maximum CT Payload 
Maximum length of CT payload allowed by the HBA. 
The CT payload includes the basic header and extended header of CT 
packets, but not the FC header. 

Vendor Identifier T10 code of the manufacturer or OEM for the HBA. 

Vendor Specific 
Information Vendor-defined information, which is hexadecimal. 

Number of Ports Number of ports on the HBA. 

Fabric Name Name of the fabric where the HBA resides. 

Boot BIOS Version Boot BIOS version of the HBA. 

Boot BIOS State Boot BIOS state for the HBA: Enabled or Disabled. 
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Table 178 Port object attributes 

Field Description 
Port Name WWN of the port. 

Port Symbolic Name Symbolic name of the port. 

Port Identifier FC ID of the port. 

Port Type Port type. 

Supported Class of 
Service Class of service supported by the port: Class 2 or Class 3. 

Supported FC-4 Types 

FC-4 types supported by the port: 
• FCP. 
• GS3. 
• IP. 
• LLC/SNAP. 
• NPV. 
• SNMP. 
• SW-ILS. 
• VI. 

Port Active FC-4 Types 

FC-4 types active on the port, which can be one or more of the following 
options: 
• FCP. 
• GS3. 
• IP. 
• LLC/SNAP. 
• NPV. 
• SNMP. 
• SW-ILS. 
• VI. 

Supported Speed 

Speeds supported by the port: 
• 1 Gbps. 
• 2 Gbps. 
• 4 Gbps. 
• 8 Gbps. 
• 10 Gbps. 
• 16 Gbps. 
• 20 Gbps. 
• 32 Gbps. 
• 40 Gbps. 
This field displays Unknown for speeds other than the preceding ones. This 
field displays Speed not obtained when the supported speeds cannot be 
determined. 
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Field Description 

Current Speed 

The current speed can only be one of the following options: 
• 1 Gbps. 
• 2 Gbps. 
• 4 Gbps. 
• 8 Gbps. 
• 10 Gbps. 
• 16 Gbps. 
• 20 Gbps. 
• 32 Gbps. 
• 40 Gbps. 
This field displays Unknown for speeds other than the preceding ones. This 
field displays Speed not obtained when the current speed cannot be 
determined. 

OS Device Name Operating system name for the port. 

Maximum Frame Size Maximum frame size supported by the port. 

Host Name Name of the node where the port resides. 

Node Name WWN of the node where the port resides. 

Port Fabric Name Name of the fabric where the port resides. 

Port State Current state of the port. 

Number of Discovered 
Ports Number of ports discovered by the port. 

Smart SAN Service 
Category Smart SAN service category: Smart SAN Initiator or Smart SAN Target. 

Smart SAN GUID Smart SAN GUID. 

Smart SAN Version Smart SAN version. 

Smart SAN Product Name 
(Model) Smart SAN product name (model). 

Smart SAN Port Info 

Port information: 
• 0x01 (Physical)—The port is a physical port. 
• 0x02 (NPIV)—The port supports NPIV. 
• 0x03 (SRIOV)—The port supports SRIOV. 

Smart SAN QoS Support QoS support of the port: 0x00 (Not supported) and 0x01 (Supported). 

Smart SAN Security 
Support 

Security types supported by the port: 
• 0x00 (Not Supported). 
• 0x01 (Tier-1). 
• 0x02 (Tier-2). 
• 0x03 (Tier-3). 

Smart SAN Connected 
Ports This field displays ports on remote nodes discovered by the port. 

 

Displaying and maintaining FDMI 
Execute display commands in any view. 
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Task Command 

Display the FDMI database information. display fdmi database [ vsan vsan-id ] [ hba-id 
hba-id ] [ verbose ] 

 

FDMI commands 

display fdmi database 

Use display fdmi database to display the FDMI database information. 

Syntax 
display fdmi database [ vsan vsan-id [ hba-id hba-id ] ] [ verbose ] 

Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Parameters 
vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. If you do not specify a VSAN, this 
command displays the FDMI database information for all VSANs. On an FCF-NPV switch, this 
command displays the FDMI database information in only VSANs operating in FCF mode. 

hba-id hba-id: Specifies an HBA by its ID in the format of xx:xx:xx:xx:xx:xx:xx:xx (hexadecimal). If 
you do not specify an HBA, this command displays the FDMI database information for all HBAs. 

verbose: Displays detailed FDMI database information. If you do not specify this keyword, the 
command displays brief FDMI database information. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

The FDMI database includes information about only ports on HBAs that have successfully registered 
with the device. 

Examples 
# Display the brief FDMI database information for all VSANs. 
<Sysname> display fdmi database 

Registered HBA List for VSAN 1: 

  HBA ID                        Port Name 

  21:00:00:11:22:00:01:02       21:00:00:11:22:00:01:02 

                                21:00:00:c0:dd:13:cc:d6 

                                21:00:00:c0:dd:13:cc:d7 

  38:00:00:11:22:00:01:01       21:00:00:c0:dd:13:cc:d4 

                                21:00:00:c0:dd:13:cc:d5 

                                38:00:00:11:22:00:01:01 

 

Registered HBA List for VSAN 2: 

  HBA ID                        Port Name 

  38:00:00:11:22:00:01:01       21:00:00:c0:dd:13:cc:d4 

                                21:00:00:c0:dd:13:cc:d5 



 

943 

                                38:00:00:11:22:00:01:01 

Table 179 Command output 

Field Description 
Port Name WWNs of the ports on the HBA. 

 

# Display brief information about the HBA 38:00:00:11:22:00:01:01 in the FDMI database for VSAN 
1. 
<Sysname> display fdmi database vsan 1 hba-id 38:00:00:11:22:00:01:01 

  HBA ID                        Port Name 

  38:00:00:11:22:00:01:01       21:00:00:c0:dd:13:cc:d4 

                                21:00:00:c0:dd:13:cc:d5 

                                38:00:00:11:22:00:01:01 

# Display the detailed FDMI database information for the HBA 50:01:43:80:12:09:54:f4 in VSAN 1 
when Smart SAN is disabled. 
<Sysname> display fdmi database vsan 1 hba-id 50:01:43:80:12:09:54:f4 verbose 

Registered HBA List for VSAN 1: 

  HBA ID: 50:01:43:80:12:09:54:f4 

    Manufacturer: QLogic Corporation 

    Serial Number: MY5140209J 

    Model: HPAK344A 

    Model Description: QLogic HPAK344A Fibre Channel Adapter 

    Node Name: 50:01:43:80:12:09:54:f5 

    Node Symbolic Name: HPAK344A FW:v7.04.00 DVR:v9.1.14.22 

    Hardware Version: PX2810403-21 G 

    Driver Version: 9.1.14.22 

    Option ROM Version: 3.28 

    Firmware Version: 7.04.00 

    OS Name and Version: Windows Server 2008 R2 Datacenter Service Pack 1 

    Maximum CT Payload: 2048 

    Vendor Identifier: QLOGIC 

    Vendor Specific Information: 0x327A0941 

    Number of Ports: 1 

    Fabric Name: 20:01:00:e0:fc:a1:58:00 

    Boot BIOS Version: 3.28 

    Boot BIOS State: Enabled 

      Port Name: 50:01:43:80:12:09:54:f4 

        Port Symbolic Name: HPAK344A FW:v7.04.00 DVR:v9.1.14.22 

        Port Identifier: 0x020000 

        Port Type: 0x01(N) 

        Supported Class of Service: 3 

        Supported FC-4 Types: FCP 

        Port Active FC-4 Types: FCP 

        Supported Speed: 2 Gbps, 4 Gbps, 8 Gbps 

        Current Speed: 8Gbps 

        Maximum Frame Size: 2048 

        OS Device Name: QLogic Adapter 

        Host Name: WIN-NGCFD7VQUA2 

        Port Fabric Name: 20:01:00:e0:fc:a1:58:00 
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        Port State: 0x00000001 

        Number of Discovered Ports: 2 

# Display the detailed FDMI database information for the HBA 50:01:43:80:12:09:54:f4 in VSAN 1 
when Smart SAN is enabled and incoming packets include Smart SAN attributes. 
<Sysname> display fdmi database vsan 1 hba-id 50:01:43:80:12:09:54:f4 verbose 

Registered HBA List for VSAN 1: 

  HBA ID: 50:01:43:80:12:09:54:f4 

    Manufacturer: QLogic Corporation 

    Serial Number: MY5140209J 

    Model: HPAK344A 

    Model Description: QLogic HPAK344A Fibre Channel Adapter 

    Node Name: 50:01:43:80:12:09:54:f5 

    Node Symbolic Name: HPAK344A FW:v7.04.00 DVR:v9.1.14.22 

    Hardware Version: PX2810403-21 G 

    Driver Version: 9.1.14.22 

    Option ROM Version: 3.28 

    Firmware Version: 7.04.00 

    OS Name and Version: Windows Server 2008 R2 Datacenter Service Pack 1 

    Maximum CT Payload: 2048 

    Vendor Identifier: QLOGIC 

    Vendor Specific Information: 0x327A0941 

    Number of Ports: 1 

    Fabric Name: 20:01:00:e0:fc:a1:58:00 

    Boot BIOS Version: 3.28 

    Boot BIOS State: Enabled 

      Port Name: 50:01:43:80:12:09:54:f4 

        Port Symbolic Name: HPAK344A FW:v7.04.00 DVR:v9.1.14.22 

        Port Identifier: 0x020000 

        Port Type: 0x01(N) 

        Supported Class of Service: 3 

        Supported FC-4 Types: FCP 

        Port Active FC-4 Types: FCP 

        Supported Speed: 2 Gbps, 4 Gbps, 8 Gbps 

        Current Speed: 8Gbps 

        Maximum Frame Size: 2048 

        OS Device Name: QLogic Adapter 

        Host Name: WIN-NGCFD7VQUA2 

        Port Fabric Name: 20:01:00:e0:fc:a1:58:00 

        Port State: 0x00000001 

        Number of Discovered Ports: 0 

        Smart SAN Service Category: Smart SAN Initiator 

        Smart SAN GUID: 50014380-1209-54f5-5001-4380120954f4 

        Smart SAN Version: Smart SAN Version 1.0 

        Smart SAN Product Name(Model): HPAK344A 

        Smart SAN Port info: 0x01(Physical) 

        Smart SAN QoS Support: 0x00(Not Supported) 

        Smart SAN Security Support: 0x01(Tier-1) 

        Smart SAN Connected Ports: 20:01:00:e0:fc:a1:58:03 
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Table 180 Command output 

Field Description 
Manufacturer Manufacturer of the HBA. 

Serial Number Serial number of the HBA. 

Model Model of the HBA. 

Model Description Model description for the HBA. 

Node Name WWN of the node where the HBA resides. 

Node Symbolic Name Symbolic name of the node where the HBA resides. 

Hardware Version Hardware version of the HBA. 

Driver Version Driver version of the HBA. 

Option ROM Version ROM version of the HBA. 

Firmware Version Firmware version of the HBA. 

OS Name and Version Operating system name and version number of the HBA. 

Maximum CT Payload 
Maximum length of CT payload allowed by the HBA. 
The CT payload includes the basic header and extended header of CT 
packets, but not the FC header. 

Vendor Identifier T10 code of the manufacturer or OEM for the HBA. 

Vendor Specific 
Information Vendor-defined information, which is hexadecimal. 

Number of Ports Number of ports on the HBA. 

Fabric Name Name of the fabric where the HBA resides. 

Boot BIOS Version Boot BIOS version of the HBA. 

Boot BIOS State Boot BIOS state for the HBA: Enabled or Disabled. 

Port Name WWN of the port on the HBA. 

Port Symbolic Name Symbolic name of the port on the HBA. 

Port Identifier FC ID of the port 

Supported Class of 
Service Class of service supported by the port: Class 2 or Class 3. 

Supported FC-4 Types 

FC-4 types supported by the port: 
• FCP. 
• GS3. 
• IP. 
• LLC/SNAP. 
• NPV. 
• SNMP. 
• SW-ILS. 
• VI. 
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Field Description 

Port Active FC-4 Types 

FC-4 types active on the port, which can be one or more of the following 
options: 
• FCP. 
• GS3. 
• IP. 
• LLC/SNAP. 
• NPV. 
• SNMP. 
• SW-ILS. 
• VI. 

Supported Speed 

Speeds supported by the port: 
• 1 Gbps. 
• 2 Gbps. 
• 4 Gbps. 
• 8 Gbps. 
• 10 Gbps. 
• 16 Gbps. 
• 20 Gbps. 
• 32 Gbps. 
• 40 Gbps. 
This field displays Unknown for speeds other than the preceding ones. This 
field displays Speed not obtained when the supported speeds cannot be 
determined. 

Current Speed 

The current speed can only be one of the following options: 
• 1 Gbps. 
• 2 Gbps. 
• 4 Gbps. 
• 8 Gbps. 
• 10 Gbps. 
• 16 Gbps. 
• 20 Gbps. 
• 32 Gbps. 
• 40 Gbps. 
This field displays Unknown for speeds other than the preceding ones. This 
field displays Speed not obtained when the current speed cannot be 
determined. 

OS Device Name Operating system name for the port. 

Host Name Name of the node where the port resides. 

Node Name WWN of the node where the port resides. 

Port Fabric Name Name of the fabric where the port resides. 

Smart SAN Service 
Category Smart SAN service category: Smart SAN Initiator or Smart SAN Target. 

Smart SAN GUID Smart SAN globally unique identifier. 

Smart SAN Port Info 

Port information: 
• 0x01 (Physical)—The port is a physical port. 
• 0x02 (NPIV)—The port supports NPIV. 
• 0x03 (SRIOV)—The port supports SRIOV. 

Smart SAN QoS Support QoS support of the port: 0x00 (Not supported) and 0x01 (Supported). 
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Field Description 

Smart SAN Security 
Support 

Security types supported by the port: 
• 0x00 (Not Supported). 
• 0x01 (Tier-1). 
• 0x02 (Tier-2). 
• 0x03 (Tier-3). 

Smart SAN Connected 
Ports This field displays ports on remote nodes discovered by the port. 

 

New feature: Configuring FC ping 

Overview 
In an FC SAN, use the fcping command to identify whether a destination address is reachable and 
to test network connectivity. 

In an FC ping operation, the source device sends echo requests to the destination device. It 
determines whether the destination is reachable based on whether it receives echo replies. If the 
destination is reachable, the source device can perform the following operations: 
• Determine the link quality based on the number of echo requests sent and the number of replies 

received. 
• Determine the distance between the source and destination based on the round-trip time of FC 

ping packets. 

A switch supports the following FC ping destinations: 
• N_Port—Use the fcping command on the switch to ping an N_Port at the remote end. The 

destination address of the FC ping operation is the FC address of the N_Port. 
• Switch—The destination address is the destination switch's domain controller address FFFCxx 

(xx is the domain ID of the destination switch). 

Configuration procedure 

Task Command Remarks 

Identify whether a 
destination address is 
reachable. 

fcping [ -c count | -t timeout ] * fcid fcid vsan 
vsan-id 

Available in any view. 
To abort the FC ping 
operation during the 
execution of this 
command, press Ctrl+C. 

 

FC ping configuration examples 

FC ping configuration example by using FC interfaces 

Network requirements 
As shown in Figure 117, identify whether Switch A and Switch B can reach each other. 
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Figure 117 Network diagram 

 
 

Configuration procedure 
1. Configure Switch A: 

# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchA> system-view 

[SwitchA] system-working-mode advance 

[SwitchA] save 

[SwitchA] quit 

<SwitchA> reboot 

# Configure the switch to operate in FCF mode.  
<SwitchA> system-view 

[SwitchA] fcoe-mode fcf 

# Enable the fabric configuration feature for VSAN 1. 
[SwitchA] vsan 1 

[SwitchA-vsan1] domain configure enable 

# Set the domain ID to 1. 
[SwitchA-vsan1] domain-id 1 static 

[SwitchA-vsan1] quit 

# Change Ten-GigabitEthernet 1/0/1 into FC 1/0/1.  
[SwitchA] interface ten-gigabitethernet 1/0/1 

[SwitchA-Ten-GigabitEthernet1/0/1] port-type fc 

# Configure the mode of FC 1/0/1 as E.  
[SwitchA-Fc1/0/1] fc mode e 

# Configure FC 1/0/1 to autonegotiate the speed.  
[SwitchA-Fc1/0/1] speed auto 

# Configure the trunk mode of FC 1/0/1 as On, and assign FC 1/0/1 to VSAN 1 as a trunk port. 
[SwitchA-Fc1/0/1] port trunk mode on 

[SwitchA-Fc1/0/1] port trunk vsan 1 

[SwitchA-Fc1/0/1] quit 

# Enable FCoE in VLAN 10 and map VLAN 10 to VSAN 1.  
[SwitchA] vlan 10 

[SwitchA-vlan10] fcoe enable vsan 1 

[SwitchA-vlan10] quit 

# Configure a static route on Switch A. 
[SwitchA] vsan 1 

[SwitchA-vsan1] fc route-static 020000 8 fc 1/0/1 

2. Configure Switch B: 
# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchB> system-view 

[SwitchB] system-working-mode advance 

Switch A Switch B
Domain ID: 1 Domain ID: 2

FC1/0/1
XGE1/0/1

FC1/0/1
XGE1/0/1
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[SwitchB] save 

[SwitchB] quit 

<SwitchB> reboot 

# Configure the switch to operate in FCF mode.  
<SwitchB> system-view 

[SwitchB] fcoe-mode fcf 

# Enable the fabric configuration feature for VSAN 1. 
[SwitchB] vsan 1 

[SwitchB-vsan1] domain configure enable 

# Set the domain ID to 2. 
[SwitchB-vsan1] domain-id 2 static 

[SwitchB-vsan1] quit 

# Change Ten-GigabitEthernet 1/0/1 int FC 1/0/1.  
[SwitchB] interface ten-gigabitethernet 1/0/1 

[SwitchB-Ten-GigabitEthernet1/0/1] port-type fc 

# Configure the mode of FC 1/0/1 as E.  
[SwitchB-Fc1/0/1] fc mode e 

# Configure FC 1/0/1 to autonegotiate the speed.  
[SwitchB-Fc1/0/1] speed auto 

# Configure the trunk mode of FC 1/0/1 as On, and assign FC 1/0/1 to VSAN 1 as a trunk port. 
[SwitchB-Fc1/0/1] port trunk mode on 

[SwitchB-Fc1/0/1] port trunk vsan 1 

[SwitchB-Fc1/0/1] quit 

# Enable FCoE in VLAN 10 and map VLAN 10 to VSAN 1.  
[SwitchB] vlan 10 

[SwitchB-vlan10] fcoe enable vsan 1 

[SwitchB-vlan10] quit 

# Configure a static route on Switch B. 
[SwitchB] vsan 1 

[SwitchB-vsan1] fc route-static 010000 8 fc 1/0/1 

Verifying the configuration 
# FCping a switch from another switch, for example, FCping Switch B from Switch A. 
[SwitchA-vsan1] fcping fcid fffc02 vsan 1 

FCPING fcid 0xfffc02: 128 data bytes, press CTRL_C to break. 

Reply from 0xfffc02: bytes = 128 time = 23 ms 

Reply from 0xfffc02: bytes = 128 time = 9 ms 

Reply from 0xfffc02: bytes = 128 time = 19 ms 

Reply from 0xfffc02: bytes = 128 time = 14 ms 

Reply from 0xfffc02: bytes = 128 time = 25 ms 

 

--- 0xfffc02 fcping statistics --- 

5 packet(s) transmitted 

5 packet(s) received 

0.00% packet loss 

round-trip min/avg/max = 9/18/25 ms 
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FC ping configuration examples by using VFC interfaces 

Network requirements 
Identify whether Switch A and Switch B can reach each other. 

Figure 118 Network diagram 

 
 

Configuration procedure 
1. Configure Switch A: 

# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchA> system-view 

[SwitchA] system-working-mode advance 

[SwitchA] save 

[SwitchA] quit 

<SwitchA> reboot 

# Configure the switch to operate in FCF mode.  
<SwitchA> system-view 

[SwitchA] fcoe-mode fcf 

# Enable the fabric configuration feature for VSAN 1. 
[SwitchA] vsan 1 

[SwitchA-vsan1] domain configure enable 

# Set the domain ID to 1. 
[SwitchA-vsan1] domain-id 1 static 

[SwitchA-vsan1] quit 

# Create VFC 1.  
[SwitchA] interface vfc 1 

# Configure the mode of VFC 1 as E.  
[SwitchA-Vfc1] fc mode e 

# Bind VFC 1 to Ten-GigabitEthernet 1/0/1.  
[SwitchA-Vfc1] bind interface ten-gigabitethernet 1/0/1 

# Assign VFC 1 to VSAN 1 as a trunk port.  
[SwitchA-Vfc1] port trunk vsan 1 

[SwitchA-Vfc1] quit 

# Configure Ten-GigabitEthernet 1/0/1 as a trunk port, and assign the port to VLAN 10.  
[SwitchA] interface ten-gigabitethernet 1/0/1 

[SwitchA-Ten-GigabitEthernet1/0/1] port link-type trunk 

[SwitchA-Ten-GigabitEthernet1/0/1] port trunk permit vlan 10 

[SwitchA-Ten-GigabitEthernet1/0/1] quit 

# Enable FCoE in VLAN 10 and map VLAN 10 to VSAN 1.  
[SwitchA] vlan 10 

[SwitchA-vlan10] fcoe enable vsan 1 

[SwitchA-vlan10] quit 

Switch A Switch B
Domain ID: 1 Domain ID: 2

VFC1
XGE1/0/1

VFC1
XGE1/0/1
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# Configure a static route on Switch A. 
[SwitchA] vsan 1 

[SwitchA-vsan1] fc route-static 020000 8 vfc 1 

[SwitchA-vsan1] quit 

2. Configure Switch B: 
# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchB> system-view 

[SwitchB] system-working-mode advance 

[SwitchB] save 

[SwitchB] quit 

<SwitchB> reboot 

# Configure the switch to operate in FCF mode.  
<SwitchB> system-view 

[SwitchB] fcoe-mode fcf 

# Enable the fabric configuration feature for VSAN 1. 
[SwitchB] vsan 1 

[SwitchB-vsan1] domain configure enable 

# Set the domain ID to 2. 
[SwitchB-vsan1] domain-id 2 static 

[SwitchB-vsan1] quit 

# Create VFC 1.  
[SwitchB] interface vfc 1 

# Configure the mode of VFC 1 as E.  
[SwitchB-Vfc1] fc mode e 

# Bind VFC 1 to Ten-GigabitEthernet 1/0/1.  
[SwitchB-Vfc1] bind interface ten-gigabitethernet 1/0/1 

# Assign VFC 1 to VSAN 1.  
[SwitchB-Vfc1] port trunk vsan 1 

[SwitchB-Vfc1] quit 

# Configure Ten-GigabitEthernet 1/0/1 as a trunk port, and assign the port to VLAN 10.  
[SwitchB] interface ten-gigabitethernet 1/0/1 

[SwitchB-Ten-GigabitEthernet1/0/1] port link-type trunk 

[SwitchB-Ten-GigabitEthernet1/0/1] port trunk permit vlan 10 

[SwitchB-Ten-GigabitEthernet1/0/1] quit 

# Enable FCoE in VLAN 10 and map VLAN 10 to VSAN 1.  
[SwitchB] vlan 10 

[SwitchB-vlan10] fcoe enable vsan 1 

[SwitchB-vlan10] quit 

# Configure a static route on Switch B. 
[SwitchB] vsan 1 

[SwitchB-vsan1] fc route-static 010000 8 vfc 1 

[SwitchB-vsan1] quit 

Verifying the configuration 
# FCping a switch from another switch, for example, FCping Switch B from Switch A. 
[SwitchA] fcping fcid fffc02 vsan 1 

FCPING fcid 0xfffc02: 128 data bytes, press CTRL_C to break. 
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Reply from 0xfffc02: bytes = 128 time = 23 ms 

Reply from 0xfffc02: bytes = 128 time = 9 ms 

Reply from 0xfffc02: bytes = 128 time = 19 ms 

Reply from 0xfffc02: bytes = 128 time = 14 ms 

Reply from 0xfffc02: bytes = 128 time = 25 ms 

 

--- 0xfffc02 fcping statistics --- 

5 packet(s) transmitted 

5 packet(s) received 

0.00% packet loss 

round-trip min/avg/max = 9/18/25 ms 

FC ping commands 

fcping 

Use fcping to FCping a node or an FCF switch. 

Syntax 
fcping [ -c count | -t timeout ] * fcid fcid vsan vsan-id 

Views 
Any view 

Predefined user roles 
network-admin 

Parameters 
-c count: Specifies the number of echo requests to be sent, in the range of 0 to 2147483647. The 
default is 5. The value of 0 indicates that echo requests are continuously sent until you manually stop 
sending them. 

-t timeout: Specifies the timeout value for an echo reply, in the range of 1 to 10 seconds. The default 
is 5 seconds. If the source does not receive an echo reply within the timeout period, it determines 
that the echo reply times out. 

fcid fcid: Specifies the destination address.  
• If the destination is a node, the fcid argument indicates the FC address of the node.  
• If the destination is an FC switch, the fcid argument indicates the switch's domain controller 

address fffcxx (xx is the domain ID of the switch). For example, if the domain ID of the 
destination switch is 3, its domain controller address is fffc03. 

vsan vsan-id: Specifies a VSAN by its ID in the range of 1 to 3839. 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

To abort the FC ping operation during the execution of this command, press Ctrl+C. 

Examples 
# FCping the address fffc02 in VSAN 1. 
<Sysname> fcping fcid fffc02 vsan 1 

FCPING fcid 0xfffc02: 128 data bytes, press CTRL_C to break. 

Reply from 0xfffc02: bytes = 128 time = 1.281 ms 

Reply from 0xfffc02: bytes = 128 time = 0.890 ms  
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Reply from 0xfffc02: bytes = 128 time = 0.889 ms  

Reply from 0xfffc02: bytes = 128 time = 0.892 ms 

Reply from 0xfffc02: bytes = 128 time = 0.894 ms 

 

--- 0xfffc02 fcping statistics --- 

5 packet(s) transmitted 

5 packet(s) received 

0.00% packet loss 

round-trip min/avg/max = 0.889/0.969/1.281 ms 

The output shows that all FC ping packets were successfully received. 

# FCping the address FFFC01 in VSAN 1.  
<Sysname> fcping fcid fffc01 vsan 1 

FCPING fcid 0xfffc01: 128 data bytes, press CTRL_C to break. 

fcping: sendto: No route to host 

fcping: sendto: No route to host 

fcping: sendto: ^C 

--- 0xfffc01 fcping statistics --- 

3 packet(s) transmitted 

0 packet(s) received 

100.00% packet loss 

The output shows that FC ping packets were not received. 

Table 181 Command output 

Field Description 

FCPING fcid 0xfffc02 Identify whether the device with destination address 
0xfffc02 is reachable.  

128 data bytes Number of data bytes in each echo request.  

press CTRL_C to break During the execution of the command, press Ctrl+C to 
abort the FC ping operation.  

Reply from 0xfffc02: bytes = 128 time = 0.892 
ms 

The echo reply was received from the device whose 
destination address is 0xfffc02. 
• bytes—Number of data bytes in the echo reply. 
• time—Response time.  

Request time out No echo reply was received within the timeout period. 

fcping: sendto: No route to host Echo requests failed to be delivered. 

--- 0xfffc02 fcping statistics --- Statistics on the data received and sent in the FC ping 
operation. 

5 packet(s) transmitted Number of echo requests sent. 

5 packet(s) received Number of echo replies received. 

0.00% packet loss Percentage of packets not responded to the total number of 
packets sent. 

round-trip min/avg/max = 0.889/0.969/1.281 
ms 

Minimum/average/maximum response time, in 
milliseconds. 
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New feature: Configuring FC tracert 

Overview 
In an FC SAN, use the fctracert command to obtain bidirectional routing information between source 
and destination, and check the network connectivity. 

You can use this feature to identify failed nodes and test network connectivity. 

FC tracert includes the following processes: 
• Uplink process—Beginning from the source, each switch along the path sends the Switch 

Trace Route (STR) packet to its next hop until the STR packet reaches the destination switch. 
(If the destination of FC tracert is a node, the destination switch refers to the FCF switch directly 
connected to the node.) Each switch adds its uplink path information (including its WWN and 
domain ID) to the STR packet. After the STR packet reaches the destination switch, the 
downlink process starts. 

• Downlink process—Beginning from the destination switch, each switch along the path sends 
the STR packet to its next hop until the STR packet reaches the source switch. Each switch 
adds its downlink path information (with the same content as the uplink path information) to the 
STR packet. When the source switch receives the STR packet, the FC tracert process ends. 
The source outputs information (in the STR packet) about all uplink and downlink switches 
along the path.  

If an FCF switch fails to forward the STR packet, the switch performs the following operations: 
• Sets an error reason in the packet.  
• Sends the packet (containing information about switches the packet has passed through) 

directly to the source switch. 

Figure 119 shows the FC tracert process. 

Figure 119 FC tracert flowchart 

 
 

The following describes the process of an FC tracert operation from Switch A to Switch C. 
1. Uplink process 

a. Switch A adds its uplink path information (including its WWN and domain ID) to the STR 
request packet and sends the packet to the next hop Switch B.  

b. After receiving the packet, Switch B replies with an STR ACC packet to Switch A. 

Source switch
Switch A

Intermediate switch
Switch B

Destination switch
Switch C 

STR Request

STR ACC
STR Request

STR ACC

STR Request

STR ACC
STR Request

STR ACC
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c. Switch B adds its uplink path information to the received STR packet and sends it to the 
destination switch, Switch C.  

d. After receiving the packet, Switch C replies with an STR ACC packet to Switch B. 
e. Switch C adds its uplink path information to the received packet.  
The collection of uplink path information is complete. 

2. Downlink process 
a. Switch C sends the STR request packet to Switch A hop by hop in the same way as in the 

uplink process. 
b. After receiving the STR request packet with a downlink flag, Switch A outputs information 

about all uplink and downlink switches. 

Configuration procedure 

Task Command Remarks 

Detect bidirectional routing 
information between source 
and destination. 

fctracert [ -t timeout ] fcid fcid vsan vsan-id 

Available in any view. 
To abort the FC tracert 
operation during the 
execution of this 
command, press Ctrl+C. 

 

FC tracert configuration examples 

FC tracert configuration example by using FC interfaces 

Network requirements 
As shown in Figure 120, detect bidirectional routing information between Switch A and Switch C, and 
identify the faulty node (if any). 

Figure 120 Network diagram 

 
 

Configuration procedure 
1. Configure Switch A: 

# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchA> system-view 

[SwitchA] system-working-mode advance 

[SwitchA] save 

[SwitchA] quit 

<SwitchA> reboot 

# Configure the switch to operate in FCF mode.  
<SwitchA> system-view 

[SwitchA] fcoe-mode fcf 

# Enable the fabric configuration feature for VSAN 1. 

Switch A Switch B
Domain ID: 1 Domain ID: 2

Switch C
Domain ID: 3

FC1/0/1
XGE1/0/1

FC1/0/1
XGE1/0/1

FC1/0/2
XGE1/0/2

FC1/0/1
XGE1/0/1
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[SwitchA] vsan 1 

[SwitchA-vsan1] domain configure enable 

# Set the domain ID to 1. 
[SwitchA-vsan1] domain-id 1 static 

[SwitchA-vsan1] quit 

# Change Ten-GigabitEthernet 1/0/1 into FC 1/0/1.  
[SwitchA] interface ten-gigabitethernet 1/0/1 

[SwitchA-Ten-GigabitEthernet1/0/1] port-type fc 

# Configure the mode of FC 1/0/1 as E.  
[SwitchA-Fc1/0/1] fc mode e 

# Configure FC 1/0/1 to autonegotiate the speed.  
[SwitchA-Fc1/0/1] speed auto 

# Configure the trunk mode of FC 1/0/1 as On, and assign FC 1/0/1 to VSAN 1 as a trunk port. 
[SwitchA-Fc1/0/1] port trunk mode on 

[SwitchA-Fc1/0/1] port trunk vsan 1 

[SwitchA-Fc1/0/1] quit 

# Enable FCoE in VLAN 10 and map VLAN 10 to VSAN 1.  
[SwitchA] vlan 10 

[SwitchA-vlan10] fcoe enable vsan 1 

[SwitchA-vlan10] quit 

# Disable FSPF for VSAN 1. 
[SwitchA] vsan 1 

[SwitchA-vsan1] undo fspf enable 

# Configure static routes.  
[SwitchA-vsan1] fc route-static 020000 8 fc 1/0/1 

[SwitchA-vsan1] fc route-static 030000 8 fc 1/0/1 

2. Configure Switch B: 
# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchB> system-view 

[SwitchB] system-working-mode advance 

[SwitchB] save 

[SwitchB] quit 

<SwitchB> reboot 

# Configure the switch to operate in FCF mode.  
<SwitchB> system-view 

[SwitchB] fcoe-mode fcf 

# Enable the fabric configuration feature for VSAN 1. 
[SwitchB] vsan 1 

[SwitchB-vsan1] domain configure enable 

# Set the domain ID to 2. 
[SwitchB-vsan1] domain-id 2 static 

[SwitchB-vsan1] quit 

# Change Ten-GigabitEthernet 1/0/1 into FC 1/0/1.  
[SwitchB] interface ten-gigabitethernet 1/0/1 

[SwitchB-Ten-GigabitEthernet1/0/1] port-type fc 

# Configure the mode of FC 1/0/1 as E.  
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[SwitchB-Fc1/0/1] fc mode e 

# Configure FC 1/0/1 to autonegotiate the speed.  
[SwitchB-Fc1/0/1] speed auto 

# Configure the trunk mode of FC 1/0/1 as On, and assign FC 1/0/1 to VSAN 1 as a trunk port. 
[SwitchB-Fc1/0/1] port trunk mode on 

[SwitchB-Fc1/0/1] port trunk vsan 1 

[SwitchB-Fc1/0/1] quit 

# Change Ten-GigabitEthernet 1/0/2 into FC 1/0/2.  
[SwitchB] interface ten-gigabitethernet 1/0/2 

[SwitchB-Ten-GigabitEthernet1/0/2] port-type fc 

# Configure the mode of FC 1/0/2 as E.  
[SwitchB-Fc1/0/2] fc mode e 

# Configure FC 1/0/2 to autonegotiate the speed.  
[SwitchB-Fc1/0/2] speed auto 

# Configure the trunk mode of FC 1/0/2 as On, and assign FC 1/0/2 to VSAN 1 as a trunk port. 
[SwitchB-Fc1/0/2] port trunk mode on 

[SwitchB-Fc1/0/2] port trunk vsan 1 

[SwitchB-Fc1/0/2] quit 

# Enable FCoE in VLAN 10 and map VLAN 10 to VSAN 1.  
[SwitchB] vlan 10 

[SwitchB-vlan10] fcoe enable vsan 1 

[SwitchB-vlan10] quit 

# Disable FSPF for VSAN 1. 
[SwitchB] vsan 1 

[SwitchB-vsan1] undo fspf enable 

# Configure a static route.  
[SwitchB-vsan1] fc route-static 010000 8 fc 1/0/1 

3. Configure Switch C: 
# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchC> system-view 

[SwitchC] system-working-mode advance 

[SwitchC] save 

[SwitchC] quit 

<SwitchC> reboot 

# Configure the switch to operate in FCF mode.  
<SwitchC> system-view 

[SwitchC] fcoe-mode fcf 

# Enable the fabric configuration feature for VSAN 1. 
[SwitchC] vsan 1 

[SwitchC-vsan1] domain configure enable 

# Set the domain ID to 3. 
[SwitchC-vsan1] domain-id 3 static 

[SwitchC-vsan1] quit 

# Change Ten-GigabitEthernet 1/0/1 into FC 1/0/1.  
[SwitchC] interface ten-gigabitethernet 1/0/1 

[SwitchC-Ten-GigabitEthernet1/0/1] port-type fc 
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# Configure the mode of FC 1/0/1 as E.  
[SwitchC-Fc1/0/1] fc mode e 

# Configure FC 1/0/1 to autonegotiate the speed.  
[SwitchC-Fc1/0/1] speed auto 

# Configure the trunk mode of FC 1/0/1 as On, and assign FC 1/0/1 to VSAN 1 as a trunk port. 
[SwitchC-Fc1/0/1] port trunk mode on 

[SwitchC-Fc1/0/1] port trunk vsan 1 

[SwitchC-Fc1/0/1] quit 

# Enable FCoE in VLAN 10 and map VLAN 10 to VSAN 1.  
[SwitchC] vlan 10 

[SwitchC-vlan10] fcoe enable vsan 1 

[SwitchC-vlan10] quit 

# Disable FSPF for VSAN 1. 
[SwitchC] vsan 1 

[SwitchC-vsan1] undo fspf enable 

4. FCping Switch C from Switch A. 
[SwitchA-vsan1] fcping fcid fffc03 vsan 1 

FCPING fcid 0xfffc03: 128 data bytes, press CTRL_C to break. 

Request time out 

Request time out 

Request time out 

Request time out 

Request time out 

 

--- 0xfffc03 fcping statistics --- 

5 packet(s) transmitted 

0 packet(s) received 

100.00% packet loss 

The output shows that Switch A cannot reach Switch C. 
5. Use the fctracert command to identify the faulty node. 

[SwitchA-vsan1] fctracert fcid fffc03 vsan 1 

Route present for: 0xfffc03, press CTRL_C to break 

20:00:00:0b:46:00:02:82(0xfffc01) 

20:00:00:05:30:00:18:db(0xfffc02) 

Fctracert uncompleted: no route to destination port. 

The output shows that: 
 Switch A can reach Switch B. 
 Switch B cannot reach Switch C. 

Verifying the configuration 
# Use the display fc routing-table command on Switch B to verify that a route to Switch C does not 
exist. (Details not shown.) 

FC tracert configuration example by using VFC interfaces 

Network requirements 
As shown in Figure 121, detect bidirectional routing information between Switch A and Switch C, and 
identify the faulty node (if any).  
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Figure 121 Network diagram 

 
 

Configuration procedure 
1. Configure Switch A: 

# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchA> system-view 

[SwitchA] system-working-mode advance 

[SwitchA] save 

[SwitchA] quit 

<SwitchA> reboot 

# Configure the switch to operate in FCF mode.  
<SwitchA> system-view 

[SwitchA] fcoe-mode fcf 

# Enable the fabric configuration feature for VSAN 1. 
[SwitchA] vsan 1 

[SwitchA-vsan1] domain configure enable 

# Set the domain ID to 1. 
[SwitchA-vsan1] domain-id 1 static 

# Disable FSPF for VSAN 1. 
[SwitchA-vsan1] undo fspf enable 

# Configure static routes.  
[SwitchA-vsan1] fc route-static 020000 8 vfc 1 

[SwitchA-vsan1] fc route-static 030000 8 vfc 1 

[SwitchA-vsan1] quit 

# Create VFC 1.  
[SwitchA] interface vfc 1 

# Configure the mode of VFC 1 as E.  
[SwitchA-Vfc1] fc mode e 

# Bind VFC 1 to Ten-GigabitEthernet 1/0/1.  
[SwitchA-Vfc1] bind interface ten-gigabitethernet 1/0/1 

# Assign VFC 1 to VSAN 1 as a trunk port.  
[SwitchA-Vfc1] port trunk vsan 1 

[SwitchA-Vfc1] quit 

# Configure Ten-GigabitEthernet 1/0/1 as a trunk port, and assign the port to VLAN 10.  
[SwitchA] interface ten-gigabitethernet 1/0/1 

[SwitchA-Ten-GigabitEthernet1/0/1] port link-type trunk 

[SwitchA-Ten-GigabitEthernet1/0/1] port trunk permit vlan 10 

[SwitchA-Ten-GigabitEthernet1/0/1] quit 

# Enable FCoE in VLAN 10 and map VLAN 10 to VSAN 1.  
[SwitchA] vlan 10 

[SwitchA-vlan10] fcoe enable vsan 1 

Switch A Switch B
Domain ID: 1 Domain ID: 2

Switch C
Domain ID: 3

VFC1
XGE1/0/1

VFC1
XGE1/0/1

VFC2
XGE1/0/2

VFC1
XGE1/0/1
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[SwitchA-vlan10] quit 

2. Configure Switch B: 
# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchB> system-view 

[SwitchB] system-working-mode advance 

[SwitchB] save 

[SwitchB] quit 

<SwitchB> reboot 

# Configure the switch to operate in FCF mode.  
<SwitchB> system-view 

[SwitchB] fcoe-mode fcf 

# Enable the fabric configuration feature for VSAN 1. 
[SwitchB] vsan 1 

[SwitchB-vsan1] domain configure enable 

# Set the domain ID to 2. 
[SwitchB-vsan1] domain-id 2 static 

# Disable FSPF for VSAN 1. 
[SwitchB-vsan1] undo fspf enable 

# Configure a static route.  
[SwitchB-vsan1] fc route-static 010000 8 vfc 1 

[SwitchB-vsan1] quit 

# Create VFC 1.  
[SwitchB] interface vfc 1 

# Configure the mode of VFC 1 as E.  
[SwitchB-Vfc1] fc mode e 

# Bind VFC 1 to Ten-GigabitEthernet 1/0/1.  
[SwitchB-Vfc1] bind interface ten-gigabitethernet 1/0/1 

# Assign VFC 1 to VSAN 1 as a trunk port.  
[SwitchB-Vfc1] port trunk vsan 1 

[SwitchB-Vfc1] quit 

# Configure Ten-GigabitEthernet 1/0/1 as a trunk port, and assign the port to VLAN 10.  
[SwitchB] interface ten-gigabitethernet 1/0/1 

[SwitchB-Ten-GigabitEthernet1/0/1] port link-type trunk 

[SwitchB-Ten-GigabitEthernet1/0/1] port trunk permit vlan 10 

[SwitchB-Ten-GigabitEthernet1/0/1] quit 

# Create VFC 2.  
[SwitchB] interface vfc 2 

# Configure the mode of VFC 2 as E.  
[SwitchB-Vfc2] fc mode e 

# Bind VFC 2 to Ten-GigabitEthernet 1/0/2.  
[SwitchB-Vfc2] bind interface ten-gigabitethernet 1/0/2 

# Assign VFC 2 to VSAN 1 as a trunk port.  
[SwitchB-Vfc2] port trunk vsan 1 

[SwitchB-Vfc2] quit 

# Configure Ten-GigabitEthernet 1/0/2 as a trunk port, and assign the port to VLAN 10.  
[SwitchB] interface ten-gigabitethernet 1/0/2 
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[SwitchB-Ten-GigabitEthernet1/0/2] port link-type trunk 

[SwitchB-Ten-GigabitEthernet1/0/2] port trunk permit vlan 10 

[SwitchB-Ten-GigabitEthernet1/0/2] quit 

# Enable FCoE in VLAN 10 and map VLAN 10 to VSAN 1.  
[SwitchB] vlan 10 

[SwitchB-vlan10] fcoe enable vsan 1 

[SwitchB-vlan10] quit 

3. Configure Switch C: 
# Configure the switch to operate in advanced mode, save the configuration, and reboot the 
switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchC> system-view 

[SwitchC] system-working-mode advance 

[SwitchC] save 

[SwitchC] quit 

<SwitchC> reboot 

# Configure the switch to operate in FCF mode.  
<SwitchC> system-view 

[SwitchC] fcoe-mode fcf 

# Enable the fabric configuration feature for VSAN 1. 
[SwitchC] vsan 1 

[SwitchC-vsan1] domain configure enable 

# Set the domain ID to 3. 
[SwitchC-vsan1] domain-id 3 static 

# Disable FSPF for VSAN 1. 
[SwitchC-vsan1] undo fspf enable 

[SwitchC-vsan1] quit 

# Create VFC 1.  
[SwitchC] interface vfc 1 

# Configure the mode of VFC 1 as E.  
[SwitchC-Vfc1] fc mode e 

# Bind VFC 1 to Ten-GigabitEthernet 1/0/1. 
[SwitchC-Vfc1] bind interface ten-gigabitethernet 1/0/1 

# Assign VFC 1 to VSAN 1 as a trunk port.  
[SwitchC-Vfc1] port trunk vsan 1 

[SwitchC-Vfc1] quit 

# Configure Ten-GigabitEthernet 1/0/1 as a trunk port, and assign the port to VLAN 10.  
[SwitchC] interface ten-gigabitethernet 1/0/1 

[SwitchC-Ten-GigabitEthernet1/0/1] port link-type trunk 

[SwitchC-Ten-GigabitEthernet1/0/1] port trunk permit vlan 10 

[SwitchC-Ten-GigabitEthernet1/0/1] quit 

# Enable FCoE in VLAN 10 and map VLAN 10 to VSAN 1.  
[SwitchC] vlan 10 

[SwitchC-vlan10] fcoe enable vsan 1 

[SwitchC-vlan10] quit 

4. FCping Switch C from Switch A. 
[SwitchA] fcping fcid fffc03 vsan 1 

FCPING fcid 0xfffc03: 128 data bytes, press CTRL_C to break. 
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Request time out 

Request time out 

Request time out 

Request time out 

Request time out 

 

--- 0xfffc03 fcping statistics --- 

5 packet(s) transmitted 

0 packet(s) received 

100.00% packet loss 

The output shows that Switch A cannot reach Switch C. 
5. Use the fctracert command to identify the faulty node. 

[SwitchA] fctracert fcid fffc03 vsan 1 

Route present for: 0xfffc03, press CTRL_C to break 

20:00:00:0b:46:00:02:82(0xfffc01) 

20:00:00:05:30:00:18:db(0xfffc02) 

Fctracert uncompleted: no route to destination port. 

The output shows that: 
 Switch A can reach Switch B. 
 Switch B cannot reach Switch C.  

Verifying the configuration 
# Use the display fc routing-table command on Switch B to verify that a route to Switch C does not 
exist. (Details not shown.) 

FC tracert commands 

fctracert 

Use fctracert to detect bidirectional routing information between the local end and a destination. The 
destination can be a node or FCF switch. 

Syntax 
fctracert [ -t timeout ] fcid fcid vsan vsan-id 

Views 
Any view 

Predefined user roles 
network-admin 

Parameters 
-t timeout: Specifies the timeout value for the entire FC tracert process, in the range of 1 to 10 
seconds. The default is 5 seconds. 

fcid fcid: Specifies the destination address.  
• If the destination is a node, the fcid argument indicates the FC address of the node.  
• If the destination is an FC switch, the fcid argument indicates the switch's domain controller 

address fffcxx (xx is the domain ID of the switch). For example, if the domain ID of the 
destination switch is 3, its domain controller address is fffc03. 

vsan vsan-id: Specifies an existing VSAN by its ID in the range of 1 to 3839. 



 

963 

Usage guidelines 
Only FCF and FCF-NPV switches support this command.  

The bidirectional routing information includes WWNs and domain controller addresses of all 
switches on a round trip. The device supports a maximum of 255 hops for a round trip. 

To abort the FC tracert operation during the execution of the command, press Ctrl+C. 

Examples 
# Detect bidirectional routing information between the local end and a node with FC address 
0xd70000 in VSAN 1. 
<Sysname> fctracert fcid d70000 vsan 1 

Route present for: 0xd70000, press CTRL_C to break. 

20:00:00:0b:46:00:02:82(0xfffcd5) 

20:00:00:05:30:00:18:db(0xfffcd7) 

20:00:00:05:30:00:18:db(0xfffcd7) 

20:00:00:0b:46:00:02:82(0xfffcd5) 

Fctracert completed. 

Table 182 Command output 

Field Description 
Route present for Path from a source to a destination. 

press CTRL_C to break During the execution of the command, press Ctrl+C to abort the FC 
tracert operation. 

20:00:00:0b:46:00:02:82 WWN value. 

0xfffcd5 Domain controller address 0xfffcxx of the switch, where xx is the domain 
ID of the switch. 

Fctracert uncompleted. 

The FC tracert operation fails to be completed for the following possible 
reasons: 
• Resource is not enough. 
• Max hops reached. 
• Fabric is being built. 
• No route to destination port. 
• Destination port is not in fabric. 
• Destination port and source port are not in the same zone. 

Service is unavailable. The FC tracert service is not started, or internal processing fails. 
 

New feature: Comprehensive FC and FCoE configuration 
examples 

FCoE configuration example by using VFC interfaces (in standalone 
mode) 

Network requirements 

As shown in Figure 122:  
• Switch A and Switch B are connected to an Ethernet switch, and operate at the access layer of 

the LAN.  
• Switch A and Switch B are connected to Switch C and Switch D, respectively.  
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• The four switches operate as the FCF switches of the SANs.  

Configure FCoE to meet the following requirements: 
• The transmission network formed by Switch A, Switch B, and the Ethernet switch can use the 

server to provide services for the LAN. The transmission network formed by switches A through 
D can enable the server to access the disk device.  

• Link backup is used to implement high availability for the packets to and from the server and 
disk device.  

• The bandwidth is increased for the link between Switch A and Switch C and the link between 
Switch B and Switch D. Link backup and load sharing are implemented.  

Figure 122 Network diagram 

 
 

Requirements analysis 

As a best practice to transmit the storage traffic over lossless Ethernet links in the SANs, perform the 
following tasks:  
• Configure DCBX, PFC in auto mode, and ETS on the Ethernet interfaces connecting the 

switches to the server.  
• Configure DCBX and PFC in auto mode on the Ethernet interfaces connecting the switches to 

the disk device.  
• Enable PFC by force on the Ethernet interfaces connecting switches.  

To implement link backup between the server and the disk device, use two separate SANs to provide 
connections between the server and the disk device. The two SANs can use the same VSAN. The 
two separate VSANs are as follows:  

     Link aggregation 2

Ethernet link
FCoE link

Ethernet switch

FCF switch

LAN

     Link aggregation 1

FCF switch

FCF switchFCF switch

Disk device
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XGE1/0/5 XGE1/0/5
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XGE1/0/1 to XGE1/0/4
VFC1

XGE1/0/1 to XGE1/0/4
VFC1

XGE1/0/1 to XGE1/0/4
VFC1

XGE1/0/1 to XGE1/0/4
VFC1

Switch BSwitch A

Switch DSwitch C
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• One physical SAN is formed by the server, Switch A, Switch C, and the disk device.  
• The other physical SAN is formed by the server, Switch B, Switch D, and the disk device.  

To transmit the Ethernet traffic of the LAN in VLAN 1001, configure the following interfaces to allow 
VLAN 1001: 
• The Ethernet interfaces connecting Switch A and Switch B to the LAN.  
• The Ethernet interfaces connecting Switch A and Switch B to the server.  

To transmit the storage traffic of the SANs in VSAN 100, configure the interfaces connecting the four 
FCF switches to the SANs to allow VSAN 100.  

To transmit the storage traffic of VSAN 100 within VLAN 4001, map VLAN 4001 to VSAN 100. 

To avoid physical loops in a complex LAN, enable STP on the Ethernet interfaces connecting Switch 
A and Switch B to the LAN. In this example, you do not need to enable STP, because the LAN is 
simple and will not have loops. 

To prevent loops on the interfaces that connect Switch A and Switch B to the server, configure the 
interfaces as edge ports and enable BPDU guard. An edge port does not participate in spanning tree 
calculation and can rapidly transition to the forwarding state. When the server logs in to Switch A or 
Switch B again, traffic loss is minimized for the server.  

To prevent STP from blocking the interfaces that are responsible for forwarding storage traffic on 
Switch A and Switch B, disable STP on the interfaces connecting the four FCF switches.  

For the server to access the resources in the disk device, configure the members in the default zone 
to access each other.  

To increase the bandwidth for the link between Switch A and Switch C and implement link backup 
and load sharing, configure Ethernet link aggregation group 1.  

To increase the bandwidth for the link between Switch B and Switch D and implement link backup 
and load sharing, configure Ethernet link aggregation group 2.  

Configuration restrictions and guidelines 

As a best practice, build the fabric dynamically and use FSPF for FC routing when the SANs are 
complex. 

Configuration procedures 

Configuring Switch A 
1. Configure the switch to operate in advanced mode, save the configuration, and reboot the 

switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchA> system-view 

[SwitchA] system-working-mode advance 

[SwitchA] save 

[SwitchA] quit 

<SwitchA> reboot 

2. Configure VLANs and interfaces: 
# Create VLANs 1001 and 4001, which are intended to transmit Ethernet traffic and storage 
traffic, respectively.  
<SwitchA> system-view 

[SwitchA] vlan 1001 

[SwitchA-vlan1001] description ToLAN 

[SwitchA-vlan1001] quit 

[SwitchA] vlan 4001 
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[SwitchA-vlan4001] description ToSAN 

[SwitchA-vlan4001] quit 

# Enable STP globally. 
[SwitchA] stp global enable 

# Enable BPDU guard globally.  
[SwitchA] stp bpdu-protection 

# Configure Ten-GigabitEthernet 1/0/5 as a hybrid port.  
[SwitchA] interface ten-gigabitethernet 1/0/5 

[SwitchA-Ten-GigabitEthernet1/0/5] port link-type hybrid 

# Assign Ten-GigabitEthernet 1/0/5 to VLAN 1001 as an untagged member.  
[SwitchA-Ten-GigabitEthernet1/0/5] port hybrid vlan 1001 untagged 

# Assign Ten-GigabitEthernet 1/0/5 to VLAN 4001 as a tagged member.  
[SwitchA-Ten-GigabitEthernet1/0/5] port hybrid vlan 4001 tagged 

# Set the PVID to VLAN 1001 for the interface.  
[SwitchA-Ten-GigabitEthernet1/0/5] port hybrid pvid vlan 1001 

# Disable STP on Ten-GigabitEthernet 1/0/5. 
[SwitchA-Ten-GigabitEthernet1/0/5] undo stp enable 

# Configure Ten-GigabitEthernet 1/0/5 as an edge port.  
[SwitchA-Ten-GigabitEthernet1/0/5] stp edged-port 

# Enable BPDU guard on Ten-GigabitEthernet 1/0/5.  
[SwitchA-Ten-GigabitEthernet1/0/5] stp port bpdu-protection enable 

[SwitchA-Ten-GigabitEthernet1/0/5] quit 

# Configure Ten-GigabitEthernet 1/0/6 as a trunk port, and assign the interface to VLAN 1001.  
[SwitchA] interface ten-gigabitethernet 1/0/6 

[SwitchA-Ten-GigabitEthernet1/0/6] port link-type trunk 

[SwitchA-Ten-GigabitEthernet1/0/6] port trunk permit vlan 1001 

# Enable STP on Ten-GigabitEthernet 1/0/6.  
[SwitchA-Ten-GigabitEthernet1/0/6] stp enable 

[SwitchA-Ten-GigabitEthernet1/0/6] quit 

# Create Layer 2 aggregate interface 1, and configure it to operate in dynamic aggregation 
mode.  
[SwitchA] interface bridge-aggregation 1 

[SwitchA-Bridge-Aggregation1] link-aggregation mode dynamic 

# Disable STP on Layer 2 aggregate interface 1.  
[SwitchA-Bridge-Aggregation1] undo stp enable 

[SwitchA-Bridge-Aggregation1] quit 

# Assign Ten-GigabitEthernet 1/0/1 through Ten-GigabitEthernet 1/0/4 to Layer 2 aggregation 
group 1.  
[SwitchA] interface ten-gigabitethernet 1/0/1 

[SwitchA-Ten-GigabitEthernet1/0/1] port link-aggregation group 1 

[SwitchA-Ten-GigabitEthernet1/0/1] quit 

[SwitchA] interface ten-gigabitethernet 1/0/2 

[SwitchA-Ten-GigabitEthernet1/0/2] port link-aggregation group 1 

[SwitchA-Ten-GigabitEthernet1/0/2] quit 

[SwitchA] interface ten-gigabitethernet 1/0/3 

[SwitchA-Ten-GigabitEthernet1/0/3] port link-aggregation group 1 

[SwitchA-Ten-GigabitEthernet1/0/3] quit 
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[SwitchA] interface ten-gigabitethernet 1/0/4 

[SwitchA-Ten-GigabitEthernet1/0/4] port link-aggregation group 1 

[SwitchA-Ten-GigabitEthernet1/0/4] quit 

# Configure Layer 2 aggregate interface 1 as a trunk port, and assign the aggregate interface to 
VLAN 4001.  
[SwitchA] interface bridge-aggregation 1 

[SwitchA-Bridge-Aggregation1] port link-type trunk 

[SwitchA-Bridge-Aggregation1] port trunk permit vlan 4001 

[SwitchA-Bridge-Aggregation1] quit 

3. Configure DCBX: 
# Enable LLDP globally. 
[SwitchA] lldp global enable 

# Create a Layer 2 ACL named DCBX. 
[SwitchA] acl mac name DCBX 

# Configure the ACL to permit FCoE packets (protocol number is 0x8906) to pass through. 
[SwitchA-acl-mac-DCBX] rule 0 permit type 8906 ffff 

# Configure the ACL to permit FIP protocol packets (protocol number is 0x8914) to pass 
through. 
[SwitchA-acl-mac-DCBX] rule 5 permit type 8914 ffff 

[SwitchA-acl-mac-DCBX] quit 

# Create a class named DCBX, configure the operator of the class as OR, and use ACL DCBX 
as the match criterion of the class. 
[SwitchA] traffic classifier DCBX operator or 

[SwitchA-classifier-DCBX] if-match acl name DCBX 

[SwitchA-classifier-DCBX] quit 

# Create a behavior named DCBX, and configure the behavior to mark packets with 802.1p 
priority value 3. 
[SwitchA] traffic behavior DCBX 

[SwitchA-behavior-DCBX] remark dot1p 3 

[SwitchA-behavior-DCBX] quit 

# Create a QoS policy named DCBX, associate class DCBX with traffic behavior DCBX in the 
QoS policy, and specify that the association apply to DCBX. 
[SwitchA] qos policy DCBX 

[SwitchA-qospolicy-DCBX] classifier DCBX behavior DCBX mode dcbx 

[SwitchA-qospolicy-DCBX] quit 

# Enable LLDP and DCBX TLV advertising on Ten-GigabitEthernet 1/0/5. 
[SwitchA] interface ten-gigabitethernet 1/0/5 

[SwitchA-Ten-GigabitEthernet1/0/5] lldp enable 

[SwitchA-Ten-GigabitEthernet1/0/5] lldp tlv-enable dot1-tlv dcbx 

# Apply QoS policy DCBX to the outgoing traffic of Ten-GigabitEthernet 1/0/5.  
[SwitchA-Ten-GigabitEthernet1/0/5] qos apply policy DCBX outbound 

4. Configure PFC: 
# Enable PFC in auto mode on Ten-GigabitEthernet 1/0/5.  
[SwitchA-Ten-GigabitEthernet1/0/5] priority-flow-control auto 

# Enable PFC for 802.1p priority 3 on Ten-GigabitEthernet 1/0/5. 
[SwitchA-Ten-GigabitEthernet1/0/5] priority-flow-control no-drop dot1p 3 

# Configure Ten-GigabitEthernet 1/0/5 to trust the 802.1p priority carried in incoming packets.  
[SwitchA-Ten-GigabitEthernet1/0/5] qos trust dot1p 
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[SwitchA-Ten-GigabitEthernet1/0/5] quit 

# Enable PFC by force on Ten-GigabitEthernet 1/0/1. 
[SwitchA] interface ten-gigabitethernet 1/0/1 

[SwitchA-Ten-GigabitEthernet1/0/1] priority-flow-control enable 

# Enable PFC for 802.1p priority 3 on Ten-GigabitEthernet 1/0/1. 
[SwitchA-Ten-GigabitEthernet1/0/1] priority-flow-control no-drop dot1p 3 

# Configure Ten-GigabitEthernet 1/0/1 to trust the 802.1p priority carried in incoming packets. 
[SwitchA-Ten-GigabitEthernet1/0/1] qos trust dot1p 

[SwitchA-Ten-GigabitEthernet1/0/1] quit 

# Configure interfaces Ten-GigabitEthernet 1/0/2 through Ten-GigabitEthernet 1/0/4 in the 
same way Ten-GigabitEthernet 1/0/1 is configured.  
[SwitchA] interface ten-gigabitethernet 1/0/2 

[SwitchA-Ten-GigabitEthernet1/0/2] priority-flow-control enable 

[SwitchA-Ten-GigabitEthernet1/0/2] priority-flow-control no-drop dot1p 3 

[SwitchA-Ten-GigabitEthernet1/0/2] qos trust dot1p 

[SwitchA-Ten-GigabitEthernet1/0/2] quit 

[SwitchA] interface ten-gigabitethernet 1/0/3 

[SwitchA-Ten-GigabitEthernet1/0/3] priority-flow-control enable 

[SwitchA-Ten-GigabitEthernet1/0/3] priority-flow-control no-drop dot1p 3 

[SwitchA-Ten-GigabitEthernet1/0/3] qos trust dot1p 

[SwitchA-Ten-GigabitEthernet1/0/3] quit 

[SwitchA] interface ten-gigabitethernet 1/0/4 

[SwitchA-Ten-GigabitEthernet1/0/4] priority-flow-control enable 

[SwitchA-Ten-GigabitEthernet1/0/4] priority-flow-control no-drop dot1p 3 

[SwitchA-Ten-GigabitEthernet1/0/4] qos trust dot1p 

[SwitchA-Ten-GigabitEthernet1/0/4] quit 

5. Configure ETS: 
# Configure the 802.1p-local priority mapping table to:  
 Map 802.1p priority value 3 to local precedence 1.  
 Map the other 802.1p priority values to local precedence 0. 
[SwitchA] qos map-table dot1p-lp 

[SwitchA-maptbl-dot1p-lp] import 3 export 1 

[SwitchA-maptbl-dot1p-lp] import 0 export 0 

[SwitchA-maptbl-dot1p-lp] import 1 export 0 

[SwitchA-maptbl-dot1p-lp] import 2 export 0 

[SwitchA-maptbl-dot1p-lp] import 4 export 0 

[SwitchA-maptbl-dot1p-lp] import 5 export 0 

[SwitchA-maptbl-dot1p-lp] import 6 export 0 

[SwitchA-maptbl-dot1p-lp] import 7 export 0 

[SwitchA-maptbl-dot1p-lp] quit 

# Configure WRR on Ten-GigabitEthernet 1/0/5 as follows:  
 Assign 50% of the interface bandwidth to the FCoE traffic (traffic assigned to queue 1).  
 Assign 50% of the interface bandwidth to the LAN traffic (traffic assigned to queue 0).  
[SwitchA] interface ten-gigabitethernet 1/0/5 

[SwitchA-Ten-GigabitEthernet1/0/5] qos wrr af1 group 1 byte-count 1 

[SwitchA-Ten-GigabitEthernet1/0/5] qos wrr be group 1 byte-count 1 

# Assign the other queues to the SP group on Ten-GigabitEthernet 1/0/5.  
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[SwitchA-Ten-GigabitEthernet1/0/5] qos wrr af2 group sp 

[SwitchA-Ten-GigabitEthernet1/0/5] qos wrr af3 group sp 

[SwitchA-Ten-GigabitEthernet1/0/5] qos wrr af4 group sp 

[SwitchA-Ten-GigabitEthernet1/0/5] qos wrr ef group sp 

[SwitchA-Ten-GigabitEthernet1/0/5] qos wrr cs6 group sp 

[SwitchA-Ten-GigabitEthernet1/0/5] qos wrr cs7 group sp 

[SwitchA-Ten-GigabitEthernet1/0/5] quit 

6. Configure FCoE: 
# Configure the switch to operate in FCF mode.   
[SwitchA] fcoe-mode fcf 

# Enable the fabric configuration feature for VSAN 100. By default, the fabric configuration 
feature is enabled. 
[SwitchA] vsan 100 

[SwitchA-vsan100] domain configure enable 

# Set the domain ID to 2. 
[SwitchA-vsan100] domain-id 2 preferred 

# Enable FSPF. 
[SwitchA-vsan100] fspf enable 

[SwitchA-vsan100] quit 

# Create VFC 1.  
[SwitchA] interface vfc 1 

# Configure the mode of VFC 1 as E.  
[SwitchA-Vfc1] fc mode e 

# Bind VFC 1 to Layer 2 aggregate interface 1.  
[SwitchA-Vfc1] bind interface bridge-aggregation 1 

# Assign VFC 1 to VSAN 100 as a trunk port.  
[SwitchA-Vfc1] port trunk vsan 100 

# Create VFC 2.  
[SwitchA] interface vfc 2 

# Configure the mode of VFC 2 as F.  
[SwitchA-Vfc2] fc mode f 

# Bind VFC 2 to Ten-GigabitEthernet 1/0/5.  
[SwitchA-Vfc2] bind interface ten-gigabitethernet 1/0/5 

# Assign VFC 2 to VSAN 100 as a trunk port.  
[SwitchA-Vfc2] port trunk vsan 100 

[SwitchA-Vfc2] quit 

# Enable FCoE in VLAN 4001 and map VLAN 4001 to VSAN 100.  
[SwitchA] vlan 4001 

[SwitchA-vlan4001] fcoe enable vsan 100 

[SwitchA-vlan4001] quit 

# Enter the view of VSAN 100, and configure the members in the default zone to access each 
other.  
[SwitchA] vsan 100 

[SwitchA-vsan100] zone default-zone permit 

[SwitchA-vsan100] quit 
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Configuring Switch B 
Configure Switch B in the same way Switch A is configured. On Switch B, the Layer 2 aggregate 
interface is Bridge-Aggregation2. 

Configuring Switch C 
1. Configure the switch to operate in advanced mode, save the configuration, and reboot the 

switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchC> system-view 

[SwitchC] system-working-mode advance 

[SwitchC] save 

[SwitchC] quit 

<SwitchC> reboot 

2. Configure VLANs and interfaces: 
# Create VLAN 4001, which is intended to transmit storage traffic.  
<SwitchC> system-view 

[SwitchC] vlan 4001 

[SwitchC-vlan4001] description ToSAN 

[SwitchC-vlan4001] quit 

# Configure Ten-GigabitEthernet 1/0/5 as a hybrid port.  
[SwitchC] interface ten-gigabitethernet 1/0/5 

[SwitchC-Ten-GigabitEthernet1/0/5] port link-type hybrid 

# Assign the interface to VLAN 4001 as a tagged member. 
[SwitchC-Ten-GigabitEthernet1/0/5] port hybrid vlan 4001 tagged 

[SwitchC-Ten-GigabitEthernet1/0/5] quit 

# Create Layer 2 aggregate interface 1, configure it to operate in dynamic aggregation mode, 
and disable STP.  
[SwitchC] interface bridge-aggregation 1 

[SwitchC-Bridge-Aggregation1] link-aggregation mode dynamic 

[SwitchC-Bridge-Aggregation1] undo stp enable 

[SwitchC-Bridge-Aggregation1] quit 

# Assign Ten-GigabitEthernet 1/0/1 through Ten-GigabitEthernet 1/0/4 to Layer 2 aggregation 
group 1.  
[SwitchC] interface ten-gigabitethernet 1/0/1 

[SwitchC-Ten-GigabitEthernet1/0/1] port link-aggregation group 1 

[SwitchC-Ten-GigabitEthernet1/0/1] quit 

[SwitchC] interface ten-gigabitethernet 1/0/2 

[SwitchC-Ten-GigabitEthernet1/0/2] port link-aggregation group 1 

[SwitchC-Ten-GigabitEthernet1/0/2] quit 

[SwitchC] interface ten-gigabitethernet 1/0/3 

[SwitchC-Ten-GigabitEthernet1/0/3] port link-aggregation group 1 

[SwitchC-Ten-GigabitEthernet1/0/3] quit 

[SwitchC] interface ten-gigabitethernet 1/0/4 

[SwitchC-Ten-GigabitEthernet1/0/4] port link-aggregation group 1 

[SwitchC-Ten-GigabitEthernet1/0/4] quit 

# Configure Layer 2 aggregate interface 1 as a trunk port, and assign the aggregate interface to 
VLAN 4001.  
[SwitchC] interface bridge-aggregation 1 

[SwitchC-Bridge-Aggregation1] port link-type trunk 

[SwitchC-Bridge-Aggregation1] port trunk permit vlan 4001 
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[SwitchC-Bridge-Aggregation1] quit 

3. Configure DCBX: 
# Enable LLDP globally. 
[SwitchC] lldp global enable 

# Create a Layer 2 ACL named DCBX. 
[SwitchC] acl mac name DCBX 

# Configure the ACL to permit FCoE packets (protocol number is 0x8906) to pass through. 
[SwitchC-acl-mac-DCBX] rule 0 permit type 8906 ffff 

# Configure the ACL to permit FIP protocol packets (protocol number is 0x8914) to pass 
through. 
[SwitchC-acl-mac-DCBX] rule 5 permit type 8914 ffff 

[SwitchC-acl-mac-DCBX] quit 

# Create a class named DCBX, configure the operator of the class as OR, and use ACL DCBX 
as the match criterion of the class. 
[SwitchC] traffic classifier DCBX operator or 

[SwitchC-classifier-DCBX] if-match acl name DCBX 

[SwitchC-classifier-DCBX] quit 

# Create a behavior named DCBX, and configure the behavior to mark packets with 802.1p 
priority value 3. 
[SwitchC] traffic behavior DCBX 

[SwitchC-behavior-DCBX] remark dot1p 3 

[SwitchC-behavior-DCBX] quit 

# Create a QoS policy named DCBX, associate class DCBX with traffic behavior DCBX in the 
QoS policy, and specify that the association apply to DCBX. 
[SwitchC] qos policy DCBX 

[SwitchC-qospolicy-DCBX] classifier DCBX behavior DCBX mode dcbx 

[SwitchC-qospolicy-DCBX] quit 

# Enable LLDP and DCBX TLV advertising on Ten-GigabitEthernet 1/0/5. 
[SwitchC] interface ten-gigabitethernet 1/0/5 

[SwitchC-Ten-GigabitEthernet1/0/5] lldp enable 

[SwitchC-Ten-GigabitEthernet1/0/5] lldp tlv-enable dot1-tlv dcbx 

# Apply QoS policy DCBX to the outgoing traffic of Ten-GigabitEthernet 1/0/5.  
[SwitchC-Ten-GigabitEthernet1/0/5] qos apply policy DCBX outbound 

4. Configure PFC: 
# Enable PFC in auto mode on Ten-GigabitEthernet 1/0/5.  
[SwitchC-Ten-GigabitEthernet1/0/5] priority-flow-control auto 

# Enable PFC for 802.1p priority 3 on Ten-GigabitEthernet 1/0/5.  
[SwitchC-Ten-GigabitEthernet1/0/5] priority-flow-control no-drop dot1p 3 

# Configure Ten-GigabitEthernet 1/0/5 to trust the 802.1p priority carried in incoming packets.  
[SwitchC-Ten-GigabitEthernet1/0/5] qos trust dot1p 

[SwitchC-Ten-GigabitEthernet1/0/5] quit 

# Enable PFC by force on Ten-GigabitEthernet 1/0/1. 
[SwitchC] interface ten-gigabitethernet 1/0/1 

[SwitchC-Ten-GigabitEthernet1/0/1] priority-flow-control enable 

# Enable PFC for 802.1p priority 3 on Ten-GigabitEthernet 1/0/1.  
[SwitchC-Ten-GigabitEthernet1/0/1] priority-flow-control no-drop dot1p 3 

# Configure Ten-GigabitEthernet 1/0/1 to trust the 802.1p priority carried in incoming packets. 
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[SwitchC-Ten-GigabitEthernet1/0/1] qos trust dot1p 

[SwitchC-Ten-GigabitEthernet1/0/1] quit 

# Configure interfaces Ten-GigabitEthernet 1/0/2 through Ten-GigabitEthernet 1/0/4 in the 
same way Ten-GigabitEthernet 1/0/1 is configured.  
[SwitchC] interface ten-gigabitethernet 1/0/2 

[SwitchC-Ten-GigabitEthernet1/0/2] priority-flow-control enable 

[SwitchC-Ten-GigabitEthernet1/0/2] priority-flow-control no-drop dot1p 3 

[SwitchC-Ten-GigabitEthernet1/0/2] qos trust dot1p 

[SwitchC-Ten-GigabitEthernet1/0/2] quit 

[SwitchC] interface ten-gigabitethernet 1/0/3 

[SwitchC-Ten-GigabitEthernet1/0/3] priority-flow-control enable 

[SwitchC-Ten-GigabitEthernet1/0/3] priority-flow-control no-drop dot1p 3 

[SwitchC-Ten-GigabitEthernet1/0/3] qos trust dot1p 

[SwitchC-Ten-GigabitEthernet1/0/3] quit 

[SwitchC] interface ten-gigabitethernet 1/0/4 

[SwitchC-Ten-GigabitEthernet1/0/4] priority-flow-control enable 

[SwitchC-Ten-GigabitEthernet1/0/4] priority-flow-control no-drop dot1p 3 

[SwitchC-Ten-GigabitEthernet1/0/4] qos trust dot1p 

[SwitchC-Ten-GigabitEthernet1/0/4] quit 

5. Configure FCoE: 
# Configure the switch to operate in FCF mode.  
[SwitchC] fcoe-mode fcf 

# Enable the fabric configuration feature for VSAN 100. By default, the fabric configuration 
feature is enabled.  
[SwitchC] vsan 100 

[SwitchC-vsan100] domain configure enable 

# Set the switch priority to 1, so the switch can be selected as the principal switch. 
[SwitchC-vsan100] priority 1 

# Set the domain ID to 1. 
[SwitchC-vsan100] domain-id 1 preferred 

# Enable FSPF. 
[SwitchC-vsan100] fspf enable 

[SwitchC-vsan100] quit 

# Create VFC 1.  
[SwitchC] interface vfc 1 

# Configure the mode of VFC 1 as E.  
[SwitchC-Vfc1] fc mode e 

# Bind VFC 1 to Layer 2 aggregate interface 1. 
[SwitchC-Vfc1] bind interface bridge-aggregation 1 

# Assign VFC 1 to VSAN 100 as a trunk port.  
[SwitchC-Vfc1] port trunk vsan 100 

# Create VFC 2.  
[SwitchC] interface vfc 2 

# Configure the mode of VFC 2 as F.  
[SwitchC-Vfc2] fc mode f 

# Bind VFC 2 to Ten-GigabitEthernet 1/0/5.  
[SwitchC-Vfc2] bind interface ten-gigabitethernet 1/0/5 
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# Assign VFC 2 to VSAN 100 as a trunk port.  
[SwitchC-Vfc2] port trunk vsan 100 

[SwitchC-Vfc2] quit 

# Enable FCoE in VLAN 4001 and map VLAN 4001 to VSAN 100.  
[SwitchC] vlan 4001 

[SwitchC-vlan4001] fcoe enable vsan 100 

[SwitchC-vlan4001] quit 

# In VSAN 100, configure the members in the default zone to access each other.  
[SwitchC] vsan 100 

[SwitchC-vsan100] zone default-zone permit 

[SwitchC-vsan100] quit 

Configuring Switch D 
Configure Switch D in the same way Switch C is configured. On Switch D, the VLAN, VSAN, and 
Layer 2 aggregate interface are VLAN 4002, VSAN 200, and Bridge-Aggregation2, respectively. 

Verifying the configurations 

Verifying the configuration on Switch A and Switch B 
Verify the configuration on Switch A and Switch B, for example, Switch A. 

# Display the domain information of VSAN 100. 
[SwitchA] display fc domain vsan 100 

Domain Information of VSAN 100: 

 

    Running time information: 

        State: Stable 

        Switch WWN: 48:33:43:2d:46:43:1A:1A 

        Fabric name: 48:33:43:2d:46:43:1C:1C 

        Priority: 128 

        Domain ID: 2 

    Configuration information: 

        Domain configure: Enabled 

        Domain auto-reconfigure: Disabled 

        Fabric name: 48:33:43:2d:46:43:1A:1A 

        Priority: 128 

        Domain ID: 2 (preferred) 

    Principal switch running time information: 

        Priority: 1 

 

    Path          Interface 

    Upstream      Vfc1 

The output shows that the domain configuration is complete on Switch A, and the principal switch 
assigns domain ID 2 to Switch A. 

# Display the domain ID list of VSAN 100. 
[SwitchA] display fc domain-list vsan 100 

Domain list of VSAN 100: 

  Number of domains: 2 
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  Domain ID      WWN 

  0x01(1)        48:33:43:2d:46:43:1C:1C [Principal] 

  0x02(2)        48:33:43:2d:46:43:1A:1A [Local] 

The output shows that Switch C is elected as the principal switch, and the principal switch assigns 
the configured domain ID (ID 1) to itself. 

# Display the routing table information for Switch A. 
[SwitchA] display fc routing-table vsan 100 

Routing Table: VSAN 100 

  Destinations : 5          Routes : 5 

  Destination/mask   Protocol   Preference   Cost     Interface 

  0x010000/8         FSPF       20           100      Vfc1 

  0xfffc01/24        DIRECT     0            0        InLoop0 

  0xfffffa/24        DIRECT     0            0        InLoop0 

  0xfffffc/24        DIRECT     0            0        InLoop0 

  0xfffffd/24        DIRECT     0            0        InLoop0 

The output shows that an FSPF route from Switch A to Switch C exists, with the outgoing interface 
VFC 1. 

# Display the node login information for VSAN 100. 
[SwitchA] display fc login vsan 100 

Interface VSAN FCID     Node WWN                Port WWN 

Vfc2      100  0x020000 21:01:00:1b:32:a0:fa:12 21:01:00:1b:32:a0:fa:11 

# Display the brief information about the name server database in VSAN 100. 
[SwitchA] display fc name-service database vsan 100 

VSAN 100: 

  FCID     Type               PWWN(vendor)                      FC4-type:feature 

  0x010000 0x01(N)            10:00:00:05:30:00:25:a3           SCSI-FCP:Target 

  0x020000 0x01(N)            21:01:00:1b:32:a0:fa:11           SCSI-FCP:Initiator 

Verifying the configuration on Switch C and Switch D 
Verify the configuration on Switch C and Switch D, for example, Switch D. 

# Display the node login information for VSAN 100. 
[SwitchC] display fc login vsan 100 

Interface VSAN FCID     Node WWN                Port WWN 

Vfc2      100  0x010000 10:00:00:05:30:00:25:a4 10:00:00:05:30:00:25:a3 

FCoE configuration example by using VFC interfaces (in IRF mode) 

Network requirements 

As shown in Figure 123:  
• Switch A and Switch B are connected to an Ethernet switch, and operate at the access layer of 

the LAN.  
• Switch A and Switch B are connected to Switch C and Switch D, respectively.  
• The four switches operate as the FCF switches of the SANs.  

Configure FCoE to meet the following requirements: 
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• The transmission network formed by Switch A, Switch B, and the Ethernet switch can use the 
server to provide services for the LAN. The transmission network formed by switches A through 
D can enable the server to access the disk device.  

• Link backup is used to implement high availability for the packets to and from the server and 
disk device.  

• The bandwidth is increased for the link between Switch A and Switch C and the link between 
Switch B and Switch D. Link backup and load sharing are implemented.  

• Switch A and Switch B are uniformly managed, and the hardware resources and software 
processing capabilities of the two switches are integrated. When one switch fails, the other 
switch can quickly take over to avoid service interruption.  

Figure 123 Network diagram 

 
 

Requirements analysis 

To uniformly manage Switch A and Switch B and implement backup between them, configure Switch 
A and Switch B to form an IRF fabric. The IRF fabric uses Switch A as the master device. The IRF 
fabric operates at the access layer of the LAN and operates as the FCF switch of the SANs.  

To increase the bandwidth for the link between the IRF fabric and the Ethernet switch, aggregate the 
links from the Ethernet switch to Switch A and Switch B.  

To transmit the storage traffic over lossless Ethernet links in the SANs, perform the following tasks:  
• Configure DCBX, PFC in auto mode, and ETS on the Ethernet interfaces connecting the 

switches to the server.  
• Configure DCBX and PFC in auto mode on the Ethernet interfaces connecting the switches to 

the disk device.  
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• Enable PFC by force on the Ethernet interfaces connecting switches.  

To implement link backup between the server and the disk device, use two separate SANs to provide 
connections between the server and the disk device. The two separate VSANs are as follows:  
• One physical SAN is formed by the server, the IRF fabric, Switch C, and the disk device.  
• The other physical SAN is formed by the server, the IRF fabric, Switch D, and the disk device.  

To transmit the Ethernet traffic of the LAN in VLAN 1001, configure the Ethernet interfaces 
connecting the IRF fabric to the LAN and the server to allow VLAN 1001.  

To transmit the storage traffic of the SANs in VSAN 100 and VSAN 200, perform the following tasks:  
• Configure the interfaces connecting Switch A and Switch C to the SANs to allow VSAN 100.  
• Configure the interfaces connecting Switch B and Switch D to the SANs to allow VSAN 200.  

To transmit the storage traffic of VSAN 100 within VLAN 4001, map VLAN 4001 to VSAN 100.  

To transmit the storage traffic of VSAN 200 within VLAN 4002, map VLAN 4002 to VSAN 200.  

To avoid physical loops in a complex LAN, enable STP on the Ethernet interfaces connecting the IRF 
fabric to the LAN. In this example, you do not need to enable STP, because the LAN is simple and 
will not have loops 

To prevent loops on the interfaces that connect the IRF fabric to the server, configure the interfaces 
as edge ports and enable BPDU guard. An edge port does not participate in spanning tree 
calculation and can rapidly transition to the forwarding state. When the server logs in to the IRF fabric 
again, traffic loss is minimized for the server.  

To prevent STP from blocking the interfaces that are responsible for forwarding storage traffic on the 
IRF fabric, disable STP on the interfaces connecting the IRF fabric to Switch C and Switch D.  

For the server to access the resources in the disk device, configure the members in the default zone 
to access each other.  

To increase the bandwidth for the link between the IRF fabric and Switch C and implement link 
backup and load sharing, configure Ethernet link aggregation group 1.  

To increase the bandwidth for the link between the IRF fabric and Switch D and implement link 
backup and load sharing, configure Ethernet link aggregation group 2.  

Configuration restrictions and guidelines 

When you configure FCoE in IRF mode, follow these restrictions and guidelines: 
• As a best practice, build the fabric dynamically and use FSPF for FC routing when the SANs are 

complex. 
• Because the server is connected to the same IRF fabric rather than two separate devices in the 

two SANs, follow these guidelines: 
 The two SANs must use different VSANs (for example, VSAN 100 and VSAN 200).  
 The IRF fabric must connect to the two VSANs.  

• An IRF port is a logical interface connecting IRF member devices. To use an IRF port, you must 
bind at least one physical port to it. A link formed by IRF ports is called an IRF link.  

Configuration prerequisites 

Before you configure FC and FCoE in IRF mode, complete the following tasks: 
• Configure Switch A and Switch B to form an IRF fabric. You can configure the IRF fabric on any 

IRF member device.  
• Aggregate the four physical links connecting Switch A to Switch B into an IRF link, with ports 

IRF-port 1/1 and IRF-port 2/2 at the two ends, respectively.  
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For information about configuring IRF, see IRF Configuration Guide. 

Configuration procedures 

This section describes only FC and FCoE configurations.  

Configuring Switch A 
1. Configure the switch to operate in advanced mode, save the configuration, and reboot the 

switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchA> system-view 

[SwitchA] system-working-mode advance 

[SwitchA] save 

[SwitchA] quit 

<SwitchA> reboot 

2. Configure VLANs and interfaces: 
# Create VLANs 1001, 4001, and 4002, which are intended to transmit Ethernet traffic, storage 
traffic, and storage traffic, respectively.  
<SwitchA> system-view 

[SwitchA] vlan 1001 

[SwitchA-vlan1001] description ToLAN 

[SwitchA-vlan1001] quit 

[SwitchA] vlan 4001 

[SwitchA-vlan4001] description ToSAN_A 

[SwitchA-vlan4001] quit 

[SwitchA] vlan 4002 

[SwitchA-vlan4002] description ToSAN_B 

[SwitchA-vlan4002] quit 

# Enable STP globally. 
[SwitchA] stp global enable 

# Enable BPDU guard globally.  
[SwitchA] stp bpdu-protection 

# Configure Ten-GigabitEthernet 1/0/5 as a hybrid port.  
[SwitchA] interface ten-gigabitethernet 1/0/5 

[SwitchA-Ten-GigabitEthernet1/0/5] port link-type hybrid 

# Assign Ten-GigabitEthernet 1/0/5 to VLAN 1001 as an untagged member.  
[SwitchA-Ten-GigabitEthernet1/0/5] port hybrid vlan 1001 untagged 

# Assign Ten-GigabitEthernet 1/0/5 to VLAN 4001 as a tagged member.  
[SwitchA-Ten-GigabitEthernet1/0/5] port hybrid vlan 4001 tagged 

# Set the PVID to VLAN 1001 for Ten-GigabitEthernet 1/0/5.  
[SwitchA-Ten-GigabitEthernet1/0/5] port hybrid pvid vlan 1001 

# Disable STP on Ten-GigabitEthernet 1/0/5. 
[SwitchA-Ten-GigabitEthernet1/0/5] undo stp enable 

# Configure Ten-GigabitEthernet 1/0/5 as an edge port.  
[SwitchA-Ten-GigabitEthernet1/0/5] stp edged-port 

# Enable BPDU guard on Ten-GigabitEthernet 1/0/5.  
[SwitchA-Ten-GigabitEthernet1/0/5] stp port bpdu-protection enable 

[SwitchA-Ten-GigabitEthernet1/0/5] quit 

# Configure Ten-GigabitEthernet 2/0/5 as a hybrid port.  
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[SwitchA] interface ten-gigabitethernet 2/0/5 

[SwitchA-Ten-GigabitEthernet2/0/5] port link-type hybrid 

# Assign Ten-GigabitEthernet 2/0/5 to VLAN 1001 as an untagged member.  
[SwitchA-Ten-GigabitEthernet2/0/5] port hybrid vlan 1001 untagged 

# Assign Ten-GigabitEthernet 2/0/5 to VLAN 4002 as a tagged member.  
[SwitchA-Ten-GigabitEthernet2/0/5] port hybrid vlan 4002 tagged 

# Set the PVID to VLAN 1001 for Ten-GigabitEthernet 2/0/5. 
[SwitchA-Ten-GigabitEthernet2/0/5] port hybrid pvid vlan 1001 

# Disable STP on Ten-GigabitEthernet 2/0/5. 
[SwitchA-Ten-GigabitEthernet2/0/5] undo stp enable 

# Configure Ten-GigabitEthernet 2/0/5 as an edge port.  
[SwitchA-Ten-GigabitEthernet2/0/5] stp edged-port 

# Enable BPDU guard on Ten-GigabitEthernet 2/0/5.  
[SwitchA-Ten-GigabitEthernet2/0/5] stp port bpdu-protection enable 

[SwitchA-Ten-GigabitEthernet2/0/5] quit 

# Configure Ten-GigabitEthernet 1/0/6 as a trunk port, and assign the interface to VLAN 1001.  
[SwitchA] interface ten-gigabitethernet 1/0/6 

[SwitchA-Ten-GigabitEthernet1/0/6] port link-type trunk 

[SwitchA-Ten-GigabitEthernet1/0/6] port trunk permit vlan 1001 

# Enable STP on Ten-GigabitEthernet 1/0/6.  
[SwitchA-Ten-GigabitEthernet1/0/6] stp enable 

[SwitchA-Ten-GigabitEthernet1/0/6] quit 

# Configure Ten-GigabitEthernet 2/0/6 as a trunk port, and assign the interface to VLAN 1001.  
[SwitchA] interface ten-gigabitethernet 2/0/6 

[SwitchA-Ten-GigabitEthernet2/0/6] port link-type trunk 

[SwitchA-Ten-GigabitEthernet2/0/6] port trunk permit vlan 1001 

# Enable STP on Ten-GigabitEthernet 2/0/6.  
[SwitchA-Ten-GigabitEthernet2/0/6] stp enable 

[SwitchA-Ten-GigabitEthernet2/0/6] quit 

# Create Layer 2 aggregate interface 1, and configure it to operate in dynamic aggregation 
mode.  
[SwitchA] interface bridge-aggregation 1 

[SwitchA-Bridge-Aggregation1] link-aggregation mode dynamic 

# Disable STP on Layer 2 aggregate interface 1.  
[SwitchA-Bridge-Aggregation1] undo stp enable 

[SwitchA-Bridge-Aggregation1] quit 

# Assign Ten-GigabitEthernet 1/0/1 through Ten-GigabitEthernet 1/0/4 to Layer 2 aggregation 
group 1.  
[SwitchA] interface ten-gigabitethernet 1/0/1 

[SwitchA-Ten-GigabitEthernet1/0/1] port link-aggregation group 1 

[SwitchA-Ten-GigabitEthernet1/0/1] quit 

[SwitchA] interface ten-gigabitethernet 1/0/2 

[SwitchA-Ten-GigabitEthernet1/0/2] port link-aggregation group 1 

[SwitchA-Ten-GigabitEthernet1/0/2] quit 

[SwitchA] interface ten-gigabitethernet 1/0/3 

[SwitchA-Ten-GigabitEthernet1/0/3] port link-aggregation group 1 

[SwitchA-Ten-GigabitEthernet1/0/3] quit 



 

979 

[SwitchA] interface ten-gigabitethernet 1/0/4 

[SwitchA-Ten-GigabitEthernet1/0/4] port link-aggregation group 1 

[SwitchA-Ten-GigabitEthernet1/0/4] quit 

# Configure Layer 2 aggregate interface 1 as a trunk port, and assign the aggregate interface to 
VLAN 4001.  
[SwitchA] interface bridge-aggregation 1 

[SwitchA-Bridge-Aggregation1] port link-type trunk 

[SwitchA-Bridge-Aggregation1] port trunk permit vlan 4001 

[SwitchA-Bridge-Aggregation1] quit 

# Create Layer 2 aggregate interface 2, and configure it to operate in dynamic aggregation 
mode.  
[SwitchA] interface bridge-aggregation 2 

[SwitchA-Bridge-Aggregation2] link-aggregation mode dynamic 

# Disable STP on Layer 2 aggregate interface 2.  
[SwitchA-Bridge-Aggregation2] undo stp enable 

[SwitchA-Bridge-Aggregation2] quit 

# Assign Ten-GigabitEthernet 2/0/1 through Ten-GigabitEthernet 2/0/4 to Layer 2 aggregation 
group 2.  
[SwitchA] interface ten-gigabitethernet 2/0/1 

[SwitchA-Ten-GigabitEthernet2/0/1] port link-aggregation group 2 

[SwitchA-Ten-GigabitEthernet2/0/1] quit 

[SwitchA] interface ten-gigabitethernet 2/0/2 

[SwitchA-Ten-GigabitEthernet2/0/2] port link-aggregation group 2 

[SwitchA-Ten-GigabitEthernet2/0/2] quit 

[SwitchA] interface ten-gigabitethernet 2/0/3 

[SwitchA-Ten-GigabitEthernet2/0/3] port link-aggregation group 2 

[SwitchA-Ten-GigabitEthernet2/0/3] quit 

[SwitchA] interface ten-gigabitethernet 2/0/4 

[SwitchA-Ten-GigabitEthernet2/0/4] port link-aggregation group 2 

[SwitchA-Ten-GigabitEthernet2/0/4] quit 

# Configure Layer 2 aggregate interface 2 as a trunk port, and assign the aggregate interface to 
VLAN 4002.  
[SwitchA] interface bridge-aggregation 2 

[SwitchA-Bridge-Aggregation2] port link-type trunk 

[SwitchA-Bridge-Aggregation2] port trunk permit vlan 4002 

[SwitchA-Bridge-Aggregation2] quit 

# Create Layer 2 aggregate interface 3, and configure it to operate in dynamic aggregation 
mode.  
[SwitchA] interface bridge-aggregation 3 

[SwitchA-Bridge-Aggregation3] link-aggregation mode dynamic 

# Enable STP on Layer 2 aggregate interface 3.  
[SwitchA-Bridge-Aggregation3] stp enable 

# Enable LACP MAD for Layer 2 aggregate interface 3.  
[SwitchA-Bridge-Aggregation3] mad enable 

 You need to assign a domain ID (range: 0-4294967295) 

 [Current domain is: 1]: 

 The assigned  domain ID is: 1 

 Info: MAD LACP only enable on dynamic aggregation interface. 
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[SwitchA-Bridge-Aggregation3] quit 

# Assign Ten-GigabitEthernet 1/0/6 and Ten-GigabitEthernet 2/0/6 to Layer 2 aggregation 
group 3.  
[SwitchA] interface ten-gigabitethernet 1/0/6 

[SwitchA-Ten-GigabitEthernet1/0/6] port link-aggregation group 3 

[SwitchA-Ten-GigabitEthernet1/0/6] quit 

[SwitchA] interface ten-gigabitethernet 2/0/6 

[SwitchA-Ten-GigabitEthernet2/0/6] port link-aggregation group 3 

[SwitchA-Ten-GigabitEthernet2/0/6] quit 

# Configure Layer 2 aggregate interface 3 as a trunk port, and assign the aggregate interface to 
VLAN 1001.  
[SwitchA] interface bridge-aggregation 3 

[SwitchA-Bridge-Aggregation3] port link-type trunk 

[SwitchA-Bridge-Aggregation3] port trunk permit vlan 1001 

[SwitchA-Bridge-Aggregation3] quit 

3. Configure DCBX: 
# Enable LLDP globally. 
[SwitchA] lldp global enable 

# Create a Layer 2 ACL named DCBX. 
[SwitchA] acl mac name DCBX 

# Configure the ACL to permit FCoE packets (protocol number is 0x8906) to pass through. 
[SwitchA-acl-mac-DCBX] rule 0 permit type 8906 ffff 

# Configure the ACL to permit FIP protocol packets (protocol number is 0x8914) to pass 
through. 
[SwitchA-acl-mac-DCBX] rule 5 permit type 8914 ffff 

[SwitchA-acl-mac-DCBX] quit 

# Create a class named DCBX, configure the operator of the class as OR, and use ACL DCBX 
as the match criterion of the class. 
[SwitchA] traffic classifier DCBX operator or 

[SwitchA-classifier-DCBX] if-match acl name DCBX 

[SwitchA-classifier-DCBX] quit 

# Create a behavior named DCBX, and configure the behavior to mark packets with 802.1p 
priority value 3. 
[SwitchA] traffic behavior DCBX 

[SwitchA-behavior-DCBX] remark dot1p 3 

[SwitchA-behavior-DCBX] quit 

# Create a QoS policy named DCBX, associate class DCBX with traffic behavior DCBX in the 
QoS policy, and specify that the association apply to DCBX. 
[SwitchA] qos policy DCBX 

[SwitchA-qospolicy-DCBX] classifier DCBX behavior DCBX mode dcbx 

[SwitchA-qospolicy-DCBX] quit 

# Enable LLDP and DCBX TLV advertising on Ten-GigabitEthernet 1/0/5. 
[SwitchA] interface ten-gigabitethernet 1/0/5 

[SwitchA-Ten-GigabitEthernet1/0/5] lldp enable 

[SwitchA-Ten-GigabitEthernet1/0/5] lldp tlv-enable dot1-tlv dcbx 

# Apply QoS policy DCBX to the outgoing traffic of Ten-GigabitEthernet 1/0/5.  
[SwitchA-Ten-GigabitEthernet1/0/5] qos apply policy DCBX outbound 

[SwitchA-Ten-GigabitEthernet1/0/5] quit 
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# Enable LLDP and DCBX TLV advertising on Ten-GigabitEthernet 2/0/5. 
[SwitchA] interface ten-gigabitethernet 2/0/5 

[SwitchA-Ten-GigabitEthernet2/0/5] lldp enable 

[SwitchA-Ten-GigabitEthernet2/0/5] lldp tlv-enable dot1-tlv dcbx 

# Apply QoS policy DCBX to the outgoing traffic of Ten-GigabitEthernet 2/0/5.  
[SwitchA-Ten-GigabitEthernet2/0/5] qos apply policy DCBX outbound 

[SwitchA-Ten-GigabitEthernet2/0/5] quit 

4. Configure PFC: 
# Enable PFC in auto mode on Ten-GigabitEthernet 1/0/5. 
[SwitchA] interface ten-gigabitethernet 1/0/5 

[SwitchA-Ten-GigabitEthernet1/0/5] priority-flow-control auto 

# Enable PFC for 802.1p priority 3 on Ten-GigabitEthernet 1/0/5. 
[SwitchA-Ten-GigabitEthernet1/0/5] priority-flow-control no-drop dot1p 3 

# Configure Ten-GigabitEthernet 1/0/5 to trust the 802.1p priority carried in incoming packets. 
[SwitchA-Ten-GigabitEthernet1/0/5] qos trust dot1p 

[SwitchA-Ten-GigabitEthernet1/0/5] quit 

# Configure Ten-GigabitEthernet 2/0/5 in the same way Ten-GigabitEthernet 1/0/5 is 
configured. 
[SwitchA] interface ten-gigabitethernet 2/0/5 

[SwitchA-Ten-GigabitEthernet2/0/5] priority-flow-control auto 

[SwitchA-Ten-GigabitEthernet2/0/5] priority-flow-control no-drop dot1p 3 

[SwitchA-Ten-GigabitEthernet2/0/5] qos trust dot1p 

[SwitchA-Ten-GigabitEthernet2/0/5] quit 

# Enable PFC by force on Ten-GigabitEthernet 1/0/1. 
[SwitchA] interface ten-gigabitethernet 1/0/1 

[SwitchA-Ten-GigabitEthernet1/0/1] priority-flow-control enable 

# Enable PFC for 802.1p priority 3 on Ten-GigabitEthernet 1/0/1. 
[SwitchA-Ten-GigabitEthernet1/0/1] priority-flow-control no-drop dot1p 3 

# Configure Ten-GigabitEthernet 1/0/1 to trust the 802.1p priority carried in incoming packets.  
[SwitchA-Ten-GigabitEthernet1/0/1] qos trust dot1p 

[SwitchA-Ten-GigabitEthernet1/0/1] quit 

# Configure the following interfaces in the same way Ten-GigabitEthernet 1/0/1 is configured: 
 Ten-GigabitEthernet 1/0/2 through Ten-GigabitEthernet 1/0/4. 
 Ten-GigabitEthernet 2/0/1 through Ten-GigabitEthernet 2/0/4. 
[SwitchA] interface ten-gigabitethernet 1/0/2 

[SwitchA-Ten-GigabitEthernet1/0/2] priority-flow-control enable 

[SwitchA-Ten-GigabitEthernet1/0/2] priority-flow-control no-drop dot1p 3 

[SwitchA-Ten-GigabitEthernet1/0/2] qos trust dot1p 

[SwitchA-Ten-GigabitEthernet1/0/2] quit 

[SwitchA] interface ten-gigabitethernet 1/0/3 

[SwitchA-Ten-GigabitEthernet1/0/3] priority-flow-control enable 

[SwitchA-Ten-GigabitEthernet1/0/3] priority-flow-control no-drop dot1p 3 

[SwitchA-Ten-GigabitEthernet1/0/3] qos trust dot1p 

[SwitchA-Ten-GigabitEthernet1/0/3] quit 

[SwitchA] interface ten-gigabitethernet 1/0/4 

[SwitchA-Ten-GigabitEthernet1/0/4] priority-flow-control enable 

[SwitchA-Ten-GigabitEthernet1/0/4] priority-flow-control no-drop dot1p 3 
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[SwitchA-Ten-GigabitEthernet1/0/4] qos trust dot1p 

[SwitchA-Ten-GigabitEthernet1/0/4] quit 

[SwitchA] interface ten-gigabitethernet 2/0/1 

[SwitchA-Ten-GigabitEthernet2/0/1] priority-flow-control enable 

[SwitchA-Ten-GigabitEthernet2/0/1] priority-flow-control no-drop dot1p 3 

[SwitchA-Ten-GigabitEthernet2/0/1] qos trust dot1p 

[SwitchA-Ten-GigabitEthernet2/0/1] quit 

[SwitchA] interface ten-gigabitethernet 2/0/2 

[SwitchA-Ten-GigabitEthernet2/0/2] priority-flow-control enable 

[SwitchA-Ten-GigabitEthernet2/0/2] priority-flow-control no-drop dot1p 3 

[SwitchA-Ten-GigabitEthernet2/0/2] qos trust dot1p 

[SwitchA-Ten-GigabitEthernet2/0/2] quit 

[SwitchA] interface ten-gigabitethernet 2/0/3 

[SwitchA-Ten-GigabitEthernet2/0/3] priority-flow-control enable 

[SwitchA-Ten-GigabitEthernet2/0/3] priority-flow-control no-drop dot1p 3 

[SwitchA-Ten-GigabitEthernet2/0/3] qos trust dot1p 

[SwitchA-Ten-GigabitEthernet2/0/3] quit 

[SwitchA] interface ten-gigabitethernet 2/0/4 

[SwitchA-Ten-GigabitEthernet2/0/4] priority-flow-control enable 

[SwitchA-Ten-GigabitEthernet2/0/4] priority-flow-control no-drop dot1p 3 

[SwitchA-Ten-GigabitEthernet2/0/4] qos trust dot1p 

[SwitchA-Ten-GigabitEthernet2/0/4] quit 

5. Configure ETS: 
# Configure the 802.1p-local priority mapping table as follows:  
 Map 802.1p priority value 3 to local precedence 1.  
 Map the other 802.1p priority values to local precedence 0. 
[SwitchA] qos map-table dot1p-lp 

[SwitchA-maptbl-dot1p-lp] import 3 export 1 

[SwitchA-maptbl-dot1p-lp] import 0 export 0 

[SwitchA-maptbl-dot1p-lp] import 1 export 0 

[SwitchA-maptbl-dot1p-lp] import 2 export 0 

[SwitchA-maptbl-dot1p-lp] import 4 export 0 

[SwitchA-maptbl-dot1p-lp] import 5 export 0 

[SwitchA-maptbl-dot1p-lp] import 6 export 0 

[SwitchA-maptbl-dot1p-lp] import 7 export 0 

[SwitchA-maptbl-dot1p-lp] quit 

# Configure WRR on Ten-GigabitEthernet 1/0/5 as follows:  
 Assign 50% of the interface bandwidth to the FCoE traffic (traffic assigned to queue 1).  
 Assign 50% of the interface bandwidth to the LAN traffic (traffic assigned to queue 0).  
[SwitchA] interface ten-gigabitethernet 1/0/5 

[SwitchA-Ten-GigabitEthernet1/0/5] qos wrr af1 group 1 byte-count 1 

[SwitchA-Ten-GigabitEthernet1/0/5] qos wrr be group 1 byte-count 1 

# Assign the other queues to the SP group on Ten-GigabitEthernet 1/0/5.  
[SwitchA-Ten-GigabitEthernet1/0/5] qos wrr af2 group sp 

[SwitchA-Ten-GigabitEthernet1/0/5] qos wrr af3 group sp 

[SwitchA-Ten-GigabitEthernet1/0/5] qos wrr af4 group sp 

[SwitchA-Ten-GigabitEthernet1/0/5] qos wrr ef group sp 

[SwitchA-Ten-GigabitEthernet1/0/5] qos wrr cs6 group sp 
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[SwitchA-Ten-GigabitEthernet1/0/5] qos wrr cs7 group sp 

[SwitchA-Ten-GigabitEthernet1/0/5] quit 

# Configure WRR on Ten-GigabitEthernet 2/0/5 as follows: 
 Assign 50% of the interface bandwidth to the FCoE traffic (traffic assigned to queue 1).  
 Assign 50% of the interface bandwidth to the LAN traffic (traffic assigned to queue 0).  
[SwitchA] interface ten-gigabitethernet 2/0/5 

[SwitchA-Ten-GigabitEthernet2/0/5] qos wrr af1 group 1 byte-count 1 

[SwitchA-Ten-GigabitEthernet2/0/5] qos wrr be group 1 byte-count 1 

# Assign the other queues to the SP group on Ten-GigabitEthernet 2/0/5.  
[SwitchA-Ten-GigabitEthernet2/0/5] qos wrr af2 group sp 

[SwitchA-Ten-GigabitEthernet2/0/5] qos wrr af3 group sp 

[SwitchA-Ten-GigabitEthernet2/0/5] qos wrr af4 group sp 

[SwitchA-Ten-GigabitEthernet2/0/5] qos wrr ef group sp 

[SwitchA-Ten-GigabitEthernet2/0/5] qos wrr cs6 group sp 

[SwitchA-Ten-GigabitEthernet2/0/5] qos wrr cs7 group sp 

[SwitchA-Ten-GigabitEthernet2/0/5] quit 

6. Configure FCoE: 
# Configure the switch to operate in FCF mode.  
[SwitchA] fcoe-mode fcf 

# Create VSAN 100. Enable the fabric configuration feature for VSAN 100. By default, the fabric 
configuration feature is enabled. 
[SwitchA] vsan 100 

[SwitchA-vsan100] domain configure enable 

# Set the domain ID to 2 in VSAN 100. 
[SwitchA-vsan100] domain-id 2 preferred 

# Enable FSPF for VSAN 100. 
[SwitchA-vsan100] fspf enable 

[SwitchA-vsan100] quit 

# Create VSAN 200. Enable the fabric configuration feature for VSAN 200. By default, the fabric 
configuration feature is enabled. 
[SwitchA] vsan 200 

[SwitchA-vsan200] domain configure enable 

# Set the domain ID to 3 in VSAN 200. 
[SwitchA-vsan200] domain-id 3 preferred 

# Enable FSPF for VSAN 200. 
[SwitchA-vsan200] fspf enable 

[SwitchA-vsan200] quit 

# Create VFC 1.  
[SwitchA] interface vfc 1 

# Configure the mode of VFC 1 as E.  
[SwitchA-Vfc1] fc mode e 

# Bind VFC 1 to Layer 2 aggregate interface 1.  
[SwitchA-Vfc1] bind interface bridge-aggregation 1 

# Assign VFC 1 to VSAN 100 as a trunk port.  
[SwitchA-Vfc1] port trunk vsan 100 

[SwitchA-Vfc1] quit 

# Create VFC 2.  
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[SwitchA] interface vfc 2 

# Configure the mode of VFC 2 as E.  
[SwitchA-Vfc2] fc mode e 

# Bind VFC 2 to Layer 2 aggregate interface 2.  
[SwitchA-Vfc2] bind interface bridge-aggregation 2 

# Assign VFC 2 to VSAN 200 as a trunk port.  
[SwitchA-Vfc2] port trunk vsan 200 

[SwitchA-Vfc2] quit 

# Create VFC 3.  
[SwitchA] interface vfc 3 

# Configure the mode of VFC 3 as F.  
[SwitchA-Vfc3] fc mode f 

# Bind VFC 3 to Ten-GigabitEthernet 1/0/5. 
[SwitchA-Vfc3] bind interface ten-gigabitethernet 1/0/5 

# Assign VFC 3 to VSAN 100 as a trunk port.  
[SwitchA-Vfc3] port trunk vsan 100 

[SwitchA-Vfc3] quit 

# Create VFC 4.  
[SwitchA] interface vfc 4 

# Configure the mode of VFC 4 as F.  
[SwitchA-Vfc4] fc mode f 

# Bind VFC 4 to Ten-GigabitEthernet 2/0/5.  
[SwitchA-Vfc4] bind interface ten-gigabitethernet 2/0/5 

# Assign VFC 4 to VSAN 200 as a trunk port.  
[SwitchA-Vfc4] port trunk vsan 200 

[SwitchA-Vfc4] quit 

# Enable FCoE in VLAN 4001 and map VLAN 4001 to VSAN 100.  
[SwitchA] vlan 4001 

[SwitchA-vlan4001] fcoe enable vsan 100 

[SwitchA-vlan4001] quit 

# Enable FCoE in VLAN 4002 and map VLAN 4002 to VSAN 200.  
[SwitchA] vlan 4002 

[SwitchA-vlan4002] fcoe enable vsan 200 

[SwitchA-vlan4002] quit 

# In VSAN 100, configure the members in the default zone to access each other.  
[SwitchA] vsan 100 

[SwitchA-vsan100] zone default-zone permit 

[SwitchA-vsan100] quit 

# In VSAN 200, configure the members in the default zone to access each other.  
[SwitchA] vsan 200 

[SwitchA-vsan200] zone default-zone permit 

[SwitchA-vsan200] quit 

Configuring Switch C 
1. Configure the switch to operate in advanced mode, save the configuration, and reboot the 

switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchC> system-view 
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[SwitchC] system-working-mode advance 

[SwitchC] save 

[SwitchC] quit 

<SwitchC> reboot 

2. Configure VLANs and interfaces: 
# Create VLAN 4001, which is intended to transmit storage traffic.  
<SwitchC> system-view 

[SwitchC] vlan 4001 

[SwitchC-vlan4001] description ToSAN_A 

[SwitchC-vlan4001] quit 

# Configure Ten-GigabitEthernet 1/0/5 as a hybrid port.  
[SwitchC] interface ten-gigabitethernet 1/0/5 

[SwitchC-Ten-GigabitEthernet1/0/5] port link-type hybrid 

# Assign Ten-GigabitEthernet 1/0/5 to VLAN 4001 as a tagged member.  
[SwitchC-Ten-GigabitEthernet1/0/5] port hybrid vlan 4001 tagged 

[SwitchC-Ten-GigabitEthernet1/0/5] quit 

# Create Layer 2 aggregate interface 1, configure it to operate in dynamic aggregation mode, 
and disable STP.  
[SwitchC] interface bridge-aggregation 1 

[SwitchC-Bridge-Aggregation1] link-aggregation mode dynamic 

[SwitchC-Bridge-Aggregation1] undo stp enable 

[SwitchC-Bridge-Aggregation1] quit 

# Assign Ten-GigabitEthernet 1/0/1 through Ten-GigabitEthernet 1/0/4 to Layer 2 aggregation 
group 1.  
[SwitchC] interface ten-gigabitethernet 1/0/1 

[SwitchC-Ten-GigabitEthernet1/0/1] port link-aggregation group 1 

[SwitchC-Ten-GigabitEthernet1/0/1] quit 

[SwitchC] interface ten-gigabitethernet 1/0/2 

[SwitchC-Ten-GigabitEthernet1/0/2] port link-aggregation group 1 

[SwitchC-Ten-GigabitEthernet1/0/2] quit 

[SwitchC] interface ten-gigabitethernet 1/0/3 

[SwitchC-Ten-GigabitEthernet1/0/3] port link-aggregation group 1 

[SwitchC-Ten-GigabitEthernet1/0/3] quit 

[SwitchC] interface ten-gigabitethernet 1/0/4 

[SwitchC-Ten-GigabitEthernet1/0/4] port link-aggregation group 1 

[SwitchC-Ten-GigabitEthernet1/0/4] quit 

# Configure Layer 2 aggregate interface 1 as a trunk port, and assign the aggregate interface to 
VLAN 4001.  
[SwitchC] interface bridge-aggregation 1 

[SwitchC-Bridge-Aggregation1] port link-type trunk 

[SwitchC-Bridge-Aggregation1] port trunk permit vlan 4001 

[SwitchC-Bridge-Aggregation1] quit 

3. Configure DCBX: 
# Enable LLDP globally. 
[SwitchC] lldp global enable 

# Create a Layer 2 ACL named DCBX. 
[SwitchC] acl mac name DCBX 
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# Configure the ACL to permit FCoE packets (whose protocol number is 0x8906) to pass 
through. 
[SwitchC-acl-mac-DCBX] rule 0 permit type 8906 ffff 

# Configure the ACL to permit FIP protocol packets (whose protocol number is 0x8914) to pass 
through. 
[SwitchC-acl-mac-DCBX] rule 5 permit type 8914 ffff 

[SwitchC-acl-mac-DCBX] quit 

# Create a class named DCBX, configure the operator of the class as OR, and use ACL DCBX 
as the match criterion of the class. 
[SwitchC] traffic classifier DCBX operator or 

[SwitchC-classifier-DCBX] if-match acl name DCBX 

[SwitchC-classifier-DCBX] quit 

# Create a behavior named DCBX, and configure the behavior to mark packets with 802.1p 
priority value 3. 
[SwitchC] traffic behavior DCBX 

[SwitchC-behavior-DCBX] remark dot1p 3 

[SwitchC-behavior-DCBX] quit 

# Create a QoS policy named DCBX, associate class DCBX with traffic behavior DCBX in the 
QoS policy, and specify that the association apply to DCBX. 
[SwitchC] qos policy DCBX 

[SwitchC-qospolicy-DCBX] classifier DCBX behavior DCBX mode dcbx 

[SwitchC-qospolicy-DCBX] quit 

# Enable LLDP and DCBX TLV advertising on Ten-GigabitEthernet 1/0/5. 
[SwitchC] interface ten-gigabitethernet 1/0/5 

[SwitchC-Ten-GigabitEthernet1/0/5] lldp enable 

[SwitchC-Ten-GigabitEthernet1/0/5] lldp tlv-enable dot1-tlv dcbx 

# Apply QoS policy DCBX to the outgoing traffic of Ten-GigabitEthernet 1/0/5.  
[SwitchC-Ten-GigabitEthernet1/0/5] qos apply policy DCBX outbound 

4. Configure PFC: 
# Enable PFC in auto mode on Ten-GigabitEthernet 1/0/5.  
[SwitchC-Ten-GigabitEthernet1/0/5] priority-flow-control auto 

# Enable PFC for 802.1p priority 3 on Ten-GigabitEthernet 1/0/5.  
[SwitchC-Ten-GigabitEthernet1/0/5] priority-flow-control no-drop dot1p 3 

# Configure Ten-GigabitEthernet 1/0/5 to trust the 802.1p priority carried in incoming packets. 
[SwitchC-Ten-GigabitEthernet1/0/5] qos trust dot1p 

[SwitchC-Ten-GigabitEthernet1/0/5] quit 

# Enable PFC by force on Ten-GigabitEthernet 1/0/1. 
[SwitchC] interface ten-gigabitethernet 1/0/1 

[SwitchC-Ten-GigabitEthernet1/0/1] priority-flow-control enable 

# Enable PFC for 802.1p priority 3 on Ten-GigabitEthernet 1/0/1. 
[SwitchC-Ten-GigabitEthernet1/0/1] priority-flow-control no-drop dot1p 3 

# Configure Ten-GigabitEthernet 1/0/1 to trust the 802.1p priority carried in incoming packets. 
[SwitchC-Ten-GigabitEthernet1/0/1] qos trust dot1p 

[SwitchC-Ten-GigabitEthernet1/0/1] quit 

# Configure Ten-GigabitEthernet 1/0/2 through Ten-GigabitEthernet 1/0/4 in the same way 
Ten-GigabitEthernet 1/0/1 is configured. 
[SwitchC] interface ten-gigabitethernet 1/0/2 

[SwitchC-Ten-GigabitEthernet1/0/2] priority-flow-control enable 
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[SwitchC-Ten-GigabitEthernet1/0/2] priority-flow-control no-drop dot1p 3 

[SwitchC-Ten-GigabitEthernet1/0/2] qos trust dot1p 

[SwitchC-Ten-GigabitEthernet1/0/2] quit 

[SwitchC] interface ten-gigabitethernet 1/0/3 

[SwitchC-Ten-GigabitEthernet1/0/3] priority-flow-control enable 

[SwitchC-Ten-GigabitEthernet1/0/3] priority-flow-control no-drop dot1p 3 

[SwitchC-Ten-GigabitEthernet1/0/3] qos trust dot1p 

[SwitchC-Ten-GigabitEthernet1/0/3] quit 

[SwitchC] interface ten-gigabitethernet 1/0/4 

[SwitchC-Ten-GigabitEthernet1/0/4] priority-flow-control enable 

[SwitchC-Ten-GigabitEthernet1/0/4] priority-flow-control no-drop dot1p 3 

[SwitchC-Ten-GigabitEthernet1/0/4] qos trust dot1p 

[SwitchC-Ten-GigabitEthernet1/0/4] quit 

5. Configure FCoE: 
# Configure the switch to operate in FCF mode.  
[SwitchC] fcoe-mode fcf 

# Enable the fabric configuration feature for VSAN 100. By default, the fabric configuration 
feature is enabled.  
[SwitchC] vsan 100 

[SwitchC-vsan100] domain configure enable 

# Set the switch priority to 1, so the switch can be selected as the principal switch. 
[SwitchC-vsan100] priority 1 

# Set the domain ID to 1. 
[SwitchC-vsan100] domain-id 1 preferred 

# Enable FSPF. 
[SwitchC-vsan100] fspf enable 

[SwitchC-vsan100] quit 

# Create VFC 1.  
[SwitchC] interface vfc 1 

# Configure the mode of VFC 1 as E.  
[SwitchC-Vfc1] fc mode e 

# Bind VFC 1 to Layer 2 aggregate interface 1.  
[SwitchC-Vfc1] bind interface bridge-aggregation 1 

# Assign VFC 1 to VSAN 100 as a trunk port.  
[SwitchC-Vfc1] port trunk vsan 100 

# Create VFC 2.  
[SwitchC] interface vfc 2 

# Configure the mode of VFC 2 as F.  
[SwitchC-Vfc2] fc mode f 

# Bind VFC 2 to Ten-GigabitEthernet 1/0/5.  
[SwitchC-Vfc2] bind interface ten-gigabitethernet 1/0/5 

# Assign VFC 2 to VSAN 100 as a trunk port.  
[SwitchC-Vfc2] port trunk vsan 100 

[SwitchC-Vfc2] quit 

# Enable FCoE in VLAN 4001 and map VLAN 4001 to VSAN 100.  
[SwitchC] vlan 4001 

[SwitchC-vlan4001] fcoe enable vsan 100 
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[SwitchC-vlan4001] quit 

# In VSAN 100, configure the members in the default zone to access each other.  
[SwitchC] vsan 100 

[SwitchC-vsan100] zone default-zone permit 

[SwitchC-vsan100] quit 

Configuring Switch D 
Configure Switch D in the same way Switch C is configured. On Switch D, the VLAN, VSAN, and 
Layer 2 aggregate interface are VLAN 4002, VSAN 200, and Bridge-Aggregation2, respectively. 

Verifying the configuration 

Verifying the configuration on Switch A 
1. Display information for VSAN 100: 

# Display the domain information of VSAN 100. 
[SwitchA] display fc domain vsan 100 

Domain Information of VSAN 100: 

 

    Running time information: 

        State: Stable 

        Switch WWN: 48:33:43:2d:46:43:1A:1A 

        Fabric name: 48:33:43:2d:46:43:1C:1C 

        Priority: 128 

        Domain ID: 2 

    Configuration information: 

        Domain configure: Enabled 

        Domain auto-reconfigure: Disabled 

        Fabric name: 48:33:43:2d:46:43:1A:1A 

        Priority: 128 

        Domain ID: 2 (preferred) 

    Principal switch running time information: 

        Priority: 1 

 

    Path          Interface 

    Upstream      Vfc1 

The output shows that the domain configuration is complete on Switch A, and the principal 
switch assigns domain ID 2 to Switch A. 
# Display the domain list of VSAN 100. 
[SwitchA] display fc domain-list vsan 100 

Domain list of VSAN 100: 

  Number of domains: 2 

 

  Domain ID      WWN 

  0x01(1)        48:33:43:2d:46:43:1C:1C [Principal] 

  0x02(2)        48:33:43:2d:46:43:1A:1A [Local] 

The output shows that Switch C is elected as the principal switch, and the principal switch 
assigns the configured domain ID (ID 1) to itself. 
# Display the routing table information for VSAN 100. 
[SwitchA] display fc routing-table vsan 100 
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Routing Table: VSAN 100 

  Destinations : 5          Routes : 5 

  Destination/mask   Protocol   Preference   Cost     Interface 

  0x010000/8         FSPF       20           100      Vfc1 

  0xfffc01/24        DIRECT     0            0        InLoop0 

  0xfffffa/24        DIRECT     0            0        InLoop0 

  0xfffffc/24        DIRECT     0            0        InLoop0 

  0xfffffd/24        DIRECT     0            0        InLoop0 

The output shows that an FSPF route from Switch A to Switch C exists, with the outgoing 
interface VFC 1. 
# Display the node login information for VSAN 100. 
[SwitchA] display fc login vsan 100 

Interface VSAN FCID     Node WWN                Port WWN 

Vfc3      100  0x020000 21:01:00:1b:32:a0:fa:12 21:01:00:1b:32:a0:fa:11 

# Display the brief information about the name server database in VSAN 100. 
[SwitchA] display fc name-service database vsan 100 

VSAN 100: 

  FCID     Type               PWWN(vendor)                      FC4-type:feature 

  0x010000 0x01(N)            10:00:00:05:30:00:25:a3           SCSI-FCP:Target 

  0x020000 0x01(N)            21:01:00:1b:32:a0:fa:11           SCSI-FCP:Initiator 

2. Display information for VSAN 200: 
# Display the domain information of VSAN 200. 
[SwitchA] display fc domain vsan 200 

Domain Information of VSAN 200: 

 

    Running time information: 

        State: Stable 

        Switch WWN: 48:33:43:2d:46:43:1B:1B 

        Fabric name: 48:33:43:2d:46:43:1D:1D 

        Priority: 128 

        Domain ID: 2 

    Configuration information: 

        Domain configure: Enabled 

        Domain auto-reconfigure: Disabled 

        Fabric name: 48:33:43:2d:46:43:1B:1B 

        Priority: 128 

        Domain ID: 2 (preferred) 

    Principal switch running time information: 

        Priority: 1 

 

    Path          Interface 

    Upstream      Vfc2 

The output shows that the domain configuration is complete on Switch A, and the 

principal switch assigns domain ID 2 to Switch A. 

# Display the domain list of VSAN 200. 
[SwitchA] display fc domain-list vsan 200 

Domain list of VSAN 200: 

  Number of domains: 2 
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  Domain ID      WWN 

  0x01(1)        48:33:43:2d:46:43:1D:1D [Principal] 

  0x02(2)        48:33:43:2d:46:43:1B:1B [Local] 

The output shows that Switch D is elected as the principal switch, and the principal switch 
assigns the configured domain ID (ID 1) to itself. 
# Display the routing table information for VSAN 200. 
[SwitchA] display fc routing-table vsan 200 

Routing Table: VSAN 200 

  Destinations : 5          Routes : 5 

  Destination/mask   Protocol   Preference   Cost     Interface 

  0x010000/8         FSPF       20           100      Vfc2 

  0xfffc01/24        DIRECT     0            0        InLoop0 

  0xfffffa/24        DIRECT     0            0        InLoop0 

  0xfffffc/24        DIRECT     0            0        InLoop0 

  0xfffffd/24        DIRECT     0            0        InLoop0 

The output shows that an FSPF route from Switch A to Switch C exists, with the outgoing 
interface VFC 2. 
# Display the node login information for VSAN 200. 
[SwitchA] display fc login vsan 200 

Interface VSAN FCID     Node WWN                Port WWN 

Vfc4      200  0x020000 21:01:00:1b:32:a0:fa:12 21:01:00:1b:32:a0:fa:13 

# Display the brief information about the name server database in VSAN 200. 
[SwitchA] display fc name-service database vsan 200 

VSAN 200: 

  FCID     Type               PWWN(vendor)                      FC4-type:feature 

  0x010000 0x01(N)            10:00:00:05:30:00:25:a5           SCSI-FCP:Target 

  0x020000 0x01(N)            21:01:00:1b:32:a0:fa:13           SCSI-FCP:Initiator 

Verifying the configuration on Switch C and Switch D 
This example uses Switch C. 

# Display the node login information for VSAN 100. 
[SwitchC] display fc login vsan 100 

Interface VSAN FCID     Node WWN                Port WWN 

Vfc2      100  0x010000 10:00:00:05:30:00:25:a4 10:00:00:05:30:00:25:a3 

FC and FCoE configuration example by using FC interfaces and VFC 
interfaces (in standalone mode) 

Network requirements 

As shown in Figure 124:  
• Switch A and Switch B are connected to an Ethernet switch, and operate at the access layer of 

the LAN.  
• Switch A and Switch B are connected to Switch C and Switch D, respectively.  
• The four switches operate as the FCF switches of the SANs.  

Configure FC and FCoE to meet the following requirements: 
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• The transmission network formed by Switch A, Switch B, and the Ethernet switch can use the 
server to provide services for the LAN. The transmission network formed by switches A through 
D can enable the server to access the disk device.  

• Link backup is used to implement high availability for the packets to and from the server and 
disk device.  

• The bandwidth is increased for the link between Switch A and Switch C and the link between 
Switch B and Switch D. Link backup and load sharing are implemented.  

Figure 124 Network diagram 

 
 

Requirements analysis 

To transmit the storage traffic over lossless Ethernet links in the SANs, perform the following tasks:  
• Configure DCBX, PFC in auto mode, and ETS on the Ethernet interfaces connecting the 

switches to the server.  
• Enable PFC by force on the Ethernet interfaces connecting switches.  

To implement link backup between the server and the disk device, use two separate SANs to provide 
connections between the server and the disk device. The two SANs can use the same VSAN. The 
two separate VSANs are as follows:  
• One physical SAN is formed by the server, Switch A, Switch C, and the disk device.  
• The other physical SAN is formed by the server, Switch B, Switch D, and the disk device.  

To transmit the Ethernet traffic of the LAN in VLAN 1001, configure the following interfaces to allow 
VLAN 1001:  
• The Ethernet interfaces connecting Switch A and Switch B to the LAN.  
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• The Ethernet interfaces connecting Switch A and Switch B to the server.  

To transmit the storage traffic of the SANs in VSAN 100, configure the interfaces connecting the four 
FCF switches to the SANs to allow VSAN 100.  

To transmit the storage traffic of VSAN 100 within VLAN 4001, map VLAN 4001 to VSAN 100. 

To avoid physical loops in a complex LAN, enable STP on the Ethernet interfaces connecting Switch 
A and Switch B to the LAN. In this example, you do not need to enable STP, because the LAN is 
simple and will not have loops. 

To prevent loops on the interfaces that connect Switch A and Switch B to the server, configure the 
interfaces as edge ports and enable BPDU guard. An edge port does not participate in spanning tree 
calculation and can rapidly transition to the forwarding state. When the server logs in to Switch A or 
Switch B again, traffic loss is minimized for the server.  

To prevent STP from blocking the interfaces that are responsible for forwarding storage traffic on 
Switch A and Switch B, disable STP on the interfaces connecting the four FCF switches.  

For the server to access the resources in the disk device, configure the members in the default zone 
to access each other.  

To increase the bandwidth for the link between Switch A and Switch C and implement link backup 
and load sharing, configure Ethernet link aggregation group 1.  

To increase the bandwidth for the link between Switch B and Switch D and implement link backup 
and load sharing, configure Ethernet link aggregation group 2.  

For the VFC interfaces to correctly perform PFC when both FC interfaces and VFC interfaces are 
used, configure FC interfaces to trust the 802.1p priorities in incoming packets.  

Configuration restrictions and guidelines 

As a best practice, build the fabric dynamically and use FSPF for FC routing when the SANs are 
complex. 

Configuration procedures 

Configuring Switch A 
1. Configure the switch to operate in advanced mode, save the configuration, and reboot the 

switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchA> system-view 

[SwitchA] system-working-mode advance 

[SwitchA] save 

[SwitchA] quit 

<SwitchA> reboot 

2. Configure VLANs and interfaces: 
# Create VLANs 1001 and 4001, which are intended to transmit Ethernet traffic and storage 
traffic, respectively.  
<SwitchA> system-view 

[SwitchA] vlan 1001 

[SwitchA-vlan1001] description ToLAN 

[SwitchA-vlan1001] quit 

[SwitchA] vlan 4001 

[SwitchA-vlan4001] description ToSAN 

[SwitchA-vlan4001] quit 

# Enable STP globally. 
[SwitchA] stp global enable 



 

993 

# Enable BPDU guard globally.  
[SwitchA] stp bpdu-protection 

# Configure Ten-GigabitEthernet 1/0/5 as a hybrid port.  
[SwitchA] interface ten-gigabitethernet 1/0/5 

[SwitchA-Ten-GigabitEthernet1/0/5] port link-type hybrid 

# Assign Ten-GigabitEthernet 1/0/5 to VLAN 1001 as an untagged member.  
[SwitchA-Ten-GigabitEthernet1/0/5] port hybrid vlan 1001 untagged 

# Assign Ten-GigabitEthernet 1/0/5 to VLAN 4001 as a tagged member.  
[SwitchA-Ten-GigabitEthernet1/0/5] port hybrid vlan 4001 tagged 

# Set the PVID to VLAN 1001 for Ten-GigabitEthernet 1/0/5.  
[SwitchA-Ten-GigabitEthernet1/0/5] port hybrid pvid vlan 1001 

# Disable STP on Ten-GigabitEthernet 1/0/5.  
[SwitchA-Ten-GigabitEthernet1/0/5] undo stp enable 

# Configure Ten-GigabitEthernet 1/0/5 as an edge port.  
[SwitchA-Ten-GigabitEthernet1/0/5] stp edged-port 

# Enable BPDU guard on Ten-GigabitEthernet 1/0/5.  
[SwitchA-Ten-GigabitEthernet1/0/5] stp port bpdu-protection enable 

[SwitchA-Ten-GigabitEthernet1/0/5] quit 

# Configure Ten-GigabitEthernet 1/0/6 as a trunk port, and assign the interface to VLAN 1001.  
[SwitchA] interface ten-gigabitethernet 1/0/6 

[SwitchA-Ten-GigabitEthernet1/0/6] port link-type trunk 

[SwitchA-Ten-GigabitEthernet1/0/6] port trunk permit vlan 1001 

# Enable STP on Ten-GigabitEthernet 1/0/6.  
[SwitchA-Ten-GigabitEthernet1/0/6] stp enable 

[SwitchA-Ten-GigabitEthernet1/0/6] quit 

# Create Layer 2 aggregate interface 1, and configure it to operate in dynamic aggregation 
mode.  
[SwitchA] interface bridge-aggregation 1 

[SwitchA-Bridge-Aggregation1] link-aggregation mode dynamic 

# Disable STP on Layer 2 aggregate interface 1.  
[SwitchA-Bridge-Aggregation1] undo stp enable 

[SwitchA-Bridge-Aggregation1] quit 

# Assign Ten-GigabitEthernet 1/0/1 through Ten-GigabitEthernet 1/0/4 to Layer 2 aggregation 
group 1.  
[SwitchA] interface ten-gigabitethernet 1/0/1 

[SwitchA-Ten-GigabitEthernet1/0/1] port link-aggregation group 1 

[SwitchA-Ten-GigabitEthernet1/0/1] quit 

[SwitchA] interface ten-gigabitethernet 1/0/2 

[SwitchA-Ten-GigabitEthernet1/0/2] port link-aggregation group 1 

[SwitchA-Ten-GigabitEthernet1/0/2] quit 

[SwitchA] interface ten-gigabitethernet 1/0/3 

[SwitchA-Ten-GigabitEthernet1/0/3] port link-aggregation group 1 

[SwitchA-Ten-GigabitEthernet1/0/3] quit 

[SwitchA] interface ten-gigabitethernet 1/0/4 

[SwitchA-Ten-GigabitEthernet1/0/4] port link-aggregation group 1 

[SwitchA-Ten-GigabitEthernet1/0/4] quit 

# Configure Layer 2 aggregate interface 1 as a trunk port, and assign the aggregate interface to 
VLAN 4001.  
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[SwitchA] interface bridge-aggregation 1 

[SwitchA-Bridge-Aggregation1] port link-type trunk 

[SwitchA-Bridge-Aggregation1] port trunk permit vlan 4001 

[SwitchA-Bridge-Aggregation1] quit 

3. Configure DCBX: 
# Enable LLDP globally. 
[SwitchA] lldp global enable 

# Create a Layer 2 ACL named DCBX. 
[SwitchA] acl mac name DCBX 

# Configure the ACL to permit FCoE packets (whose protocol number is 0x8906) to pass 
through. 
[SwitchA-acl-mac-DCBX] rule 0 permit type 8906 ffff 

# Configure the ACL to permit FIP protocol packets (whose protocol number is 0x8914) to pass 
through. 
[SwitchA-acl-mac-DCBX] rule 5 permit type 8914 ffff 

[SwitchA-acl-mac-DCBX] quit 

# Create a class named DCBX, with the operator of the class as OR. 
[SwitchA] traffic classifier DCBX operator or 

# Use ACL DCBX as the match criterion of the class. 
[SwitchA-classifier-DCBX] if-match acl name DCBX 

[SwitchA-classifier-DCBX] quit 

# Create a behavior named DCBX, and configure the behavior to mark packets with 802.1p 
priority value 3. 
[SwitchA] traffic behavior DCBX 

[SwitchA-behavior-DCBX] remark dot1p 3 

[SwitchA-behavior-DCBX] quit 

# Create a QoS policy named DCBX. 
[SwitchA] qos policy DCBX 

# Associate class DCBX with traffic behavior DCBX in the QoS policy, and specify that the 
association apply to DCBX. 
[SwitchA-qospolicy-DCBX] classifier DCBX behavior DCBX mode dcbx 

[SwitchA-qospolicy-DCBX] quit 

# Enable LLDP and DCBX TLV advertising on Ten-GigabitEthernet 1/0/5. 
[SwitchA] interface ten-gigabitethernet 1/0/5 

[SwitchA-Ten-GigabitEthernet1/0/5] lldp enable 

[SwitchA-Ten-GigabitEthernet1/0/5] lldp tlv-enable dot1-tlv dcbx 

# Apply QoS policy DCBX to the outgoing traffic of Ten-GigabitEthernet 1/0/5.  
[SwitchA-Ten-GigabitEthernet1/0/5] qos apply policy DCBX outbound 

4. Configure PFC: 
# Enable PFC in auto mode on Ten-GigabitEthernet 1/0/5.  
[SwitchA-Ten-GigabitEthernet1/0/5] priority-flow-control auto 

# Enable PFC for 802.1p priority 3 on Ten-GigabitEthernet 1/0/5.  
[SwitchA-Ten-GigabitEthernet1/0/5] priority-flow-control no-drop dot1p 3 

# Configure Ten-GigabitEthernet 1/0/5 to trust the 802.1p priority carried in incoming packets.  
[SwitchA-Ten-GigabitEthernet1/0/5] qos trust dot1p 

[SwitchA-Ten-GigabitEthernet1/0/5] quit 

# Enable PFC by force on Ten-GigabitEthernet 1/0/1. 
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[SwitchA] interface ten-gigabitethernet 1/0/1 

[SwitchA-Ten-GigabitEthernet1/0/1] priority-flow-control enable 

# Enable PFC for 802.1p priority 3 on Ten-GigabitEthernet 1/0/1. 
[SwitchA-Ten-GigabitEthernet1/0/1] priority-flow-control no-drop dot1p 3 

# Configure Ten-GigabitEthernet 1/0/1 to trust the 802.1p priority carried in incoming packets.  
[SwitchA-Ten-GigabitEthernet1/0/1] qos trust dot1p 

[SwitchA-Ten-GigabitEthernet1/0/1] quit 

# Configure Ten-GigabitEthernet 1/0/2 through Ten-GigabitEthernet 1/0/4 in the same way 
Ten-GigabitEthernet 1/0/1 is configured. 
[SwitchA] interface ten-gigabitethernet 1/0/2 

[SwitchA-Ten-GigabitEthernet1/0/2] priority-flow-control enable 

[SwitchA-Ten-GigabitEthernet1/0/2] priority-flow-control no-drop dot1p 3 

[SwitchA-Ten-GigabitEthernet1/0/2] qos trust dot1p 

[SwitchA-Ten-GigabitEthernet1/0/2] quit 

[SwitchA] interface ten-gigabitethernet 1/0/3 

[SwitchA-Ten-GigabitEthernet1/0/3] priority-flow-control enable 

[SwitchA-Ten-GigabitEthernet1/0/3] priority-flow-control no-drop dot1p 3 

[SwitchA-Ten-GigabitEthernet1/0/3] qos trust dot1p 

[SwitchA-Ten-GigabitEthernet1/0/3] quit 

[SwitchA] interface ten-gigabitethernet 1/0/4 

[SwitchA-Ten-GigabitEthernet1/0/4] priority-flow-control enable 

[SwitchA-Ten-GigabitEthernet1/0/4] priority-flow-control no-drop dot1p 3 

[SwitchA-Ten-GigabitEthernet1/0/4] qos trust dot1p 

[SwitchA-Ten-GigabitEthernet1/0/4] quit 

5. Configure ETS: 
# Configure the 802.1p-local priority mapping table as follows:  
 Map 802.1p priority value 3 to local precedence 1.  
 Map the other 802.1p priority values to local precedence 0. 
[SwitchA] qos map-table dot1p-lp 

[SwitchA-maptbl-dot1p-lp] import 3 export 1 

[SwitchA-maptbl-dot1p-lp] import 0 export 0 

[SwitchA-maptbl-dot1p-lp] import 1 export 0 

[SwitchA-maptbl-dot1p-lp] import 2 export 0 

[SwitchA-maptbl-dot1p-lp] import 4 export 0 

[SwitchA-maptbl-dot1p-lp] import 5 export 0 

[SwitchA-maptbl-dot1p-lp] import 6 export 0 

[SwitchA-maptbl-dot1p-lp] import 7 export 0 

[SwitchA-maptbl-dot1p-lp] quit 

# Configure WRR on Ten-GigabitEthernet 1/0/5 as follows:  
 Assign 50% of the interface bandwidth to the FCoE traffic (traffic assigned to queue 1).  
 Assign 50% of the interface bandwidth to the LAN traffic (traffic assigned to queue 0).  
[SwitchA] interface ten-gigabitethernet 1/0/5 

[SwitchA-Ten-GigabitEthernet1/0/5] qos wrr af1 group 1 byte-count 1 

[SwitchA-Ten-GigabitEthernet1/0/5] qos wrr be group 1 byte-count 1 

# Assign the other queues to the SP group on Ten-GigabitEthernet 1/0/5.  
[SwitchA-Ten-GigabitEthernet1/0/5] qos wrr af2 group sp 

[SwitchA-Ten-GigabitEthernet1/0/5] qos wrr af3 group sp 
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[SwitchA-Ten-GigabitEthernet1/0/5] qos wrr af4 group sp 

[SwitchA-Ten-GigabitEthernet1/0/5] qos wrr ef group sp 

[SwitchA-Ten-GigabitEthernet1/0/5] qos wrr cs6 group sp 

[SwitchA-Ten-GigabitEthernet1/0/5] qos wrr cs7 group sp 

[SwitchA-Ten-GigabitEthernet1/0/5] quit 

6. Configure FCoE: 
# Configure the switch to operate in FCF mode.  
[SwitchA] fcoe-mode fcf 

# Enable the fabric configuration feature for VSAN 100. By default, the fabric configuration 
feature is enabled.  
[SwitchA] vsan 100 

[SwitchA-vsan100] domain configure enable 

# Set the domain ID to 2. 
[SwitchA-vsan100] domain-id 2 preferred 

# Enable FSPF. 
[SwitchA-vsan100] fspf enable 

[SwitchA-vsan100] quit 

# Create VFC 1.  
[SwitchA] interface vfc 1 

# Configure the mode of VFC 1 as E.  
[SwitchA-Vfc1] fc mode e 

# Bind VFC 1 to Layer 2 aggregate interface 1.  
[SwitchA-Vfc1] bind interface bridge-aggregation 1 

# Assign VFC 1 to VSAN 100 as a trunk port.  
[SwitchA-Vfc1] port trunk vsan 100 

# Create VFC 2.  
[SwitchA] interface vfc 2 

# Configure the mode of VFC 2 as F.  
[SwitchA-Vfc2] fc mode f 

# Bind VFC 2 to Ten-GigabitEthernet 1/0/5.  
[SwitchA-Vfc2] bind interface ten-gigabitethernet 1/0/5 

# Assign VFC 2 to VSAN 100 as a trunk port.  
[SwitchA-Vfc2] port trunk vsan 100 

[SwitchA-Vfc2] quit 

# Enable FCoE in VLAN 4001 and map VLAN 4001 to VSAN 100.  
[SwitchA] vlan 4001 

[SwitchA-vlan4001] fcoe enable vsan 100 

[SwitchA-vlan4001] quit 

# In VSAN 100, configure the members in the default zone to access each other.  
[SwitchA] vsan 100 

[SwitchA-vsan100] zone default-zone permit 

[SwitchA-vsan100] quit 

Configuring Switch B 
Configure Switch B in the same way Switch A is configured. On Switch B, the Layer 2 aggregate 
interface is Bridge-Aggregation2. 
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Configuring Switch C 
1. Configure the switch to operate in advanced mode, save the configuration, and reboot the 

switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchC> system-view 

[SwitchC] system-working-mode advance 

[SwitchC] save 

[SwitchC] quit 

<SwitchC> reboot 

2. Configure VLANs and interfaces: 
# Create VLAN 4001, which is intended to transmit storage traffic.  
<SwitchC> system-view 

[SwitchC] vlan 4001 

[SwitchC-vlan4001] description ToSAN 

[SwitchC-vlan4001] quit 

# Create Layer 2 aggregate interface 1, configure it to operate in dynamic aggregation mode, 
and disable STP.  
[SwitchC] interface bridge-aggregation 1 

[SwitchC-Bridge-Aggregation1] link-aggregation mode dynamic 

[SwitchC-Bridge-Aggregation1] undo stp enable 

[SwitchC-Bridge-Aggregation1] quit 

# Assign Ten-GigabitEthernet 1/0/1 through Ten-GigabitEthernet 1/0/4 to Layer 2 aggregation 
group 1.  
[SwitchC] interface ten-gigabitethernet 1/0/1 

[SwitchC-Ten-GigabitEthernet1/0/1] port link-aggregation group 1 

[SwitchC-Ten-GigabitEthernet1/0/1] quit 

[SwitchC] interface ten-gigabitethernet 1/0/2 

[SwitchC-Ten-GigabitEthernet1/0/2] port link-aggregation group 1 

[SwitchC-Ten-GigabitEthernet1/0/2] quit 

[SwitchC] interface ten-gigabitethernet 1/0/3 

[SwitchC-Ten-GigabitEthernet1/0/3] port link-aggregation group 1 

[SwitchC-Ten-GigabitEthernet1/0/3] quit 

[SwitchC] interface ten-gigabitethernet 1/0/4 

[SwitchC-Ten-GigabitEthernet1/0/4] port link-aggregation group 1 

[SwitchC-Ten-GigabitEthernet1/0/4] quit 

# Configure Layer 2 aggregate interface 1 as a trunk port, and assign the aggregate interface to 
VLAN 4001.  
[SwitchC] interface bridge-aggregation 1 

[SwitchC-Bridge-Aggregation1] port link-type trunk 

[SwitchC-Bridge-Aggregation1] port trunk permit vlan 4001 

[SwitchC-Bridge-Aggregation1] quit 

3. Configure PFC: 
# Enable PFC by force on Ten-GigabitEthernet 1/0/1. 
[SwitchC] interface ten-gigabitethernet 1/0/1 

[SwitchC-Ten-GigabitEthernet1/0/1] priority-flow-control enable 

# Enable PFC for 802.1p priority 3 on Ten-GigabitEthernet 1/0/1. 
[SwitchC-Ten-GigabitEthernet1/0/1] priority-flow-control no-drop dot1p 3 

# Configure Ten-GigabitEthernet 1/0/1 to trust the 802.1p priority carried in incoming packets.  
[SwitchC-Ten-GigabitEthernet1/0/1] qos trust dot1p 
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[SwitchC-Ten-GigabitEthernet1/0/1] quit 

# Configure Ten-GigabitEthernet 1/0/2 through Ten-GigabitEthernet 1/0/4 in the same way 
Ten-GigabitEthernet 1/0/1 is configured. 
[SwitchC] interface ten-gigabitethernet 1/0/2 

[SwitchC-Ten-GigabitEthernet1/0/2] priority-flow-control enable 

[SwitchC-Ten-GigabitEthernet1/0/2] priority-flow-control no-drop dot1p 3 

[SwitchC-Ten-GigabitEthernet1/0/2] qos trust dot1p 

[SwitchC-Ten-GigabitEthernet1/0/2] quit 

[SwitchC] interface ten-gigabitethernet 1/0/3 

[SwitchC-Ten-GigabitEthernet1/0/3] priority-flow-control enable 

[SwitchC-Ten-GigabitEthernet1/0/3] priority-flow-control no-drop dot1p 3 

[SwitchC-Ten-GigabitEthernet1/0/3] qos trust dot1p 

[SwitchC-Ten-GigabitEthernet1/0/3] quit 

[SwitchC] interface ten-gigabitethernet 1/0/4 

[SwitchC-Ten-GigabitEthernet1/0/4] priority-flow-control enable 

[SwitchC-Ten-GigabitEthernet1/0/4] priority-flow-control no-drop dot1p 3 

[SwitchC-Ten-GigabitEthernet1/0/4] qos trust dot1p 

[SwitchC-Ten-GigabitEthernet1/0/4] quit 

4. Configure FC and FCoE: 
# Configure the switch to operate in FCF mode.  
[SwitchC] fcoe-mode fcf 

# Enable the fabric configuration feature for VSAN 100. By default, the fabric configuration 
feature is enabled.  
[SwitchC] vsan 100 

[SwitchC-vsan100] domain configure enable 

# Set the switch priority to 1, so the switch can be selected as the principal switch. 
[SwitchC-vsan100] priority 1 

# Set the domain ID to 1. 
[SwitchC-vsan100] domain-id 1 preferred 

# Enable FSPF. 
[SwitchC-vsan100] fspf enable 

[SwitchC-vsan100] quit 

# Change Ten-GigabitEthernet 1/0/5 into FC 1/0/5.  
[SwitchC] interface ten-gigabitethernet 1/0/5 

[SwitchC-Ten-GigabitEthernet1/0/5] port-type fc 

# Configure the mode of FC 1/0/5 as F.  
[SwitchC-Fc1/0/5] fc mode f 

# Configure FC 1/0/5 to autonegotiate the speed.  
[SwitchC-Fc1/0/5] speed auto 

# Configure FC 1/0/5 to trust the 802.1p priorities carried in incoming packets. 
[SwitchC-Fc1/0/5] qos trust dot1p 

# Assign FC 1/0/5 to VSAN 100 as an access port. 
[SwitchC-Fc1/0/5] port access vsan 100 

[SwitchC-Fc1/0/5] quit 

# Create VFC 1.  
[SwitchC] interface vfc 1 

# Configure the mode of VFC 1 as E.  
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[SwitchC-Vfc1] fc mode e 

# Bind VFC 1 to Layer 2 aggregate interface 1.  
[SwitchC-Vfc1] bind interface bridge-aggregation 1 

# Assign VFC 1 to VSAN 100 as a trunk port.  
[SwitchC-Vfc1] port trunk vsan 100 

[SwitchC-Vfc1] quit 

# Enable FCoE in VLAN 4001 and map VLAN 4001 to VSAN 100.  
[SwitchC] vlan 4001 

[SwitchC-vlan4001] fcoe enable vsan 100 

[SwitchC-vlan4001] quit 

# In VSAN 100, configure the members in the default zone to access each other.  
[SwitchC] vsan 100 

[SwitchC-vsan100] zone default-zone permit 

[SwitchC-vsan100] quit 

Configuring Switch D 
Configure Switch D in the same way Switch C is configured. On Switch D, the Layer 2 aggregate 
interface is Bridge-Aggregation2. 

Verifying the configuration 

Verifying the configuration on Switch A and Switch B 
This example uses Switch A. 

# Display the domain information of VSAN 100. 
[SwitchA] display fc domain vsan 100 

Domain Information of VSAN 100: 

 

    Running time information: 

        State: Stable 

        Switch WWN: 48:33:43:2d:46:43:1A:1A 

        Fabric name: 48:33:43:2d:46:43:1C:1C 

        Priority: 128 

        Domain ID: 2 

    Configuration information: 

        Domain configure: Enabled 

        Domain auto-reconfigure: Disabled 

        Fabric name: 48:33:43:2d:46:43:1A:1A 

        Priority: 128 

        Domain ID: 2 (preferred) 

    Principal switch running time information: 

        Priority: 1 

 

    Path          Interface 

    Upstream      Vfc1 

The output shows that the domain configuration is complete on Switch A, and the principal switch 
assigns domain ID 2 to Switch A. 

# Display the domain ID list of VSAN 100. 
[SwitchA] display fc domain-list vsan 100 
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Domain list of VSAN 100: 

  Number of domains: 2 

 

  Domain ID      WWN 

  0x01(1)        48:33:43:2d:46:43:1C:1C [Principal] 

  0x02(2)        48:33:43:2d:46:43:1A:1A [Local] 

The output shows that Switch C is elected as the principal switch, and the principal switch assigns 
the configured domain ID (ID 1) to itself. 

# Display the routing table information for Switch A. 
[SwitchA] display fc routing-table vsan 100 

Routing Table: VSAN 100 

  Destinations : 5          Routes : 5 

  Destination/mask   Protocol   Preference   Cost     Interface 

  0x010000/8         FSPF       20           100      Vfc1 

  0xfffc01/24        DIRECT     0            0        InLoop0 

  0xfffffa/24        DIRECT     0            0        InLoop0 

  0xfffffc/24        DIRECT     0            0        InLoop0 

  0xfffffd/24        DIRECT     0            0        InLoop0 

The output shows that an FSPF route from Switch A to Switch C exists, with the outgoing interface 
VFC 1. 

# Display the node login information for VSAN 100. 
[SwitchA] display fc login vsan 100 

Interface VSAN FCID     Node WWN                Port WWN 

Vfc2      100  0x020000 21:01:00:1b:32:a0:fa:12 21:01:00:1b:32:a0:fa:11 

# Display the brief information about the name server database in VSAN 100. 
[SwitchA] display fc name-service database vsan 100 

VSAN 100: 

  FCID     Type               PWWN(vendor)                      FC4-type:feature 

  0x010000 0x01(N)            10:00:00:05:30:00:25:a3           SCSI-FCP:Target 

  0x020000 0x01(N)            21:01:00:1b:32:a0:fa:11           SCSI-FCP:Initiator 

Verifying the configuration on Switch C and Switch D 
This example uses Switch C. 

# Display the node login information for VSAN 100. 
[SwitchC] display fc login vsan 100 

Interface VSAN FCID     Node WWN                Port WWN 

Fc1/0/5   100  0x010000 10:00:00:05:30:00:25:a4 10:00:00:05:30:00:25:a3 

FC and FCoE configuration example by using FC interfaces and VFC 
interfaces (in IRF mode) 

Network requirements 

As shown in Figure 125:  
• Switch A and Switch B are connected to an Ethernet switch, and operate at the access layer of 

the LAN.  
• Switch A and Switch B are connected to Switch C and Switch D, respectively.  
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• The four switches operate as the FCF switches of the SANs.  

Configure FC and FCoE to meet the following requirements: 
• The transmission network formed by Switch A, Switch B, and the Ethernet switch can use the 

server to provide services for the LAN. The transmission network formed by switches A through 
D can enable the server to access the disk device.  

• Link backup is used to implement high availability for the packets to and from the server and 
disk device.  

• The bandwidth is increased for the link between Switch A and Switch C and the link between 
Switch B and Switch D. Link backup and load sharing are implemented.  

• Switch A and Switch B are uniformly managed, and the hardware resources and software 
processing capabilities of the two switches are integrated. When one switch fails, the other 
switch can quickly take over to avoid service interruption.  

Figure 125 Network diagram 

 
 

Requirements analysis 

To uniformly manage Switch A and Switch B and implement backup between them, configure Switch 
A and Switch B to form an IRF fabric. The IRF fabric uses Switch A as the master device. The IRF 
fabric operates at the access layer of the LAN and operates as the FCF switch of the SANs.  

To transmit the storage traffic over lossless Ethernet links in the SANs, perform the following tasks:  
• Configure DCBX, PFC in auto mode, and ETS on the Ethernet interfaces connecting the 

switches to the server.  
• Enable PFC by force on the Ethernet interfaces connecting switches.  
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To implement link backup between the server and the disk device, use two separate SANs to provide 
connections between the server and the disk device. The two separate VSANs are as follows:  
• One physical SAN is formed by the server, the IRF fabric, Switch C, and the disk device.  
• The other physical SAN is formed by the server, the IRF fabric, Switch D, and the disk device.  

To transmit the Ethernet traffic of the LAN in VLAN 1001, configure the Ethernet interfaces 
connecting the IRF fabric to the LAN and the server to allow VLAN 1001.  

To transmit the storage traffic of the SANs in VSAN 100 and VSAN 200, perform the following tasks:  
• Configure the interfaces connecting Switch A and Switch C to the SANs to allow VSAN 100.  
• Configure the interfaces connecting Switch B and Switch D to the SANs to allow VSAN 200.  

To transmit the storage traffic of VSAN 100 within VLAN 4001, map VLAN 4001 to VSAN 100. To 
transmit the storage traffic of VSAN 200 within VLAN 4002, map VLAN 4002 to VSAN 200. 

To avoid physical loops in a complex LAN, enable STP on the Ethernet interfaces connecting the IRF 
fabric to the LAN. In this example, you do not need to enable STP, because the LAN is simple and 
will not have loops 

To prevent loops on the interfaces that connect the IRF fabric to the server, configure the interfaces 
as edge ports and enable BPDU guard. An edge port does not participate in spanning tree 
calculation and can rapidly transition to the forwarding state. When the server logs in to the IRF fabric 
again, traffic loss is minimized for the server.  

To prevent STP from blocking the interfaces that are responsible for forwarding storage traffic on the 
IRF fabric, disable STP on the interfaces connecting the IRF fabric to Switch C and Switch D.  

For the server to access the resources in the disk device, configure the members in the default zone 
to access each other.  

To increase the bandwidth for the link between the IRF fabric and Switch C and implement link 
backup and load sharing, configure Ethernet link aggregation group 1.  

To increase the bandwidth for the link between the IRF fabric and Switch D and implement link 
backup and load sharing, configure Ethernet link aggregation group 2.  

To meet the high availability requirements for the packets to and from the server and disk device, 
perform the following tasks:  
• Connect the server to Switch A and Switch B through two upstream links.  
• Connect the disk device to Switch C and Switch D through two upstream links.  

For the VFC interfaces to correctly perform PFC when both FC interfaces and VFC interfaces are 
used, configure FC interfaces to trust 802.1p priorities in incoming packets.  

Configuration restrictions and guidelines 

When you configure FCoE in IRF mode, follow these restrictions and guidelines: 
• As a best practice, build the fabric dynamically and use FSPF for FC routing when the SANs are 

complex. 
• Because the server is connected to the same IRF fabric rather than two separate devices in the 

two SANs, follow these guidelines:  
 The two SANs must use different VSANs (for example, VSAN 100 and VSAN 200).  
 The IRF fabric must connect to the two VSANs.  

• An IRF port is a logical interface connecting IRF member devices. To use an IRF port, you must 
bind at least one physical port to it. A link formed by IRF ports is called an IRF link.  

Configuration prerequisites 

Before you configure FC and FCoE in IRF mode, complete the following tasks: 
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• Configure Switch A and Switch B to form an IRF fabric. You can configure the IRF fabric on any 
IRF member device.  

• Aggregate the four physical links connecting Switch A to Switch B into an IRF link, with ports 
IRF-port 1/1 and IRF-port 2/2 at the two ends, respectively.  

For information about configuring IRF, see IRF Configuration Guide. 

Configuration procedures 

This section describes only FC and FCoE configurations.  

Configuring Switch A 
1. Configure the switch to operate in advanced mode, save the configuration, and reboot the 

switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchA> system-view 

[SwitchA] system-working-mode advance 

[SwitchA] save 

[SwitchA] quit 

<SwitchA> reboot 

2. Configure VLANs and interfaces: 
# Create VLANs 1001, 4001, and 4002, which are intended to transmit Ethernet traffic, storage 
traffic, and storage traffic, respectively.  
<SwitchA> system-view 

[SwitchA] vlan 1001 

[SwitchA-vlan1001] description ToLAN 

[SwitchA-vlan1001] quit 

[SwitchA] vlan 4001 

[SwitchA-vlan4001] description ToSAN_A 

[SwitchA-vlan4001] quit 

[SwitchA] vlan 4002 

[SwitchA-vlan4002] description ToSAN_B 

[SwitchA-vlan4002] quit 

# Enable STP globally. 
[SwitchA] stp global enable 

# Enable BPDU guard globally.  
[SwitchA] stp bpdu-protection 

# Configure Ten-GigabitEthernet 1/0/5 as a hybrid port.  
[SwitchA] interface ten-gigabitethernet 1/0/5 

[SwitchA-Ten-GigabitEthernet1/0/5] port link-type hybrid 

# Assign Ten-GigabitEthernet 1/0/5 to VLAN 1001 as an untagged member. 
[SwitchA-Ten-GigabitEthernet1/0/5] port hybrid vlan 1001 untagged 

# Assign Ten-GigabitEthernet 1/0/5 to VLAN 4001 as a tagged member. 
[SwitchA-Ten-GigabitEthernet1/0/5] port hybrid vlan 4001 tagged 

# Set the PVID to VLAN 1001 for Ten-GigabitEthernet 1/0/5. 
[SwitchA-Ten-GigabitEthernet1/0/5] port hybrid pvid vlan 1001 

# Disable STP on Ten-GigabitEthernet 1/0/5. 
[SwitchA-Ten-GigabitEthernet1/0/5] undo stp enable 

# Configure Ten-GigabitEthernet 1/0/5 as an edge port.  
[SwitchA-Ten-GigabitEthernet1/0/5] stp edged-port 



 

1004 

# Enable BPDU guard on Ten-GigabitEthernet 1/0/5.  
[SwitchA-Ten-GigabitEthernet1/0/5] stp port bpdu-protection enable 

[SwitchA-Ten-GigabitEthernet1/0/5] quit 

# Configure Ten-GigabitEthernet 2/0/5 as a hybrid port.  
[SwitchA] interface ten-gigabitethernet 2/0/5 

[SwitchA-Ten-GigabitEthernet2/0/5] port link-type hybrid 

# Assign Ten-GigabitEthernet 2/0/5 to VLAN 1001 as an untagged member.  
[SwitchA-Ten-GigabitEthernet2/0/5] port hybrid vlan 1001 untagged 

# Assign Ten-GigabitEthernet 2/0/5 to VLAN 4002 as a tagged member.  
[SwitchA-Ten-GigabitEthernet2/0/5] port hybrid vlan 4002 tagged 

# Set the PVID to VLAN 1001 for Ten-GigabitEthernet 2/0/5.  
[SwitchA-Ten-GigabitEthernet2/0/5] port hybrid pvid vlan 1001 

# Disable STP on Ten-GigabitEthernet 2/0/5. 
[SwitchA-Ten-GigabitEthernet2/0/5] undo stp enable 

# Configure Ten-GigabitEthernet 2/0/5 as an edge port.  
[SwitchA-Ten-GigabitEthernet2/0/5] stp edged-port 

# Enable BPDU guard on Ten-GigabitEthernet 2/0/5.  
[SwitchA-Ten-GigabitEthernet2/0/5] stp port bpdu-protection enable 

[SwitchA-Ten-GigabitEthernet2/0/5] quit 

# Configure Ten-GigabitEthernet 1/0/6 as a trunk port, and assign the interface to VLAN 1001.  
[SwitchA] interface ten-gigabitethernet 1/0/6 

[SwitchA-Ten-GigabitEthernet1/0/6] port link-type trunk 

[SwitchA-Ten-GigabitEthernet1/0/6] port trunk permit vlan 1001 

# Enable STP on Ten-GigabitEthernet 1/0/6.  
[SwitchA-Ten-GigabitEthernet1/0/6] stp enable 

[SwitchA-Ten-GigabitEthernet1/0/6] quit 

# Configure Ten-GigabitEthernet 2/0/6 as a trunk port, and assign the interface to VLAN 1001.  
[SwitchA] interface ten-gigabitethernet 2/0/6 

[SwitchA-Ten-GigabitEthernet2/0/6] port link-type trunk 

[SwitchA-Ten-GigabitEthernet2/0/6] port trunk permit vlan 1001 

# Enable STP on Ten-GigabitEthernet 2/0/6.  
[SwitchA-Ten-GigabitEthernet2/0/6] stp enable 

[SwitchA-Ten-GigabitEthernet2/0/6] quit 

# Create Layer 2 aggregate interface 1, and configure it to operate in dynamic aggregation 
mode.  
[SwitchA] interface bridge-aggregation 1 

[SwitchA-Bridge-Aggregation1] link-aggregation mode dynamic 

# Disable STP on Layer 2 aggregate interface 1.  
[SwitchA-Bridge-Aggregation1] undo stp enable 

[SwitchA-Bridge-Aggregation1] quit 

# Assign Ten-GigabitEthernet 1/0/1 through Ten-GigabitEthernet 1/0/4 to Layer 2 aggregation 
group 1.  
[SwitchA] interface ten-gigabitethernet 1/0/1 

[SwitchA-Ten-GigabitEthernet1/0/1] port link-aggregation group 1 

[SwitchA-Ten-GigabitEthernet1/0/1] quit 

[SwitchA] interface ten-gigabitethernet 1/0/2 

[SwitchA-Ten-GigabitEthernet1/0/2] port link-aggregation group 1 
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[SwitchA-Ten-GigabitEthernet1/0/2] quit 

[SwitchA] interface ten-gigabitethernet 1/0/3 

[SwitchA-Ten-GigabitEthernet1/0/3] port link-aggregation group 1 

[SwitchA-Ten-GigabitEthernet1/0/3] quit 

[SwitchA] interface ten-gigabitethernet 1/0/4 

[SwitchA-Ten-GigabitEthernet1/0/4] port link-aggregation group 1 

[SwitchA-Ten-GigabitEthernet1/0/4] quit 

# Configure Layer 2 aggregate interface 1 as a trunk port, and assign the aggregate interface to 
VLAN 4001.  
[SwitchA] interface bridge-aggregation 1 

[SwitchA-Bridge-Aggregation1] port link-type trunk 

[SwitchA-Bridge-Aggregation1] port trunk permit vlan 4001 

[SwitchA-Bridge-Aggregation1] quit 

# Create Layer 2 aggregate interface 2, and configure it to operate in dynamic aggregation 
mode.  
[SwitchA] interface bridge-aggregation 2 

[SwitchA-Bridge-Aggregation2] link-aggregation mode dynamic 

# Disable STP on Layer 2 aggregate interface 2.  
[SwitchA-Bridge-Aggregation2] undo stp enable 

[SwitchA-Bridge-Aggregation2] quit 

# Assign Ten-GigabitEthernet 2/0/1 through Ten-GigabitEthernet 2/0/4 to Layer 2 aggregation 
group 2.  
[SwitchA] interface ten-gigabitethernet 2/0/1 

[SwitchA-Ten-GigabitEthernet2/0/1] port link-aggregation group 2 

[SwitchA-Ten-GigabitEthernet2/0/1] quit 

[SwitchA] interface ten-gigabitethernet 2/0/2 

[SwitchA-Ten-GigabitEthernet2/0/2] port link-aggregation group 2 

[SwitchA-Ten-GigabitEthernet2/0/2] quit 

[SwitchA] interface ten-gigabitethernet 2/0/3 

[SwitchA-Ten-GigabitEthernet2/0/3] port link-aggregation group 2 

[SwitchA-Ten-GigabitEthernet2/0/3] quit 

[SwitchA] interface ten-gigabitethernet 2/0/4 

[SwitchA-Ten-GigabitEthernet2/0/4] port link-aggregation group 2 

[SwitchA-Ten-GigabitEthernet2/0/4] quit 

# Configure Layer 2 aggregate interface 2 as a trunk port, and assign the aggregate interface to 
VLAN 4002.  
[SwitchA] interface bridge-aggregation 2 

[SwitchA-Bridge-Aggregation2] port link-type trunk 

[SwitchA-Bridge-Aggregation2] port trunk permit vlan 4002 

[SwitchA-Bridge-Aggregation2] quit 

# Create Layer 2 aggregate interface 3, and configure it to operate in dynamic aggregation 
mode.  
[SwitchA] interface bridge-aggregation 3 

[SwitchA-Bridge-Aggregation3] link-aggregation mode dynamic 

# Enable STP on Layer 2 aggregate interface 3.  
[SwitchA-Bridge-Aggregation3] stp enable 

# Enable LACP MAD for Layer 2 aggregate interface 3.  
[SwitchA-Bridge-Aggregation3] mad enable 
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 You need to assign a domain ID (range: 0-4294967295) 

 [Current domain is: 1]: 

 The assigned  domain ID is: 1 

 Info: MAD LACP only enable on dynamic aggregation interface. 

[SwitchA-Bridge-Aggregation3] quit 

# Assign Ten-GigabitEthernet 1/0/6 and Ten-GigabitEthernet 2/0/6 to Layer 2 aggregation 
group 3.  
[SwitchA] interface ten-gigabitethernet 1/0/6 

[SwitchA-Ten-GigabitEthernet1/0/6] port link-aggregation group 3 

[SwitchA-Ten-GigabitEthernet1/0/6] quit 

[SwitchA] interface ten-gigabitethernet 2/0/6 

[SwitchA-Ten-GigabitEthernet2/0/6] port link-aggregation group 3 

[SwitchA-Ten-GigabitEthernet2/0/6] quit 

# Configure Layer 2 aggregate interface 3 as a trunk port, and assign the aggregate interface to 
VLAN 1001.  
[SwitchA] interface bridge-aggregation 3 

[SwitchA-Bridge-Aggregation3] port link-type trunk 

[SwitchA-Bridge-Aggregation3] port trunk permit vlan 1001 

[SwitchA-Bridge-Aggregation3] quit 

3. Configure DCBX: 
# Enable LLDP globally. 
[SwitchA] lldp global enable 

# Create a Layer 2 ACL named DCBX. 
[SwitchA] acl mac name DCBX 

# Configure the ACL to permit FCoE packets (protocol number is 0x8906) to pass through. 
[SwitchA-acl-mac-DCBX] rule 0 permit type 8906 ffff 

# Configure the ACL to permit FIP protocol packets (protocol number is 0x8914) to pass 
through. 
[SwitchA-acl-mac-DCBX] rule 5 permit type 8914 ffff 

[SwitchA-acl-mac-DCBX] quit 

# Create a class named DCBX, with the operator of the class as OR. 
[SwitchA] traffic classifier DCBX operator or 

# Use ACL DCBX as the match criterion of the class. 
[SwitchA-classifier-DCBX] if-match acl name DCBX 

[SwitchA-classifier-DCBX] quit 

# Create a behavior named DCBX, and configure the behavior to mark packets with 802.1p 
priority value 3. 
[SwitchA] traffic behavior DCBX 

[SwitchA-behavior-DCBX] remark dot1p 3 

[SwitchA-behavior-DCBX] quit 

# Create a QoS policy named DCBX. 
[SwitchA] qos policy DCBX 

# Associate class DCBX with traffic behavior DCBX in the QoS policy, and specify that the 
association apply to DCBX. 
[SwitchA-qospolicy-DCBX] classifier DCBX behavior DCBX mode dcbx 

[SwitchA-qospolicy-DCBX] quit 

# Enable LLDP and DCBX TLV advertising on Ten-GigabitEthernet 1/0/5. 
[SwitchA] interface ten-gigabitethernet 1/0/5 
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[SwitchA-Ten-GigabitEthernet1/0/5] lldp enable 

[SwitchA-Ten-GigabitEthernet1/0/5] lldp tlv-enable dot1-tlv dcbx 

# Apply QoS policy DCBX to the outgoing traffic of Ten-GigabitEthernet 1/0/5.  
[SwitchA-Ten-GigabitEthernet1/0/5] qos apply policy DCBX outbound 

[SwitchA-Ten-GigabitEthernet1/0/5] quit 

# Enable LLDP and DCBX TLV advertising on Ten-GigabitEthernet 2/0/5. 
[SwitchA] interface ten-gigabitethernet 2/0/5 

[SwitchA-Ten-GigabitEthernet2/0/5] lldp enable 

[SwitchA-Ten-GigabitEthernet2/0/5] lldp tlv-enable dot1-tlv dcbx 

# Apply QoS policy DCBX to the outgoing traffic of Ten-GigabitEthernet 2/0/5.  
[SwitchA-Ten-GigabitEthernet2/0/5] qos apply policy DCBX outbound 

[SwitchA-Ten-GigabitEthernet2/0/5] quit 

4. Configure PFC: 
# Enable PFC in auto mode on Ten-GigabitEthernet 1/0/5. 
[SwitchA] interface ten-gigabitethernet 1/0/5 

[SwitchA-Ten-GigabitEthernet1/0/5] priority-flow-control auto 

# Enable PFC for 802.1p priority 3 on Ten-GigabitEthernet 1/0/5. 
[SwitchA-Ten-GigabitEthernet1/0/5] priority-flow-control no-drop dot1p 3 

# Configure Ten-GigabitEthernet 1/0/5 to trust the 802.1p priority carried in incoming packets.  
[SwitchA-Ten-GigabitEthernet1/0/5] qos trust dot1p 

[SwitchA-Ten-GigabitEthernet1/0/5] quit 

# Configure Ten-GigabitEthernet 2/0/5 in the same way Ten-GigabitEthernet 1/0/5 is 
configured. 
[SwitchA] interface ten-gigabitethernet 2/0/5 

[SwitchA-Ten-GigabitEthernet2/0/5] priority-flow-control auto 

[SwitchA-Ten-GigabitEthernet2/0/5] priority-flow-control no-drop dot1p 3 

[SwitchA-Ten-GigabitEthernet2/0/5] qos trust dot1p 

[SwitchA-Ten-GigabitEthernet2/0/5] quit 

# Enable PFC by force on Ten-GigabitEthernet 1/0/1. 
[SwitchA] interface ten-gigabitethernet 1/0/1 

[SwitchA-Ten-GigabitEthernet1/0/1] priority-flow-control enable 

# Enable PFC for 802.1p priority 3 on Ten-GigabitEthernet 1/0/1. 
[SwitchA-Ten-GigabitEthernet1/0/1] priority-flow-control no-drop dot1p 3 

# Configure Ten-GigabitEthernet 1/0/1 to trust the 802.1p priority carried in incoming packets.  
[SwitchA-Ten-GigabitEthernet1/0/1] qos trust dot1p 

[SwitchA-Ten-GigabitEthernet1/0/1] quit 

# Configure the following interfaces in the same way Ten-GigabitEthernet 1/0/1 is configured: 
 Ten-GigabitEthernet 1/0/2 through Ten-GigabitEthernet 1/0/4. 
 Ten-GigabitEthernet 2/0/1 through Ten-GigabitEthernet 2/0/4. 
[SwitchA] interface ten-gigabitethernet 1/0/2 

[SwitchA-Ten-GigabitEthernet1/0/2] priority-flow-control enable 

[SwitchA-Ten-GigabitEthernet1/0/2] priority-flow-control no-drop dot1p 3 

[SwitchA-Ten-GigabitEthernet1/0/2] qos trust dot1p 

[SwitchA-Ten-GigabitEthernet1/0/2] quit 

[SwitchA] interface ten-gigabitethernet 1/0/3 

[SwitchA-Ten-GigabitEthernet1/0/3] priority-flow-control enable 

[SwitchA-Ten-GigabitEthernet1/0/3] priority-flow-control no-drop dot1p 3 
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[SwitchA-Ten-GigabitEthernet1/0/3] qos trust dot1p 

[SwitchA-Ten-GigabitEthernet1/0/3] quit 

[SwitchA] interface ten-gigabitethernet 1/0/4 

[SwitchA-Ten-GigabitEthernet1/0/4] priority-flow-control enable 

[SwitchA-Ten-GigabitEthernet1/0/4] priority-flow-control no-drop dot1p 3 

[SwitchA-Ten-GigabitEthernet1/0/4] qos trust dot1p 

[SwitchA-Ten-GigabitEthernet1/0/4] quit 

[SwitchA] interface ten-gigabitethernet 2/0/1 

[SwitchA-Ten-GigabitEthernet2/0/1] priority-flow-control enable 

[SwitchA-Ten-GigabitEthernet2/0/1] priority-flow-control no-drop dot1p 3 

[SwitchA-Ten-GigabitEthernet2/0/1] qos trust dot1p 

[SwitchA-Ten-GigabitEthernet2/0/1] quit 

[SwitchA] interface ten-gigabitethernet 2/0/2 

[SwitchA-Ten-GigabitEthernet2/0/2] priority-flow-control enable 

[SwitchA-Ten-GigabitEthernet2/0/2] priority-flow-control no-drop dot1p 3 

[SwitchA-Ten-GigabitEthernet2/0/2] qos trust dot1p 

[SwitchA-Ten-GigabitEthernet2/0/2] quit 

[SwitchA] interface ten-gigabitethernet 2/0/3 

[SwitchA-Ten-GigabitEthernet2/0/3] priority-flow-control enable 

[SwitchA-Ten-GigabitEthernet2/0/3] priority-flow-control no-drop dot1p 3 

[SwitchA-Ten-GigabitEthernet2/0/3] qos trust dot1p 

[SwitchA-Ten-GigabitEthernet2/0/3] quit 

[SwitchA] interface ten-gigabitethernet 2/0/4 

[SwitchA-Ten-GigabitEthernet2/0/4] priority-flow-control enable 

[SwitchA-Ten-GigabitEthernet2/0/4] priority-flow-control no-drop dot1p 3 

[SwitchA-Ten-GigabitEthernet2/0/4] qos trust dot1p 

[SwitchA-Ten-GigabitEthernet2/0/4] quit 

5. Configure ETS: 
# Configure the 802.1p-local priority mapping table as follows:  
 Map 802.1p priority value 3 to local precedence 1.  
 Map the other 802.1p priority values to local precedence 0. 
[SwitchA] qos map-table dot1p-lp 

[SwitchA-maptbl-dot1p-lp] import 3 export 1 

[SwitchA-maptbl-dot1p-lp] import 0 export 0 

[SwitchA-maptbl-dot1p-lp] import 1 export 0 

[SwitchA-maptbl-dot1p-lp] import 2 export 0 

[SwitchA-maptbl-dot1p-lp] import 4 export 0 

[SwitchA-maptbl-dot1p-lp] import 5 export 0 

[SwitchA-maptbl-dot1p-lp] import 6 export 0 

[SwitchA-maptbl-dot1p-lp] import 7 export 0 

[SwitchA-maptbl-dot1p-lp] quit 

# Configure WRR on Ten-GigabitEthernet 1/0/5 as follows: 
 Assign 50% of the interface bandwidth to the FCoE traffic (traffic assigned to queue 1).  
 Assign 50% of the interface bandwidth to the LAN traffic (traffic assigned to queue 0).  
[SwitchA] interface ten-gigabitethernet 1/0/5 

[SwitchA-Ten-GigabitEthernet1/0/5] qos wrr af1 group 1 byte-count 1 

[SwitchA-Ten-GigabitEthernet1/0/5] qos wrr be group 1 byte-count 1 

# Assign the other queues to the SP group on Ten-GigabitEthernet 1/0/5.  
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[SwitchA-Ten-GigabitEthernet1/0/5] qos wrr af2 group sp 

[SwitchA-Ten-GigabitEthernet1/0/5] qos wrr af3 group sp 

[SwitchA-Ten-GigabitEthernet1/0/5] qos wrr af4 group sp 

[SwitchA-Ten-GigabitEthernet1/0/5] qos wrr ef group sp 

[SwitchA-Ten-GigabitEthernet1/0/5] qos wrr cs6 group sp 

[SwitchA-Ten-GigabitEthernet1/0/5] qos wrr cs7 group sp 

[SwitchA-Ten-GigabitEthernet1/0/5] quit 

# Configure WRR on Ten-GigabitEthernet 2/0/5 as follows: 
 Assign 50% of the interface bandwidth to the FCoE traffic (traffic assigned to queue 1).  
 Assign 50% of the interface bandwidth to the LAN traffic (traffic assigned to queue 0).  
[SwitchA] interface ten-gigabitethernet 2/0/5 

[SwitchA-Ten-GigabitEthernet2/0/5] qos wrr af1 group 1 byte-count 1 

[SwitchA-Ten-GigabitEthernet2/0/5] qos wrr be group 1 byte-count 1 

# Assign the other queues to the SP group on Ten-GigabitEthernet 2/0/5.  
[SwitchA-Ten-GigabitEthernet2/0/5] qos wrr af2 group sp 

[SwitchA-Ten-GigabitEthernet2/0/5] qos wrr af3 group sp 

[SwitchA-Ten-GigabitEthernet2/0/5] qos wrr af4 group sp 

[SwitchA-Ten-GigabitEthernet2/0/5] qos wrr ef group sp 

[SwitchA-Ten-GigabitEthernet2/0/5] qos wrr cs6 group sp 

[SwitchA-Ten-GigabitEthernet2/0/5] qos wrr cs7 group sp 

[SwitchA-Ten-GigabitEthernet2/0/5] quit 

6. Configure FCoE: 
# Configure the switch to operate in FCF mode.  
[SwitchA] fcoe-mode fcf 

# Create VSAN 100. Enable the fabric configuration feature for VSAN 100. By default, the fabric 
configuration feature is enabled. 
[SwitchA] vsan 100 

[SwitchA-vsan100] domain configure enable 

# Set the domain ID to 2 in VSAN 100. 
[SwitchA-vsan100] domain-id 2 preferred 

# Enable FSPF for VSAN 100. 
[SwitchA-vsan100] fspf enable 

[SwitchA-vsan100] quit 

# Create VSAN 200. Enable the fabric configuration feature for VSAN 200. By default, the fabric 
configuration feature is enabled. 
[SwitchA] vsan 200 

[SwitchA-vsan200] domain configure enable 

# Set the domain ID to 3 in VSAN 200. 
[SwitchA-vsan200] domain-id 3 preferred 

# Enable FSPF for VSAN 200. 
[SwitchA-vsan200] fspf enable 

[SwitchA-vsan200] quit 

# Create VFC 1.  
[SwitchA] interface vfc 1 

# Configure the mode of VFC 1 as E.  
[SwitchA-Vfc1] fc mode e 

# Bind VFC 1 to Layer 2 aggregate interface 1.  
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[SwitchA-Vfc1] bind interface bridge-aggregation 1 

# Assign VFC 1 to VSAN 100 as a trunk port.  
[SwitchA-Vfc1] port trunk vsan 100 

[SwitchA-Vfc1] quit 

# Create VFC 2.  
[SwitchA] interface vfc 2 

# Configure the mode of VFC 2 as E.  
[SwitchA-Vfc2] fc mode e 

# Bind VFC 2 to Layer 2 aggregate interface 2.  
[SwitchA-Vfc2] bind interface bridge-aggregation 2 

# Assign VFC 2 to VSAN 200 as a trunk port.  
[SwitchA-Vfc2] port trunk vsan 200 

[SwitchA-Vfc2] quit 

# Create VFC 3.  
[SwitchA] interface vfc 3 

# Configure the mode of VFC 3 as F.  
[SwitchA-Vfc3] fc mode f 

# Bind VFC 3 to Ten-GigabitEthernet 1/0/5.  
[SwitchA-Vfc3] bind interface ten-gigabitethernet 1/0/5 

# Assign VFC 3 to VSAN 100 as a trunk port.  
[SwitchA-Vfc3] port trunk vsan 100 

[SwitchA-Vfc3] quit 

# Create VFC 4.  
[SwitchA] interface vfc 4 

# Configure the mode of VFC 4 as F.  
[SwitchA-Vfc4] fc mode f 

# Bind VFC 4 to Ten-GigabitEthernet 2/0/5.  
[SwitchA-Vfc4] bind interface ten-gigabitethernet 2/0/5 

# Assign VFC 4 to VSAN 200 as a trunk port.  
[SwitchA-Vfc4] port trunk vsan 200 

[SwitchA-Vfc4] quit 

# Enable FCoE in VLAN 4001 and map VLAN 4001 to VSAN 100.  
[SwitchA] vlan 4001 

[SwitchA-vlan4001] fcoe enable vsan 100 

[SwitchA-vlan4001] quit 

# Enable FCoE in VLAN 4002 and map VLAN 4001 to VSAN 200.  
[SwitchA] vlan 4002 

[SwitchA-vlan4002] fcoe enable vsan 200 

[SwitchA-vlan4002] quit 

# In VSAN 100, configure the members in the default zone to access each other.  
[SwitchA] vsan 100 

[SwitchA-vsan100] zone default-zone permit 

[SwitchA-vsan100] quit 

# In VSAN 200, configure the members in the default zone to access each other.  
[SwitchA] vsan 200 

[SwitchA-vsan200] zone default-zone permit 

[SwitchA-vsan200] quit 



 

1011 

Configuring Switch C 
1. Configure the switch to operate in advanced mode, save the configuration, and reboot the 

switch. (Skip this step if the switch is operating in advanced mode.) 
<SwitchC> system-view 

[SwitchC] system-working-mode advance 

[SwitchC] save 

[SwitchC] quit 

<SwitchC> reboot 

2. Configure VLANs and interfaces: 
# Create VLAN 4001, which is intended to transmit storage traffic.  
<SwitchC> system-view 

[SwitchC] vlan 4001 

[SwitchC-vlan4001] description ToSAN_A 

[SwitchC-vlan4001] quit 

# Create Layer 2 aggregate interface 1, configure it to operate in dynamic aggregation mode, 
and disable STP.  
[SwitchC] interface bridge-aggregation 1 

[SwitchC-Bridge-Aggregation1] link-aggregation mode dynamic 

[SwitchC-Bridge-Aggregation1] undo stp enable 

[SwitchC-Bridge-Aggregation1] quit 

# Assign Ten-GigabitEthernet 1/0/1 through Ten-GigabitEthernet 1/0/4 to Layer 2 aggregation 
group 1.  
[SwitchC] interface ten-gigabitethernet 1/0/1 

[SwitchC-Ten-GigabitEthernet1/0/1] port link-aggregation group 1 

[SwitchC-Ten-GigabitEthernet1/0/1] quit 

[SwitchC] interface ten-gigabitethernet 1/0/2 

[SwitchC-Ten-GigabitEthernet1/0/2] port link-aggregation group 1 

[SwitchC-Ten-GigabitEthernet1/0/2] quit 

[SwitchC] interface ten-gigabitethernet 1/0/3 

[SwitchC-Ten-GigabitEthernet1/0/3] port link-aggregation group 1 

[SwitchC-Ten-GigabitEthernet1/0/3] quit 

[SwitchC] interface ten-gigabitethernet 1/0/4 

[SwitchC-Ten-GigabitEthernet1/0/4] port link-aggregation group 1 

[SwitchC-Ten-GigabitEthernet1/0/4] quit 

# Configure Layer 2 aggregate interface 1 as a trunk port, and assign the aggregate interface to 
VLAN 4001.  
[SwitchC] interface bridge-aggregation 1 

[SwitchC-Bridge-Aggregation1] port link-type trunk 

[SwitchC-Bridge-Aggregation1] port trunk permit vlan 4001 

[SwitchC-Bridge-Aggregation1] quit 

3. Configure PFC: 
# Enable PFC by force on Ten-GigabitEthernet 1/0/1. 
[SwitchC] interface ten-gigabitethernet 1/0/1 

[SwitchC-Ten-GigabitEthernet1/0/1] priority-flow-control enable 

# Enable PFC for 802.1p priority 3 on Ten-GigabitEthernet 1/0/1. 
[SwitchC-Ten-GigabitEthernet1/0/1] priority-flow-control no-drop dot1p 3 

# Configure Ten-GigabitEthernet 1/0/1 to trust the 802.1p priority carried in incoming packets.  
[SwitchC-Ten-GigabitEthernet1/0/1] qos trust dot1p 
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[SwitchC-Ten-GigabitEthernet1/0/1] quit 

# Configure Ten-GigabitEthernet 1/0/2 through Ten-GigabitEthernet 1/0/4 in the same way 
Ten-GigabitEthernet 1/0/1 is configured.  
[SwitchC] interface ten-gigabitethernet 1/0/2 

[SwitchC-Ten-GigabitEthernet1/0/2] priority-flow-control enable 

[SwitchC-Ten-GigabitEthernet1/0/2] priority-flow-control no-drop dot1p 3 

[SwitchC-Ten-GigabitEthernet1/0/2] qos trust dot1p 

[SwitchC-Ten-GigabitEthernet1/0/2] quit 

[SwitchC] interface ten-gigabitethernet 1/0/3 

[SwitchC-Ten-GigabitEthernet1/0/3] priority-flow-control enable 

[SwitchC-Ten-GigabitEthernet1/0/3] priority-flow-control no-drop dot1p 3 

[SwitchC-Ten-GigabitEthernet1/0/3] qos trust dot1p 

[SwitchC-Ten-GigabitEthernet1/0/3] quit 

[SwitchC] interface ten-gigabitethernet 1/0/4 

[SwitchC-Ten-GigabitEthernet1/0/4] priority-flow-control enable 

[SwitchC-Ten-GigabitEthernet1/0/4] priority-flow-control no-drop dot1p 3 

[SwitchC-Ten-GigabitEthernet1/0/4] qos trust dot1p 

[SwitchC-Ten-GigabitEthernet1/0/4] quit 

4. Configure FC and FCoE: 
# Configure the switch to operate in FCF mode.  
[SwitchC] fcoe-mode fcf 

# Enable the fabric configuration feature for VSAN 100. By default, the fabric configuration 
feature is enabled.  
[SwitchC] vsan 100 

[SwitchC-vsan100] domain configure enable 

# Set the switch priority to 1, so the switch can be selected as the principal switch. 
[SwitchC-vsan100] priority 1 

# Set the domain ID to 1. 
[SwitchC-vsan100] domain-id 1 preferred 

# Enable FSPF. 
[SwitchC-vsan100] fspf enable 

[SwitchC-vsan100] quit 

# Change Ten-GigabitEthernet 1/0/5 into FC 1/0/5.  
[SwitchC] interface ten-gigabitethernet 1/0/5 

[SwitchC-Ten-GigabitEthernet1/0/5] port-type fc 

# Configure the mode of FC 1/0/5 as F.  
[SwitchC-Fc1/0/5] fc mode f 

# Configure FC 1/0/5 to autonegotiate the speed.  
[SwitchC-Fc1/0/5] speed auto 

# Configure FC 1/0/5 to trust the 802.1p priorities included in incoming packets. 
[SwitchC-Fc1/0/5] qos trust dot1p 

# Assign FC 1/0/5 to VSAN 100 as an access port. 
[SwitchC-Fc1/0/5] port access vsan 100 

[SwitchC-Fc1/0/5] quit 

# Create VFC 1.  
[SwitchC] interface vfc 1 

# Configure the mode of VFC 1 as E.  
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[SwitchC-Vfc1] fc mode e 

# Bind VFC 1 to Layer 2 aggregate interface 1.  
[SwitchC-Vfc1] bind interface bridge-aggregation 1 

# Assign VFC 1 to VSAN 100 as a trunk port.  
[SwitchC-Vfc1] port trunk vsan 100 

[SwitchC-Vfc1] quit 

# Enable FCoE in VLAN 4001 and map VLAN 4001 to VSAN 100.  
[SwitchC] vlan 4001 

[SwitchC-vlan4001] fcoe enable vsan 100 

[SwitchC-vlan4001] quit 

# In VSAN 100, configure the members in the default zone to access each other.  
[SwitchC] vsan 100 

[SwitchC-vsan100] zone default-zone permit 

[SwitchC-vsan100] quit 

Configuring Switch D 
Configure Switch D in the same way Switch C is configured. On Switch D, the VLAN, VSAN, and 
Layer 2 aggregate interface are VLAN 4002, VSAN 200, and Bridge-Aggregation2, respectively. 

Verifying the configuration 

Verifying the configuration on Switch A 
Verify the configuration on Switch A and Switch B, for example, Switch A. 
1. Display information for VSAN 100: 

# Display the domain information of VSAN 100. 
[SwitchA] display fc domain vsan 100 

Domain Information of VSAN 100: 

 

    Running time information: 

        State: Stable 

        Switch WWN: 48:33:43:2d:46:43:1A:1A 

        Fabric name: 48:33:43:2d:46:43:1C:1C 

        Priority: 128 

        Domain ID: 2 

    Configuration information: 

        Domain configure: Enabled 

        Domain auto-reconfigure: Disabled 

        Fabric name: 48:33:43:2d:46:43:1A:1A 

        Priority: 128 

        Domain ID: 2 (preferred) 

    Principal switch running time information: 

        Priority: 1 

 

    Path          Interface 

    Upstream      Vfc1 

The output shows that the domain configuration is complete on Switch A, and the principal 
switch assigns domain ID 2 to Switch A. 
# Display the domain list of VSAN 100. 
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[SwitchA] display fc domain-list vsan 100 

Domain list of VSAN 100: 

  Number of domains: 2 

 

  Domain ID      WWN 

  0x01(1)        48:33:43:2d:46:43:1C:1C [Principal] 

  0x02(2)        48:33:43:2d:46:43:1A:1A [Local] 

The output shows that Switch C is elected as the principal switch, and the principal switch 
assigns the configured domain ID (ID 1) to itself. 
# Display the routing table information for VSAN 100. 
[SwitchA] display fc routing-table vsan 100 

Routing Table: VSAN 100 

  Destinations : 5          Routes : 5 

  Destination/mask   Protocol   Preference   Cost     Interface 

  0x010000/8         FSPF       20           100      Vfc1 

  0xfffc01/24        DIRECT     0            0        InLoop0 

  0xfffffa/24        DIRECT     0            0        InLoop0 

  0xfffffc/24        DIRECT     0            0        InLoop0 

  0xfffffd/24        DIRECT     0            0        InLoop0 

The output shows that an FSPF route from Switch A to Switch C exists, with the outgoing 
interface VFC 1. 
# Display the node login information for VSAN 100. 
[SwitchA] display fc login vsan 100 

Interface VSAN FCID     Node WWN                Port WWN 

Vfc3      100  0x020000 21:01:00:1b:32:a0:fa:12 21:01:00:1b:32:a0:fa:11 

# Display the brief information about the name server database in VSAN 100. 
[SwitchA] display fc name-service database vsan 100 

VSAN 100: 

  FCID     Type               PWWN(vendor)                      FC4-type:feature 

  0x010000 0x01(N)            10:00:00:05:30:00:25:a3           SCSI-FCP:Target 

  0x020000 0x01(N)            21:01:00:1b:32:a0:fa:11           SCSI-FCP:Initiator 

2. Display information for VSAN 200: 
# Display the domain information of VSAN 200. 
[SwitchA] display fc domain vsan 200 

Domain Information of VSAN 200: 

 

    Running time information: 

        State: Stable 

        Switch WWN: 48:33:43:2d:46:43:1B:1B 

        Fabric name: 48:33:43:2d:46:43:1D:1D 

        Priority: 128 

        Domain ID: 2 

    Configuration information: 

        Domain configure: Enabled 

        Domain auto-reconfigure: Disabled 

        Fabric name: 48:33:43:2d:46:43:1B:1B 

        Priority: 128 

        Domain ID: 2 (preferred) 
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    Principal switch running time information: 

        Priority: 1 

 

    Path          Interface 

    Upstream      Vfc2 

The output shows that the domain configuration is complete on Switch A, and the 

principal switch assigns domain ID 2 to Switch A. 

# Display the domain list of VSAN 200. 
[SwitchA] display fc domain-list vsan 200 

Domain list of VSAN 200: 

  Number of domains: 2 

 

  Domain ID      WWN 

  0x01(1)        48:33:43:2d:46:43:1D:1D [Principal] 

  0x02(2)        48:33:43:2d:46:43:1B:1B [Local] 

The output shows that Switch D is elected as the principal switch, and the principal switch 
assigns the configured domain ID (ID 1) to itself. 
# Display the routing table information for VSAN 200. 
[SwitchA] display fc routing-table vsan 200 

Routing Table: VSAN 200 

  Destinations : 5          Routes : 5 

  Destination/mask   Protocol   Preference   Cost     Interface 

  0x010000/8         FSPF       20           100      Vfc2 

  0xfffc01/24        DIRECT     0            0        InLoop0 

  0xfffffa/24        DIRECT     0            0        InLoop0 

  0xfffffc/24        DIRECT     0            0        InLoop0 

  0xfffffd/24        DIRECT     0            0        InLoop0 

The output shows that an FSPF route from Switch A to Switch C exists, with VFC 2 as the 
outgoing interface. 
# Display the node login information for VSAN 200. 
[SwitchA] display fc login vsan 200 

Interface VSAN FCID     Node WWN                Port WWN 

Vfc4      200  0x020000 21:01:00:1b:32:a0:fa:12 21:01:00:1b:32:a0:fa:13 

# Display brief information about the name server database in VSAN 200. 
[SwitchA] display fc name-service database vsan 200 

VSAN 200: 

  FCID     Type               PWWN(vendor)                      FC4-type:feature 

  0x010000 0x01(N)            10:00:00:05:30:00:25:a5           SCSI-FCP:Target 

  0x020000 0x01(N)            21:01:00:1b:32:a0:fa:13           SCSI-FCP:Initiator 

Verifying the configuration on Switch C and Switch D 
Verify the configuration on Switch C and Switch D, for example, Switch C. 

# Display the node login information for VSAN 100. 
[SwitchC] display fc login vsan 100 

Interface VSAN FCID     Node WWN                Port WWN 

Fc1/0/5   100  0x010000 10:00:00:05:30:00:25:a4 10:00:00:05:30:00:25:a3 
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New feature: FC and FcoE Appendixes 

Appendix A Fabric address assignment 
Table 183 Fabric address assignment 

FC ID Description 

0x000000 Undefined (when an N_Port uses FLOGI to request for an address, an 
all-zero FC ID is used). 

0x000001–0x00ffff Reserved. 

0x010000–0xefffff N_Port address. 

0xf00000–0xfff9ff Reserved. 

0xfffa00–0xfffa0f Reserved for internal loopback. 

0xfffa10–0xfffa1f Reserved for external loopback. 

0xfffa20–0xfffaff Reserved. 

0xfffb00–0xfffbff Reserved for multicast. 

0xfffc00 Reserved. 

0xfffc01–0xfffcef Domain controller addresses. 

0xfffcf0–0xfffef Reserved. 

0xfffff0–0xfffffc Well-known addresses. 

0xfffffd Fabric controller address, representing all E_Ports. 

0xfffffe F_Port controller address, representing all F_Ports. 

0xffffff Broadcast address. 
 

Appendix B Well-known fabric addresses 
Table 184 Purposes of well-known fabric addresses 

FC ID Description 
0xfffff0 N_Port controller, representing all N_Ports. 

0xfffff1–0xfffff3 Reserved. 

0xfffff4 Event services. 

0xfffff5 Multicast server. 

0xfffff6 Clock synchronization services. 

0xfffff7 Security key distribution services. 

0xfffff8 Alias services. 

0xfffff9 Reserved. 

0xfffffa Management services. 

0xfffffb Time services. 

0xfffffc Path services (name services). 
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Modified feature: Excluding a service interface from the 
IRF MAD shutdown action by the system 

Feature change description 
When the IRF fabric transits to the Recovery state, the system automatically excludes the following 
service interfaces from being shut down: 
• Before modification: 

 IRF physical interfaces. 
 Member interfaces of an aggregate interface if the aggregate interface is excluded from 

being shut down. 
• After modification: 

 IRF physical interfaces. 
 Interfaces used for BFD MAD. 
 Member interfaces of an aggregate interface if the aggregate interface is excluded from 

being shut down. 

Command changes 
None. 

Modified feature: Synchronizing the attribute 
configurations of an aggregation member port from its 
aggregate interface 

Feature change description 
Before modification: An interface does not synchronize the attribute configurations from an 
aggregate interface when joining the corresponding aggregation group. 

After modification: If you specify the force keyword in the port link-aggregation group command, 
an interface synchronizes the attribute configurations from an aggregate interface when joining the 
corresponding aggregation group. 

Command changes 

Modified command: port link-aggregation group 

Old syntax 
port link-aggregation group group-id 

undo port link-aggregation group 

New syntax 
port link-aggregation group group-id [ force ] 

undo port link-aggregation group 
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Views 
Layer 2 Ethernet interface view 

Change description 
The force keyword was added to the port link-aggregation group command. If you specify the 
force keyword in the port link-aggregation group command, an interface synchronizes the 
attribute configurations from an aggregate interface when joining the corresponding aggregation 
group. The keyword is supported only on Layer 2 Ethernet interfaces. 

Modified feature: Setting the LLDP frame transmission 
interval 

Feature change description 
The minimum LLDP frame transmission interval supported by the device was changed from 5 
seconds to 1 second. 

Command changes 

Modified command: lldp timer tx-interval 

Syntax 
lldp timer tx-interval interval 

Views 
System view 

Change description 
Before the modification: The value range for the interval argument was 5 to 32768 seconds. 

After the modification: The value range for the interval argument is 1 to 32768 seconds. 

Modified feature: Displaying ARP entries 

Feature change description 
Support for displaying IDs of VXLANs to which ARP entries belong was added. 

The unit of the aging time for ARP entries in the output of the display arp command was changed 
from minute to second. 

Command changes 

Modified command: display arp 

Syntax 
display arp [ [ all | dynamic | multiport | static ] [ slot slot-number [ cpu cpu-number ] ] | vlan 
vlan-id | interface interface-type interface-number ] [ count | verbose ] 
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Views 
Any view 

Predefined user roles 
network-admin 

network-operator 

Change description 
Before modification:  
• This command does not display the IDs of VXLANs to which ARP entries belong. 
• This command displays the ARP entry aging time in minutes. 

After modification:  
• This command displays the IDs of VXLANs to which ARP entries belong. 
• This command displays the ARP entry aging time in seconds. 

Examples 
Before modification: 

# Display brief information about all ARP entries. 
<Sysname> display arp all 

  Type: S-Static   D-Dynamic   O-Openflow   R-Rule   M-Multiport  I-Invalid 

IP Address       MAC Address     VID     Interface/Link ID      Aging Type 

1.1.1.2          00e0-fc00-0001  12      GE1/0/2                16    D 

# Display detailed information about all ARP entries. 
<Sysname> display arp all verbose 

  Type: S-Static   D-Dynamic   O-Openflow   R-Rule   M-Multiport  I-Invalid 

IP Address       : 1.1.1.2          VID : 12          Aging   : 16 

MAC Address      : 00e0-fc00-0001   Type: D           Nickname: 0x0000 

Interface/Link ID: GE1/0/2 

VPN Instance     : [No Vrf] 

VSI Name         : N/A 

VSI Interface    : N/A 

After modification: 

# Display brief information about all ARP entries. 
<Sysname> display arp all 

  Type: S-Static   D-Dynamic   O-Openflow   R-Rule   M-Multiport  I-Invalid 

IP Address       MAC Address     VID     Interface/Link ID      Aging Type 

1.1.1.2          00e0-fc00-0001  12      GE1/0/2                960   D 

# Display detailed information about all ARP entries. 
<Sysname> display arp all verbose 

  Type: S-Static   D-Dynamic   O-Openflow   R-Rule   M-Multiport  I-Invalid 

IP Address       : 1.1.1.2          VID : 12          Aging   : 960 

MAC Address      : 00e0-fc00-0001   Type: D           Nickname: 0x0000 

Interface/Link ID: GE1/0/2 

VPN Instance     : [No Vrf] 

VXLAN ID         : N/A 

VSI Name         : N/A 

VSI Interface    : N/A 
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Table 2 Command output 

Field Description 

VXLAN ID 

ID of the VXLAN to which an ARP entry belongs. This field displays N/A if the ARP 
entry does not belong to any VXLAN. 
NOTE: 
Before modification, this field is not supported. 

Aging 

Aging time for a dynamic ARP entry in seconds. This field displays N/A if the aging 
time is unknown or the ARP entry does not age out. 
NOTE: 
Before modification, this field displays the aging time for a dynamic ARP entry in 
minutes. 

 

Modified feature: Setting the aging time for dynamic 
ARP entries 

Feature change description 
Support for setting the aging time for dynamic ARP entries in seconds was added. 

Command changes 

Modified command: arp timer aging 

Old syntax 
arp timer aging aging-minutes 

undo arp timer aging 

New syntax 
arp timer aging { aging-minutes | second aging-seconds } 

undo arp timer aging 

Views 
System view 

Change description 
Before modification: Setting the aging time of dynamic ARP entries in seconds is not supported. 

After modification: The second aging-seconds option was added. This option specifies the aging 
time for dynamic ARP entries in seconds. The value range for the aging-seconds argument is 60 to 
86400 seconds. 
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Modified feature: Defining whether a DHCP server 
specified on the relay agent is on the public network or 
in a VPN instance 
Feature change description 

You can specify whether a DHCP server is on the public network or is in a VPN when you specify the 
DHCP server on a relay agent. 

Command changes 

Modified command: dhcp relay server-address 

Old syntax 
dhcp relay server-address ip-address 

undo dhcp relay server-address [ ip-address ] 

New syntax 
dhcp relay server-address ip-address [ public | vpn-instance vpn-instance-name ] 
undo dhcp relay server-address [ ip-address [ public | vpn-instance vpn-instance-name ] ] 

Views 
Interface view 

Parameters 
public: Specifies that the DHCP server is on the public network. If you do not specify this keyword, 
whether the DHCP server belongs to the public network or a VPN depends on the DHCP client 
location. 

vpn-instance vpn-instance-name: Specifies the name of the MPLS L3VPN instance to which the 
DHCP server belongs. The instance name is a case-sensitive string of 1 to 31 characters. If you do 
not specify this option, whether the DHCP server belongs to the public network or a VPN depends on 
the DHCP client location. 

Change description 
Before modification: The dhcp relay server-address command does not support the public and 
vpn-instance keywords. 

After modification: The public and vpn-instance keywords were added to the dhcp relay 
server-address command. 

Modified feature: Defining whether a DHCPv6 server 
specified on the relay agent is on the public network or 
in a VPN instance 
Feature change description  

You can specify whether a DHCPv6 server is on the public network or is in a VPN when you specify 
the DHCPv6 server on a relay agent. 
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Command changes 

Modified command: ipv6 dhcp relay server-address 

Old syntax 
ipv6 dhcp relay server-address ipv6-address [ interface interface-type interface-number ] 
undo ipv6 dhcp relay server-address [ ipv6-address [ interface interface-type interface-number ] 

New syntax 
ipv6 dhcp relay server-address ipv6-address [ interface interface-type interface-number ] [ public 
| vpn-instance vpn-instance-name ] 
undo ipv6 dhcp relay server-address [ ipv6-address [ interface interface-type interface-number ] 
[ public | vpn-instance vpn-instance-name ] ] 

Views 
Interface view 

Parameters 
public: Specifies that the DHCPv6 server is on the public network. If you do not specify this 
keyword, whether the DHCPv6 server belongs to the public network or a VPN depends on the 
DHCPv6 client location. 

vpn-instance vpn-instance-name: Specifies the name of the MPLS L3VPN instance to which the 
DHCPv6 server belongs. The instance name is a case-sensitive string of 1 to 31 characters. If you do 
not specify this option, whether the DHCPv6 server belongs to the public network or a VPN depends 
on the DHCPv6 client location. 

Change description 
Before modification: The ipv6 dhcp relay server-address command does not support the public 
and vpn-instance keywords. 

After modification: The ipv6 dhcp relay server-address keywords were added to the dhcp relay 
server-address command. 

Modified feature: Enabling a BGP instance 

Feature change description 
Support for session multithreading was removed. You can create the same public IPv4 unicast 
address family on different BGP instances. 

Command changes 

Modified command: bgp 

Old syntax 
bgp as-number [ instance instance-name ] [ multi-session-thread ] 

New syntax 
bgp as-number [ instance instance-name ] 
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Views 
System view 

Change description 
Before modification: 
• You can specify the multi-session-thread keyword to enable BGP session multithreading. 
• You cannot create the same public IPv4 unicast address family on different BGP instances. 

After modification: 
• The multi-session-thread keyword was deleted. 
• You can create the same public IPv4 unicast address family on different BGP instances. 

Modified feature: Value range for port security's limit on 
the number of secure MAC addresses 

Feature change description 
The value range changed for port security's limit on the number of secure MAC addresses. 

Command changes 

Modified command: port-security max-mac-count 

Syntax 
port-security max-mac-count max-count [ vlan [ vlan-id-list ] ] 

Views 
Layer 2 Ethernet interface view 

Change description 
Before modification: The value range for the max-count argument is 1 to 4294967295. 

After modification: The value range for the max-count argument is 1 to 2147483647. 

Modified feature: Specifying a RabbitMQ server 

Feature change description 
In this software version, you can specify the port number through which the device communicates 
with a RabbitMQ server when you specify the RabbitMQ server. You can specify the MPLS L3VPN 
instance to which a RabbitMQ server belongs when you remove the RabbitMQ server. 

Command changes 

Modified command: rabbit host ip 

Old syntax 
rabbit port port-number 
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undo rabbit port 
rabbit host ip ipv4-address [ vpn-instance vpn-instance-name ] 
undo rabbit host 

New syntax 
rabbit host ip ipv4-address [ port port-number ] [ vpn-instance vpn-instance-name ] 

undo rabbit host ip ipv4-address [ vpn-instance vpn-instance-name ] 

Views 
Neutron view 

Change description 
Before modification: 
• Use the rabbit port port-number command to specify the port number for the device to 

communicate with a RabbitMQ server. 
• You cannot specify an MPLS L3VPN instance when you remove a RabbitMQ server by using 

the undo rabbit host command. 

After modification: 
• The port port-number option was added to the rabbit host ip ipv4-address port port-number 

command. You can specify the port number through which the device communicates with a 
RabbitMQ server when you specify the RabbitMQ server. 

• The vpn-instance vpn-instance-name option was added to the undo rabbit host ip 
ipv4-address [ vpn-instance vpn-instance-name ] command. You can specify the MPLS 
L3VPN instance to which a RabbitMQ server belongs when you remove the RabbitMQ server. 

• If the device connects to a RabbitMQ server cluster, you can repeat this command to specify the 
IPv4 addresses of multiple RabbitMQ servers in the cluster. You can specify the IPv4 address 
for a maximum of 32 RabbitMQ servers. 

Modified feature: Configuring a hotkey 

Feature change description 
More hotkeys can be configured. You can change or remove the definitions of system-defined 
hotkeys. 

Command changes 

Modified command: hotkey 

Old syntax 
hotkey { ctrl_g | ctrl_l | ctrl_o | ctrl_t | ctrl_u } command 

New syntax 
hotkey hotkey { command | function function | none } 

Views 
System view 

Parameters 
hotkey: Specifies a hotkey. To display the supported hotkeys, enter hotkey ? or see Table 185. 
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command: Specifies the command to be assigned to the hotkey. 

function function: Specifies the function to be assigned to the hotkey. To display the supported 
functions, enter hotkey hotkey function ? or see Table 185. 
none: Removes the command or function assignment for the hotkey. After you remove the 
assignment for a hotkey, pressing the hotkey does not execute any command or function. 

Table 185 Default definitions for hotkeys 

Hotkey Function or command 

Ctrl+A move_the_cursor_to_the_beginning_of_the_line: Moves the cursor to the 
beginning of a line. 

Ctrl+B move_the_cursor_one_character_to_the_left: Moves the cursor one 
character to the left. 

Ctrl+C stop_the_current_command: Stops the current command. 

Ctrl+D erase_the_character_at_the_cursor: Deletes the character at the cursor. 

Ctrl+E move_the_cursor_to_the_end_of_the_line: Moves the cursor to the end of a 
line. 

Ctrl+F move_the_cursor_one_character_to_the_right: Moves the cursor one 
character to the right. 

Ctrl+G display current-configuration: Displays the running configuration. 

Ctrl+H erase_the_character_to_the_left_of_the_cursor: Deletes the character to the 
left of the cursor. 

Ctrl+K abort_the_connection_request: Aborts the connection request. 

Ctrl+L display ip routing-table: Displays the IPv4 routing table information. 

Ctrl+N display_the_next_command_in_the_history_buffer: Displays the next 
command in the history buffer. 

Ctrl+O undo debugging all: Disables all debugging functions. 

Ctrl+P display_the_previous_command_in_the_history_buffer: Displays the 
previous command in the history buffer. 

Ctrl+R redisplay_the_current_line: Redisplays the current line. 

Ctrl+T N/A 

Ctrl+U N/A 

Ctrl+V paste_text_from_the_clipboard: Pastes text from the clipboard. 

Ctrl+W delete_the_word_to_the_left_of_the_cursor: Deletes the word to the left of the 
cursor. 

Ctrl+X delete_all_characters_from_the_beginning_of_the_line_to_the_cursor: 
Deletes all characters to the left of the cursor. 

Ctrl+Y delete_all_characters_from_the_cursor_to_the_end_of_the_line: Deletes all 
characters from the cursor to the end of the line. 

Ctrl+Z return_to_the_User_View: Returns to user view. 

Ctrl+] kill_incoming_connection_or_redirect_connection: Terminates the current 
connection. 

Esc+B move_the_cursor_back_one_word: Moves the cursor back one word. 

Esc+D delete_all_characters_from_the_cursor_to_the_end_of_the_word: Deletes 
all characters from the cursor to the end of the word. 

Esc+F move_the_cursor_forward_one_word: Moves the cursor forward one word.  
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Hotkey Function or command 

Esc+N move_the_cursor_down_a_line: Moves the cursor down one line. You can use 
this hotkey before pressing Enter. 

Esc+P move_the_cursor_up_a_line: Moves the cursor up one line. You can use this 
hotkey before pressing Enter. 

Esc+< move_the_cursor_to_the_beginning_of_the_clipboard: Moves the cursor to 
the beginning of the clipboard. 

Esc+> move_the_cursor_to_the_end_of_the_clipboard: Moves the cursor to the end 
of the clipboard. 

 

Change description 
Before modification: The command allows you to configure only five hotkeys. You cannot change or 
remove the definitions of system-defined hotkeys. 

After modification: The command allows you to configure all hotkeys. You can change or remove the 
definitions of any hotkeys. 

Modified feature: Displaying memory usage information 

Feature change description 
Low-memory and high-memory usage information is displayed. 

Command changes 

Modified command: display memory 

Syntax 
display memory [ summary ] [ slot slot-number [ cpu cpu-number ] ] 

Views 
Any view 

Change description 
Before modification: The command cannot display low-memory or high-memory usage information. 
<Sysname> display memory                                                          

Memory statistics are measured in KB:                                            

Slot 1:                                                                          

             Total      Used      Free    Shared   Buffers    Cached   FreeRatio 

Mem:       3607988    947620   2660368         0      1408    213036       73.7% 

-/+ Buffers/Cache:    733176   2874812                                           

Swap:            0         0         0 

After modification: The command can display low-memory and high-memory usage information. 
<Sysname> display memory                                                          

Memory statistics are measured in KB:                                            

Slot 1:                                                                          

             Total      Used      Free    Shared   Buffers    Cached   FreeRatio 

Mem:       3607988    947620   2660368         0      1408    213036       73.7% 

-/+ Buffers/Cache:    733176   2874812                                           
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Swap:            0         0         0                                           

LowMem:    1789364    429880   1359484        --        --        --       76.0% 

HighMem:   1818624    517740   1300884        --        --        --       71.5% 

Modified feature: Setting the maximum size for the 
information center trace log file 

Feature change description 
The default maximum size for the information center trace log file was changed from 1 MB to 10 MB. 

Command changes 
Syntax 

info-center trace-logfile quota size 

Views 
System view 

Change description 
Before modification: The default maximum size for the trace log file was 1 MB. 

After modification: The default maximum size for the trace log file is 10 MB. 

Modified feature: Displaying VLAN information about 
interfaces where loops are detected 

Feature change description 
VLAN information was added to the output from the display loopback-detection command. 

Command changes 

Modified command: display loopback-detection 

Syntax 
display interface vlan-interface 

Views 
Any view 

Change description 
The VLANs field was added to the output from the display loopback-detection command. 

Before modification, the output from the display loopback-detection command is as follows: 
<Sysname> display loopback-detection 

Loopback detection is enabled. 

Loopback detection interval is 30 second(s). 

Loopback is detected on following interfaces: 
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 Interface                Action mode 

 HundredGigE1/0/3         None 

After modification, the output from the display loopback-detection command is as follows: 
<Sysname> display loopback-detection 

Loopback detection is enabled. 

Loopback detection interval is 30 second(s). 

Loopback is detected on following interfaces: 

 Interface                Action mode     VLANs 

 HundredGigE1/0/3         None            10 

Modified feature: Setting the voice VLAN aging timer 

Feature change description 
You can configure voice VLANs not to age out in this version and later. 

Command changes 

Modified command: voice-vlan aging 

Syntax 
voice-vlan aging minutes 
undo voice-vlan aging 

Views 
System view 

Change description 
Before modification: The value of voice VLAN aging timer is in the range of 5 to 43200 minutes. 

After modification: The value of voice VLAN aging timer can be 0 minutes or in the range of 5 to 
43200 minutes. If you set the voice VLAN aging timer to 0 minutes, the voice VLAN does not age out. 

Modified feature: Creating a VLAN 

Feature change description 
When you create a VLAN, you can specify a space-separated list of up to 32 VLAN items in this 
version and later. 

Command changes 

Modified command: vlan 

Old syntax 
vlan { vlan-id1 [ to vlan-id2 ] | all } 
undo vlan { vlan-id1 [ to vlan-id2 ] | all } 



 

1029 

New syntax 
vlan { vlan-id-list | all } 
undo vlan { vlan-id-list | all } 

Views 
System view 

Change description 
Before modification: The vlan-id1 to vlan-id2 option specifies a VLAN range. This option can be 
specified only once. 

After modification: The vlan-id-list argument specifies a space-separated list of up to 32 VLAN items.  

Modified feature: Predefined user roles for SSH and FTP 
client commands 

Feature change description 
Support for the network-operator predefined user role was added for the following SSH and FTP 
client commands: 
• bye 
• exit 
• help 
• quit 

Command changes 

Modified command: bye 

Syntax 
bye 

Views 
SFTP client view 

FTP client view 

Change description 
The predefined user roles for this command are changed. 

Predefined user roles before modification: network-admin. 

Predefined user roles after modification: network-admin and network operator. 

Modified command: exit 

Syntax 
exit 

Views 
SFTP client view 



 

1030 

Change description 
The predefined user roles for this command are changed. 

Predefined user roles before modification: network-admin. 

Predefined user roles after modification: network-admin and network operator. 

Modified command: help 

Syntax 
help 

Views 
SFTP client view 

FTP client view 

Change description 
The predefined user roles for this command are changed. 

Predefined user roles before modification: network-admin. 

Predefined user roles after modification: network-admin and network operator. 

Modified command: quit 

Syntax 
quit 

Views 
SFTP client view 

FTP client view 

Change description 
The predefined user roles for this command are changed. 

Predefined user roles before modification: network-admin. 

Predefined user roles after modification: network-admin and network operator. 

Modified feature: SSH login username format 

Feature change description 
Before modification, if the username of an SSH user contains an ISP domain name, the user must 
enter the username in username@domain format to log in to the device. 

After modification, the login username format can be username@domain, username/domain, or 
domain\username. 

Command changes 
None. 
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Modified feature: Value range for the interval for an 
OpenFlow instance to reconnect to a controller 

Feature change description 
The value range changed for the interval for an OpenFlow instance to reconnect to a controller. 

Command changes 

Modified command: controller connect interval 

Syntax 
controller connect interval interval 
undo controller connect interval 

Views 
OpenFlow instance view 

Change description 
Before modification: The value range for the interval argument is 10 to 120 seconds. 

After modification: The value range for the interval argument is 1 to 120 seconds. 
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Release 6125 
This release has the following changes: 
• Modified feature: Supported subinterfaces number 
• Modified feature: Enabling CL72 negotiation 

Modified feature: Supported subinterfaces number 
Feature change description 

Before modification, you can create 500 Layer 3 Ethernet subinterfaces and Layer 3 aggregate 
subinterfaces in total. 

After modification, you can create 1024 Layer 3 Ethernet subinterfaces and Layer 3 aggregate 
subinterfaces in total. 

Command changes 
None 

Modified feature: Enabling CL72 negotiation 
Feature change description 

Before modification, CL72 negotiation is enabled by default. 

After modification, CL72 negotiation is disabled by default. 

Command changes 
None 
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Release 6123 
Release 6123 has the following changes: 
 

Feature module Feature changes 
Crypto engine New feature: Crypto engine 

Preprovisioning New feature: Preprovisioning 

Puppet New feature: Puppet 

Chef New feature: Chef 

CWMP New feature: CWMP 

Sampler New feature: Sampler 

NetStream New feature: NetStream 

IPv6 NetStream New feature: IPv6 NetStream 

VCF Fabric New feature: VCF Fabric 

EVPN New feature: EVPN 

Device management 

• Command change: The subslot subslot-number option was added for 
HPE FlexFabric 5950 4-slot Switch to the display device, display 
device manuinfo, and reboot commands. The option is not supported 
on other models. 

• Command change: The key-info keyword was added to the display 
diagnostic-information command. 

• Command change: The switch-mode command was changed to 
hardware-resource switch-mode. 

Ethernet interface 

• New feature: 25GE interface 
• New feature: Enabling CL72 negotiation 
• New feature: Enabling FEC negotiation 
• New feature: Configuring the operating status of an interface 

L2PT New feature: L2PT 

IRF 

• New feature: Specifying a MAC address as the IRF bridge MAC 
address 

• Command change: irf mac-address persistent timer 
 Before modification, the IRF bridge MAC address remains 

unchanged for 6 minutes after the address owner leaves the IRF 
fabric. 

 After modification, the IRF bridge MAC address remains unchanged 
for 10 minutes after the address owner leaves the IRF fabric. 

• Modified feature: Candidate IRF physical interfaces 
 Before modification, ports operating at 10 Gbps can be used as IRF 

physical interfaces. The ports include 10GBase-T Ethernet ports, 
SFP+ ports, 10-GE breakout interfaces of a 40-GE port, and SFP28 
ports operating at 10 Gbps. 

 After modification, ports operating at 10 Gbps cannot be used as 
IRF physical interfaces. 

MAC address table 

• New feature: Configuring the device to forward unknown frames after 
the MAC learning limit on an interface is reached 

• New feature: Enabling on-demand remote MAC entry generation 
• New feature: Disabling static source check 
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Feature module Feature changes 

Ethernet link aggregation New feature: Specifying link aggregation management VLANs and 
management port 

Spanning tree 

• New feature: Enabling the device to log events of detecting or receiving 
TC BPDUs 

• New feature: Enabling BPDU transparent transmission on a port 
• Command change: The function of the display stp abnormal-port 

command was changed to displaying history about ports blocked by 
spanning tree protection features. 

ISSU New feature: Support for loading multiple patch images 

VLAN 

• New feature: Voice VLAN 
• New feature: PVLAN 
• New feature: MAC-based VLAN 
• New feature: IP subnet-based VLAN 
• New feature: Protocol-based VLAN 

VLAN mapping New feature: Many-to-one VLAN mapping 

ARP 

• Command change: The arp route-direct advertise command was 
added to Layer 3 Ethernet interface view. 

• Command change: The arp mode uni command was added to VSI 
interface view. 

DHCP 

• New feature: DHCP flood attack protection 
• New feature: Enabling MAC address check on the DHCP server 
• New feature: Specifying a source address for packets sent to the DHCP 

server by using dhcp relay source-address { ip-address | interface 
interface-type interface-number } 

• Command change: The verbose keyword was added to the display 
dhcp snooping binding command. 

• New feature: Discarding DHCP requests that are delivered from VXLAN 
tunnels 

IP forwarding basics 

• New feature: Enabling conversational learning-based FIB entry 
generation 

• New feature: Display the load sharing path selected for a flow 
• New feature: Enabling local-first load sharing 

DHCPv6 New feature: Enabling the DHCPv6 server to advertise IPv6 prefixes 

IP routing basics New feature: Routing policy-based recursive lookup 

Static routing Command change: The recursive-lookup host-route keyword was added 
to the ip route-static command. 

IS-IS New feature: IS-IS LS 

BGP 
• New feature: BGP LS 
• New feature: BMP 

Policy-based routing New feature: Specifying a policy for outbound PBR on a VXLAN tunnel 
interface 

IGMP snooping New feature: IGMP snooping proxying 

IGMP New feature: IGMP NSR 

PIM 

• New feature: Auto-ARP listening 
• New feature: Setting a DSCP value for outgoing PIM protocol packets 
• New feature: PIM NSR 
• New feature: PIM passive mode 
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Feature module Feature changes 
MLD snooping New feature: MLD snooping proxying 

MLD New feature: MLD NSR 

ACL 

• Modified feature: Displaying ACL configuration and match statistics. 
After modification, the start rule ID was added to the display acl 
command output. 

• Modified feature: Setting the rule numbering step. After modification, 
you can specify the start rule ID when setting the rule numbering step. 

QoS 

• New feature: Applying a QoS policy to VLANs. 
• Modified feature: Setting the port priority. After modification, you can set 

the DSCP priority for an Ethernet interface by using the qos priority 
dscp priority-value command. The Ethernet interface performs the 
following operations: 
 Uses the port priority as the 802.1p priority for priority mapping. You 

can set the port priority by using the qos priority command without 
the dscp keyword. 

 Rewrites the DSCP priority of its incoming Layer 3 packets as the 
set DSCP priority. 

• Modified feature: Applying a QoS policy to an interface. After 
modification, you can apply a QoS policy to the inbound direction of a 
Layer 2 or Layer 3 aggregate interface. 

• Modified feature: Displaying the priority trust mode and port priority. 
After modification, the DSCP priority set by using the qos priority dscp 
priority-value command was added to the display qos trust interface 
command output. 

Data buffer 

• New feature: Data buffer monitoring. 
• Modified feature: Setting the total shared-area ratio.  

 Before modification, the default setting is 99%. 
 After modification, the default setting is 100%. 

AAA 

• New feature: Configuring authentication, authorization, and accounting 
methods for network access users 

• New feature: Configuring authentication, authorization, and accounting 
methods for portal users 

• New feature: Configuring authorization attributes for network access 
users and portal users in ISP domain view  

• New feature: Configuring authorization attributes for network access 
users and portal users in local user view 

• New feature: Configuring binding attributes for network access users 
and portal users in local user view 

• New feature: Configuring a description for a network access user 
• New feature: Local user auto-delete feature 
• New feature: Configuring the validity period for a network access user 
• New feature: Extended accounting-on 
• New feature: Configuring RADIUS stop-accounting packet buffering 
• New feature: Configuring HWTACACS stop-accounting packet 

buffering 

802.1X New feature: 802.1X 

MAC authentication New: MAC authentication 

Portal New feature: Portal 

Port security New feature: Port security 

SSL New feature: Suite B cryptography 

Public key management New feature: Suite B cryptography 
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Feature module Feature changes 
PKI New feature: Suite B cryptography 

IPsec New feature: Suite B cryptography 

SSH New feature: Suite B cryptography 

NETCONF New feature: Preprovisioning 

TCP attack prevention New feature: TCP attack prevention 

OpenFlow 

• Command change: The smart keyword was added to the fail-open 
mode command. 

• Command change: tcp dscp 
 Before modification, the default DSCP value for OpenFlow packets 

is 10. 
 After modification, the default DSCP value for OpenFlow packets is 

not set. 

VXLAN 

• New feature: OVSDB-VTEP 
• New feature: VXLAN-DCI 
• New feature: VSI statistics 
• New feature: VXLAN hardware resource allocation mode 
• New feature: Dynamic ARP entry synchronization for distributed 

VXLAN IP gateways 

EVPN New feature: EVPN features 

VXLAN 

• Command change: The flooding disable command was changed to 
flooding disable { all | { broadcast | unknown-multicast | 
unknown-unicast } * }. 

• Command change: The s-vid vlan-id-list c-vid vlan-id-list options were 
added to the encapsulation command. 

• Command change: The track track-entry-number&<1-3> option was 
added to the xconnect vsi command. 

NTP 

• Command change: ntp-service authentication-keyid and sntp 
authentication-keyid 
The following keywords were added: 
 hmac-sha-1 
 hmac-sha-256 
 hmac-sha-384 
 hmac-sha-512 
 acl 
 ipv6 acl 

• Command change: ntp-service acl and ntp-service ipv6 acl 
 Before modification, the value range for the acl-number argument is 

2000 to 2999.  
 After modification, the value range for the acl-number argument is 

2000 to 3999. 
• Command change: undo ntp-service acl and undo ntp-service ipv6 

acl 
 Before modification, the acl acl-number option is required. 
 After modification, the acl acl-number option is optional. 
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Feature module Feature changes 

VRRP 

• New feature: Enabling periodic sending of gratuitous ARP packets for 
IPv4 VRRP 

• New feature: Configuring a subordinate IPv4 VRRP group to follow a 
master IPv4 VRRP group 

• New feature: Setting the packet sending mode for IPv4 VRRPv3 
• New feature: Enabling periodic sending of ND packets for IPv6 VRRP 
• New feature: Configuring a subordinate IPv6 VRRP group to follow a 

master IPv6 VRRP group 

ARP attack protection 
• New feature: Ignoring the ingress ports of ARP packets during user 

validity 
• Command change: The undo arp fixup command was added. 

IP performance optimization Command change: The acl keyword was added to the ip 
forward-broadcast command. 

Track Command change: The negative, positive, and brief keywords were added 
to the display track command.  

Information center 

• The info-center logging suppress module command was introduced. 
You can use the command to disable log output for specific modules. 

• The with-timezone keyword was added to the info-center timestamp 
loghost command. 

SNMP 

• Command change: snmp-agent calculate-password 
 In non-FIPS mode, the es192md5, aes192sha, aes256md5, and 

aes256sha keywords were added. 
 In FIPS mode, the aes192sha and aes256sha keywords were 

added. 
• Command change: snmp-agent usm-user v3 

 In non-FIPS mode, the 3des, aes192, and aes256 keywords were 
added. 

 In FIPS mode, the aes192 and aes256 keywords were added. 

RMON 

• Command change: rmon history 
 Before modification: You can create a maximum of 100 history 

control entries 
 After modification: You can create a maximum of 200 history control 

entries 
• Command change: rmon statistics 

 Before modification: You can create a maximum of 100 Ethernet 
statistics entries 

 After modification: You can create a maximum of 200 Ethernet 
statistics entries. 

EAA 

• Command change: 
The subslot subslot-number option (only HPE FlexFabric 5950 4-slot 
Switch support this option) was added to the following commands: 
 action reboot 
 event hotplug 

• Command change: The positive keyword was added to the event 
track command. 
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Feature module Feature changes 

Process monitoring and 
maintaining 

• Command change: The monitor kernel deadloop action command 
was added to set the action to be taken in response to a kernel thread 
deadloop. 

• Command change: The third-part-process start command was added 
to start a third-party process. 

• Command change: The third-part-process stop command was added 
to stop a third-party process. 

• Command change: The core core-number&<1-64> option was added 
to the monitor kernel deadloop enable command. 

• Command change: The Target Slot field was added to output from the 
display kernel reboot command. 
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Release 6106P01 
This software version has the following changes: 
• New feature: Load balancing among BGP routes with different AS_PATH attributes of the same 

length 

New feature: Load balancing among BGP routes with 
different AS_PATH attributes of the same length 
Enabling load balancing among BGP routes with different AS_PATH 
attributes of the same length 

This task allows BGP to perform load balancing among routes carrying different AS_PATH attributes 
of the same length.  

To enable load balancing among BGP routes with different AS_PATH attributes of the same length 
(IPv4): 
 

Step Command Remarks 
1. Enter system view. system-view N/A 

2. Enter BGP IPv4 unicast 
address family view or 
BGP-VPN IPv4 unicast 
address family view. 

• Enter BGP IPv4 unicast 
address family view: 
a. bgp as-number [ 

instance instance-name 
] [ multi-session-thread 
] 

b. address-family ipv4 [ 
unicast ] 

• Enter BGP-VPN IPv4 unicast 
address family view: 
c. bgp as-number [ 

instance instance-name 
] [ multi-session-thread 
] 

d. ip vpn-instance 
vpn-instance-name 

e. address-family ipv4 [ 
unicast ] 

N/A 

3. Enable load balancing 
among BGP routes with 
different AS_PATH attributes 
of the same length. 

balance as-path-relax 
By default, BGP does not perform 
load balancing among routes with 
different AS_PATH attributes of 
the same length. 

 

To enable load balancing among BGP routes with different AS_PATH attributes of the same length 
(IPv6): 
 

Step Command Remarks 
1. Enter system view. system-view N/A 
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Step Command Remarks 

2. Enter BGP IPv6 unicast 
address family view or 
BGP-VPN IPv6 unicast 
address family view. 

• Enter BGP IPv6 unicast 
address family view: 
a. bgp as-number [ 

instance instance-name 
] [ multi-session-thread 
] 

b. address-family ipv6 [ 
unicast ] 

• Enter BGP-VPN IPv6 unicast 
address family view: 
c. bgp as-number [ 

instance instance-name 
] [ multi-session-thread 
] 

d. ip vpn-instance 
vpn-instance-name 

e. address-family ipv6 [ 
unicast ] 

N/A 

3. Enable load balancing 
among BGP routes with 
different AS_PATH attributes 
of the same length. 

balance as-path-relax 
By default, BGP does not perform 
load balancing among routes with 
different AS_PATH attributes of 
the same length. 

 

Command reference 

balance as-path-relax 

Use balance as-path-relax to enable load balancing among BGP routes with different AS_PATH 
attributes of the same length. 

Use undo balance as-path-relax to restore the default. 

Syntax 
balance as-path-relax 

undo balance as-path-relax 

Default 
BGP does not perform load balancing among routes with different AS_PATH attributes of the same 
length. 

Views 
BGP IPv4 unicast address family view 

BGP-VPN IPv4 unicast address family view 

BGP IPv6 unicast address family view 

BGP-VPN IPv6 unicast address family view 

Predefined user roles 
network-admin 

Usage guidelines 
For BGP to implement load balancing among routes with different AS_PATH attributes of the same 
length, you must use this command together with the balance command. 
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The balance as-path-neglect command takes precedence over the balance as-path-relax 
command.  

After this command is executed, BGP ignores the AS_PATH attributes in the routes for load 
balancing and changes the attributes of the advertised routes to those of the optimal route. The 
operations might cause routing loops. In addition, this command might affect the NetStream data. 
Therefore, use this command with caution. 

Examples 
# In BGP IPv4 unicast address family view, enable load balancing among BGP routes with different 
AS_PATH attributes of the same length. 
<Sysname> system-view 

[Sysname] bgp 100 

[Sysname-bgp] address-family ipv4 unicast 

[Sysname-bgp-ipv4] balance as-path-relax 
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Release 6106 
This release has no feature changes.  
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	Deleting files
	1. Enter 4 in the Boot menu:
	2. Enter the number of the file to delete. For example, enter 1 to select the file testbackup.cfg.
	3. Enter Y at the confirmation prompt.

	Changing the attribute of software images
	1. Enter 2 in the Boot menu.
	2. Enter 1 or 2 at the prompt to set the attribute of a software image. (The following output is based on the option 2. To set the attribute of a configuration file, enter 3.)
	3. Enter the number of the file you are working with. For example, enter 3 to select the boot image boot-update.bin and enter 4 to select the system image system-update.bin.
	4. Enter 0 to finish the selection.
	5. Enter M or B to change its attribute to main or backup. If you change its attribute to M, the attribute of boot.bin changes to none.


	Handling software upgrade failures
	1. Verify that the software release is compatible with the switch model and the correct file is used.
	2. Verify that the software release and the Boot ROM release are compatible. For software and Boot ROM compatibility, see the hardware and software compatibility matrix in the correct release notes.
	3. Check the physical ports for a loose or incorrect connection.
	4. If you are using the console port for file transfer, check the HyperTerminal settings (including the baud rate and data bits) for any wrong setting.
	5. Check the file transfer settings:
	6. Check the FTP or TFTP server for any incorrect setting.
	7. Check that the storage device has sufficient space for the upgrade file.
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	Feature change description
	Command changes
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	Removed feature: PBB
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	display l2vpn minm connection
	display l2vpn minm forwarding
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	encapsulation
	pbb i-sid
	pbb uplink
	reset pbb connection


	Removed feature: SPBM
	Feature change description
	Removed commands
	ap-mode
	area-authentication send-only
	area-authentication-mode
	bandwidth-reference
	bridge-priority
	b-vlan
	circuit-cost
	control-address
	display l2vpn minm connection
	display l2vpn minm forwarding
	display spbm agreement-protocol
	display spbm bridge
	display spbm b-vlan
	display spbm bvlan-info
	display spbm bvlan-info statistics
	display spbm common statistics
	display spbm ect
	display spbm ect-migration
	display spbm fast-channel statistics
	display spbm graceful-restart event-log
	display spbm graceful-restart status
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	display spbm lsdb
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	display spbm multicast-pw
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	flash-flood
	graceful-restart
	graceful-restart suppress-sa
	graceful-restart t2
	is-name
	log-peer-change
	multicast replicate-mode
	non-stop-routing
	reset spbm bvlan-info statistics
	reset spbm database
	reset spbm graceful-restart event-log
	reset spbm multicast-fib statistics
	reset spbm non-stop-routing event-log
	reset spbm unicast-fib statistics
	set-overload
	snmp context-name
	snmp-agent trap enable spbm
	spb i-sid
	spbm
	spbm authentication send-only
	spbm authentication-mode
	spbm cost
	spbm enable
	spbm timer hello
	spbm timer holding-multiplier
	spbm timer lsp
	spsource
	timer lsp-generation
	timer lsp-max-age
	timer lsp-refresh
	timer spf


	New feature: One-step ISSU
	Performing an ISSU in one step
	Command reference
	issu one-step


	New feature: Specifying ignored packet fields for the default link-aggregation load sharing
	Specifying ignored packet fields for the default link-aggregation load sharing
	Command reference
	link-aggregation load-sharing ignore


	New feature: Exclusion of a subnet from load sharing on link aggregations
	Excluding a subnet from load sharing on link aggregations
	Command reference
	link-aggregation management-subnet


	New feature: LLDP neighbor validation and aging
	Configuring LLDP neighbor validation and aging
	Configuring LLDP neighbor validation on an interface
	Configuring LLDP neighbor aging on an interface

	Command references
	New command: lldp neighbor-protection aging
	New command: lldp neighbor-identity chassis-id
	New command: lldp neighbor-identity port-id
	New command: lldp neighbor-protection validation
	Modified command: display lldp status


	New feature: Enabling packet dropping in a VLAN
	Enabling packet dropping in a VLAN
	Command references
	New command: block outbound


	New feature: Displaying the number of OpenFlow ARP entries
	Displaying the number of OpenFlow ARP entries
	Command reference
	display arp openflow count


	New feature: Specifying a VPN instance for the destination address of a tunnel interface
	Specifying a VPN instance for the destination address of a tunnel interface
	Command reference
	tunnel vpn-instance


	New feature: Enabling the compressed ECMP mode
	Enabling the compressed ECMP mode
	Command reference
	ecmp mode


	New feature: Configuring actions for a policy node
	Configuring actions for a policy node
	About apply clauses
	Restrictions and guidelines
	Configuration procedure

	Command reference
	apply default-next-hop
	apply precedence


	New feature: Configuring an IGMP snooping access control policy
	Configuring an IGMP snooping access control policy
	Command reference
	igmp-snooping access-policy


	New feature: Configuring an MLD snooping access control policy
	Configuring an MLD snooping access control policy
	Command reference
	mld-snooping access-policy


	New feature: Static SR over MPLS
	About static SR over MPLS
	About SR and SRLSP
	How static SR over MPLS works
	1. Ingress node Device A adds a label stack (201, 202, and 203) to the packet and then forwards it to the next hop (Device B).
	2. When transit node Device B receives the packet, it compares the top label in the packet (label 201) with the incoming label. The top label matches the incoming label. Device B then removes the top label from the packet and forwards the packet to th...
	3. When transit node Device C receives the packet, it compares the top label in the packet (label 202) with the incoming label. The top label matches the incoming label. Device C then removes the top label from the packet and forwards the packet to th...
	4. When transit node Device D receives the packet, it compares the top label in the packet (label 203) with the incoming label. The top label matches the incoming label. Device D then removes the top label from the packet and forwards the packet to th...
	5. When egress node Device E receives the packet, it forwards the packet to the destination IP address.

	Protocols and standards

	Configuration restrictions and guidelines
	Static SR over MPLS configuration task list
	3. Creating a tunnel interface, and specifying the tunnel destination address
	5. Configuring static routing or PBR to direct traffic to the MPLS TE tunnel

	Prerequisites for static SR over MPLS
	Configuring an adjacency segment
	About adjacency segment configuration
	Configuration procedure

	Configuring a static SRLSP
	Binding a static SRLSP to an MPLS TE tunnel interface
	Displaying and maintaining static SRLSP
	Static SRLSP configuration example
	Network requirements
	Configuration procedure
	1. Configure IP addresses and masks for interfaces. (Details not shown.)
	2. Configure IS-IS to advertise interface addresses, including the loopback interface address. (Details not shown.)
	3. Execute the display ip routing-table command on each switch to verify that the switches have learned the routes to one another, including the routes to the loopback interfaces. (Details not shown.)
	4. Configure LSR IDs, and enable MPLS and MPLS TE:
	5. Configure adjacency segments on the nodes:
	6. Create static SRLSPs.
	7. Configure MPLS TE tunnels over static SRLSPs:
	8. Create static routes to direct traffic to MPLS TE tunnels.

	Verifying the configuration

	Command reference
	display mpls static-sr-mpls
	mpls te static-sr-mpls
	static-sr-mpls adjacency
	static-sr-mpls lsp


	New feature: Configuring a user-defined ACL
	Configuring a user-defined ACL
	Command reference
	rule (user-defined ACL view)


	New feature: Applying an ACL to an Ethernet service instance for packet filtering
	Applying an ACL to an Ethernet service instance for packet filtering
	About applying an ACL to an Ethernet service instance for packet filtering
	Restrictions and guidelines
	Procedure

	Command reference
	packet-filter


	New feature: Configuring the applicable scope of packet filtering on a VLAN interface
	Configuring the applicable scope of packet filtering on a VLAN interface
	Command reference
	packet-filter filter


	New feature: Bandwidth limit on a VSI or Ethernet service instance
	Setting the bandwidth limit for a VSI or Ethernet service instance
	About the bandwidth limit for a VSI or Ethernet service instance
	Restrictions and guidelines
	Procedure

	Command reference
	New command: bandwidth (Ethernet service instance view)
	New command: bandwidth (VSI view)
	Modified command: display l2vpn vsi


	New feature: MAC learning priority of an Ethernet service instance
	Setting the MAC learning priority of an Ethernet service instance
	About the MAC learning priority
	Procedure

	Command reference
	mac-address mac-learning priority


	New feature: Configuring a queue scheduling profile
	About queue scheduling profiles
	Configuration restrictions and guidelines
	Configuration procedure
	Configuration example
	Network requirements
	Configuration procedure


	Command reference
	bandwidth queue
	display qos qmprofile configuration
	display qos qmprofile interface
	qos apply qmprofile
	qos qmprofile
	queue


	New feature: CFD port collaboration
	About CFD port collaboration
	Configuring CFD port collaboration
	Command reference
	cfd port-trigger


	New feature: Enabling loop guard for an OpenFlow instance
	Enabling loop guard for an OpenFlow instance
	Command reference
	loop-protection enable


	New feature: Shutting down an interface by OpenFlow instance
	Shutting down an interface by OpenFlow
	Command reference
	openflow shutdown


	Modified feature: Monitoring CPU usage
	Feature change description
	Command changes
	Modified command: monitor cpu-usage threshold


	Modified feature: Configuring IRF bridge MAC persistence
	Feature change description
	Command changes
	Modified command: irf mac-address persistent timer


	Modified feature: Creating an ACL
	Feature change description
	Command changes
	Modified command: acl


	Modified feature: Configuring packet filtering with ACLs
	Feature change description
	Command changes
	Modified command: packet-filter


	Modified feature: Displaying ACL application information for packet filtering
	Feature change description
	Command changes
	Modified command: display packet-filter


	Modified feature: Displaying ACL packet filtering statistics
	Feature change description
	Command changes
	Modified command: display packet-filter statistics


	Modified feature: Displaying ACL application details for packet filtering
	Feature change description
	Command changes
	Modified command: display packet-filter verbose


	Modified feature: Clearing the packet filtering statistics (including the accumulated statistics) for an ACL
	Feature change description
	Command changes
	Modified command: reset packet-filter statistics


	Modified feature: Configuring a description for an ACL
	Feature change description
	Command changes
	Modified command: description


	Modified feature: Configuring a comment for an ACL rule
	Feature change description
	Command changes
	Modified command: rule comment


	Modified feature: Defining QoS match criteria
	Feature change description
	Command changes
	Modified command: if-match


	Modified feature: Configuring the FlexFabric Network Analytics (FNA) feature
	Feature change description
	Command changes

	Modified feature: Implementing remote mirroring across tunnels through flow mirroring
	Feature change description
	Command changes
	Modified command: mirror-to interface
	1. Configure the mirror-to command in a QoS policy to mirror traffic to interface A.
	2. Configure another QoS policy that redirects the traffic mirrored to interface A to the source interface of the target tunnel interface.
	3. Apply the traffic redirecting QoS policy in the inbound direction of interface A.



	New feature: DRNI
	Overview
	DRNI network model
	Roles of DR member devices
	DRCP
	DRCP operating mechanism
	DRCP timeout timers

	Keepalive and failover mechanism
	MAD mechanism
	DR system setup process
	b. Determine the device roles based on the DR role priority and the bridge MAC address.
	2. Send keepalive packets over the keepalive link to verify that the peer system is operating correctly.
	3. Synchronize configuration data by sending DRCPDUs over the IPL. The configuration data includes MAC address entries and ARP entries.

	DRNI failure handling mechanisms
	DR interface failure handling mechanism
	1. Device B deletes the MAC address entries learned on the DR interface.
	2. Device B obtains the MAC address entries learned on the DR interface of Device A, with the outgoing interface modified to the IPP.
	3. When the downlink traffic from the IP network to Device C arrives at Device B, Device B sends the traffic to Device A out of the IPP over the IPL.
	4. Device A forwards the downlink traffic received from the IPL to Device C.
	5. After the faulty DR interface comes up, Device B performs synchronization with Device A, changing the outgoing interfaces of the MAC address entries from the IPP to the DR interface. Then, Device B can forward traffic to Device C through its DR int...

	IPL failure handling mechanism
	Device failure handling mechanism

	Protocols and standards

	Configuration restrictions and guidelines
	DRNI configuration task list
	Configuring DR system settings
	Configuring the DR system MAC address
	Restrictions and guidelines
	Procedure

	Setting the DR system number
	Restrictions and guidelines
	Procedure

	Setting the DR system priority
	About the DR system priority
	Restrictions and guidelines
	Procedure


	Setting the DR role priority of the device
	About the DR role priority
	Procedure

	Configuring DR keepalive settings
	Restrictions and guidelines for configuring DR keepalive settings
	Excluding an interface from the shutdown action by DRNI MAD
	About DRNI MAD
	Restrictions and guidelines
	Procedure

	Configuring DR keepalive packet parameters
	About DR keepalive packet parameters
	Restrictions and guidelines
	Procedure

	Setting the DR keepalive interval and timeout timer
	About the DR keepalive interval and timeout timer
	Restrictions and guidelines
	Procedure


	Configuring a DR interface
	Restrictions and guidelines
	Procedure

	Specifying an aggregate interface as the IPP
	Restrictions and guidelines
	Procedure

	Enabling the short DRCP timeout timer on the IPP or a DR interface
	About the DRCP timeout timer
	Restrictions and guidelines
	Procedure

	Setting the keepalive hold timer for identifying the cause of IPL down events
	About the keepalive hold timer
	Restrictions and guidelines
	Procedure

	Configuring DR system auto-recovery
	About DR system auto-recovery
	Procedure

	Setting the data restoration interval
	About the data restoration interval
	Restrictions and guidelines
	Procedure

	Displaying and maintaining DRNI
	DRNI configuration example
	Network configuration
	Procedure
	1. Configure Device A:
	2. Configure Device B:
	3. Configure Device C:

	Verifying the configuration

	DRNI commands
	display distributed-relay drcp statistics
	display distributed-relay keepalive
	display distributed-relay role
	display distributed-relay summary
	display distributed-relay system
	display distributed-relay verbose
	distributed-relay auto-recovery reload-delay
	distributed-relay drcp period short
	distributed-relay keepalive
	distributed-relay keepalive hold-time
	distributed-relay keepalive interval
	distributed-relay restore-delay
	distributed-relay role priority
	distributed-relay system-mac
	distributed-relay system-number
	distributed-relay system-priority
	mad exclude interface
	port distributed-relay group
	port distributed-relay intra-portal-port
	reset distributed-relay drcp statistics


	New feature: Enabling EEE on an Ethernet interface
	Enabling EEE on an Ethernet interface
	Command reference
	eee enable


	New feature: Ignoring port speed in setting the aggregation states of member ports
	Ignoring port speed in setting the aggregation states of member ports
	Command reference
	link-aggregation ignore speed


	New feature: Seed for link aggregation load sharing algorithms
	Configuring a link aggregation load sharing algorithm seed
	Command reference
	link-aggregation global load-sharing seed


	New feature: Global load sharing mode for MAC-in-MAC traffic
	Setting the global load sharing mode for MAC-in-MAC traffic
	Command reference
	link-aggregation global load-sharing minm


	New feature: DCBX
	Configuring DCBX
	DCBX configuration task list
	Enabling LLDP and DCBX TLV advertising
	Setting the DCBX version
	Configuring APP parameters
	Configuration restrictions and guidelines
	Configuration procedure

	Configuring ETS parameters
	Configuring the 802.1p-to-local priority mapping
	Configuring group-based WRR queuing

	Configuring PFC parameters

	Command reference
	dcbx version
	lldp tlv-enable dot1-tlv dcbx


	New feature: Enabling IGMP snooping globally
	Enabling IGMP snooping globally
	Command reference
	global-enable (IGMP-snooping view)


	New feature: Disabling IGMP snooping for a VLAN or VSI
	Disabling IGMP snooping for a VLAN or VSI
	Command reference
	igmp-snooping disable


	New feature: Enabling MLD snooping globally
	Enabling MLD snooping globally
	Command reference
	global-enable (MLD-Snooping view)


	New feature: Disabling MLD snooping for a VLAN or VSI
	Disabling MLD snooping for a VLAN or VSI
	Command reference
	mld-snooping disable


	New feature: PBB
	Overview
	PBB network model
	Terminology
	PBBN
	PBN
	BEB
	BCB
	CE
	B-MAC and B-VLAN
	Uplink port and downlink port
	PBB VSI and I-SID
	AC

	PBB frame format
	PBB frame forwarding
	1. When BEB 1 receives a frame with an unknown destination C-MAC (for example, MAC A) from the customer network, BEB 1 performs the following operations:
	a. Assign the frame to a PBB VSI based on the configured match criteria.
	b. Encapsulates the frame in MAC-in-MAC format. The source B-MAC is the MAC address of BEB 1. The destination B-MAC is the multicast B-MAC configured for the matching PBB VSI.
	c. Multicasts the PBB frame out of the VSI's all uplink ports.
	2. When BEB 2 receives the PBB frame, it performs the following operations:
	a. Creates a unicast forwarding entry for MAC A. In the entry, the destination B-MAC is the B-MAC of BEB 1, the outgoing interface is the interface on which the frame was received.
	b. Removes the PBB encapsulation, and then forwards the frame to the customer network.
	3. BEB 1 encapsulates a customer frame with the matching source and destination B-MACs, B-VLAN, and I-SID. Then it forwards the frame to the BCB through its uplink port.
	4. BCB forwards the PBB frame from BEB 1 to BEB 2 according to the frame's destination B-MAC and B-VLAN.
	5. BEB 2 removes the PBB encapsulation, and then forwards the original Ethernet frame out of the downlink port to the customer network.

	Protocols and standards

	Configuration restrictions and guidelines
	PBB configuration task list
	Enabling L2VPN
	Creating a PBB VSI
	Configuring a B-VLAN for a PBB VSI
	Configuring an uplink port
	Configuring a downlink port
	Configuring the data encapsulation type
	Displaying and maintaining PBB
	PBB configuration example
	Network requirements
	Configuration procedure
	1. Configure BEB 1:
	2. Configure BEB 2 in the same way BEB 1 is configured. (Details not shown.)

	Verifying the configuration

	Troubleshooting PBB
	Failed to transmit customer frames to peer
	Symptom
	Solution
	1. Use the display l2vpn vsi verbose command to display the PBB configuration of the VSI.
	2. Use the display l2vpn vsi verbose command to verify that the VSI's PBB settings are consistent across BEBs, especially the I-SID and B-VLAN settings.
	3. Use the display vlan all command to verify that the following settings are configured on all BCBs:
	4. If the problem persists, contact Hewlett Packard Enterprise Support.



	Command reference
	bvlan
	display l2vpn minm connection
	display l2vpn minm forwarding
	display l2vpn vsi
	display pbb connection
	encapsulation
	l2vpn enable
	pbb i-sid
	pbb uplink
	reset pbb connection
	vsi


	New feature: MPLS L2VPN
	Overview
	Basic concepts of MPLS L2VPN
	MPLS L2VPN network models
	Remote connection model
	Local connection model

	Remote connection establishment
	1. Set up a public tunnel to carry one or more PWs between PEs:
	2. Set up a PW to connect customer networks:
	3. Set up an AC between a PE and a CE:
	4. Bind the AC to the PW:

	Local connection establishment
	1. Set up ACs:
	2. Bind the two ACs:

	PW data encapsulation types
	Ethernet over MPLS

	Control word
	PW redundancy
	Multi-segment PW
	Intra-domain multi-segment PW
	1. Create a PW between PE 1 and PE 2 (PW 1) and a PW between PE 2 and PE 4 (PW 2).
	2. Concatenate the two PWs on PE 2.

	Inter-domain multi-segment PW

	VCCV

	Configuration restrictions and guidelines
	MPLS L2VPN configuration task list
	1. Configure an IGP to achieve IP connectivity within the backbone.
	2. Configure basic MPLS, LDP, GRE, or MPLS TE to set up public tunnels across the backbone.
	3. Configure MPLS L2VPN on the PEs, including setting up PWs, and binding ACs to PWs.

	Enabling L2VPN
	Configuring an AC
	Configuring a cross-connect
	Configuring a PW
	Configuring a PW class
	Configuring a static PW
	Configuring an LDP PW
	Configuring a BGP PW
	Configuring BGP to advertise MPLS L2VPN label block information
	Creating a BGP PW

	Configuring a remote CCC connection

	Binding an AC to a cross-connect
	About binding an AC to a cross-connect
	Restrictions and guidelines
	Procedure

	Configuring PW redundancy
	Configuring static PW redundancy
	Configuring LDP PW redundancy

	Enabling SNMP notifications for L2VPN PW
	Displaying and maintaining MPLS L2VPN
	MPLS L2VPN configuration examples
	Configuring local MPLS L2VPN connections
	Network requirements
	Configuration procedure
	1. Configure CE 1:
	2. On CE 2, create VLAN 10 and configure an IP address for VLAN-interface 10.
	3. On CE 3, create VLAN 20 and configure an IP address for VLAN-interface 20.
	4. Configure the PE:

	Verifying the configuration

	Configuring a static PW
	Network requirements
	Configuration procedure
	1. Configure VLANs and add ports to VLANs on each switch. (Details not shown.)
	2. Configure CE 1.
	3. Configure PE 1:
	4. Configure the P device:
	5. Configure PE 2:
	6. Configure CE 2.

	Verifying the configuration

	Configuring an LDP PW
	Network requirements
	Configuration procedure
	1. Configure VLANs and add ports to VLANs on each switch. (Details not shown.)
	2. Configure CE 1.
	3. Configure PE 1:
	4. Configure the P device:
	5. Configure PE 2:
	6. Configure CE 2.

	Verifying the configuration

	Configuring a BGP PW
	Network requirements
	Configuration procedure
	1. Configure VLANs and add ports to VLANs on each switch. (Details not shown.)
	2. Configure CE 1.
	3. Configure PE 1:
	4. Configure the P device:
	5. Configure PE 2:
	6. Configure CE 2.

	Verifying the configuration

	Configuring a remote CCC connection
	Network requirements
	Configuration procedure
	1. Configure VLANs and add ports to VLANs on each switch. (Details not shown.)
	2. Configure CE 1.
	3. Configure PE 1:
	4. Configure the P device:
	5. Configure PE 2:
	6. Configure CE 2.

	Verifying the configuration

	Configuring LDP PW redundancy
	Network requirements
	Configuration procedure
	1. Configure CE 1.
	2. Configure PE 1:
	3. Configure PE 2:
	4. Configure PE 3:
	5. Configure CE 2.

	Verifying the configuration

	Configuring an intra-domain multi-segment PW
	Network requirements
	Configuration procedure
	1. Configure VLANs and add ports to VLANs on each switch. (Details not shown.)
	2. Configure CE 1.
	3. Configure PE 1:
	4. Configure the P device:
	5. Configure PE 2:
	6. Configure CE 2.

	Verifying the configuration

	Configuring an inter-domain multi-segment PW
	Network requirements
	Configuration procedure
	1. Configure VLANs and add ports to VLANs on each switch. (Details not shown.)
	2. Configure CE 1.
	3. Configure PE 1:
	4. Configure ASBR 1:
	5. Configure ASBR 2:
	6. Configure PE 2:
	7. Configure CE 2.

	Verifying the configuration


	Command reference
	ac interface
	address-family l2vpn
	auto-discovery
	backup-peer
	ccc
	connection
	connection remote-site-id
	control-word enable
	description
	display bgp l2vpn signaling
	display l2vpn bgp
	display l2vpn forwarding
	display l2vpn ldp
	display l2vpn pw
	display l2vpn pw-class
	display l2vpn service-instance
	display l2vpn xconnect-group
	encapsulation
	l2vpn enable
	l2vpn switchover
	mtu
	peer
	peer signaling
	policy vpn-target
	pw-class (auto-discovery cross-connect group view)
	pw-class (system view)
	pw-type
	revertive
	route-distinguisher
	rr-filter
	service-instance
	shutdown
	site
	snmp-agent trap enable l2vpn
	tunnel-policy (auto-discovery cross-connect view)
	vpn-target
	xconnect-group


	New feature: VPLS
	Overview
	Basic VPLS architecture
	VPLS implementation
	Creating a PW
	MAC address learning, aging, and withdrawal
	Unicast traffic forwarding and flooding
	Multicast and broadcast traffic forwarding and flooding
	PW full mesh and split horizon

	H-VPLS
	H-VPLS access modes
	UPE dual homing and PW redundancy


	Configuration restrictions and guidelines
	VPLS configuration task list
	Enabling L2VPN
	Configuring an AC
	Configuring a VSI
	Configuring a PW
	Configuring a PW class
	Configuring a static PW
	Configuring an LDP PW
	Configuring a BGP PW
	Configuring BGP to advertise VPLS label block information
	Creating a BGP PW

	Configuring a BGP auto-discovery LDP PW
	Configuring BGP to advertise VPLS PE information
	Creating a BGP auto-discovery LDP PW


	Binding an AC to a VSI
	About binding an AC to a VSI
	Restrictions and guidelines
	Procedure

	Configuring UPE dual homing
	Configuring static PW redundancy
	Configuring LDP PW redundancy

	Configuring MAC address learning
	Enabling SNMP notifications for L2VPN PW
	Displaying and maintaining VPLS
	VPLS configuration examples
	Static PW configuration example
	Network requirements
	Configuration procedure
	1. Configure PE 1:
	2. Configure PE 2:
	3. Configure PE 3:

	Verifying the configuration

	LDP PW configuration example
	Network requirements
	Configuration procedure
	1. Configure an IGP and public tunnels on each PE. (Details not shown.)
	2. Configure PE 1:
	3. Configure PE 2:
	4. Configure PE 3:

	Verifying the configuration

	BGP PW configuration example
	Network requirements
	Configuration procedure
	1. Configure an IGP and public tunnels on each PE. (Details not shown.)
	2. Configure PE 1:
	3. Configure PE 2:
	4. Configure PE 3:

	Verifying the configuration

	BGP auto-discovery LDP PW configuration example
	Network requirements
	Configuration procedure
	1. Configure an IGP and public tunnels on each PE. (Details not shown.)
	2. Configure PE 1:
	3. Configure PE 2:
	4. Configure PE 3:

	Verifying the configuration

	H-VPLS using MPLS access configuration example
	Network requirements
	Configuration procedure
	1. Configure an IGP and public tunnels on each PE. (Details not shown.)
	2. Configure UPE:
	3. Configure NPE 1:
	4. Configure NPE 2:
	5. Configure NPE 3:

	Verifying the configuration

	Ethernet service instance and VSI binding configuration example
	Network requirements
	Configuration procedure
	1. Configure an IGP and public tunnels on each PE. (Details not shown.)
	2. Configure PE 1:
	3. Configure PE 2:
	4. Configure PE 3:

	Verifying the configuration

	H-VPLS UPE dual homing configuration example
	Network requirements
	Configuration procedure
	1. Configure an IGP and public tunnels on each PE. (Details not shown.)
	2. Configure UPE:
	3. Configure NPE 1:
	4. Configure NPE 2:
	5. Configure NPE 3:

	Verifying the configuration


	Command reference
	address-family l2vpn
	auto-discovery
	backup-peer
	control-word enable
	default-pw-id
	description
	display bgp l2vpn auto-discovery
	display bgp l2vpn signaling
	display l2vpn auto-discovery
	display l2vpn bgp
	display l2vpn forwarding
	display l2vpn ldp
	display l2vpn mac-address
	display l2vpn pw
	display l2vpn pw-class
	display l2vpn service-instance
	display l2vpn vsi
	encapsulation
	l2vpn enable
	l2vpn switchover
	mac-learning enable
	mtu
	peer
	peer auto-discovery
	peer signaling
	policy vpn-target
	pw-class (auto-discovery VSI view)
	pw-class (system view)
	pwsignaling
	pw-type
	reset l2vpn mac-address
	revertive
	route-distinguisher
	rr-filter
	service-instance
	shutdown
	signaling-protocol
	site
	snmp-agent trap enable l2vpn
	tunnel-policy (auto-discovery VSI view)
	vpls-id
	vpn-target
	vsi
	xconnect vsi


	New feature: MACsec
	Overview
	Basic concepts
	CA
	SA

	MACsec services
	a. Uses a key negotiated by MKA to calculate an integrity check value (ICV) for the frame.
	b. Compares the calculated ICV with the ICV in the frame trailer.

	MACsec applications
	MACsec operating mechanism
	Operating mechanism for client-oriented mode
	1. After the client passes 802.1X authentication, the RADIUS server distributes the generated CAK to the client and the access device.
	2. After receiving the CAK, the client and the access device exchange EAPOL-MKA packets.
	3. The client and the access device use the SAK to encrypt packets, and they send and receive the encrypted packets in secure channels.
	4. When the access device receives a logoff request from the client, it immediately removes the associated secure session from the port. The remove operation prevents an unauthorized client from using the secure session established by the previous aut...

	Operating mechanism for device-oriented mode

	Protocols and standards

	Feature and hardware compatibility
	MACsec configuration task list
	Enabling MKA
	Enabling MACsec desire
	Configuring a preshared key
	Configuring the MKA key server priority
	Configuring MACsec protection parameters in interface view
	Configuring the MACsec confidentiality offset
	Configuring MACsec replay protection
	Configuring the MACsec validation mode

	Configuring MACsec protection parameters by MKA policy
	Configuring an MKA policy
	Applying an MKA policy

	Displaying and maintaining MACsec
	MACsec configuration examples
	Client-oriented MACsec configuration example
	Network requirements
	Configuration procedure
	1. Configure the RADIUS server to provide authentication, authorization, and accounting services. Add a user account for the host. (Details not shown.)
	2. Configure IP addresses for the Ethernet ports. (Details not shown.)
	3. Configure AAA:
	4. Configure 802.1X:
	5. Configure MACsec:

	Verifying the configuration

	Device-oriented MACsec configuration example
	Network requirements
	Configuration procedure
	1. Configure Device A:
	2. Configure Device B:

	Verifying the configuration


	Troubleshooting MACsec
	Cannot establish MKA sessions between MACsec devices
	Symptom
	Analysis
	Solution
	1. Enter interface view.
	2. Use the display this command to check the MACsec configuration:
	3. If the problem persists, contact Hewlett Packard Enterprise Support.



	Command reference
	confidentiality-offset
	display macsec
	display mka policy
	display mka session
	display mka statistics
	macsec confidentiality-offset
	macsec desire
	macsec replay-protection enable
	macsec replay-protection window-size
	macsec validation mode
	mka apply policy
	mka enable
	mka policy
	mka priority
	mka psk
	1. Execute the undo mka psk command on the key server.
	2. Execute the undo mka psk command on the non-key server.

	replay-protection enable
	replay-protection window-size
	reset mka session
	reset mka statistics
	validation mode


	New feature: Displaying the role of the device in the VCF fabric
	Displaying the role of the device in the VCF fabric
	Command reference
	display vcf-fabric role


	New feature: Source IPv4 address for the device to communicate with RabbitMQ servers
	Specify the source IPv4 address for the device to communicate with RabbitMQ servers
	Command reference
	rabbit source-ip


	New feature: FlexFabric Network Analytics
	Configuring the FlexFabric Network Analytics feature
	Command reference
	fma agent-ip
	fma agent-mac
	fma agent-port
	fma client-ip
	fma client-port
	fma enable


	New feature: SPBM
	SPBM network model
	Terminology
	AC
	Area
	BCB
	BEB
	B-MAC, B-VLAN
	Customer network port, provider network port
	Ethernet service instance
	I-SID
	ISIS-SPB
	LSDB
	MAC-in-MAC
	PW
	SPB VSI
	System ID

	SPBM packet types
	ISIS-SPB control packets
	Hello
	LSP
	SNP

	SPBM data packet

	Working mechanisms
	1. BEBs and BCBs send ISIS-SPB P2P hellos to establish and maintain adjacencies.
	2. Adjacent nodes send LSPs to advertise their respective topology data. Eventually, the LSDBs of all nodes are synchronized.
	3. Each node selects the forwarding path:
	a. Each node runs SPF to calculate the shortest path from itself to each of the other nodes.
	b. If equal-cost paths are available, each node runs ECT to choose the best forwarding path.
	c. The nodes populate their respective FDB and FIB tables with the forwarding path.
	4. BEBs establish PWs over the SPBM network for transmitting customer traffic.
	Formation and maintenance of ISIS-SPB adjacencies
	MAC address learning
	Data paths
	Unicast
	1. The ingress BEB performs the following tasks:
	a. Assigns the frame to the correct Ethernet service instance based on the outer VLAN.
	b. Learns the source MAC address.
	c. Looks up the destination MAC address in the Ethernet service instance's Ethernet address table.
	2. If the outgoing interface is a provider network port, the ingress BEB performs the following tasks:
	a. Encapsulates the frame in IEEE 802.1ah format.
	b. Sends the frame out of the unicast PW to the egress BEB.
	3. Each BCB on the unicast PW forwards the frame based on the B-MAC and B-VLAN in the outer frame header until it reaches the egress BEB.
	4. The egress BEB removes the outer frame header and forwards the frame to the destination customer MAC address.

	Multicast
	1. Replicates the customer frame for each destination BEB.
	2. Encapsulates each replica in one unicast frame.
	3. Sends the unicast frames to the destination BEBs.


	SPBM multicast address

	Multiple SPB VSIs
	Load balancing
	B-VLAN to ECT algorithm mapping
	ECT migration

	Loop prevention
	Fast channel for quick spread of LSPs
	Protocols and standards
	Feature compatibility requirements
	SPBM configuration task list
	Configuring basic SPBM settings on BEBs and BCBs
	Configuring MST region parameters
	Enabling SPBM

	Configuring customer-side settings on BEBs
	Enabling L2VPN
	Creating an SPB VSI
	Assigning a B-VLAN to an SPB VSI
	Configuring Ethernet service instances on BEBs

	Configuring SPBM multicast settings
	Configuring the SPBM multicast replication mode on BEBs
	Setting the SPSource ID

	Optimizing traffic distribution
	Setting the bridge priority
	Setting a link metric value for a provider network port
	Setting a port-specific link metric value
	Setting the global link metric value
	Setting the bandwidth reference for automatic link metric calculation

	Mapping B-VLANs to an ECT algorithm
	Performing ECT migration for an SPB VSI
	1. On all BEBs and BCBs, create a new B-VLAN, assign the B-VLAN to MSTI 4092, and assign the provider network port to the B-VLAN:
	2. On all BEBs and BCBs, map the new B-VLAN to a different ECT algorithm than the old B-VLAN:
	3. Assign the new B-VLAN to the SPB VSI on all BEBs:


	Configuring the AP mode
	Optimizing the SPBM network
	Enabling dynamic hostname exchange
	Tuning ISIS-SPB adjacency maintenance settings
	Setting the ISIS-SPB hello interval
	Setting the hello multiplier for calculating the adjacency hold time

	Tuning ISIS-SPB LSP timers
	Setting the minimum LSP transmit interval and the maximum number of LSPs sent at each interval
	Setting the LSP lifetime
	Tuning the LSP refresh interval and LSP generation timer
	Enabling LSP fast-flooding

	Tuning the SPF calculation timer
	Setting the LSDB overload bit
	Configuring the control MAC address for ISIS-SPB

	Configuring ISIS-SPB authentication
	Configuring ISIS-SPB adjacency authentication
	1. Disable adjacency authentication for incoming ISIS-SPB hello packets on the neighbor devices.
	2. Modify the authentication settings on the local end.
	3. Modify the authentication settings on the remote end.
	4. Enable adjacency authentication for incoming ISIS-SPB hello packets on the neighbor devices.

	Configuring ISIS-SPB area authentication
	1. Disable area authentication for incoming ISIS-SPB topology advertisement packets on the neighbor devices.
	2. Modify the authentication settings on the local end.
	3. Modify the authentication settings on the remote end.
	4. Enable area authentication for incoming ISIS-SPB topology advertisement packets on the neighbor devices.


	Configuring Graceful Restart for ISIS-SPB
	Enabling NSR for ISIS-SPB
	Configuring SNMP notifications and context for SPBM
	Enabling ISIS-SPB adjacency change logging
	Displaying and maintaining SPBM
	SPBM configuration examples
	Basic SPBM configuration example
	Network requirements
	Configuration procedure
	1. Configure basic SPBM parameters:
	2. Map B-VLAN 10 to ECT algorithm 3:
	3. Configure the Ethernet service instance for VLAN 100 on the customer edge port on BEB 1:

	Verifying the configuration
	1. Verify the configuration on BEBs (for example, BEB 1):
	2. Verify the configuration on BCBs (for example, BCB 1):


	SPBM with head-end replication configuration example
	Network requirements
	Configuration procedure
	1. Configure BEB 1:
	2. Repeat the previous steps to configure the MST parameters and SPBM feature on BEB 2 and BEB 3. (Details not shown.)
	3. Configure the BCB:

	Verifying the configuration
	1. Verify that the BEB has ISIS-SPB adjacency with its neighbor.
	2. Verify that the BEB has established tunnels to other BEBs.


	SPBM with tandem replication configuration example
	Network requirements
	Configuration procedure
	1. Configure BEB 1:
	2. Repeat the previous steps to configure the MST parameters and SPBM feature on BEB 2 and BEB 3. (Details not shown.)
	3. Configure the BCB:

	Verifying the configuration
	1. Verify that the BEB has ISIS-SPB adjacency with its neighbor.
	2. Verify that the BEB has established tunnels to other BEBs.


	ECT migration by changing B-VLAN example
	Network requirements
	Configuration procedure
	1. Configure BEB 1:
	2. Repeat the previous steps to configure the MST parameters and SPBM feature on BEB 2. (Details not shown.)
	3. Configure BCB 1:
	4. Configure BCB 2 in the same way you configure BCB 1. (Details not shown.)
	5. Perform ECT migration:

	Verifying the configuration
	1. Before you perform ECT migration, verify the configuration on BEBs (for example, BEB 1):
	2. After you perform ECT migration, verify that I-SID 3001 uses B-VLAN 3003 to transmit customer traffic (for example, on BEB 1):


	ECT migration by changing ECT algorithm example
	Network requirements
	Configuration procedure
	1. Configure the new B-VLAN (VLAN 20 in this example):
	2. Map B-VLAN 20 to ECT algorithm 2.
	3. Assign B-VLAN 20 to I-SID 1000.

	Verifying the configuration
	1. Verify the configuration and forwarding states during ECT migration:
	2. Verify the configuration and forwarding states after ECT migration is complete:


	SPBM NSR configuration example
	Network requirements
	Configuration procedure
	1. Configure the MST parameters and SPBM feature on BEB 1:
	2. Configure the MST parameters and SPBM feature on BEB 2 and the BCB in the same way you configure BEB 1. (Details not shown.)
	3. Configure the customer-side settings on BEB 1:
	4. Configure the customer-side settings on BEB 2 in the same way you configure BEB 1. (Details not shown.)
	5. Enable NSR for SPBM on the BCB.

	Verifying the configuration
	1. Trigger an active/standby switchover on the BCB. (Details not shown.)
	2. Verify that the BEBs are unaware of the ongoing active/standby switchover:
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	reset spbm database
	reset spbm graceful-restart event-log
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	reset spbm non-stop-routing event-log
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	set-overload
	snmp context-name
	snmp-agent trap enable spbm
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	spbm authentication send-only
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	spbm enable
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	New feature: ERPS
	Overview
	ERPS structure
	Rings
	Nodes
	Ports
	Instances

	ERPS protocol packets
	ERPS node states
	ERPS timers
	ERPS operation mechanism
	Link-down report mechanism
	1. Device C and Device D detect the link failure and perform the following operations:
	a. Block the ports on both side of the faulty link.
	b. Periodically send SF packets to other nodes.
	2. Device A and Device B receive the SF packets and perform the following operations:
	a. Unblock RPL ports.
	b. Update the MAC address entries.

	Link recovery mechanism
	1. Device C and Device D detect the link recovery and perform the following operations:
	a. Block the recovered ports.
	b. Start the guard timer.
	c. Send NR packets.
	2. When Device A (owner node) receives the NR packets, it does not perform any operations if it is in non-revertive mode. If Device A is in revertive mode, it performs the following operations:
	a. Starts the WTR timer.
	b. Blocks the RPL port and periodically sends NR-RB packets when the WTR timer expires.
	3. When other nodes receive the NR-RB packets, they perform the following operations:
	a. Device B (neighbor port) blocks the RPL port.
	b. Device C and Device D unblock the recovered ports.

	Multi-instance load balancing mechanism
	Manual configuration mechanism
	Collaboration mechanism

	ERPS network diagrams
	One major ring
	One major ring connecting one subring
	One major ring connecting multiple subrings
	One subring connecting multiple subrings
	One subring connecting multiple rings

	Protocols and standards

	ERPS configuration task list
	Configuration prerequisites
	Enabling ERPS globally
	Enabling flush packet transparent transmission
	Configuring an ERPS ring
	Enabling R-APS packets to carry the ring ID in the destination MAC address
	Configuring ERPS ring member ports
	Configuring ERPS ring member port attributes
	Configuring an ERPS ring member port

	Configuring control VLANs
	Configuring protected VLANs
	Configuring the node role
	Enabling ERPS for an instance
	Configuring R-APS packet levels
	Setting ERPS timers
	Setting the non-revertive mode
	Setting the MS mode
	Setting the FS mode
	Associating a ring with a subring
	Associating an ERPS ring member port with a track entry
	Removing the MS mode and FS mode settings for an ERPS ring
	Displaying and maintaining ERPS
	ERPS configuration examples
	One-ring configuration example
	Network requirements
	Configuration procedure
	1. Configure Device A.
	2. Configure Device B.
	3. Configure Device C.
	4. Configure Device D.

	Verifying the configuration

	One-subring configuration example
	Network requirements
	Configuration procedure
	1. Configure Device A.
	2. Configure Device B.
	3. Configure Device C.
	4. Configure Device D.
	5. Configure Device E.
	6. Configure Device F.

	Verifying the configuration

	One-ring multi-instance load balancing configuration example
	Network requirements
	Configuration procedure
	1. Configure Device A.
	2. Configure Device B.
	3. Configure Device C.
	4. Configure Device D.

	Verifying the configuration


	Troubleshooting ERPS
	Symptom
	Analysis
	Solutions

	Command reference
	control-vlan
	display erps
	display erps detail
	display erps statistics
	erps clear
	erps enable
	erps ring
	erps switch
	erps tcn-propagation
	instance
	instance enable
	node-role
	port erps track
	port0
	port1
	protected-vlan
	r-aps level
	r-aps ring-mac
	reset erps statistics
	revertive-operation
	ring-type sub-ring
	sub-ring connect
	timer guard
	timer hold-off
	timer wtr


	New feature: Configuring an FCoE mode
	Storage area network
	FC SAN
	FC protocol
	Basic concepts
	WWN
	FC address
	Port modes

	Communication flow
	1. The server and the disk device send fabric login (FLOGI) packets to register with the FC switches. Then, the FC switches assign FC addresses to each directly-connected node.
	2. The registered server and disk device send name service registration requests to their respective access FC switches to register name service information, including FC4 information. Finally, each FC switch in the fabric stores the name service info...
	3. To access a disk device, the server must obtain the list of disk devices in the fabric and their WWNs and FC addresses. For this purpose, the server must send a name service query request to its directly-connected FC switch.
	4. After the server obtains the FC address of the disk device, the server can send FC frames destined to the FC address to the FC switch nearby.
	5. When the FC switch receives the FC frame from the server, it performs the following operations:
	6. The next-hop FC switch forwards the FC frame in the same way, until the FC switch at the last hop forwards the FC frame to the destination disk device.

	VSAN
	FC zone

	FCoE
	Basic concepts
	VFC interface and VN interface
	FIP protocol
	FCoE frames

	How FCoE works
	Procedure for receiving and sending FC frames over Ethernet
	1. FIP establishes a virtual link between the VFC interface of the FCF switch and one of the following interfaces:
	2. After the virtual link is established, the FCF switch encapsulates the FC frame in an FCoE frame and sends it out.
	3. After receiving the FCoE frame, the FCF switch removes its Ethernet header to send the original FC frame to the upper layer for processing.

	How FIP works
	1. The ENode sends a Discovery Solicitation containing its FCoE MAC address.
	2. After receiving the Discovery Solicitation, the FCF switch acts differently depending on whether the receiving VFC interface is bound to an FCoE MAC address.
	3. The FCF switch periodically sends unsolicited Discovery Advertisements, whose fcf priority field carries the FCF priority of the system.
	4. After receiving the Discovery Advertisements, the ENode determines the FCF switch with the highest priority according to the fcf priority field. Then, the ENode sends a FLOGI request to that switch for login.
	5. After receiving the FLOGI request, the FCF switch identifies whether the source MAC address matches its learned or bound FCoE MAC address.
	6. The FCF switch also periodically sends unsolicited Discovery Advertisements to maintain established virtual links. If the ENode fails to receive an unsolicited Discovery Advertisement within a period 2.5 times the FKA advertisement interval, it del...



	FCoE modes
	FCF mode
	NPV mode
	FCF-NPV mode
	Transit mode

	Protocols and standards
	Configuring the system operating mode
	1. Use the system-working-mode command in system view to set the advanced mode.
	2. Save the current configuration and reboot the switch.

	Configuring an FCoE mode
	1. Configure the switch to operate in the non-FCoE mode.
	2. Configure the switch to operate in the target FCoE mode.

	FC and FCoE features supported in different FCoE modes
	FCoE mode commands
	display fcoe-mode
	fcoe-mode


	New feature: Configuring FC interfaces
	Changing the port type between a Layer 2 Ethernet interface and an FC interface
	Configuring an FC interface
	Displaying and maintaining FC interfaces
	FC interface commands
	bandwidth (FC interface view)
	default (FC interface view)
	description (FC interface view)
	display interface fc
	fc mode (FC interface view)
	fcb2bcredit
	fill-word
	interface fc
	port-type
	reset counters interface fc
	shutdown (FC interface view)
	speed


	New feature: Configuring VFC interfaces
	Configuring a VFC interface
	Displaying and maintaining VFC interfaces
	VFC interface commands
	bandwidth (VFC interface view)
	bind interface
	default (VFC interface view)
	description (VFC interface view)
	display interface vfc
	fc mode (VFC interface view)
	interface vfc
	reset counters interface vfc
	shutdown (VFC interface view)


	New feature: Configuring FC link aggregation
	Overview
	Basic concepts
	FC aggregation group, member interface, and FC aggregate interface
	Member interface status

	How FC link aggregation works
	FC aggregate interface operating mode
	Choosing Selected member interfaces
	Speed of an FC aggregate interface
	Load sharing mode

	FC link aggregation networking guidelines
	1. Use the shutdown command to shut down the FC aggregate interfaces.
	2. Correctly configure the FC aggregation groups and member interfaces.
	3. Use the undo shutdown command to bring up the FC aggregate interfaces.

	FC link aggregation configuration task list
	Configuring an FC aggregate interface
	Assigning an FC interface to an FC aggregation group
	a. Assign the peer FC interface to the peer FC aggregation group.
	b. Use the undo shutdown command to bring up the local FC interface.
	c. Remove the peer FC interface from the peer FC aggregation group.
	d. Use the undo shutdown command to bring up the local FC interface.

	Enabling local-first load sharing
	Displaying and maintaining FC link aggregation
	FC link aggregation configuration example
	Network requirements
	Configuration procedure
	1. Configure Switch A:
	2. Configure Switch B in the same way Switch A is configured.
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